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Abstract

This document describes a tour of Machine Learning (ML) techniques using tools
in MATLAB. We point to the standard implementations, give example code and point
out some pitfalls. Please work your way through the manual, try out the different
implementations, and answer the questions and discuss with your peers. 2 hours should
be sufficient to work your way through the material. I don’t ask for any report on this,
but I expect some of the techniques to trickle through in the mini-projects. Lets start
with giving an overview of available ML toolboxes.

• (MATLAB) Since 2006, MATLAB maintains and updates a ’Statistics and Machine
Learning Toolbox’, see http://se.mathworks.com/help/stats/index.html. Func-
tionality is rather wide-ranging (classification, regression, clustering) and inference
(bootstrap, ANOVA, testing). SVMs and other modern told are implemented since
2014.

• (R) Particularly complete functionality when it comes to ML. But functions are scat-
tered in many toolboxes: see e.g. https://cran.r-project.org/web/views/MachineLearning.html.
Of particular note is the software supporting the book by Hastie et al., see https://cran.r-project.org/web/packages/ElemStatLearn/index.html.

• (Python) There is a recent trend to use Python as an alternative to the above. One
such effort towards ML is in SCIKIT-LEARN, see http://scikit-learn.org/stable/.

• (Java) Weka is a continual effort to implement ML tools in packages which can be
included in larger software projects. Focus is on data-mining, and not so much on
statistical ML. See http://www.cs.waikato.ac.nz/ml/weka/.

1 Hello world: Classification

1.1 LDA

The simplest way to do classification is Linear Discriminant Analysis (LDA), which basi-
cally fits two equal Gaussian distributions to the data which is assumed to be a vector in
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dimension p. Then, the optimal classifier corresponding to those two Gaussians is a linear
model so that the predicted label ŷ associated to a new data-point x ∈ Rp is given as

ŷ = sign(ŵTx). (1)

LDA gives this vector ŵ ∈ Rp. LDA is implemented in MATLAB as classify. Generate
m = 100 training data and m′ = 100 test-data from to Gaussians in R2, and classify all
the points in a grid in R2 (as in the help classify explanation).

1.2 SVMs

SVMs are implemented in the MATLAB Stat&ML toolbox as fitcsvm. read the help on
this function. Run the example on the Fisher dataset as detailed in the documentation,
see http://se.mathworks.com/help/stats/fitcsvm.html. This function contains an
option to compute the CV error. Run the example - and compare later to your own CV
implementation.

In earlier versions of MATLAB, this function is not implemented. Then download
LIBSVM at https://www.csie.ntu.edu.tw/~cjlin/libsvm/, and run the implementation
on the breats-cancer UCI dataset instead. The page provides example code for doing
this.

2 Generalities

2.1 Generalization error.

The overall focus of the FOML course has been on relating the actual risk to the empirical
risk. Lets say we have a measure of loss, relating the measured label yi to the predicted one
ŷi as `(yi, ŷi). For example for classification this is `(yi, ŷi) = I(yi 6= ŷi) where I(z) = 1 if
z holds true, and equals 0 otherwise (the zero-one loss). Then the actual risk is defined as

R(h) = Ex∼D [`(h(x), f(x))] (2)

and given an I.I.D. sample {(xi, f(xi) = yi)}mi=1, one can approximate this theoretical
quantity by

Rm(h) =
1

m

m∑
i=1

` (h(xi), f(xi)) , (3)

which in general match when m → ∞. The first quantity is in general impossible to
compute, but here we can generate different realisations of an independent testset, so that
E[Rm(h)] = R(h). If we only have few data points, one uses L-fold cross-validation instead.
This is an estimation of the actual risk for the classifier h learned on a sample. It is defined
as follows

RLm =
1

L

L∑
l=1

Rml
(ĥm/ml

), (4)
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where we divide the set M = {1, . . . ,m} into L disjunct ones {Ml}Ll=1 of size respectively
ml. Then

Rml
(h) =

1

ml

∑
i∈Ml

`(yi, h(xi)), (5)

and ĥm/ml
is the classifier obtained by your learning algorithm when trained on all the

m samples except for the ml used for testing in (5). Note that the CV error (4) is not
paramerized for different h’s, and is as such qualitatively different from (3).

Task: The first task is to implement this CV error in MATLAB. Take a classification
model implemented with SVM (as in the previous section). Implement CV for the zero-one
loss, with L = 10 and the dataset as input. The CV-error is output. Now we can also
generate a plot of the distribution (histogram, or hist) of the empirical error for various
trained classifiers. So for different realisations of training sets and testing sets, one can
compute Rm(ĥm) of the training error and R′m(ĥm) on m′ of the testset of size m′. Take
for example m = m′ = 100, and use data generated from two equally-sized Gaussians.
Then one can plot the actual CV error on the original data on this histogram. How do
they relate?

2.2 Rademacher complexity

A general trend in the book is to relate actual to empirical risk through the notion of the
Rademacher complexity term, defined as follows. Given a set of m samples {xi}mi=1, and a
Hypothesis set H = {h}. Then the empirical Rademacher complexity is defined as

Rm(H) = Eσ

[
sup
h∈H

1

m

m∑
i=1

σih(xi)

]
, (6)

where the expectation Eσ is over a random sample of the Rademacher variables σi, such
that P (σi = +1) = P (σi = −1) = 1

2 . If H is a singleton, then Rm(H) = 0, if H contains
any measurable function (and xi 6= xj for i 6= j) with supx |h(x)| = 1, then Rm(H) = 1.
In general, one interpolates between those two extremes. This exercise illustrates this in a
practical setting.

Task: We will replace ’suph∈H with the learning approach that we study. Here, let’s
use SVM with parameter C = 1. We approximate the expectation by an average over
random draws of ’labels’ {σi}i ⊂ {−1,+1}m. Then for each draw of this labels, we use the
SVM implementation fitcsvm return the h of interest, denoted as ĥj . Then

Rm(H) ≈ 1

q

q∑
j=1

1

m

m∑
i=1

σji ĥ
j(xi) (7)

where q = 1000. Plot the result. Make also a histogram of the individual terms of the
first summand (for various draws of {σi}). Now we can empirically relate the empirical
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risk (training error), the actual risk (the test error), via the estimated Rademacher term.
while theory gives an upper bound of this relation, inspection of those three plots give an
empirical relation. What is your conclusion? Discuss with others.

3 Regression

Regression or approximation assumes that the labels y take values in R. We consider here
the loss function `(y, ŷ) = (y − ŷ)2. We will consider two principles, and contrast them to
the Ordinary Least Squares (OLS) approach. Again, plot the distribution of the training
error (histogram of different realisations), the distribution of the test-set error (histogram
of different realisations), and indicate the CV error on those.

3.1 Regularization schemes

This section is going to use the following data. Let p = 100, and m = 200. then
generate xi from a standard distribution over Rp, and let the true parameter vector
w0 = (1, 0, 0, . . . , 0)T ∈ {0, 1}p. Then yi = xTi w0 + e where e is again standard dis-
tributed (Gaussian, zero mean and unit variance). Generate a training set of size m, and
a testiest of size m′ = 10.000. First implement the OLS estimate, calculate the training-
and testiest error.

Task: Then we implement a Ridge Regression (RR) estimate with regularisation con-
stant λ = 1. Plot the training error and the testiest error in terms of a λ taking values in
the range 10−3, . . . , 103. Generate the same plots using the LASSO estimator instead (see
help lasso in MATLAB).

3.2 Support Vector Regression (SVR)

Support Vector regression is implemented in the libsvm toolbox. Download that one at
https://www.csie.ntu.edu.tw/~cjlin/libsvm/ and run the example. Run this imple-
mentation on the data as before, plot training error and testiest error, and let C vary over
the same range as before. How does the resulting plot look like?

Task: Relate the estimates obtained by LASSO, RR, LASSO and SVR qualitatively.
What can you say about the goodness of fit in either case?

4 Online learning

Lets turn attention to the ONLINE LEARNING scenario, where data comes in sequentially.
That is, we have a time-index t running from 1 to T . and an initial parameter vector w0

which is here taken to be the zero vector. Then the general protocol is
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Algorithm 1 Online learning

Require: w0

for t = 1, . . . , T do
Receive xt ∈ D.
Predict ŷt = f(xt,wt−1).
Receive yt
Update as wt ← wt−1,xt, `(yt, ŷt)

end for

These algorithms are usually analysed in terms of the regret, defined as

rT =
T∑
t=1

`(yt,w
T
t−1xt)−min

w

T∑
t=1

`(yt,w
Txt). (8)

where here we focus on the loss function `(y, ŷ) = (y − ŷ)2.

4.1 Halving

The halving scheme is a particularly simple and elegant approach for online classification.
That is yt ∈ {−1, 1}, and we consider the zero-one loss. It works under the expert setting,
and under the reliability assumption, that is the input is also binary, and there is a feature
(expert) which equals always the output. Then the HALVING scheme sniffs this feature
out.

Task: Generate at each time point t a uniformly random binary vector xt ∈ {−1,+1}p
with p = 1000, and let yt = xt,111. Then run the halving scheme and see if it converges
to feature 111. What happens if you vary p to 100, 1000, 10000, ... ? What happens if
you add a tiny bit of noise as yt = σtxt,111 where σt is 1 with high probability, and −1
otherwise?

Task: See how the regret evolves when t = 1, 2, 3, . . . grows. For the regret, replace the
minimum w in the second summand by w0 = (0, . . . , 0, 1, 0, . . . , o)T ∈ Rp with the ’1’ on
place 111. What happens to the test-error? What happens to the distribution (histogram)
of the test-errors during the iterations of the algorithm?

4.2 Linear PERCEPTRON

First, we get the simplest model where we predict the binary label at time t as

ŷt = sign(wT
t−1xt), (9)

where wt,xt ∈ Rp. The perceptron algorithm is then further defined by the update rule

wt = wt−1 + I(yt 6= ŷt)ytxt. (10)
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where I(z) equals one if z holds true, and equals zero otherwise. Implement the resulting
algorithm in a MATLAB script.

Task: make a simple implementation in MATLAB on the data as used in the halv-
ing scheme, but where new predictions are this time not made as the majority vote as
in the HALVING scheme, but as in eq. (9). See how the regret evolves when t =
1, 2, 3, . . . grows. For the regret, replace the minimum w in the second summand by
w0 = (0, . . . , 0, 1, 0, . . . , o)T ∈ Rp with the ’1’ on place 111.
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