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Real Applications of Markov Decision Processes 

DOUGLAS J. WHITE Manchester University 
Dover Street 
Manchester M13 9PL 

England 

In the first few years of an ongoing survey of applications of 
Markov decision processes where the results have been imple 
mented or have had some influence on decisions, few applica 

tions have been identified where the results have been 

implemented but there appears to be an increasing effort to 
model manv phenomena as Markov decision processes. 

When a system is controlled over a 

period of time, a policy (or strat 

egy) is required to determine what action 
to take in the light of what is known 
about the system at the time of choice, 
that is, in terms of its state, i. The state 

may include information about past ac 

tions and events but is still called the state 

at the time of the decision. If decisions are * 
made at uniform time intervals then, if at 
some decision epoch, the state is i, and if 

action k, is taken, and the state at the 
next decision epoch has a probability Py 
(that is, the probability depends only on 

i, j, and k) the system behavior is said to 

constitute a Markov decision process. In 

many cases an immediate reward, r?k , 

is incurred for the given (i, k). Markov de 

cision theory is concerned, ultimately, 
with finding policies to produce optimal 
performance of the system in some sense, 
for example, to maximize the expected 
discounted reward over an infinite time 

horizon or over a finite time horizon; or 

to maximize the reward per unit time 
over a long time horizon or the expected 
total reward over a finite time horizon. 

Other objectives, possibly subject to con 

straints, may be appropriate. 
Formally, a policy is a sequence of deci 

sion rules, each of which tells us what ac 

tion to take when the state is known at 
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the appropriate decision epoch. There are 

many theoretical questions, such as, 
when do optimal policies exist? and when 

do optimal stationary policies exist (that 
is, ones where the decision rules are iden 

tical at each decision epoch)? I will not 

deal with such questions here. 

The main purpose of this paper is to 

discuss applications very briefly. I will 

take one of these as an illustration and 

subsequently show how the other appli 
cations fit into the Markov decision pro 
cess framework. The example I will 

consider is the salmon harvesting prob 
lem of Mendelssohn [1979]. 

The Salmon Harvesting Problem 
For this problem the system consists of 

a quantity of salmon, some of which may 
be caught in a given season and the rest 

allowed to spawn. The state, /, of the sys 
tem in any season is the siz? of the 

salmon population. The action, k, to be 

taken is the size of the population to be 
left for spawning. The catch is then / ? k 

= r * = the immediate reward from this 
action in the given state. At the begin 
ning of the next season, allowing for 

spawning, the size of the salmon popula 
tion will be / with a certain probability. 
The law governing the population growth 
takes the form j 

= ake~bkaz where Z is 
a normal random variable, N(Of a2). In 

fact Z is a continuous variable, whereas, 
if we wish to treat ; as an integer varia 

ble, we will assign a particular value of ; 
to a range of Z values, but this is merely 
a technicality which I will not pursue. 
The net result is that we can determine 

Pij , which happens to depend only on 

;, k, and not on i, for this particular 
problem. 

v(i) = max V ' 0<A:</ 

If we now define v(i) to be the maximal 

expected discounted reward, with dis 
count factor ?, over an infinite time hori 

zon, beginning in state /, intuitively (but, 
in practice requiring a theoretical proof) 

we derive the optimality equation 

j 
for all states i. 

If we solve this equation, then we will 
obtain an optimal decision rule, telling us 

the optimal value of k for each i. For this 

problem, it turns out that, for some a > 

0, the rule takes the structural form 
k = min [i, a] 
that is, if i >a, then k = a; 
if i ̂ a, then k ? i. 

Not all problems are this simple, and 
not all state descriptions are this simple, 
for example, see the frost protection prob 
lem of Katz, Murphy, and Winkler [1982] 

where the state at a decision epoch con 
sists of two variables, the minimal tem 

perature forecast and the current bud 
loss. Nonetheless the approaches are all 

very similar. In some cases, actions may 
be taken when changes in state occur, 
and not at uniform time intervals. Such 

problems are called semi-Markov, but 

again may be tackled in a similar manner; 
for example, see the steel production 

problem of Buzacott [1973] where actions 
are called for when a soaking pit becomes 
available. 

The Survey 
Markov decision processes have under 

gone various phases of development. In 

the late 1950s and early 1960s the subject 
was given impetus by the late Dick Bell 
man and by Ron Howard, whose book in 
1960 seemed to open up a new vista of 
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control theory and rich applications. The 
next few years were fairly quiet, but in 

the 1970s there was a surge of work, no 

tably in the computational field and also 
in the extension of Markov decision pro 
cess theory as far as possible in areas 

where the basic state, reward, and transi 
tion probability could be made much 

more general than the initial finite prob 
lems. 

The ojie thing that seemed lacking was 

real applications 
? 

application using real 
data where the results have either been 

implemented or have a clear effect on de 
cisions. The literature contains many hy 

pothetical applications, but I felt that to 

speak with authority about the usefulness 

pf the technique, I wanted to be able to 

point to real applications. 
To this end I began a survey in late 

1980 to find such real applications. This 
was a somewhat casual search since few 
resources were available. My findings, 
therefore, cannot be said to reflect the 

true situation. 
In undertaking this survey, I initially 

restricted my attention to the reputed 
leaders in the field, but subsequently con 

sidered individuals who, although not ex 

perts in the field, had found the topic 
useful in their areas of operation, for ex^ 

ample, in water resource management, 
farming, fishing, and so on. This turned 
out to \>e more productive than the origi 
nal foray. 

For the record, in addition to those dis 

cussed here, 26 individuals reported no 

real applications, and no replies were ob 

tained from another 18 individuals. Thir 
teen replies reported studies in progress, 

whose status in terms of work on real-life 

problems was not clear. These included 

work on production and inventory con 

trol, and water resource management. In 
the latter field, there may be a considera 

ble number of useful real applications, 
but resources did not permit a proper fol 
low up. 

At the beginning of the survey, one 

correspondent pointed out a difficulty: in 

The one thing that seemed 
lacking was real applications ? 

applications using real 
data where the results have 
either been implemented or 
have a clear effect on 
decisions. 

one sense, there are undoubtedly many 
real applications since the ideas behind 

Markov decision processes (inclusive of fi 
nite time period problems) are as funda 

mental to dynamic decision making as 

calculus is fo engineering problems. Thus, 
for example, many applied inventory 
studies may have an implicit underlying 

Markoy decision-process framework. This 

may account for the lack of recognition of 
the role that Markov decision processes 

play in many real-life studies. 

This introduced the problem of bound 

ing the area of the study. Should I con 

sider simulation studies, which are 

Markov if defined suitably, and which 

evaluate various decision rules? Or even 

formal Markov analysis, where transition 

matrices are evaluated for each decision 

rule, and then straight, enumerative, 
Markov analysis applied? These were ex 

cluded, and the area of study was 
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References Short Summary of Problem Objective Function Comments Implementation 

Fabian et al. [1959] 
In the light of fluctuating prices, 

how much raw material should be 

purchased to meet demands. The 
states are the stock levels and 

prices. 

Expected total cost (pur 
chase, stockholding, 
shortage) over a finite 
time horizon. 

The model is an approxima 
tion in certain ways. 

At the time the paper ap 
peared the model was 

being implemented. 

Herniter and Magee [1961]; 
Howard [1979] 

Which catalogues to send to indi 
vidual clients taking into account 
the costs and incomes derived. 

The states are the purchase histo 
ries of clients. 

Infinite horizon expected 
discounted net profit and 

long-run profit per unit 
time. 

Led to Ron Howard's devel 

opment of his policy space 
method. 

Recommendations imple 
mented and a few percent 

increase in performance 
observed over a finite 
time horizon. 

Linquist [1962] How much hydroelectric power 
should be generated to supple 

ment thermal power, where excess 

power may also be sold. The 
states are the reservoir contents. 

Expected productions 
costs, net of sales income, 
over a finite time horizon. 

During the survey it be 
came evident that a consid 
erable amount of world 

wide work has been done 
in this area, although the 
state of implementation is 
not known. 

The model has been in 
use since 1959. 

Buzacott and Callahan 

[1973] 
How should a steelworks make 
use of soaking pits, whose pur 
pose is to raise ingots to the ap 

propriate temperature for feeding 
into the primary rolling mill. Put 
into the soaking pits are both hot 

ingots and cold ingots. When a 

soaking pit becomes empty, the 
decisions to be made are which 
sources if any to use to fill it. The 
states are descriptions of soaking 
pit configurations (numbers of 

empty pits, cold pits, and so on). 

Production loss per unit 
time in the long run at 
the primary mills. 

A semi-Markov decision 

process since decisions are 

taken when states change. 
A fractional linear program, 
reduced to a linear pro 
gram, is used although pol 
icy space methods might 

have been better. 

Although the problem 
was somewhat simplified, 

the analysis did indicate 
the nature of optimal pol 
icies and was used to 

guide subsequent simula 
tions on the basis of 
which actual decisions 
were made. 

Hastings [1970]; Bailey and 
Mahon [1975] 

To decide at what age a vehicle 
becomes too expensive to repair 
and should be replaced. The 
states are the age and anticipated 
repair cost of the vehicle. 

Long-run cost per unit 
time. 

Example of a plausible 
structured policy 

? for a 

given age, repair if the re 

pair cost is no greater than 
a critical level. 

Implementation based on 

modifications given in the 

second paper is expected 
to produce considerable 

savings across a large 
fleet. 

X 
H 

in 



i 

I 
Hl I 

O 
ft) 

n 

VO 
00 

^1 
^1 

Kdesar [1970] To decide how many patients to 

admit at specified times, taking 
into account possible overflows 
and under utilization of capacity. 
The states are the number of beds 

occupied. 

Long-run bed occupancy 
level subject to con 

straints, for example, 
probability of ward being 
full at any time. 

Linear programming was 

used, since policy space 
methods are not immedi 

ately applicable when extra 
constraints are added. Al 

though not strictly Marko 

vian, the departure was 

small. 

No implementation, al 

though the work appar 
ently influenced 

subsequent decision mak 

ing and data collection. 

Baker and Dallenbach 

[1984] 
Similar to Lindquist, with two res 

ervoir systems and transfer of 

power between the two. 

Expected discounted costs 
over a finite time horizon. 

In use for scenario explo 
ration involving oil price 
increases. 

Gittins and Jones [1974] In product development, derisions 
are made as to whether or not 

subsequent trials should be in the 
same or a new research area. The 
states are defined in terms of the 

research information obtained to 

date. 

Expected number of trials 
needed to identify a po 

tentially successful re 

search direction. 

A Bayesian model in which 
states are defined in terms 
of information from pre 
vious samples. 

Not implemented, but a 

program is available and 

implemenation is being 
sought. 

Bishop et al. [1975], Swer 

sey [1982]; Carter, Ignall, 
and Rider [1982] 

How many fire engines should be 
sent out in response to an alarm. 

The states are described in terms 

of the type of alarm and the num 

ber of first and second fire en 

gines currently out. 

Long-run fire losses per 
unit time. 

A semi-Markov decision 

process with decisions 
taken when an alarm is re 
ceived. Also plausible struc 
tured policy was 

determined. 

Not implemented, but did 
influence the decision 

made. Simulation indi 
cated the recommended 

policy was superior to 

that used in practice. 

Walters [1975, 1978, 1981]; 
Mendelssohn [1979] 

What proportion of a given 
salmon population should be 

caught, reserving some for spawn 
ing the next season. The states 
are the size of salmon population. 

Infinite horizon dis 
counted total catch. 

Example of a plausible 
structured policy 

? aim for 
a base stock level. 

No implemention re 

ported for Mendelssohn, 
but apparently Walters' 
results are being used in 
a general way by the Ca 
nadian government. 
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References Short Summary of Problem Objective Function Comments Implementation 

Collart and Haurie [1976, 
1980]; Berger and Haurie 

[1981] 

Which new patients should be ad 
mitted to a hospital, and how 
should resources be allocated in 
the hospital. The states are the 

numbers of patients in, and 

length of time in, each medical 
condition. 

Weighted sum of square 
deviation of patient care 

from the target norm, per 
unit time in the long run. 

A semi-Markov derision 

process, decisions being 
made when, for example, 
beds become vacant. Only 
in the last paper is a Mar 

kov decision model at 

tempted. A considerable 
reduction in states was 

obtained. 

No implementation to 

date, but work is 

continuing. 

Lembersky [1978] How many trees should be 

planted, or how many trees in a 

specific stand should be felled, or 

should the stand be thinned, 

bearing in mind the income from 
trees felled in certain conditions 
and the various costs. The state of 
a stand includes information on 

age, density, diameters. 

Infinite horizon net dis 

counted income and long 
run volume felled per 
year. 

Real-life study, but no in 
formation on implementa 
tion is available. 

Sniedovich [1979] What amount of water should be 

released from a reservoir in any 

given period of a finite set. The 
states of the system are reservoir 

levels, plus the extent to which a 

reliability constraint has been vio 
lated to date. 

Expected benefit over a fi 
nite time horizon, subject 
to a reliability constraint. 

For this problem the con 

straint was incorporated 
into the state description. 

Not implemented, but ap 

parently the work had 
some effect on the deci 
sion making. 

Golabi and Kulkarni [1981, 
1982] 

For each mile of highway, what 
maintenance action should be 

taken. The states are a description 
of the surface condition in such 
terms as skid number and ride 
index. 

Long-run cost per unit 
time subject to constraints 
on highway surface 
conditions. 

Linear programming was 

used, since policy space 
methods are not applicable, 

immediately, when extra 
constraints are added. 

Implemented in Arizona 
and work going on in 

Kansas. 

Boyce and Kalotay [1979] In the light of prevailing interest 

rates, should a bond issued under 

agreed conditions be recalled and 
a new bond issued? The states are 

the prevailing interest rates. 

Expected discounted costs 
over the loan period of 
the initial bond. 

Supported the policy in 
actual use, but it is not 

known if the method is in 

general use. 
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Katz, Murphy, and Winkler 

[1982] 
In the light of temperature fore 

casts, should an orchard be pro 
tected, taking into account the 
costs of protection and crop 
losses? The states are temperature 
forecasts and bud losses to date. 

Expected total cost (inclu 
sive of bud loss costs) 
over the frost season. 

Not implemented, but 

comparisons with actual 

procedures indicate 

improvements. 

Shoemaker [1981, 1982]; 
Onstad and Shoemaker 

[1983a, 1983b] 

How should certain types of 
chemical or biological control be 

applied to reduce the alfalfa wee 

vil population? The states include 
such conditions as weevil and par 
asite population levels. 

Net discounted income 
over a finite time horizon. 

Not yet implemented al 

though the decision mak 
ers agree with the results; 
the alfalfa weevil is cur 

rently not prevalent for 

testing purposes. 

Bigelow [1982] Once a water sprinkling system 
has been installed, derisions must 

be made as to how much sprin 
kling to do. The states are de 

scribed in such terms as rainfall 
and ?vapotranspiration levels. 

Expected net cost over the 

growing season. 
It is not known whether 
the policies were imple 

mented, but calculations 
were done on real-life 
data. 

Landsberger and Meilijson 
[1982] 

Taxpayers are divided into those 
who defaulted and those who did 
not default on their last audit. Each 

category is to be audited with cer 
tain probabilities. Knowing these 

probabilities, the taxpayer has to 
decide what to dedare. 

The taxpayer wishes to 
minimize his expected 
payments, inclusive of 

penalties. The tax office 
wishes to maximize the 

expected tax income. 

No information is avail 
able on implementation. 

Bartmann [1983] How many shifts and how much 
overtime should be used in curd 

production in the light of demand 

forecasts. The state includes, for 

example, current forecast levels. 

Expected cost over a finite 
time horizon. 

The project is an ongoing 
project, and implementa 
tion is expected. 

Adelson [forthcoming] A company holding cash and gilt 
edged shares has to decide how 

many shares to buy or sell. The 
state includes information on cash 

held, on shares held, and on cur 

rent share price. 

Expected sum of cash 
held and share value at 
the end of a finite time 

horizon. 

For large values of time ho 
rizon this gives a multipli 
cative growth model. 

This real-life consultancy 
exercise was not imple 

mented because of orga 
nizational changes. 
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References Short Summary of Problem Objective Function Comments Implementation 

Self [1983] In processing health service 

claims, the next step is dependent 
on the history of the claim which 
is its state. This may include re 

turning the claim to the physician 
for further information. 

Expected total cost of 

processing and of unnec 

essary payments. 

The Electronics Data Sys 
tems Corporation has been 

using Markov derision 

processes for 10 years for 
flows in networks. 

No information on spe 
cific examples of imple 

mentation was provided. 

Zipkin [1976] How should an elephant herd be 
culled? The states of a herd in 
clude information such as age and 
sex distributions. 

Various (unknown) crite 
ria used. 

Linear programming was 

used. 
No information is avail 
able other than that the 
results were communi 
cated to the game park 

managers. 

Makowski [1984] A company must decide how 
much credit to extend, taking into 
account the costs, incomes, and 
risks associated with each client. 
The states are described in such 
terms as status (for example, 
fraud), age, credit balance. 

Expected net income until 
client leaves the system. 

A program is available, 
but no information on im 

plementation is available 
as yet. 

Davis and Krzyszstofowicz 
[1984] 

Decisions are made (such as evac 

uation, closure of facilities) in re 

sponse to flood forecasts. The 
states include flood response to 

date, flood forecast, etc. 

Expected total cost (inclu 
sive of flood costs) over 

the flood season. 

Not implemented but had 
some effect on under 

standing, insight, and 

perspective for the Na 

tional Weather Service. 

Chidambarum et al. [1984] The company must purchase up 
to 100 spacecraft. Each spacecraft 

moves through a sequence of 
states with given probabilities. 

The state of the system is the 
combined state of all spacecraft. 

Decisions are made about order 

ing the spacecraft, and subse 

quently launching them. 

Expected total cost over a 

finite time horizon. 
The problem has a very 

large number of states. Var 
ious approximation proce 

dures were used and, 

ultimately, simulation was 

used for the final check. 

No information is avail 
able on implementation, 
but work is ongoing. 
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restricted to cases where formal optimiza 
tion algorithms were used, inclusive of 

policy space, value iteration, linear pro 

gramming, plus added computational 
aids, such as aggregation (although only 
two such aids seemed to be implicit in 

the correspondence). In addition, nonsto 

chastic processes were excluded, although 

undoubtedly real applications exist in this 
area. 

I did not set out to find the reasons for 

(apparent) lack of applications. Several re 

spondents were quite concerned about 

this, and several volunteered reasons, 

such as the not-invented-here syndrome, 
the difficulties in getting transition proba 

bilities, the multiobjective nature of prob 
lems, the general analyst-manager 
communications gap, and the sheer size 

of the problems. With the exception of 

the last point, the reasons for lack of ap 

plication seem to apply to all OR studies, 
and perhaps only the last one specifically 

applies to Markov decision processes, al 

though one might argue that this would 

also force competing approaches (for ex 

ample, simulation) to take a somewhat 

narrower view of the policy options to 

consider. 

Of the real applications covered in this 

paper, only a small number involve large 
state spaces, suggesting that, even with 
our current limitations, some rather tract 

able and real areas of application do exist. 

Recurring in the correspondence is the 

suggestion that the combined simulation 

Markov decision process philosophy looks 

very promising. 
The table presents the findings so far. 

Conclusions 

As indicated, this must be treated as 

the first step in an ongoing long-term 
venture. On the basis of the limited infor 

mation acquired so far, it is difficult to 

draw any conclusions. I identified only 
five pieces of work that have been di 

rectly implemented: 
(1) Howard [1979]; Herniter and Magee 
[1961]; 
(2) Hastings [1970], Bailey and Mahon 
[1975]; 
(3) Golabi and Kulkarni [1981, 1982]; 
(4) Linquist [1962]; 
(5) Fabian et al. [1959]. 

All the studies listed are real-life stud 

ies, and, in some cases, although no poli 
cies based on the analysis have been 

implemented, the analysis has been 

found useful. In the case of Buzacott and 

Callahan [1973] the form of the optimal 
policy was helpful in directing subse 

quent simulation. Further importance is 

given by Chidambarum et al. to the de 

velopment of a judicious combination of 

Markov decision process analysis and 

simulation. In other cases, such as Kole 
sar [1970], the very process of analysis 

was helpful to decision makers. 
I did not try to find out why particular 

analyses were not implemented, although 
some respondents freely offered their 

views. I thought that the sheer size of the 

problems might work against implementa 
tion, but few problems were large. Un 

doubtedly many very large problems exist 
for which the present technique is inade 

quate. However, there appear to be many 
actual or potential applications where size 

is not a barrier to realistic analysis. 
In applying Markovian decision pro 

cesses, the Markov property may be an 

issue. Kolesar [1970] and Herniter and 
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Magee [1961], discuss this issue and find 
that departure from Markovian behavior 

was minimal. Nonetheless, this may be a 

serious problem if the state description 
must include long, relevant past histories: 

adaptive problems of the kind covered by 
Gittins and Jones [1974] can be quite diffi 
cult to handle in this respect unless a 

nice structure exists. 

Although little material has been gath 
ered to date, it appears that in the last 

few years more efforts are being made to 

model phenomena using Markov decision 

processes. 

I will welcome correspondence on the 

subject. 
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