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Basic Measurement Metrics 

  Comparing Machines Using Microarchitecture 
  Latency (instruction execution time from start to finish) 
  Throughput (number of instructions per unit of time) 
  Processor cycle time (GHz) 
  CPI - cycles per instruction 
  MIPS - millions of instructions per second 
  FLOPs – floating point instructions per second 

(also GFLOP/TFLOP/PFLOP/EFLOP) 

  Comparing Machines Using Benchmark Programs 
  Which programs? 
  Benchmark suites/microbenchmarks 
  Different Means: Arithmetic, Harmonic, and Geometric Means 
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Latency: Execution Time 
  Wall-clock time (time from the clock on the wall) 

  Also called response time or elapsed time 
  Absolute time to finish the program 
  Problems with wall-clock time 

  What if more than one program is running on the same machine? 
  What if the program asks for user input? 
  What if its summer time? 

  CPU (or processor) time  
  Computing, not waiting for I/O 
  Divided into: 

  User time - time spent in user mode 
  System time - time spent in the operating system (OS) 

  Unix ‘time’ command reports CPU time as: 
  90.7u    12.9s     2:39     65% 
  90.7 user CPU seconds (in the user’s program) 
  12.9 system CPU seconds (in the system calls e.g. printf) 
  2 minutes, 39 seconds wall clock time 
  65% of the wall clock time was spent running on the CPU Slide 4 

Example Program Run 

  Programs intermix I/O with processing 

CPU Wait CPU Wait CPU Wait CPU Wait CPU 
Program 
Run 

CPU CPU CPU CPU CPU 
CPU Time 

Wait Wait Wait Wait 
Wait (I/O) Time 

Total Time 

 Programs also intermix multiple programs with each other 
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Throughput 

  Amount of work done in a given time 
  We often use throughput to measure  

  # of lines of code per day 
  # of bits per second transmitted over a wire 
  # of web pages served per minute 

  In contrast to latency 
  amount of time to produce 1 line of code 
  amount of time to send 1 bit over a wire 
  amount of time spent waiting to receive web page 

  Often, processor performance is only quoted in terms of latency 
  Program A ran 10 times faster than program B 

  But, for many apps, throughput is much more important 
  Lots of independent tasks 
  Response time is not that important (batch processing) 
  Scientific simulations 
  3D graphics rendering (pixel throughput, not time per pixel) 

Mbps bandwidth 

ms latency (ping) 
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Throughput (con’t) 

  If you improve response time, you usually improve throughput 

  Why? 

  However, you can also improve throughput without improving response time 

  How? 

+ 
+ 

+ 

Latency 
1 s 

Throughput 
1 per s Throughput 

2 per s 
Same latency 

+ 

Latency 
1 s 

Throughput 
1 per s + 

Latency 
0.5 s 

Throughput 
2 per s + 

Latency 
1 s 

It is much easier to improve 
throughput than latency. 
(This is why GPUs have 

become so fast.) 
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Processor Cycle Time and Clock Frequency 

  Every processor has (at least one) global clock 
  Used in Sequential circuits (Latches, registers, FSMs, etc.) 
  Clock frequency is quoted as cycles per second or Hertz 
  Current CPUs run at ~3,000,000,000 cycles per second or 3 GHz 

 
  1 / clock frequency = clock cycle time 

  Example 
  Clock frequency is 100 Hz (100 cycles per second) 
  Clock cycle time is 1/100 or 0.01 seconds 

  A 500 MHz machine has a clock cycle time of: 
  1/500,000,000 s  
  2 nanoseconds (0.000000002) 

  A 3GHz machine has a clock cycle time of: 
  1/3,000,000,000 s 
  333 femtoseconds 
  Light travels 0.1mm in that time 

Think about that in terms of the size of a chip! 

Next State Logic  
(From Truth Table) 

Current 
State 

(Memory) 

Inputs 

Outputs 

Next 
State 

Current 
State 

Clock 
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Aside: Using Cycles to Compute CPU Time 

  Recall that CPU time is the time a processor spends executing a piece of software 
  CPU time can be computed as: 

 
 CPU time  =  CPU clock cycles for a program  * Clock Cycle Time 

 
 CPU time  =  CPU clock cycles for a program 

                                    clock frequency  
   Example 

  CPU clock frequency is 100 Hz  (clock cycle time is 0.01 seconds) 
  Program takes 200 cycles to execute 

  CPU time    =     program clock cycles  *  clock cycle time 
  CPU time    =    200 cycles  *  0.01    =     2 seconds 

  How do we know how many cycles it takes to execute a program? 
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Cycles to CPU Time Examples 

  Example 1 
 CPU clock frequency is 1 MHz 
 Program takes 4.5 million cycles to execute 
 What’s the CPU time? 

 
 

  Example 2 
 CPU clock frequency is 500 MHz 
 Program takes 45 million cycles to execute 
 What’s the CPU time? 

4,500,000 * (1/1,000,000) = 4.5 seconds 

45,000,000 * (1/500,000,000) = 0.09 seconds 

Slide 10 

Another Metric: Cycles Per Instruction 

  Cycles per Instruction (CPI) 
 
 

  CPI is an average of all the instructions executed in a program 
  Do instructions take different amounts of time? 
  Example: 

  Add:   fast or slow? 
  Multiply:   fast or slow? 
  Floating point Add:  fast or slow? 
  Memory read:  fast or slow? 

  CPI is useful in comparing two different implementations of the same 
architecture 

  Why “the same architecture”? 

  How do we know how many instructions a program executes? 

CPI  = avg. instruction execution time =    CPU time          
   # of instructions 
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Another Metric: Cycles per Instruction (con’t) 

  Can different instructions take different amounts of time? 
  Multiply vs. add 
  Memory accesses vs. register accesses 
  Floating point vs. integer 

  Example … a benchmark has 100 instructions: 
 
25 instructions are loads/stores (each takes 2 cycles) 
50 instructions are adds (each takes 1 cycle) 
25 instructions are square root (each takes 100 cycles) 
 
  CPI = ( (25 * 2) + (50 *  1) + (25 * 100) ) / 100  = 2600 / 100 = 26.0 
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  MIPS - Millions of Instructions per Second 
 

 MIPS =  
 
 

  When comparing two machines (A, B) with the same instruction set,  MIPS is a 
fair comparison (sometimes…) 

  But, MIPS can be a “Meaningless Indicator of Performance…” 
  Example:   

  Machine A has a special instruction for performing square root calculations 
  It takes 100 cycles to execute  

  Machine B doesn’t have the special instruction. It must perform square root 
calculations in software using simple instructions (e.g., Add, Mult, Shift) that each 
take 1 cycle to execute 

  Machine A: 1/100 MIPS   = 0.01 MIPS 
  Machine B: 1 MIPS 
  Square root takes 100 cycles: hurts average “instructions per second” but 

may improve performance dramatically!  

MIPS 

# of instructions 
benchmark 

benchmark 
total run time 

1,000,000 

X 
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The “Iron Law” of Processor Performance 
  

Processor Performance  =   ---------------
Time

 Program

=  ------------------   X   ----------------   X   ------------
Instructions    Cycles

 Program Instruction

Time

Cycle

    

 (code size)               (CPI)             (cycle time)

Architecture --> Implementation --> Realization
  Compiler Designer      Processor Designer         Chip Designer
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Using Performance to Compare Machines 

  Why should we worry about these different metrics? 

  Answers 
  Because we want to compare two different machines 

  Why? 
  Well, if we can’t compare we can’t reason about what is better 

  We want measurements of performance that: 
  make sense 
  are fair 
  are informative 

  It is surprisingly easy to do this wrong, or be fooled, or (if you are 
unscrupulous) distort the comparison in whatever way you want 
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Comparing Two Machines 

  Example: Let’s compare CPU time for two machines   
  Program takes 1,000,000,000 instructions 

 
  Machine  CPI  Clock Period   
  Machine A  1.2  2 ns  
  Machine B  2.5  1 ns 
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Comparing Two Machines (con’t)  

  Machine  CPI  Clock Period  Avg Instruction Time (secs) 
  Machine A  1.2  2 ns                         
  Machine B  2.5  1 ns                          
 

  CPU Time = # of instructions executed * avg instruction time 
 
  Machine A: 

 
 

  Machine B: 
 
 
 

  Which machine is faster? 

  How much faster? 
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CPU Time Example (con’t) 

  Machine  CPI  Clock Period  Avg Instruction Time (secs) 
  Machine A  1.2  2 ns  2.4 ns                       
  Machine B  2.5  1 ns  2.5 ns                
 

  CPU Time = # of instructions executed * avg instruction time 
  Assume 1,000,000, 000 instructions 

  Machine A:     we need to figure out total CPU time    

  Machine B:     we need to figure out total CPU time  
   

 
  Which machine is faster?     …umm,  the one with the smaller number?? 

  How much faster?   .ummm, the ratio of the numbers??  
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CPU Time Example (con’t) 

  Machine  CPI  Clock Period  Avg Instruction Time (secs) 
  Machine A  1.2  2 ns  2.4 ns                       
  Machine B  2.5  1 ns  2.5 ns                
 

  CPU Time = # of instructions executed * avg instruction time 
  Assume 1,000,000, 000 instructions 

  Machine A: 
  1,000,000,000   * 2.4ns  = 2.4 seconds 

 
  Machine B: 

 
  1,000,000,000 * 2.5ns  = 2.5 seconds 

 
  Which machine is faster? 

  How much faster?    2.5 / 2.4  = 1.04 times faster 
Machine A 
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Comparing Performance 
  Often, we want to compare the performance of different machines 

or different programs. Why? 
  To help architects understand which is “better” 
  To give marketing a “silver bullet” for the press release 
  To help customers understand why they should buy <my machine> 

  Often, we use the phrase “X is faster than Y” 
  Means the response time or execution time is lower on X than it is on Y 
  Mathematically, “X is N times faster than Y” means 

 
  Execution TimeY     =     N 
  Execution TimeX 

 
 Execution TimeY     =     N   =  1/PerformanceY      =    PerformanceX  
 Execution TimeX          1/PerformanceX   PerformanceY  
 

  Performance and Execution time are reciprocals 
  Increasing performance decreases execution time 
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Comparing Performance Across Multiple Programs 

  Computer A  Computer B  Computer C 
  Program 1 (secs)  1  10  20 
  Program 2 (secs)  1000  100  20 
  Program 3 (secs)  1001  110  40 
 

  A is 10 times faster than B for program 1 
  B is 10 times faster than A for program 2 
  A is 20 times faster than C for program 1 
  C is 50 times faster than A for program 2 
  B is 2 times faster than C for program 1 
  C is 5 times faster than B for program 2 

 
  Each statement above is correct…,  
      …but I just want to know which machine is the best? 
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Let’s Try a Simpler Example 

  Two machines timed on two benchmarks 
 

  Machine A    Machine B 
Program 1     2  seconds    4 seconds   
Program 2  12  seconds    8 seconds 
 

  How much faster is Machine A than Machine B? 
  Attempt 1: ratio of run times, normalized to Machine A times 

 
program1:  4/2 (=2.0)   program2 : 8/12  (=0.66) 

  Machine A ran 2 times faster on program 1, 2/3 times faster on program 2 
  On average, Machine A is (2 + 2/3) /2 = 4/3 times faster than Machine B 

  It turns this “averaging” stuff can fool us;  watch… 
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Example (con’t) 

  Two machines timed on two benchmarks 
 

  Machine A    Machine B 
Program 1     2  seconds    4 seconds   
Program 2  12  seconds    8 seconds 
 

  How much faster is Machine A than B? 
  Attempt 2: ratio of run times, normalized to Machine B times 

 
program 1: 2/4 (=0.5)   program 2 : 12/8 (=1.5) 

  
  Machine A ran program 1 in  1/2 the time  and program 2 in  3/2 the time 
  On average, (1/2 + 3/2) / 2 = 1  
  Put another way, Machine A is 1.0 times faster than Machine B 
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Example (con’t) 

  Two machines timed on two benchmarks 
 

  Machine A    Machine B 
Program 1     2  seconds    4 seconds   
Program 2  12  seconds    8 seconds 
 

  How much faster is Machine A than B? 
  Attempt 3: ratio of run times, aggregate (total sum) times, norm. to A 

  
  Machine A took 14 seconds for both programs 
  Machine B took 12 seconds for both programs 
  Therefore, Machine A takes 14/12 (=1.16) of the time of Machine B 
  Put another way,  Machine A is 6/7 faster (=0.85x) than  Machine B 
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Which is Right? 

  Question: 
  How can we get three different answers? 

  Solution   
  Because, while they are all reasonable calculations…  
 

…each answers a different question 
 

  We need to be more precise in understanding and posing these 
performance & metric questions 
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Arithmetic and Harmonic Mean 

  Average of the execution time that tracks total execution time is 
the arithmetic mean 
 
 
 
 

  If performance is expressed as a rate, then the average that tracks 
total execution time is the harmonic mean 

 

∑ =

n

i iTimen 1

1

∑ =

n

i

iRate

n

1

1

This is the 
definition for “average”  
you are most 
familiar with 

This is a different 
defn for “average”  
you are prob. less 
familiar with 
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Problems with Arithmetic Mean 

1.  Applications do not have the same probability of being run 
2.  Longer programs weigh more heavily in the average 

  For example, two machines timed on two benchmarks 
   Machine A    Machine B 
Program 1   2 seconds (20%)    4 seconds (20%) 
Program 2  12  seconds (80%)   8 seconds (80%) 

  If we do arithmetic mean, Program 2 “counts more” than Program 1 
  an improvement in Program 2 changes the average more than 

a proportional improvement in Program 1 

  But perhaps Program 2 is 4 times more likely to run than Program 1 
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Weighted Execution Time 

  Often, one runs some programs more often than others.  
Therefore, we should weight the more frequently used programs’ 
execution time 

  Weighted Harmonic Mean 

∑ ×
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n
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TimeWeighti1
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n

i

iRate
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1

1
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Using a Weighted Sum (or weighted average) 

    Machine A    Machine B 
Program 1   2 seconds (20%)    4 seconds (20%) 
Program 2  12  seconds (80%)   8 seconds (80%) 
Total   10 seconds    7.2 seconds 

  Allows us  to determine relative performance 10/7.2 = 1.38 
      --> Machine B is 1.38 times faster than Machine A 
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Another Solution 

  Normalize runtime of each program to a reference 
    Machine A (ref)  Machine B 

Program 1   2 seconds   4 seconds 
Program 2  12  seconds   8 seconds 
Total   10 seconds   7.2 seconds 

    Machine A   Machine B 
   (norm to B)   (norm to A) 
Program 1   0.5    2.0 
Program 2  1.5    0.666 
Average?  1.0    1.333 

So when we normalize A to B, and average, it looks like A & B are the same.  
But when we normalize B to A, it looks like A is better!  
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Geometric Mean 

  Used for relative rate or performance numbers 

  Geometric mean 
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Using Geometric Mean 

    Machine A   Machine B 
   (norm to B)   (norm to A) 
Program 1   0.5    2.0 
Program 2  1.5    0.666 
Geometric Mean  0.866    1.155 
 
1.155 = 1/0.8666! 

 
Drawback: 
  Does not predict runtime because it normalizes. 
  Each application now counts equally. 
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What Should You Do? 

  The most important measure is time 
  How long does it take to get a job done 

  Therefore 
  For each machine, take total run times for every benchmark, sum them 
  The performance difference is the difference between the run times 
  For example, two machines timed on two benchmarks 

 
   Machine A    Machine B 
Program 1   2 seconds    4 seconds 
Program 2  12  seconds    8 seconds 
Total   14 seconds    12 seconds 

  If we run each benchmark once, we’ll save 2 seconds 
  Allows us  to determine relative performance 14/12  

      --> Machine B is 7/6 faster than Machine A 
  Also allows us to determine absolute performance 

  We know we’ll only save 2 seconds … which may not be a big deal 
  But if the times were in days, then saving 2 days might be a really big deal!
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Measuring Performance 

  Metrics tell different things about a computer or its components 
  Benchmarks try to be more meaningful 

  Many different types of benchmarks 
  Scientific and engineering 
  Kernels - critical program fragments (e.g., linear algebra) 
  Micro benchmarks - focus on specific features 
  Toy - small programs, often measure very little 
  Synthetic - created to represent some aspects of a program (e.g., mix of 

instruction types) 
  Database - a world unto itself 
  What really matters is how YOUR application performs 

  Benchmarks can focus on specific aspects of a system 
  floating point & integer ALU 
  memory system 
  I/O 
  Operating System 
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SPEC   
  SPEC - The System Performance Evaluation Cooperative (SPEC)  

  founded in 1988 by a small number of workstation vendors who realized that the 
marketplace was in desperate need of realistic, standardize performance tests.  

  Grown to become successful performance standardization bodies with more than 
40 member companies.     http://www.spec.org 

  SPEC's Philosophy 
  The goal of SPEC is to ensure that the marketplace has a fair and useful set of 

metrics to differentiate candidate systems.   
  The basic SPEC methodology is to provide the benchmarker with a standardized 

suite of source code based upon existing applications   
  Benchmarks come in many different flavors 

  CPU2006 (general CPU) 
  SPECjvm2008 (Java) 
  SPECweb2009 (web servers) 

  Out of date really fast 
  CPU2006 does not challenge the private cache sizes of modern processors 
  Or, Intel has designed their processors to do well on the benchmarks 
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SPEC CPUInt 2000 Benchmarks 

164.gzip   C  Compression 

175.vpr   C  FPGA Circuit Placement and Routing 

176.gcc   C  C Programming Language Compiler 

181.mcf   C  Combinatorial Optimization 

186.crafty   C  Game Playing: Chess 

197.parser  C  Word Processing 

252.eon   C++  Computer Visualization 

253.perlbmk  C  PERL Programming Language 

254.gap   C  Group Theory, Interpreter 

255.vortex   C  Object-oriented Database 

256.bzip2   C  Compression 

300.twolf   C  Place and Route Simulator 
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SPEC CPUFP 2000 Benchmarks 

168.wupwise  Fortran 77   Physics / Quantum Chromodynamics 

171.swim   Fortran 77   Shallow Water Modeling 

172.mgrid   Fortran 77   Multi-grid Solver: 3D Potential Field 

173.applu   Fortran 77   Parabolic / Elliptic Partial Differential Equations 

177.mesa   C   3-D Graphics Library 

178.galgel   Fortran 90   Computational Fluid Dynamics 

179.art   C   Image Recognition / Neural Networks 

183.equake  C   Seismic Wave Propagation Simulation 

187.facerec  Fortran 90   Image Processing: Face Recognition 

188.ammp   C   Computational Chemistry 

189.lucas    Fortran 90   Number Theory / Primality Testing 

191.fma3d   Fortran 90   Finite-element Crash Simulation 

200.sixtrack  Fortran 77   High Energy Nuclear Physics Accelerator Design 

301.apsi   Fortran 77   Meteorology: Pollutant Distribution 
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What SPEC Shows (SPEC CPU2006) 
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One More “Big” Performance-Related Axiom 

  Amdahl’s Law 
  In English:  if you speed up only a small fraction of the execution time of a program 

or a computation, the speedup you achieve on the whole application is limited 

  Example 

10 s 90 s 

1 s 90 s 

A 10x 
speedup 
on this part! 

100s 

91s 
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Amdahl’s Law 

Example: 
 Program runs for 100 seconds on a single core. 
 10% of the program can be parallelized for multiple cores. 
 Assume a multicore processor with 10 cores. 

 

Speedup =                                   1                
           Fractionenhanced + (1 - Fractionenhanced) 
           Speedupenhanced 

Speedup =             1             =         1         =   1  = 1.1 
    0.1   + (1-0.1)         0.01 + 0.9    0.91 
    10 
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Implications of Amdahl’s Law 
Speedup
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Summary 

  Performance is important to measure 
  For architects comparing different deep mechanisms 
  For developers of software trying to optimize code, applications 
  For users, trying to decide which machine to use, or to buy 

  Performance metric are subtle 
  Easy to mess up the “machine A is XXX times faster than machine B” 

numerical performance comparison 
  You need to know exactly what you are measuring:  time, rate, 

throughput, CPI, cycles, etc 
  You need to know how combining these to give aggregate numbers does 

different kinds of “distortions” to the individual numbers (P&H is good in 
Chapter 2 on this stuff) 

  No metric is perfect, so lots of emphasis on standard benchmarks today 


