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  Why not just use bigger integers (i.e., more bits)? 
  Why not 128-bit numbers?  Or 256-but numbers?  Or 512-bit numbers? 
  Too much storage (in bits), too much hardware (in gates) to do even simple ops like add 

  Other problems 
  Cannot represent any fractions:  ½  ¼  1/8  45/78   
  Or, approximations to arbitrary real nums:  0.4567896645577 
  Or, very very big numbers:  1.234 x 10400 

  Or, numbers very very close to zero:  1.234 x 10-66 

Floating Point Numbers 
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How About We Just Move “the Radix Point” 

  You can do fractions with so-called fixed-point formats 

  In the decimal example (left), moved the decimal point to middle of the num 
  In the binary example (right), moved the radix point to middle of the num 

  Fixed-points nums are basically like integers 
  The radix-point is always in the same place in the number 
  An integer is just a fixed-point number with 0 bits of fraction right of the radix point 
  But—some new things happen in the arithmetic 

123    Integer 
12.3   Fixed-point 
	


10101.  Integer 
101.01  Fixed-point 
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Fixed-Point Formats 

  Arithmetic is almost, but not quite, like ints 

   011.010 

    +  010.011 
       101.101 
                    Final sum 

   011.010 

    X  001.110 
        000000 
       011010 
      011010 
     011010 
    000000 
   000000 
  000101101100 
 

First, put the radix pt right 
Then, round result.  You MUST 
fit back in the 3 bit + 3 bit format! 

 000101.101100 
=   101.110	
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Floating Point 

  Hey – it’s just what the name suggests: 
  The radix point is not in any fixed location inside the bit field representation of the num 

  Basic fact of life: it’s all about finite arithmetic 
  Suppose you have 32 bit numbers 
  OK – so you have approx 4 billion – 4,000,000,000 – bit patterns to work with 
  Seems like a lot, till we remind you that you have encode every possible real number 

that you ever plan to work with as one of the 4 billion legal (finite) bit patterns 
  Which numbers do you get to represent?  Which do you NOT get to represent? 
  Hey – it’s an engineering problem.  We get to choose this, to design it. 
  There are a bunch of subtle tradeoffs… 
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Basic Idea:  It’s Like Scientific Number Notation 

  4 key parts to a floating point number 

-1.234  x  2+47 

It has an 
overall sign 

It has several 
“significant digits”; 
the number of 
correct digits  
determines the 
the precision. 
Usually called 
the mantissa or 
the fraction. 

It has an “implied 
base” which is 
usually 2.  It’s “implied” 
because we don’t store 
the “2” in the number, we 
just all agree on what this 
base is. 

It has an exponent, the power 
to which the implied base is 
raised.  This is how we get very 
big and very small nums 
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Basic Idea:  It’s Like Scientific Number Notation 

  4 key questions for basic floating point format 

  How do we represent the sign of the overall number? 
  How to we represent the mantissa (fraction) part? 
  How do we represent the exponent? 
  How many bits for all the parts of the number?  A lot?  A few? 

  In the early days of floating point, chaos reigned for formats 
  Everybody’s machine had a unique format, with unique weird problems 
  Made life very very hard for people trying to write portable code, or guarantee numerical 

properties of a delicate computation (weather, atom bomb, stock market…) 

-1.234  x  2+47 
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Bringing Order to FP: IEEE Floating Point Standard 

  Developed ~ 1980 to standardize FP arithmetic, make it portable 
across machines, maximize numerical quality 

  On a Sparc, a 32bit C-style float looks like this 

  And the numerical interpretation is 
   (-1)S  x  (1.f) x 2(e - 127) 

 

…which is not at all obvious. 

 // In C code, an IEEE float on a Sparc looks like this: 
 //   
 //  31 30 29 28 27 26 25 24 23 22 21 20 19 18 17 16 15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--8 bit -exponent----> <---------------------23 bit mantissa------------------------------> 

Sign 
s 

Exponent 
e  

Mantissa or Fraction, f  
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Format Basics 

  Sign S 
  The whole fp number itself has a sign, and this one bit is it; 0 = pos, 1=neg 
  The fraction f is NOT in 2s complement or some other encoding, it’s just a positive binary 

fraction.  When you need hardware for + - X /, this is just way easier to manage 

  Fraction f 
  Is regarded as a binary number with the “radix point” to the left of the most significant bit 

 // In C code, an IEEE float on a Sparc looks like this: 
 //   
 //  31 30 29 28 27 26 25 24 23 22 21 20 19 18 17 16 15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--8 bit -exponent----> <---------------------23 bit mantissa------------------------------> 
 
                                 0  1  0  1  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  1  0  0  0 

=0.01010000000000000001000 

This is NOT a “decimal” point.  It’s a “radix” 
point, because the base is 2, not 10. 
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Format Basics 

  Fraction f 
  
 //  31 30 29 28 27 26 25 24 23 22 21 20 19 18 17 16 15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--8 bit -exponent----> <---------------------23 bit mantissa------------------------------> 
 
                                 0  1  0  1  0  0  0  0  0  0  0  0  0  0  0  0  0  0  0  1  0  0  0 

=0.0 1 0 1 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 0 0 0 

= 0x2-1  + 1x2-2  + 0x2-3  + 1x2-4 + …. + 1x2-20 +… 0x2-23 

= 1/4 + 1/16 + 1/1048576   = 0.31250095367431640625… 
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Format Basics   

  About f, fraction 
  Remember it’s a fraction, it’s LESS than 1 
  Remember it’s unsigned, it’s just a binary num with the radix point at the left 

  New concept:  Normalization 
  The actual number that the fraction “creates” is   (-1)S  x  (1.f) x 2(e - 127) 

  This (1.f) is really a shorthand way of saying (1 + f) 

  Why the 1…? 
  In all fp formats the fraction is normalized, means that the number is “modified” so that 

any given Real num has ONE and ONLY ONE representation as a float 
  Normalization turns out to be, mechanically, how you make this work 
  Need some examples… 
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Normalization 

  Consider a toy FP format:  3 bit fraction,  just let the exponent be 
an integer “e” for now 
  Format is:    S   f1 f2 f3   “exponent e” 
  Number is   (-1)S x  0.f1 f2 f3   x 2(exponent e) 

  I want to represent the number “2” 
  It could be (-1)0 x  0.1 0 0   x 2(e = 2) = 1/2 x 4 =  2 
  It could be (-1)0 x  0.0 1 0   x 2(e = 3) = 1/4 x 8 =  2 
  It could be (-1)0 x  0.0 0 1   x 2(e = 4) = 1/8 x 16 = 2 

  Why is this a very dumb idea, to allow this? 
  You only have a finite number of bit-patterns to use  for your nums 
  If you let a single value be represented many different ways, then overall, you can 

represent fewer different numbers. 
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Normalization 

  How do we fix this? 
  Require a “canonical” representation. 
  One possible solution:  the mantissa fraction always starts with a “1” * 

* not the IEEE solution (wait until next slide!) 

  So, in our toy example, for number “2” 
  (-1)0 x  0.1 0 0   x 2(e = 2) = 1/2 x 4 = 2    this one is OK, it’s normalized 
  (-1)0 x  0.0 1 0   x 2(e = 3) = 1/4 x 8 = 2                 illegal, not normalized 
  (-1)0 x  0.0 0 1   x 2(e = 4) = 1/8 x 16 = 2               illegal, not normalized 

  Consequence 
  You can (mostly) assume the input operands are normalized 
  Your hardware must make sure the result of any float computation is also normalized.   
  This is where some of the “grief” is in fp;  this is extra work, and is fairly fussy to do right. 



 14 

IEEE Normalization Trick 

  OK, but why does IEEE say the number is … (1+f)… ? 
  If we normalize a binary fraction 0.f1 f2 f3 f3…fn, we insist that f1=1 always 
  (Well, almost always.  If f == 0, then the whole fraction is allowed to be the all-zero 

fraction 0.00000…0.  But, this is only time this is OK, for now) 
  So, if we normalize, we know it must be:  0.1 f2 f3 f4 … fn 

  Trick:  why represent that “1”, if we always know that it is a “1”? 
  So, instead of using 0.1 f2 f3 f4 … fn as our required normalization 
  Instead, we use 1. f2 f3 f4 … fn as the normalization 
  It doesn’t really matter where the radix point goes.  It can be at the far left, or it can be 

after the first bit.  It just always has to be in the same place. 
  In the IEEE format, this “1” is “implied”, it is not actually stored in the word 
  So, since we only store the following bits, we get one more bit of precision 
  Instead of 0.f1 f2 f3 … fn   we do 1.f1 f2 f3 … fn, which has 1 more bit in it 
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IEEE Normalization Trick 

  There’s some special terminology to mention 
  Fraction f:  23 bits actually in a 32 bit IEEE float 
  Unpacking:  process of taking f out of the float, and making (1.f) 
  Implied:  name for the “1” bit that gets added left of radix point 
  Significand:  new name for the whole (1.f) number we just made 

 // In C code, an IEEE float on a Sparc looks like this: 
 //   
 //  31 30 29 28 27 26 25 24 23 22 21 20 19 18 17 16 15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--8 bit -exponent----> <---------------------23 bit mantissa------------------------------> 
 
                                 

23 bit fraction f, is UNPACKED  
to become the 24 bit SIGNIFICAND 

1.f1 f2 f3 … f23 

Implied,  
not stored  
in number 
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Back to Format Basics 

  OK, so now we understand S sign bit, f fraction bits 
 // In C code, an IEEE float on a Sparc looks like this: 
 //   
 //  31 30 29 28 27 26 25 24 23 22 21 20 19 18 17 16 15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--8 bit -exponent----> <---------------------23 bit mantissa------------------------------> 
 
                                 

1 bit sign 
(-1)S 

23 bit fraction f, becomes 
1.f1 f2 f3 … f23 

Implied,  
not stored  
in number 

  
 //  31 30 29 28 27 26 25 24 23 22 21 20 19 18 17 16 15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--8 bit -exponent----> <---------------------23 bit mantissa------------------------------> 
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Format Basics:  Exponents 

  How does the exponent work?  Why the (e - 127) part? 

  The “127” is called the exponent bias 
  One part of this is that it’s the encoding for negative exponent numbers 
  The “e” field is an 8 bit integer, but it’s not unsigned, and it’s not 2s complement, and 

it’s not 1s complement, and it’s not sign-magnitude 
  It’s “biased” -- a different representation, chosen for a very different reason 

 // In C code, an IEEE float on a Sparc looks like this: 
 //   
 //  31 30 29 28 27 26 25 24 23 22 21 20 19 18 17 16 15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--8 bit -exponent----> <---------------------23 bit mantissa------------------------------> 
 
                                 

1 bit sign 
(-1)S 

23 bit fraction f, becomes 
1.f1 f2 f3 … f23 

8 bit exp e 
becomes 
2(e - 127) 
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Exponents 

  Try another toy example: 3 bit exponent  e2 e1 e0 
  If #bits = 3, then the bias we need will be 2(3-1) -1 = 3. 
  So, our float with be (-1)S x (1.f) x 2(e-3) 

  There’s only 8 exponent bit patterns, here is how they encode 

  Stuff to note 
  It’s not symmetric.  You get one more positive num than negative num 
  e2 e1 e0    bits “ordered” in the same way as the real signed exponent 

e2 e1 e0    means exponent 
0  0  0     0-3 = -3 
0  0  1     1-3 = -2 
0  1  0     2-3 = -1 
0  1  1     3-3 =  0 
1  0  0     4-3 =  1 
1  0  1     5-3 =  2 
1  1  0     6-3 =  3 
1  1  1     7-3 =  4 
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Exponents 

  That “ordered the same way” is why we do it 
  Consider a toy fp format, 1 sign bit.  3 bit f,  3 bit e:  [s0 e2 e1 e0 f1 f2 f3] 
  Consider 2 numbers: 

  [0 001 110] = 0.110 x 2(001 - 3) = (1/2 + 1/4) x 2-2 = 0.1875 
  [0 101 110] = 0.110 x 2(101 - 3) = (1/2 + 1/4) x 22 = 3 

  Note that if you just compare the raw fp bit patterns, the ordinary integer interpretation of 
“is equal to”,  “is greater than”  “is smaller than” still works for number magnitudes 
if we use this ordering for the exponents 

  Ex  0001110 < 0101110 considered as unsigned integers.  0.1875 < 3, too 
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Why this doesn’t work with 2’s comp exponents 

  Example 
  Using toy fp, with 2’s complement interpretation of exponents: 

  0.1875 = (1/2 + 1/4) x 2-2 = [0 110 110] 
  3 = (1/2 + 1/4) x 22 = [0 010 110] 

  0110110 > 0010110 BUT  0.1875 < 3 
  Interpreted as 2’s complement OR unsigned 

  You need to interpret whole bit pattern as two’s complement to deal with sign bit 
  In particular, this actually works for all IEEE floats and doubles 
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Formats Unique to IEEE Floats 

  IEEE format actually adds a few other unique features 
  It does this by “reserving” 2 of the exponent bit patterns, and using them to flag special 

situations.  This was one of the big innovations in IEEE floats  

 // In C code, an IEEE float on a Sparc looks like this: 
 //   
 //  31 30 29 28 27 26 25 24 23 22 21 20 19 18 17 16 15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--8 bit -exponent----> <---------------------23 bit mantissa------------------------------> 
 
                                 

              8 bit exp e = 
e7 e6 e5 e4 e3 e2 e1 e0  (e-127) means 

0  0  0  0  0  0  0  0   -127 = Emin-1 

0  0  0  0  0  0  0  1   -126 = Emin 

0  0  0  0  0  0  1  0   -125  

0  0  0  0  0  0  1  1   -124 

. . . 

1  1  1  1  1  1  0  1    126 

1  1  1  1  1  1  1  0    127 = Emax 

1  1  1  1  1  1  1  1    128 = Emax+1 

 
 

These are the bit patterns you 
can actually use to represent a 
real number.  Emin= -126, Emax=+127 

The all-0 pattern is special 

The all-1 pattern is special, too 
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Interpreting an IEEE Float Bit Pattern 

  The big thing is that not all patterns make “real” numbers 
  3 cases for e exponent, based on Emin= -126, Emax=+127 

  e=Emin-1  which means e= -127 
  Emin<=e<=Emax    which means  e in range [-126, +127] 
  e=Emax+1  which means e= +128 

  2 cases for f  fraction:    
  f = 0 (all 0 bits for all 23 bits)   
  f != 0 

  Sign bit doesn’t do anything special, it is just sign of entire float number 

  Make a matrix to see all of the cases 
  It’s a little complex on first glance, but they all make sense 
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IEEE Float:  Interpretation Matrix 

  3 cases for exponent, 2 cases for fraction = 6 possibilities 

  Look quickly at each different case here… 

e=00000000 
E=Emin-1 
  = -127 

e=xxxxxxxx 
  in range 
[-126, +127] 

e=11111111 
E=Emax+1 
  = +128 

f=0000…0 
f !=0000…0 
   =xxxx…x 

Sign S=0 Sign S=1 

+0 -0 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Sign S=0 Sign S=1 

+ ∞ - ∞ 
Not a Number 

NaN 

Denormalized 
numbers 
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IEEE Matrix:  Ordinary Numbers 

  If exponent is not 00000000 or 11111111, then it’s just an 
ordinary floating point number, and works like you expect  

e=00000000 
E=Emin-1 
  = -127 

e=xxxxxxxx 
  in range 
[-126, +127] 

e=11111111 
E=Emax+1 
  = +128 

f=0000…0 
f !=0000…0 
   =xxxx…x 

Sign S=0 Sign S=1 

+0 -0 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Sign S=0 Sign S=1 

+ ∞ - ∞ 
Not a Number 

NaN 

Denormalized 
numbers 
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IEEE Matrix:  Zeros, Infinities 

  e  = 0, f = 0 means number = 0.  Note, both +0, -0 allowed in IEEE 
  e= all 1s, f=0 means num = ∞.  Again, both + ∞, - ∞ are allowed 

e=00000000 
E=Emin-1 
  = -127 

e=xxxxxxxx 
  in range 
[-126, +127] 

e=11111111 
E=Emax+1 
  = +128 

f=0000…0 
f !=0000…0 
   =xxxx…x 

Sign S=0 Sign S=1 

+0 -0 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Sign S=0 Sign S=1 

+ ∞ - ∞ 
Not a Number 

NaN 

Denormalized 
numbers 
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Aside:  About Infinities 

  Why are these specially represented? 
  In any finite number system, you can have numbers with magnitudes too big to be 

representable with the bit patterns you have 
  Example:  suppose we have 3 bit fraction f, 3 bit exponent e 
  Biggest legal magnitude is:   (1.111) x 2(110 -3) = (1.875) x 23 = 15 
  Remember:  the exponent e=111 is special, reserved for the INFINITIES; this is why the 

exponent above is e=110 

  What happens if we add +1 to this biggest-legal-number? 
  We DON’T get any more patterns for nums!  We are out of bits to use! 

  We OVERFLOW, since this number is too big 
  BUT, in IEEE arithmetic, we set result to + ∞ or - ∞, and we keep going! 

0 1 1 1 1 1 0 
sign frac exp 
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Aside: About Infinities   

  Note how it works 
  The infinities are special bit patterns… 
  ..but, they are really just numbers that more-or-less work like numbers 
  + ∞ = (1.000) x 2(111-3) = (1.000) x 24 = 16 
  So, in our 3 bit fraction 3 bit exponent format     + ∞ = 16 (!) 

  In IEEE arithmetic, this careful treatment of the “edge” cases is a 
big deal, it allows for a lot more numerical robustness 
  You (the programmer) don’t need to screw around with what happens when a number 
“gets too big” in |magnitude|.   

  When this happens, the format itself handles the problem by substituting this 
“exceptional” value, and by having rules for each arithmetic op for what this value does 

  So, 1/0 = + ∞, which is what you expect.  1 + ∞ = + ∞,  etc. 
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IEEE Matrix:  Zeros 

  Note also, the all-0s 32-bit pattern still means 0 
  But what it really means is (-1)0 x (1.0) x 2(0-127) 

  So—you can test (float == 0.0)? using all-bits-0 test, which is nice 

e=00000000 
E=Emin-1 
  = -127 

e=xxxxxxxx 
  in range 
[-126, +127] 

e=11111111 
E=Emax+1 
  = +128 

f=0000…0 
f !=0000…0 
   =xxxx…x 

Sign S=0 Sign S=1 

+0 -0 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Sign S=0 Sign S=1 

+ ∞ - ∞ 
Not a Number 

NaN 

Denormalized 
numbers 
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IEEE Matrix:  NaN 

  Some computations just don’t make any sense at all 
  These are just “not a number” and result is NaN.   
  Example: ∞ /0.    (∞ - ∞).   (-1)1/2  (IEEE mandates square root as a basic op, 

guaranteed to be right) 

e=00000000 
E=Emin-1 
  = -127 

e=xxxxxxxx 
  in range 
[-126, +127] 

e=11111111 
E=Emax+1 
  = +128 

f=0000…0 
f !=0000…0 
   =xxxx…x 

Sign S=0 Sign S=1 

+0 -0 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Sign S=0 Sign S=1 

+ ∞ - ∞ 
Not a Number 

NaN 

Denormalized 
numbers 
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About the IEEE “Special” Values 

  +∞, - ∞, NaN, -0 
  Lots of rules on how these things should really work. 
  Most of the obvious ones are there, eg, 1/ ∞ = 0, etc 
  Some very fussy ones, if you want to be perfect, eg, 1/(- ∞) = - 0 
  Most basic rule about NaN is simple:  if any input to a basic op is NaN, then the output is 

also NaN.  Add, subtract, multiply, divide, sq. root, … 

  Note 
  Note the “all 1s” 32b pattern is a NaN.  Easy to remember. 
  Note the “all 0s” 32b pattern is a ZERO.  Also easy to remember. 
  The INFINITIES are harder:  e=“all 1s”, f=“all zeros”, sign bit S matters 
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IEEE Matrix:  Denormals 

  One final category of numbers unique to IEEE:  denormals 
  Basically, they are just not normalized like all other numbers 
  Allow you to represent smaller numbers at less precision 

 

e=00000000 
E=Emin-1 
  = -127 

e=xxxxxxxx 
  in range 
[-126, +127] 

e=11111111 
E=Emax+1 
  = +128 

f=0000…0 
f !=0000…0 
   =xxxx…x 

Sign S=0 Sign S=1 

+0 -0 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Ordinary num 
(-1)S x (1.f) x 2(e-127) 

Sign S=0 Sign S=1 

+infinity -infinity 
Not a Number 

NaN 

Denormalized 
Numbers: 

(-1)S x (0.f) x 2(-126) 
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About the Denormals 

  What is the legit IEEE float with the smallest magnitude? 
 // In C code, an IEEE float on a Sparc looks like this: 
 //   
 //  31 30 29 28 27 26 25 24 23 22 21 20 19 18 17 16 15 14 13 12 11 10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--8 bit -exponent----> <---------------------23 bit mantissa------------------------------> 
 
                                 

Smallest legal f = 00000…0, all 0s 
Unpacked significant is:  1.0 

Smallest 
legal e is  
00000001 
becomes 
2(1 - 127) 

= 2(- 126) 
 So, the smallest “ordinary” normalized number magnitude is 

 
 1.0 x 2(-126) 
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About the Denormals 

  Can’t we make any smaller numbers? 
  Yes, if we can live with less accuracy.  Just stop normalizing the f 
  The smallest ordinary number in a 32b float is  1.0 x 2(-126) 

  Is there some way we can do   0.qqqqq…q… x 2(-126)?  Yes. 

Smallest = 1.qqqqqqqqqqqqqqqqqqqqqqq  x  2 (00000000 -127) 

Get rid of 
implied 1  

in significand; 
set it to 0 

Allow any fraction f 
except all 0s.  All other  

patterns are OK.   
Significand here 

is no longer normalized 

Use the all-0s exponent--  
BUT – interpret this 

to mean –126, NOT –127. 
When e=0, f!=0, the 

unpacking process for 
significant is different: 

We don’t use (1+f), 
we use (0+f) instead 
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Denormals 

  Denormals give us more smaller nums, but with less precision 
  Smallest ordinary num is   1.00000000000000000000000 x 2(-126) 

  A smaller denormal is     0.11111111111111111111111 x 2(-126)    
  Yet smaller denormal is    0.01000000000000000000000 x 2(-126)    
  Yet smaller denormal is    0.00000000000011111100000 x 2(-126)    
  The smallest denormal is  0.00000000000000000000001 x 2(-126)   

  Big idea 
  Reserve one exponent pattern (00000000) to tag this stuff, note that it still means 2(-126)  
  You ONLY get to use this exponent pattern for special numbers 
  You can use this pattern for +0 and for -0  (makes sense, it’s ALL zeros) 
  You also use it for the denorms, when f!=0.  What it really flags is that you have to unpack 

the significant in a different way.  No implied 1;  0 instead. 
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A Useful Example:  IEEE-Lite 

  Consider a 7bit format:  1bit sign S, |e|=3, |f|=3, (bias=3) 
  These are ALL the numbers you get with 7 bits (ignoring + and – here, just show positive) 

   exp  means 
e=000          

e=001      -2 
e=010      -1 
e=011       0 
e=100       1 
e=101       2 
e=110       3 
e=111       4 

 

f=000         f=001   f=010   f=011   f=100   f=101   f=110   f=111 

+0 -0 

+INF  -INF NaN 

S=0       S=1 

S=0       S=1 
NaN NaN NaN NaN NaN NaN 

0.25 
0.5 
1 
2 
4 

8 

1.125 1.25 1.375 1.5 1.625 1.75 1.875 
2.25 2.5 2.75 3 3.25 3.5 3.75 
4.5 5 5.5 6 6.5 7 7.5 

9 10 11 12 13 14 15 

denorm denorm denorm denorm denorm denorm denorm 

0.5625 0. 625 0.6875 0.75 0.8125 0.875 0.9375 
0.28125 0.3125 0.34375 0.375 0.40625 0.4375 0.46875 
0.03125 0.0625 0.09375 0.125 0.15625 0.1875 0.21875 

-2  
for denorm 
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How Are IEEE Floats Spaced—On a Number Line? 

  Plot all the numbers that are 
representable in IEEE-Lite format 
  We just plot this as F(number)=number 
  If this was perfect, infinite accuracy, it 

would be a solid line.  But its not, because 
we only have 32 positive nums here  

  (didn’t show the negatives here, but 
they’re the same) 

  The floats are not uniformly spaced 
  Indeed, they bunch up near 0, and they 

start to spread out as they get bigger 

  So, what’s the pattern…? 

0

2

4

6

8

10

12

14

16

0 2 4 6 8 10 12 14 16

This is actually 16, the 
+INFINITY pattern, so 
we’re cheating to show it 

…and, here’s zero 
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How Are IEEE Floats Spaced—On a Number Line? 

  Same plot:  LOG scale 
  Aha!  Because of the 2(exp-bias) 

exponent, the floats are logarithmically 
spaced along the real line 

  Note we can’t show zero on this plot 

  And, notice 2 different clusters 
  Top right:  the normal floats 
  Bottom left:  the denormals. 
  Notice the denorms go closer toward zero 

(which is what they are supposed to do) 
  Notice also the denorms are not uniformly 

spaced even on log scale 
  Reason:  as denorms get smaller, we have 

fewer bits of precision, this naturally 
increases the space between the nums as 
they get smaller 
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Aside:  How Do We Get At These Bits in Code? 

  With some “cast” magic & bit-hacking in C.  (Yes, it’s ugly.) 
  For example, here is one way to pull out the 8bit exponent as an int value 

// this little snippet takes a C float and casts it properly 
// so we may treat its constituent bits as a 32 bit unsigned int. 
float    f; 
unsigned int *ip = (unsigned int *)(void *)(&f); 
 
// Grab the 8 bit exponent and make it an unsigned 8bit int 
unsigned int  e; 
e =  ((*ip) & 0x7F800000 ) >> 23); 

Mask off just the 
8 exp bits in the 32bit 

overall float 

Shift this 8bit num down to 
the low-order bits of 32bit word, so 
the whole word value == exp value 
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Aside:  IEEE Standard Doubles…? 

  BTW, an IEEE double looks like this… 
  Its 64 bits long, mostly it has a much bigger fraction 

 // In C code, an IEEE DOUBLE on a Sparc looks like this: 
 //   
 //  63 62 61 60 59 58 57 56 55 54 53 52 51 50 49 48 47 46     ….  10 09 08 07 06 05 04 03 02 01 00 
 //  s  <--------11 bit -exponent------> <---------------------52 bit mantissa--------------------> 
      
 
                                 11-bit exp 

Bias= 211-1-1 = 1023 
Max=11111111110 =2046 

Min=00000000001 = 1 
Real exp range is [-1022, 1023] 

52-bit fraction 
Unpacks to 53bit significand 

sign 
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Aside:  IEEE Exception Modes 

  IEEE defines 5 “exceptional conditions” which each arithmetic op 
is supposed to be to tell us, if they occur 
  Inexact:   just means some rounding happened 
  Invalid:   result produced a NaN 
  Divide-by-zero:  just what it says 
  Overflow:   number has magnitude too big to represent in our format 
  Underflow:  number has magnitude too small to represent in our format 

  What it means 
  Hardware is suppose to tell  your software (the OS, your executable) that “this thing 

happened” 
  What actually happens depends on your OS, and your compiler, and your code 
  Some things almost always abort you – e.g., divide-by-zero, or Invalid 
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What’s Left?  Arithmetic Operations 

  Good news:  much more range, precision in floats 
  Can do very very big, very very small numbers 

  Bad news:  arithmetic ops are much more complex 
  Have to worry about fractions and exponents now 
  Have to deal with weird biased exponent encoding 
  Have to round the results so they fit back in the fixed field width of the fraction 
  Have to worry about the edge cases:  overflow, underflow, NaN, denormals, etc etc 
  Lots more hardware, lots of delicate case analysis 

  Look at simplified versions of addition, multiplication 
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Floating Point Addition: Examples from IEEE-Lite 

  1.110 x 22 + 1.100 x 2-1   (=  7 + 0.75 = 7.75 )   
  But—there is no 7.75 representable in our 7 bit format! 
  Right answer turns out to be 8 – it’s the closest number, and since there is a tie between 

7.5 and 8 as the nearest numbers, we always round up   
  Result:  1.000 x 23  -- not so obvious how this works… 

 
  1.001 x 21 - 1.000 x 21  (= 2.25 – 2.0 = 0.25) 

  This is representable exactly 
  Result:  1.000 x 2-2  -- again, not so obvious how this exponent gets set right… 
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Floating Point Addition: Algorithm 

1.  Compare exponents of two numbers 
  Shift smaller num’s significand right until its exponent would match the larger exponent 

2.  Add the significands. 
3.  Normalize the sum, either by 

  Shifting right and incrementing exponent once for each bit position you shift, or 
  Shifting left and decrementing exponent once for each bit position you shift 

4.  Overflow?  Underflow? 
  You check by looking at exponent:  is it too positive or too negative to fit back in float? 
  If so – its an exception.  Else, keep going 

5.  Round the significand to the appropriate number of bits 
6.  Still normalized?   

  Rounding may require you to add a “1” on the low end of the significand, so you might 
not be normalized anymore after this addition.  If not,  go back to 3 and re-fix this. 
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Addition Example:  1.110 x 22 + 1.100 x 2-1 

  Shift to make the smaller exponent same as larger one: 
  1.100 x 2-1    0.0011 x 22   (3 bits of shift, so +3 on exp) 

  Add the significands 
      1.110 

+  0.0011      hey—it’s not 3 bits of fraction anymore, after the shift its 4 bits! 
------------- 
    1.1111     AGAIN – hey, it’s more than 3 bits of fraction! 

  Normalize the sum – in this case, it’s already normalized, it doesn’t start 0.xxxxx 
  Overflow or underflow?  No – we did not have to normalize, so no exponent change 
  Round the sum 

  1.111  what is the closest num with 3 bits of fraction to this?  10.000  (!!) 
  Normalized?  No! 

  Normalize it:  10.000  1.0000    Since we shifted 1 right, do exp+1 = 2+1=3 
  Overflow?  No – 3 is OK for an exponent for us 
  Round:   easy this time --  1.0000  1.000 
  Normalized?  Yes, we are done:   1.000 x 23 == 8 
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Aligning by Shifting:  What’s Going on Here 

  You have to force the two exponents to be the same to add 
  So, you shift the num with the smaller exponent to the right until the exps are the same 
  This shift distance can be very big 

1.fffffffffff…. x 2+25 

x 2-25 + 1.gggggg…. 

1.fffffffffff…. 

0.00000000……………………………………1gggggg…. 

25 – (-25) = 50 bit shift !! 
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Floating Point Multiplication: Algorithm 

  Much easier:  M1 x 2e1    *    M2 x 2e2    =    (M1 * M2) x 2(e1+e2) 

  It’s much more like:  multiply the fractions, add the exponents 
  The big difference is you don’t have to shift one fraction to line up exponents of the two 

numbers – this is the big messy part of addition 
  Similar steps as in addition, just simpler… 
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Algorithm: Floating Point Multiplication 

1.  Add biased exponents of the two nums to get new biased exp 
  …but, remember to subtract the bias back off so you don’t double count it 

2.  Multiply the significands 
  You get a 2N bit number if you started with 2 N-bit numbers 

3.  Normalize this product, if necessary 
  It might be normalized;  at worst, its 11.xxx, so shift it 1-bit right, increment exponent by 1 

4.  Overflow?  Underflow? 
  Again look at exponent:  is it too positive or too negative to fit?  If OK, keep going. 

5.  Round the significand to correct number of bits 
  It’s a 2N bit number, you need to lose N lower bits.  Round them away. 

6.  Still normalized?   
  Rounding may require you to add a “1” on the low end of the significand, so you might not be 

normalized anymore after this addition.  If not,  go back to 3 and re-fix this. 

7.  Set sign bit of result appropriately 
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Floating Point Division 

  This is REALLY hairy! 
  Deserving of two more lectures 
  Lots of variations on how you can do it… 

  Explicit division 
  Iterative process to find a reciprocal  

(using only multiplication and division by constants) 

  Intel got it wrong… 
  Cost them $300 million 
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Floating Point in MIPS 

  A new register file: $f0, $f1, …, $f31 
  Operations: Single Precision and Double Precision 

  Data transfer instructions: lwcl, swcl 
  Floating point compare and conditional branch instructions 

Single Precision:	


	
add.s	


	
sub.s	


	
mul.s	


	
div.s	


Double Precision:	


	
add.d	


	
sub.d	


	
mul.d	


	
div.d	
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Floating-Point Summary 

  Floating point formats 
  IEEE standard is ‘the’ standard here. 
  For 32 bit format:  (-1)S  x  (1.f) x 2(e - 127) 

  Allows good precision and wide range of (logarithmically spaced) numbers 

  Floating point arithmetic 
  More complex and subtle than integer arithmetic 
  Addition/subtraction:  complexity is in shifting operands so that the exps match 
  Multiplication:  easier 
  Division:  exceedingly nasty 
  For all of these:  lots of attention to rounding, overflow, underflow, normalization is key   


