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ABSTRACT
Boyer coined the term "scholarship of teaching", but the term has 
become ambiguous.  In this paper, I nominate my own three 
categorizations of university computing educators: amateurs, 
students, and researchers. Amateurs may be excellent with 
students, but they do not routinely engage in dialog with other 
teachers about teaching.  Students embrace the general theories of 
education, and write papers about how they have reconstructed 
their teaching in accordance with those theories. Researchers are 
engaged in the development and dissemination of a discipline-
specific pedagogy.  Researchers do not reject the general 
education literature, but neither do they simply accept it. Instead, 
that literature offers theories that may or may not be verified in 
the laboratory of their own class room. They are involved in a 
discipline-based research community that transcends institutional 
boundaries. I illustrate these categories with examples from my 
own teaching, as an amateur, student, and researcher. 

1. INTRODUCTION 
As a research discipline, it is extraordinary what computer science 
has achieved in just a few decades.  In the most recent decade, 
despite the setback of the “Dot Com” bubble, the Internet and 
Word Wide Web have moved from being a curiosity to being a 
normal part of many people’s lives. The future is even more 
promising. If you type into Google the phrase “the computer 
revolution hasn’t happened yet”, you will get several hundred 
hits, and find that the expression originated with Alan Kay, a key 
player in the development of the personal computer, object-
oriented programming, and the desktop metaphor.  

But as a teaching discipline, we appear to be failing. In 
universities across the western world, student numbers in 
computing courses have fallen. Our discipline has been labeled by 
a generation of students as too hard and too boring. Many 
computing academics argue that the drop in student numbers is 
due to a drop in industry demand. In my view, however, that 
explanation only serves to highlight our failure. If so many 
students choose to do computing because of extrinsic factors — 
the highly paid job — and not because they find computing to be 
intrinsically rewarding, then we (as a discipline) have failed as 
teachers.  

In the midst of so much success, how could we fail as teachers?  I 
believe that the contrast between the success of computer research 
and the failure of computer education is precisely because we 
have not applied a research mentality to our teaching. In our 
research lives, we are part of a community that reaches beyond 

our own university.  We read the research literature, we attend 
conferences, we publish, and the cycle repeats, with community 
members building upon each other's work. In contrast, most of us 
lead a private teaching life. Most of us rarely discuss our teaching 
beyond our own university, we are not guided by any teaching 
literature, but instead we follow our intuitions.  We do not build 
upon each other’s teaching experiences, leaving new teachers to 
reinvent the wheel. We have reaped the harvest of this double life. 
While computing continues to move forward as a consequence of 
research, our teaching remains stuck in the past.  

2. THE SCHOLARSHIP OF TEACHING 
Boyer [7] argued that academic work could transcend the 
“teaching versus research” dialectic by seeing academic work as 
comprised of four equally important areas of scholarship. One of 
these forms of scholarship is the “scholarship of discovery”, 
which is close to the traditional idea of research. Another one of 
Boyer’s forms of scholarship is the “scholarship of teaching”, but 
Boyer did not precisely define what he meant by that term, 
leaving subsequent authors free to adapt the term. According to 
Menges and Weimer:  

Scholarship of teaching’ has become part of our 
educational jargon, used most regularly by those 
interested in upping the ante with respect to teaching. It 
has become an amorphous term, equated more with 
commitment to teaching than with any concrete, 
substantive sense of definition or consensus as to how this 
scholarship can be recognized. [35, p. xii]

Trigwell et al. [40] identified five different understandings of the 
term “Scholarship of Teaching” among twenty academics at a 
single Australian university. Among those twenty academics, the 
scholarship of teaching is about: 

A. Knowing the literature on teaching by collecting and reading 
that literature. 

B. Improving teaching by collecting and reading the literature on 
teaching.

C. Improving student learning by investigating the learning of 
one’s own students and one’s own teaching. 

D. Improving one’s own students’ learning by knowing and 
relating the literature on teaching and learning to discipline-
specific literature and knowledge. By “discipline-specific 
literature and knowledge”, Trigwell et al. are referring to 
course content (e.g. knowledge of a programming language), 
not discipline-specific pedagogy. 
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E. Improving student learning within the discipline generally, by 
collecting and communicating results of one’s own work on 
teaching and learning within the discipline. 

Kreber and Canton [19] also identified several meanings for 
scholarship of teaching, based on their review of the literature. Of 
particular interest to this paper is one meaning they identified, 
based on their interpretation of Menges and Weimer: the
application of education theory and research to practice. Kreber 
and Canton observe that this meaning “perhaps inadvertently 
implies that the scholarship of teaching involves reflection upon 
and application of work done by those researchers who specialize 
in education as a discipline”. They suggest that the scholarship of 
teaching should also include “reflection on practice and research 
on teaching in faculty’s own disciplines” [p. 478].    

2.1 Amateur, Student, Researcher 
These ambiguities and alternative meanings of “scholarship of 
teaching” have led me to nominate my own three categorizations 
of university computing educators. These categories are 
consistent with the literature on the scholarship of teaching, but 
are less ambiguous. Note that the following categories are 
distinguished by how a teacher interacts with other teachers, not 
with how a teacher interacts with students. 

2.1.1 The CS Educator as an Amateur 
In today’s world, the word “amateurish” is often used 
pejoratively, as an alternative to “clumsy”.   While I know many 
academics who teach clumsily, I also use “amateur” in the finest 
sense of that word – someone who teaches for the love of it, and 
who displays a natural gift for it. As Kreber expressed it 
succinctly, “excellent teachers need not be scholars of teaching” 
[20, p. 159]. 

Amateurs, both the clumsy and the gifted, work within a private 
world. Amateurs are content with their own internal subjective 
measures of performance. They do not routinely engage in dialog 
with other teachers about teaching. 

2.1.2 The CS Educator as a Student of Teaching 
These teachers are aware of general education literature1.  They 
are receivers of the general education wisdom. That is, they 
embrace that literature wholeheartedly, with few reservations.  
They write papers which are accounts of how they reconstructed 
their teaching in accordance with the recommendations of that 
general education literature. The evaluation of the effectiveness of 
that reconstruction is usually done via reports of student 
satisfaction. 

This category combines the first four categories (“A” to “D”) of 
Trigwell et al.  Also, this category is equivalent to a scholarship 
of teaching category identified by Kreber and Canton (i.e. the 
application of education theory and research to practice). 

Every CS educator should, to some extent, be a student of 
teaching. There is an old joke that is told to novice researchers in 
many experimental disciplines: “A month in the lab can easily 
save you a day in the library”.  However, the inadequacy of only 

                                                                
1 They may or may not be aware of education literature specific to 

computing.

being a student of teaching – a receiver of unchallenged 
knowledge — is that such a student is not well positioned to 
assess the suitability of that knowledge when applied to their own 
discipline.    Also, education research is notoriously fashion 
prone, and the non-critical student of teaching is always in danger 
of becoming a victim to fashion. 

2.1.3 The CS Educator as an Education Researcher 
The education researchers are engaged in the development and 
dissemination of a discipline-specific pedagogy. They do not 
reject the general education literature, but neither do they simply 
accept it. Instead, the general education literature offers theories 
that may or may not be verified in the “laboratory” of their own 
class room.  The CS education researcher is involved in a 
community of researchers which transcends institutional 
boundaries, and may even collaborate on projects with other CS 
education researchers at other institutions. Most importantly, CS 
education researchers publish their work, exposing it to peer 
review.  In short, the CS education researcher is involved in a 
genuine research activity. 

This category is consistent with Trigwell et al’s fifth category 
(“E”) of the scholarship of teaching, and also with Kreber and 
Canton’s suggestion that the scholarship of teaching should also 
include “reflection on practice and research on teaching in 
faculty’s own disciplines”. 

2.1.4 Discussion 
It is important to understand that the above three categories are 
not mutually exclusive. An individual teacher may be primarily 
located within one of these categories, but may also exhibit 
behaviours consistent with the other categories. Also, the 
categories are not in ascending order of teaching quality.  The 
class room performance of an individual CS teacher (i.e. relative 
to other CS teachers) is largely independent of the category in 
which the teacher is primarily located.  

If the relative quality of an individual teacher is independent of 
the teacher’s primary categorization, why should a teacher who is 
primarily an amateur bother to further cultivate their abilities 
within the “student” and “researcher” categories?  The answer is 
that, unlike the “amateur” category, the other two categories are 
not solely focused on the students, but also focus upon the 
community of teachers.  An amateur may be a brilliant teacher, 
but they have little influence on the teaching of their colleagues. 
The national and international quality of CS education can only 
be improved by community processes.  

The above three categories fit well with Wenger’s conception of a 
community of practice [42]. The amateur is immersed in 
participation. The student is a recipient of the reified knowledge 
on education, and the researcher seeks to add to the reified 
knowledge.

In subsequent sections of this paper, I will explore my own 
journey as a teacher2. In the heading of each section, I will 
indicate my primary identity in that context as amateur, student or 
researcher.   

                                                                
2 I have adopted the unusual authoring convention of using the 

first person (“I”, “my”, etc) to emphasize the personal journey. 
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3. MULTIPLE CHOICE EXAM (STUDENT) 
When I teach first semester introductory programming, my 
students pass or fail on the basis of a multiple choice exam [24,
25, 26, 30].  How can this be? How can I claim to be a student of 
teaching when I use a multiple choice exam?  Biggs [5, pp. 175-
176] is eloquent in his condemnation of multiple choice (MC) 
questions:

“… probably the worst feature of MCs is that they 
encourage the use of game-playing strategies … in a four-
alternative MC format, [students should] never choose the 
facetious or the jargon-ridden alternatives … [and] … By 
elimination, [a student] can create a binary choice, with 
the pig-ignorant having a 50 percent chance of being 
correct … Does one alternative stimulate a faint glow of 
recognition in an otherwise unrelieved darkness? Go for 
it. … Longer alternatives are not a bad bet. … [A student 
should prepare for a MC exam by getting] … a nodding 
acquaintance with as many details as you can, but do not 
be so foolish as to attempt to learn anything in depth.”   

Biggs is correct about most MC exams, but MC questions are not 
inherently problematic. Instead, the problem lies with the 
amateurish use of MC exams, in two ways. First, most academics 
who write MC exams have not read the literature on MC exams 
[e.g. 15, 17, 23], which contains recommendations on how to 
avoid the problems highlighted by Biggs.   

The second form of amateurism is the lack of a clear or suitable 
assessment objective for the MC exam. In this respect, the 
computing academic who writes an MC exam often resembles the 
novice programmer – both ignore high level design and rush to 
implementation.  MC exams are not especially good at testing the 
stronger students in a class, and should rarely be used for that 
purpose. MC exams can be very effective when they are designed 
to test “mastery”. That is, MC exams are effective at testing 
whether a student has the minimum knowledge or skills required 
to move to a more active and independent style of learning. I also 
use MC exams as a screening test. If a student passes my multiple 
choice exam they have achieved the minimum passing grade, but 
must successfully complete other forms of testing to achieve a 
higher grade. (I elaborate on these other forms of testing in the 
next section.) Before implementing a MC exam, an academic 
should document the design – what is the minimal set of 
knowledge and skills a student should manifest to pass the exam? 

3.1 Meaningful Reception vs. Rote Learning 
Many academics fear that students will pass an MC exam by rote 
learning, rather than genuine understanding. This may be the case 
with many MC exams, but I have not found this to be the case (at 
least for testing novice programmers) when the MC exam is 
constructed in accordance with the literature [30].   

Most computing academics are experienced programmers, and so 
fail to appreciate the high cognitive load for novice programmers 
in reading and memorizing code. Experienced programmers tend 
not to remember the low level detail of programs. Instead, they 
“memorize” the purpose of the code at a more abstract level. 
When reproducing that code, experienced programmers 
reconstruct the code from that abstraction. In contrast, novice 
programmers struggle to see the high level purpose of code, only 
the concrete code before them. The difference in novice and 

expert memorization styles is not peculiar to computer 
programming. Psychologists have described the use of semantic 
“chunking” by chess experts when remembering board positions 
[12]. Within educational psychology, a distinction is made 
between rote learning and “meaningful reception learning”, which 
involves understanding [22, pp. 213-219].  Within the teaching 
and learning literature, there has been considerable interest in the 
difference between rote learning and meaningful reception 
learning, sparked by the observation that many highly successful 
students from the Confucian education tradition appear to rote 
learn, but on closer analysis it becomes apparent that some of 
them employ memorization as a preliminary process in moving 
toward genuine understanding [1, 32, 36]. 

4. BLOOM’S TAXONOMY (STUDENT)  
If you walk into any university department meeting that is 
discussing the teaching of novice programming, you will hear the 
clash of unsubstantiated opinion.  In the pedagogy of 
programming, the primary problem we face occurs at those 
meetings, not in our classrooms. Our primary problem is that the 
teachers cannot agree, and that is because we debate the issues as 
amateurs. Most of us do not read relevant literature, or 
systematically collect evidence. Instead, most of us – including 
the gifted amateurs – are guided by intuition and anecdote.  Year 
after year, we act out the same departmental ritual. Academics 
come to such meetings and articulate the same intuitions and 
anecdotes. Nobody changes their mind. The problem with arguing 
on the basis of your intuition and anecdote is that it cannot change 
the mind of someone with a different intuition or anecdote – even 
when you are right. 

Academics who teach late in degree programs frequently 
complain that the weaker students in their class are lacking certain 
elementary programming skills. Such a complaint usually leads to 
a discussion on how novice programmers should be taught, but 
such discussion misses the point – irrespective of how those 
novices were taught, how were the weak novices allowed to pass 
the earlier courses and reach the final stages of the degree? This 
problem begins in the first semester, because: 

1) There is a criterion objective: students who pass the first 
semester can write a simple program. 

2) There is a normative objective: a maximum acceptable failure 
rate, whether it is official or unofficial. 

3) To satisfy the more easily measured normative objective, we 
subvert the criterion objective. 

In subverting the criterion objective, we become involved in a 
game, where we pretend to test the students and the students 
pretend to learn.  The game continues and becomes more 
elaborate in subsequent semesters. This is how students who lack 
elementary programming skills reach the final stages of the 
degree. This particular problem lies with us, not the students. 

There are two ways to fix this problem: either relax the criterion 
objective or relax the normative objective. At most universities, 
failure rates in programming courses are already very high, so 
increasing the failure rate is rarely an option. However, to suggest 
that we relax the criterion objective and officially recognize what 
is already a fact – the weakest passing students cannot write a 
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simple program – invites the wrath of colleagues, who will 
condemn such an option as “dumbing down”.   

In one restricted respect, I agree with those who decry “dumbing 
down”.   As teachers, we place so much emphasis on the students 
who struggle with programming, we sometimes forget the 
students who display a natural gift for programming. Whatever is 
done to help the weak students, it should not reduce the learning 
opportunities for the naturally gifted programmers.  When 
considering the strong students, I think we should take advantage 
of the fact that there is more than one passing grade. Achieving 
the highest passing grade should be a qualitatively different 
experience from achieving the lowest passing grade. 

In untangling all of the above issues, I have found Bloom’s 
taxonomy of educational objectives [6] to be a useful organizing 
principal [25, 26]. Bloom's taxonomy contains six levels of 
objectives, with the following (hypothetical) organising principle: 
if each student in a large population of students is given two tests, 
each test at a different level of the taxonomy, then most students 
will score better on the test at the lower taxonomic level. 
Furthermore, successive levels of the taxonomy are paired, to 
form three groups, with qualitatively different assessment 
objectives for each group. The remainder of this section briefly 
reviews those three groups, and my approach to organizing 
assessment within those groups. 

4.1 Knowledge and Comprehension 
To students who demonstrate competence at these lowest levels of 
the taxonomy, I award the lowest passing grade.  My educational 
objective is to pass the first semester programming students who 
can read code, but not necessarily write similar code.   

Amateur teachers frequently confuse two types of learning that 
are disambiguated by these two lowest levels of Bloom’s 
taxonomy. At the lowest “knowledge” level, a student can 
regurgitate a fact when prompted for it, without necessarily 
understanding the significance of the fact. Regurgitation can 
simply be achieved via rote learning. As discussed in an earlier 
section, I do not advocate rote learning. 

The second level of the taxonomy is the “comprehension” level. It 
is higher than the knowledge level because a student competent at 
the comprehension level understands the significance of a fact.  A 
student manifests that understanding by supplying knowledge 
when prompted for it in a way that is different from how the 
material was first taught (i.e. the student manifests meaningful 
reception learning, as discussed in an earlier section). For 
example, a student might be required to hand simulate a piece of 
code (that they have not seen before) to determine the final value 
in a particular variable, thus demonstrating their understanding of 
certain programming constructs. Multiple choice exams are 
sufficient for this purpose. The beauty of multiple choice 
questions is that students are not required to create anything, not 
even a line of code, and therefore there is no illusion that the 
student who can answer such a multiple choice question can 
necessarily write similar code.  

My ultimate objective in teaching programming is no different 
from any other teacher. By the time students reach the final stages 
of their degree, I want them to manifest solid (if not gifted) 
program writing skills.  However, it is a fact that we need to pass 
first semester students who cannot write programs. It is not only 

futile to pretend that the weaker students can write programs, it is 
counter productive. Within the totality of a degree, it is better to 
teach less material early in a degree, and demand that students 
manifest a strong grasp of that material, than pass students with a 
weak grasp of more material.  

This reading approach to teaching and assessing the weak 
students is not consistent with current educational fashion. 
However, for novice programmers, I believe that the fashionable 
constructivist approaches to learning are only effective with 
students who are already dexterous in low level programming 
skills.  

4.2 Application and Analysis 
The competencies required at the middle two levels of the 
taxonomy are close to what we have traditionally expected (at 
least officially) from students. At these intermediate levels of the 
taxonomy, students are expected to be able create and analyze 
programs, but within a well defined context, which is a reasonable 
description of most traditional programming assignments. 

Most traditional programming assignments are aimed at the 
middle students of a class.  In pitching tasks at the middle 
students, we do not service the needs of the weak students or the 
strong students. Weak students cannot do the task, therefore learn 
little, and if they score a passing mark for the assignment it is due 
to generous marking. Meanwhile, the strong students have already 
learnt the lessons to be learnt from these middling tasks, and they 
are therefore denied the opportunity to learn more. 

4.3 Synthesis and Evaluation 
To students who demonstrate competence at these highest levels 
of Bloom’s taxonomy, I award the highest passing grade.   

At this level, students are expected to show considerable skill in 
setting and achieving their own goals, with minimal assistance 
from the teacher, and also show critical skills in analyzing 
programs.  My students are expected to choose their own 
programming project. Furthermore, the students who undertake 
such a project must also peer review each other’s projects.  The 
strong students thus challenge and teach each other. 

4.4 Discussion
Weak, middling, and strong programming students are 
qualitatively different students. My Bloom-based approach to 
assessment allows each of these types of students to manifest their 
real level of competence, not score half marks on a task that is 
really beyond their level of competence. 

Education is fashion prone. It is difficult for me to appear abreast 
of education fashion when I advocate Bloom’s taxonomy, which 
is nearing its fiftieth anniversary.  To my fellow computer 
academics, I simply observe that Bloom’s taxonomy is younger 
than the von Neumann architecture; they both remain useful.  
Education is a social science, and a new theory in the social 
sciences tends to stand in opposition to previous theory. I favour a 
natural science perspective, where a new theory defines the 
bounds of legitimacy of an earlier theory (and the later theory 
describes things beyond those bounds). From such a natural 
science perspective, Bloom’s taxonomy should be seen as a 
theory of assessment, not learning. More recent learning theory 
may recommend that students are best taught programming by 
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emphasizing the active, constructivist task of writing programs.  
But irrespective of how students are taught to program, Bloom’s 
taxonomy suggests that it is futile to assess students by asking 
them to write a program if those same students cannot read and 
understand a similar program. 

I began this section on Bloom’s taxonomy by claiming that the 
principal problem in the teaching of programming is that we, the 
teachers, debate the issues as amateurs. I conclude this section by 
quoting McCauley [34], who described how Bloom’s taxonomy 
helped her department lift the standard of debate: 

“During a recent semester, our department faculty had 
several discussions concerning our disappointment with 
our students’ quality of work. Obviously, we agreed, this 
cohort of students was not working hard enough. Those of 
us teaching senior-level courses somewhat politely 
suggested that the rest of us teaching introductory courses 
just weren’t making those courses challenging enough. 
Come to think of it, this type of discussion seems to occur 
every semester – some time between midterm and exams. 
… [Prior to the most recent of those formal discussions]
course instructors had listed the various topics of our 
Computer Science 1 course and had tried to express at 
what level of complexity they thought students should 
master various topics. After a discussion of [Bloom’s]
taxonomy, they discovered that use of the terminology 
provided by the taxonomy, enabled them to more clearly 
and succinctly express what they had tried to say, 
previously, using plain English.” 

5. 3GL PROGRAMMING  
I am a passionate advocate that, in the early stages of teaching 
novice programmers, we should teach less, thus giving ourselves 
time to teach it better. My amateurish approach to teaching less 
was to place more emphasis on students reading code than 
students writing code. It seemed an intuitively obvious way of 
teaching less. It came as a shock to discover that, while my 
middling students responded well to this approach, my weak 
students had almost as much trouble reading code as writing code.  

In the rest of this section, I will describe how I took a step back 
from my amateurish day-to-day teaching activities, to be both a 
student of teaching and an education researcher.  As a result, I 
came to understand why the reading of code should present 
almost as many problems for novices as the writing of code.  

5.1 The Leeds Group (Researcher) 
The ITiCSE 2004 conference was held in Leeds, England. I was 
involved in the sole working group at that conference, which 
studied the program reading skills of over 500 students from 
twelve universities in seven countries [29, 33].   

The “Leeds Group”, tested students on twelve multiple choice 
questions.  Of the set of students studied by the Leeds group, the 
top quartile answered correctly ten or more of the twelve 
questions, but the bottom quartile scored four or less, a score 
consistent with chance.  

Approximately 30 of the students studied were asked to “think out 
loud” as they answered the questions. These students were tape 
recorded, and the tapes were transcribed for study – initially, by 

the Leeds group, and subsequently for study by a subgroup of the 
original Leeds Group [16].  

I was surprised by what I learnt from these transcripts. While 
students from the bottom quartile clearly suffered from 
conceptual and other problems, what surprised me was the lack of 
any real difference in the strategy of students in the other three 
quartiles. Top quartile students were more meticulous and 
therefore more accurate, but even the top quartile students relied 
heavily on hand executing code. While I had expected many 
students would hand execute the code, I had also expected the top 
quartile students would reason about the code in a more abstract 
way. That is, I had thought that top quartile students would read 
the code to extract the purpose of the code (e.g. find the minimum 
number in an array), then jump quickly to the correct answer 
without a complete hand execution. If anything, the top quartile 
students hand executed code more religiously than students in the 
next two quartiles. 

I have taught programming to novices for about ten years. Despite 
that extensive experience, I was surprised to find that these top 
quartile students tended to hand execute code. That I could be 
surprised after so many years of teaching serves to illustrate that 
we cannot learn all we need to know about teaching simply by 
teaching. 

5.2 BRACElet and SOLO (Researcher) 
Subsequent to the Leeds group, I was involved in another group, 
“BRACElet”, which performed a follow-on study to the Leeds 
group [44, 31].

BRACElet studied students who had just completed their first 
semester of learning to program. These students were given a set 
of nine multiple choice questions. BRACElet also gave students a 
tenth question, not a multiple choice question, which is shown in 
Figure 1.  This tenth question required students to explain, “in 
plain English”, what a piece of code does. 

Question 10
In plain English, explain what the following 

segment of code does: 

bool bValid = true; 

 for (int i = 0; i < iMAX-1; i++) 

 { 

     if (iNumbers[i] > iNumbers[i+1]) 

     { 

        bValid = false; 

     } 

      }

Figure 1: SOLO category distribution by quartiles. From [44]. 

For this tenth “plain English” question, we found that students 
provided three qualitative different types of responses, which we 
categorized according to the SOLO taxonomy [4]: 

 1) An incorrect understanding of the semantics of the 
programming language.  In terms of SOLO, this is either a 
“prestructural” or “unistructural” response. 
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2) A correct understanding of each line of code, but no 
manifestation of an understanding of what the code does as 
whole.  In terms of SOLO, this is a multistructural response – 
the student may be “failing to see the forest for the trees” [31]. 

3)  A summary of what the function of the code, something like 
“it checks if the elements in the array are sorted”. In terms of 
the SOLO, this is relational response – the student sees the 
code as serving a purpose; the student “sees the forest” [31]. 
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Figure 2: SOLO category distribution by quartiles. From [44]. 

Figure 2 shows the breakdown of the SOLO-ranked answers for 
the BRACElet students, organized by performance quartile.  
Among the students who were in the two lowest quartiles for the 
nine multiple choice questions (i.e.  Q3 and Q4 in Figure 2), very 
few gave a relational response to the “plain English” Question 10. 
This may indicate that most students in the two lowest quartiles 
have difficulty in seeing “the forest for the trees”. Furthermore, 
even among the top two quartiles, about half the students gave a 
multistructural answer to Question 10, so perhaps even some of 
these students struggle to see “the forest for the trees”.  

5.3 Schema, Chunking and Recall (Student) 
The above work using the SOLO taxonomy is consistent with 
established work in psychology and cognitive science. 

Psychological research on the differences between expert and 
novice in any cognitive activity indicates that experts organize 
knowledge into “chunks”. This is apparent in the classic studies of 
chess players, by Chase and Simon [12]:  

 “Master and novice chess players were shown a 
meaningful chess board, and asked to recall the pieces 
(once the board was taken away). The masters recalled 
more of the pieces than did the novices. Next, the masters 
and novices were shown a board in which the chess pieces 
were placed randomly on the board. What happened? The 
performance of the masters was the same as that of the 
novices” 

Chase and Simon argued that novices attempted to remember the 
position of each piece in isolation, whereas experts “chunked” the 
information at a more abstract level, the attacking and defensive 
combinations of pieces. A number of analogous experiments have 
been performed for computer programming and the results are 
consistent with the classic chess experiment [38, 39]. Wiedenbeck 

[43, p. 15] expressed the significance of memory recall and 
chunking in a computer programming context: 

“Programmers who cannot chunk effectively simply focus 
on rote memorization of the material, usually line-by-line 
in sequential order. As a result, they can only memorize a 
small number of lines of code in the time available. At 
retrieval time, they are doubly handicapped; they recall 
few lines because they memorized few lines and they lack 
the context of the meaningful chunks to reconstruct partly 
remembered lines.” 

5.4 Discussion
The gifted amateur teacher helps their students to structure 
knowledge. In contrast, the clumsy amateur teacher piles fact 
upon fact. However, from the poor level of programming skill 
observed in novices world-wide, it would appear that even the 
gifted amateurs are not articulating all the structure many novice 
programmers require.  

It is clear that, when showing code to novices, we must drench the 
code in meaning.  Since at least the 1980s, there has been 
literature suggesting how that can be done [e.g. 39, 41]. Recently, 
in Finland, there has been some very interesting work on how to 
drench code with meaning by teaching the roles of variables [21]. 
Unfortunately, amateur teachers do not read that literature.  

6. OBJECTS EARLY (AMATEUR) 
Some computer educators argue that the teaching of the 
procedural programming paradigm must precede the teaching of 
object-oriented programming. Burton and Bruhn [11] argued as 
follows: 

”... while OOP undeniably represents a new paradigm, it  
in no way replaces the older paradigm ...  rather it is in 
addition to it. As a paradigm in its own right algorithmic 
thinking (together with procedural programming) needs 
to be understood first, and in isolation from OOP.  
Students need to know how OOP fits into the bigger 
picture and a first course is surely required to do this. ... 
all students should be given a firm foundation in 
algorithms, structured programming, procedures, and an 
appreciation of this historical development, before 
proceeding to object-oriented programming.”  

Culwin [14] rejects the above view: 

“The people who decide upon the nature, content and 
focus of undergraduate curriculum are, in general, of an 
age where their own professional and intellectual 
development mirrors the development of computing over 
the last twenty years or so.   Hence their personal 
perception of how they learned ... [is generalized] ... to a 
conception that knowledge of the old paradigm is a 
necessary pre-requisite for learning the new paradigm...”

I broadly agree with Culwin. The teaching of most amateur 
educators will reflect the way they learnt the material themselves, 
but there may be other ways, possibly better ways, to learn the 
same material.

My view is that algorithms can receive an early emphasis in the 
object-oriented paradigm. Furthermore, my view is that it is false 
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to say that “inside every OO program is one or more procedural 
programs”. I believe the algorithm-object dialectic is transcended 
by the following general principle:  

In the procedural style, algorithms are encoded explicitly 
(perhaps within the method of an object), but in the object 
oriented style, algorithms emerge implicitly from the 
interactions between objects. 

I developed a teaching environment called “PigWorld” [27] which 
illustrates how algorithms may be taught in an object-early 
fashion. Figure 3 shows a simple PigWorld scenario, with one 
pig. There are also pig food trees, which periodically drop pig 
food pills onto squares adjacent to the tree. Hungry pigs move, 
one square at a time, toward the nearest pig food. As a pig moves, 
it leaves a trail of flowers. 

Figure 3.  PigWorld 

Robots that traverse mazes have been a staple of teaching 
introductory programming for over 20 years (see [27] for a 
number of citations).  However, those earlier approaches have 
traversed mazes in the procedural style, with the robots 
maintaining internal data structures to map their path through the 
world. Pigs traverse the PigWorld maze without such data 
structures, in the object-oriented style, by interacting with 
flowers.  A flower has only one real encapsulated property, its 
age, which increments with each time step in PigWorld. If a pig 
moves on to a square that already has a flower, then the old 
flower is replaced with a new flower of zero age. When a pig 
chooses the next square to which it will move, it does so 
according to the following three criteria: (1) A square not 
containing a flower is preferred; (2) If there is a choice between 
moving to two squares, neither of which contains a flower, then 
the square in the direction nearest to the pig’s intended target (e.g. 

food) is preferred, and (3) if all adjacent squares contain flowers, 
then the square with the oldest flower is preferred. Thus a pig’s 
maze traversal proceeds according to the principle enunciated 
earlier: algorithms emerge implicitly from the interactions 
between objects. 

Even a mathematically rigorous introduction to algorithms can be 
done in the object-oriented style. For example: either prove that a 
single pig in any connected maze will eventually visit all squares 
using the “flower power” algorithm, or provide a counter 
example. 

My classroom experience with PigWorld has led me to believe 
that teaching objects-early is no more (or less) difficult than the 
traditional procedural approach. The mistake we, the CS 
community, have made is that we do not in fact teach “Objects-
Early”. Instead, most of us teach what I call “Objects-Etcetera” 
[30]. That is, our mistake has been to retain all the usual 
objectives of a procedural introduction to programming, and add 
object oriented objectives to the list of procedural objectives. 
Teaching objects early should mean that some of the objectives of 
a traditional first semester introductory procedural programming 
course are delayed until a later semester. In my view, loops and 
arrays should not be taught in the first semester of an “Objects 
Early” introduction to programming.    

This section on objects early stands in contrast to most of my 
work presented in this paper. It is the work of an amateur. I have 
no evidence that PigWorld is a success, beyond the usual 
anecdotal claim of the amateur — “the students love it”.  Perhaps 
PigWorld will have intuitive appeal for some teaching colleagues, 
but I have no evidence to persuade the skeptical colleague. My 
amateurish work on PigWorld may be effective in the classroom, 
and PigWorld may influence a handful of like-minded colleagues, 
but in the absence of any real evidence, PigWorld will not change 
many minds in the community of CS teachers.     

7. THE NEGLECTED HALF OF CSED 
Computer education research is the study of the student-teacher 
relationship.  However, only one half of that relationship — the 
student — has been studied extensively. There is comparatively 
little research that studies the computing teacher. I believe that we 
should study the teachers at least as much, if not more, than the 
students. As Brookfield expressed it, most of us “teach 
innocently” and believe that our pedagogical assumptions are 
“objectively valid renderings of reality” [8, pp. 1-2]. Bruner 
coined the term "folk pedagogy" to describe our "intuitive 
theories about how other minds work" [10]. He commented that 
our intuitive theories "badly want some deconstructing if their 
implications are to be appreciated".  I go further than Bruner, and 
use “folk pedagogy” to make an analogy between our amateur 
teaching practises and the homemade remedies of folk medicine.  

I was part of a research project [28] to determine the folk 
pedagogies of some academics who teach a “CS2” introduction to 
data structures. We identified five reasons for teaching data 
structures. I will not repeat a description of all five categories in 
this paper. Instead, I will describe two of those categories, 
pointing out how advocates of those categories may be teaching 
innocently.   

9



7.1 The Mental Muscle (Student) 
In this justification for teaching data structures, the argument is 
that data structures provide a micro-world (or “sand pit”) for 
developing thinking skills that have relevance beyond their 
immediate application to data structures—“transferable thinking”.  

Transferable thinking is a plausible intuitive theory, commonly 
held by amateurs, but a teacher who is also a student of education 
has cause to reserve their opinion.  Baron [2] offered the 
following pithy history of the rise and fall of the “mental muscle” 
theory of learning: 

“… from the 18th century to at least the end of the 19th, it 
was all but universally agreed that the teaching of Latin 
developed mental acuity that could then be applied to the 
learning of specific content areas. Other favorite 19th 
century candidates-for transferable mental improvement 
included mathematics, logic, and rhetoric.” [p. 111]

“… In 1901, Edward Thorndike claimed to have 
disproven the "mental muscle" theory. Over the past 80 
years, scores of psychologists have contributed 
experimental data on the question, and the general 
consensus now is that the 18th and 19th century versions 
of the thesis are indefensible”. [p. 113] 

Clearly, some degree of transferable thinking must be possible; 
otherwise any form of learning is impossible3. But it is very easy 
to overestimate the capacity for transferable thinking among 
novices, particularly struggling novices. For example, many 
teachers are dismayed by encounters with students who struggle 
to transfer to their second programming language the thinking 
skills the student developed when learning their first 
programming language.  

In making the connection between the category of transferable 
thinking and the discredited theory of the mental muscle, I am not 
rejecting the assumption that data structures can be a vehicle for 
developing thinking skills. Instead, I merely observe that the 
assumption is not self-evidently true, and that research needs to be 
done to investigate the accuracy of the assumption. 

7.2 What’s Under the Hood (Amateur) 
Some teachers advocate that students first need to learn to 
implement basic data structures in the 3GL style before students 
can make effective use of the Java Collections Framework or the 
Standard Template Library of C++. Westbrook [13] explained 
that position thus: 

                                                                
3 It would seem that Plato – who must have suffered bad days in 
the classroom, just as we do – believed that transferable thinking 
was impossible. Instead, he argued in his dialog “Meno” [37]: 

“The soul … [is] … immortal … [and has] seen all things that 
exist … [therefore] all learning is but recollection”.

Before we dismiss Plato’s argument, we should consider how it 
relates to an argument often enunciated today by frustrated 
computer science teachers: students are either born with an innate 
talent for programming, or they cannot be taught to program. In 
my view, either both arguments are true or both are false. 

“It is up to us as teachers to provide our students with 
chances to take things apart and just tinker with them to 
help students intimately understand the inner workings of 
things …” 

My own position [13] is the opposite of Westbrook’s position: 

“Software Engineering is moving away from emphasis on 
the creation of code, toward emphasis on components and 
code reuse. The teaching of data structures needs to 
adjust to that change. Doing so, however, will be harder 
for we teachers than our students, since our own 
education was faithful to the fading paradigm. We were 
able to become teachers precisely because we thrived in 
the old paradigm. We belong to a generation of students 
who feel more comfortable when we think we understand 
what's "under the hood", a generation who implicitly 
believe that the only way to demonstrate true 
understanding of an algorithm is to implement it, a 
generation who craft lines of code with the same pleasure 
as those who craft wood” 

On this issue, however, my position is that of an amateur.  I am 
not (as yet) able to be a good student, and cite general education 
literature that supports my position.  Nor am I the education 
researcher, who can report upon studies of how students learn 
data structures. 

It is important that more computing teachers — the author of this 
paper included — cease to be amateurs in this debate, and become 
students or researchers. This is a debate that goes well beyond the 
teaching of data structures, to the core of how programming 
should be taught – can people only learn to program well when 
they know “what’s under the hood”?  Some interpretations of the 
theory of constructivism [3] suggest the answer is “yes”, while 
other literature [18] suggests the answer is “it depends upon a 
person’s learning style”. It is a debate that caused a storm on the 
sigcse-members mailing list [9] and it is a debate that will 
determine the future of computer science education – will the 
teachers choose to define computer science as having its 
intellectual foundation in the precise but low-level 3GL paradigm, 
or will we choose to accommodate the teaching of a more abstract 
but more ad hoc model of computing? 

8. CONCLUSION 
It is often said that an education in computer science is less about 
computers and more about the thinking skills required to use a 
computer effectively.  If that is the case, then why don’t more 
computer scientists study that thinking?  As a discipline, we are 
content to apply naive folk pedagogies to the teaching of difficult 
computer concepts. We are content to lead double lives – 
professional in computer research, but amateurs in computer 
education. In a discipline with dwindling student enrollments, 
education research is too important to be out sourced to specialists 
in education. The study of the transformation from novice to 
expert should be a central research topic of computer science. 

Edsger Dijkstra is often quoted as having said, “Computer 
Science is not about computers, any more than astronomy is about 
telescopes.” Likewise, computer science education research is not 
solely about the students. It is also about the teachers. We can use 
research methods to decide which folk pedagogies are right. 
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