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ABSTRACT
After four decades of research on a broad range of topics,
computing education has now emerged as a mature research
community, with its own journals, conferences, and mono-
graphs. Despite this success, the computing education re-
search community still lacks a commonly recognized core
literature. A core literature can help a research community
to develop a common orientation and make it easier for new
researchers to enter the community. This paper proposes an
approach to constructing and maintaining a core literature
for computing education research. It includes a model for
classifying research contributions and a methodology for de-
termining whether they should be included in the core. The
model and methodology have been applied to produce an
initial list of core papers. An annotated list of these papers
is given in appendix A.

Categories and Subject Descriptors
K.3 [Computing Milieux]: Computers and Education;
K.3.2 [Computers and Education]: Computer and In-
formation Science Education

General Terms
THEORY

Keywords
computing education research, core literature, classification
criteria, evaluation methodology

1. INTRODUCTION
Computing education has been an active research field for

nearly 40 years. The primary focus of the computing educa-
tion research community (CER) has been the SIGCSE and
ITICSE conferences. The first SIGCSE Symposium took
place in 1970, and ITICSE celebrated its tenth anniversary
this year. During these years, the character of submitted
and accepted papers has seen considerable change, reflect-
ing the evolution of the computing disciplines: computer
science, software engineering, information systems, and in-
formation technology. Naturally, some themes, such as the
problematics of teaching the first two programming courses,
have been subjected to more or less constant attention.

As the computing education field has matured, it is nat-
ural for the community of computing education researchers
to reflect on the nature of the work that has been completed
over the years. For example, Valentine [18] surveyed all of
the papers dealing with the first two programming courses
that were published in the SIGCSE Symposium from 1984
to 2004. He classified these papers into several categories:
papers describing new tools to aid teachers and learners, pa-
pers presenting new teaching approaches, experimental eval-
uation papers, and experience reports on applying various
tools or teaching methods in the classroom.

Another sign of self-reflection in the CER community is
a growing realization that CER has become a research dis-
cipline in its own right. The ITICSE 2004 conference in
Leeds had a panel on this theme titled “The Relationship
between CS Education Research and the SIGCSE Commu-
nity” [10], and the ICALT 2004 conference in Joensuu,
Finland, included a panel titled “Doctorate Study in Educa-
tional Technology” [1, 12, 13, 16, 17]. In 2004, Sally Fincher
and Marian Petre published a book entitled “Computer Sci-
ence Education Research” [7]. This book includes a paper
by Fincher and Petre that gives guidelines for carrying out
research in CER. It also contains a number of survey papers
written by distinguished authors in specific CER subfields.

All of these efforts are motivated by the goal of improv-
ing the credibility of research results both within the CER
community, and more widely within the CS community and
related disciplines. In particular, we need to address two
specific problems. First, we often develop and apply new
approaches, teaching methods, and/or tools to support our
students’ learning processes. Although our reactions to our
experiences with these tools or methods are generally posi-
tive, are we really sure that our students learn better when
using the new tools and methods? Second, how can we actu-
ally convince our colleagues that our work is really a contri-
bution to improving students’ learning? We believe that in
order to make progress toward these goals, we need to give
serious consideration to the way we are carrying out our re-
search. The primary goal of CER as an emerging research
field is to find better criteria and arguments for evaluating
our research.

This paper reports the results of the ITICSE 2005 work-
ing group on “Seminal Literature for Computer Science Ed-
ucation Research”. The goal of this working group was to
propose and justify a classification of CER papers and to il-
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lustrate this classification with good examples of CER that
should be read by students and practitioners in the area. We
are fully aware that a working group of five members can-
not define the core literature for the field. However, we wish
to contribute to the process of defining the core by giving
criteria and processes for identifying such a core literature.
It is important to note that we have also considered sig-
nificant CER contributions found in papers that might not
be considered best examples of theoretically-based research
work using rigorous methodology. Extending the boundary
in this way is not surprising, since CER is a new field that
lacks established research traditions, by comparison with the
natural and social sciences. Moreover, much CER work (e.g.
tool building) is constructive in nature. Such work is often
not theoretically based.

The motivation for organizing the working group arose
from our own perceptions of the field. We feel that there
is a need to define and recognize a body of core literature
to aid in the education of new MSc and PhD students and
to help scholars in other disciplines who wish to enter CER.
Furthermore, we need to establish an understanding about
the methodologies that can or should be applied in our field.
This is emphasized by the observation that CER draws on
results from several other disciplines, such as education, psy-
chology, sociology and anthropology. Many computing ed-
ucation researchers, not surprisingly, have a background in
one of the computing disciplines. Their knowledge of the
research approaches in the other sciences and their method-
ologies may be insufficient to successfully address some types
of research questions in computing education. We wish to
identify sources of information for relevant disciplines that
may be of use to those working in CER.

The paper is structured as follows. In Section 2 we ad-
vance arguments for a taxonomy of CER papers with differ-
ent focus areas and categories. In Section 3 we characterize
the CER field and discuss its relation to related disciplines.
In Section 4 we discuss general criteria for accepting papers
into the core literature based on their scientific quality and
impact on the field. Finally, in the last section, we sum-
marize our results and propose a procedure for defining the
core literature in the future.

2. TAXONOMY FOR CER PAPERS
Although there may be no definitive way to identify the

papers that constitute the core literature for a research dis-
cipline, one potential approach is to establish an explicit
set of criteria with which to evaluate the scientific quality
of papers (theoretical foundation, methodology, argumenta-
tion, etc.). We address these issues in Section 4. However,
before we begin the selection of core papers, it is essential
that we construct a map of the field so that we can compare
papers with similar goals, approaches, and/or techniques.

2.1 Classification by the field and focus of the
paper

The task of mapping CER can be approached in many
different ways. One might split up contributions to the field
according to their research focus. For example, CER papers
dealing with technologies to support learning, methods of
working in a classroom, or assessment methodologies. How-
ever, there are a range of other approaches.

Fincher and Petre [7] divide CER into the following 10
subfields:

1. Student understanding

2. Animation, visualization and simulation

3. Teaching methods

4. Assessment

5. Educational technology

6. Transferring professional practice into the classroom

7. Incorporating new developments and new technologies

8. Transferring from campus-based teaching to distance
education

9. Recruitment and retention

10. Construction of the discipline

This classification represents the diversity of the comput-
ing education field, and it can clearly be extended to include
subcategories, such as the different types of software within
the educational technology subfield.

Another approach to classification is to focus on the char-
acter or purpose of the paper: introduction of a tool, pre-
sentation of experimental research results, discussion of a
conceptual analysis of some topic, experiences related to the
application of a new method or tool in a classroom, etc. This
approach is that taken by Valentine [18]. His categories in-
clude the following:

Marco Polo These papers describe experiences and obser-
vations related to applying a method, tool, or language
in a specific institution or course. Their main impact
on the computing education community is exchanging
ideas and experiences among teachers.

Tools These papers describe new software and/or hardware
for assisting learning. Typical examples include visu-
alization and assessment tools, as well as learning en-
vironments.

Experimental These papers take a scientific approach to
evaluating the effect of a ”treatment” on students, such
as new teaching methods, course material, or tools.

Nifty These papers typically include single ideas for teach-
ing or supporting learning in a specific (usually small)
context, such as a single assignment or a single topic
within a course.

Philosophy These papers address a general issue within
computing education with the intention of stimulating
further debate.

A third approach to classifying CER is based on the method-
ology of applied research. Glass, Ramesh, and Vessey [9] use
such a scheme to analyze the publications in the computing
disciplines (Computer Science, Software Engineering, Infor-
mation Systems). Their paper investigates how different re-
search approaches (descriptive, evaluative, and formulative)
are used in the three disciplines.

We discussed at length the classification format that would
best support our goal of identifying core papers for the field.
Initially we felt that the Valentine taxonomy was less useful
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because its categories confound two quite different dimen-
sions. Some categories are explicitly related to the material
that is taught, while others focus on more general issues. We
feel that a good categorization should separate these issues
more effectively.

Second, we felt that a categorization based on research
method or approach (as in [9]) would not give a good intu-
itive sense for the field of CER, since it focuses on methodol-
ogy rather than topic. The methodology in CER papers can
often be unclearly documented, and the chosen methods are
not always rigorously applied. Practise papers, for example,
can be difficult to classify since their methodology is often
unclear.

We concluded that the Fincher-Petre classification corre-
sponded best to the diversity of CER. For our purposes, we
felt that it was necessary to modify this classification by
combining some of the subfields and adding one new sub-
field. There were several arguments for this decision. Due to
the limited size of the working group, we felt we did not have
sufficient competence in all subfields. Furthermore, rather
than trying to construct a core which was large enough to
cover all subfields, we felt that it was important to identify
the contributions that have significance for most of CER or
that are particularly good examples of well-performed re-
search. Papers that demonstrate the application of partic-
ularly important research methods could also be included.
Over time, the core should be enlarged by adding literature
in each of the subfields.

These discussions gave rise to the classification described
below. We feel that any CER paper can be assigned to
one of four Areas. Multiple classifications are possible but
rare. The area assigned to a paper addresses the focus of
the paper, both in scope and generality.

A) Studies in Teaching, Learning, and Assessment (1, 3 and
4 in Fincher-Petre)

Papers in this area deal primarily with classroom and
educational practise within the context of a single course.
They are primarily designed to communicate an expe-
rience from one practitioner to another. The papers
may or may not include evaluations or studies that
examine outcomes of individual teaching innovations.
They may include case studies, empirical studies, re-
ports on ways to carry out instruction, discussions of
practice and teaching methodology and/or assessment.

B) Institutions and Educational Settings (6, 8, 9, and 10 in
Fincher-Petre)

Papers in this area deal with the social and institu-
tional context in which education is provided. Such
papers might deal with student retention (cultural,
gender and minority issues), international collabora-
tion and exchange, the structure of educational pro-
grammes and curricula (including the influence of cer-
tification bodies) and large scale innovation in the de-
velopment of education at an institutional, national
and multi-national level.

C) Problems and solutions (2, 5 and 7 in Fincher-Petre)

Papers in this area deal with the problematics of com-
puting education and with technological and method-
ological innovations that are intended to deal with
these problems. The focus of these papers is the tech-
nology and the nature of the innovation itself, rather

than the application of innovation in a specific course
context (which would put the paper in Area A). Exam-
ples from this area include papers describing problem-
based learning, constructivism in a computing educa-
tion context, or the use of a technology like BlueJ as
an approach to improve learning outcomes.

D) CER as a discipline

Papers in this area deal with computing education re-
search as a discipline. Potential topics for papers in
this category include those that contribute to the de-
velopment of research methodologies for CER, as well
as papers that deal with the organization of CER as a
research discipline.

2.2 Categories of papers
The areas described in the previous subsection cover all of

CER. Of course papers in each area can have different levels
of significance for the field. Differentiating between papers
according to their significance calls for another dimension of
classification. To address this, we identified three categories.

Influential Papers categorised as influential are widely recog-
nised in the community as having made a significant
contribution to the field, influencing future work, and
exploring and defining new research questions and top-
ics.

Impact can be demonstrated in several different ways.
First, papers related to opening new frontiers can be
evaluated by the volume of research in the new subfield
pioneered by the candidate paper. Second, significant
papers may have been widely cited in the literature
as good examples of a technology, practice, theory or
methodology. Third, some papers are important be-
cause the technology, practice or methodology they
present has spread widely within the CER community.

Seminal We regard a paper as seminal if it helps to define
a problem or to set the stage for a new topic or area
in computing education research. Such a paper may
serve as a catalyst, awaking interest in a new area.
We acknowledge that early work on a CER topic or
area may not necessarily be exemplary research in its
own right, but its actual or potential role in raising
awareness of a new issue or area of concern for CER
should be evident.

Papers presenting new methods, practices, and/or tools
that we believe will have major impact in the future
will typically be listed here because they represent re-
cent work whose long-term impact on the discipline is
as yet unknown.

Older papers that we feel have made significant contri-
butions to defining a sub-field of CER literature, and
which exemplify high quality research, could clearly
be classified as both seminal and influential. We have
chosen to classify these papers as influential.

Synthesis This category contains papers and articles that
analyse work in one or more aspects of CER. Examples
include research taxonomies, survey articles and liter-
ature reviews. Since this type of research contribution
synthesises a larger section of a particular literature,
they offer a good starting point for learning about a
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Category
Area Seminal Influential Synthesis
A [Gal-Ezer 2004,Berglund 2005] [Hundhausen 2002b,Booth 1992] No such papers

[Kolikant 2004,Ben-Ari 2005]
B [Daniels 2003,Tillberg 2005,Barker 2004] [Margolis 2002,Seymour 1997] [Price 1993,Dryburgh 2000]
C [Ben-Ari 2004a,Ben-Ari 2004b] [Naps 2003] [Carter 2003,Ala-Mutka 2005]

[Stein 1999] [Hundhausen 2002a]
D [Clancy 2001] [Fincher 2004] [Matthews 2000,Valentine 2004]

Figure 1: Classification of the Core Literature

field. They are often widely cited because they sum-
marise the essentials of a field, reveal an underlying
pattern of research, and/or identify fruitful areas for
future work.

3. DISCUSSION: COMPUTING EDUCATION
RESEARCH AND RELATED DISCIPLINES

It is difficult to give a concise yet sufficiently flexible defi-
nition of computing education research. The perspective on
CER found in the recent book by Fincher and Petre [7] em-
phasizes experimental research within a theoretical frame-
work. This perspective might be too limiting for several rea-
sons. First, we do not want to overlook the fact that CER
derives much of its flavor from its roots in computer science.
The computer science research tradition emphasizes system
design, implementation, and evaluation. Papers claiming
to deal with CER are therefore often systems-oriented, and
do not necessarily build on a theoretical foundation. Algo-
rithm visualization or automated assessment are two areas
where this is fairly common. We would like to regard such
papers as belonging to CER, but at the same time it is im-
portant to distinguish them from papers reporting experi-
mental results. System-oriented papers introduce new ideas,
concepts and tools, which will eventually be evaluated in a
study that includes theoretical foundations. Second, most
papers presented at CER conferences describe classroom ex-
periences and practises. Many of these papers do not meet
the Fincher-Petre criterion, but we do not want to exclude
them because of their potential value in terms of introducing
novel ideas.

We have therefore chosen to extend the boundary pro-
posed by Fincher and Petre to include system-oriented pa-
pers and papers reporting classroom practise. Our classifi-
cation of CER papers supports this extension. Classroom
practise papers are included in Area A of our classification
(Studies in Teaching/Learning and Assessment). Papers on
computer systems oriented to computing education are usu-
ally included in Area C (Problems and Solutions) of our
classification, since they present technological innovations
that respond to commonly recognised problems.

Finally, it is important to distinguish CER papers from
papers dealing with issues relating to the skills of profes-
sional programmers and software engineers. Several research
communities have been dealing with these issues for many
years, and there is significant overlap between the work done
in these communities and CER. Relevant sources include
the workshops of the Psychology of Programming Interest
Group (www.ppig.org) and workshops and conferences on

program comprehension (see for example www.ieee-iwpc.org
and www.dur.ac.uk/malcolm.munro/pc-uk-1).

4. RELATED FIELDS
Computing education research is closely connected to psy-

chology, education, sociology and anthropology. These fields
offer tools and approaches that are effective in working with
the complexities involved in various learning situations.

Psychology strives to better understand and explain hu-
man behavior. Education has similar but narrower goals,
focusing on learning at the micro and macro level. The
main contributions to CER from these two fields are the-
ories, models, and research methods. Theories provide the
constructs needed to deal with variation in human behavior,
models help in the application of theories to real-world situ-
ations, and research methods provide time-tested tools that
can be used in a real-world project. Some of the basic theo-
ries that can be helpful in CER are constructivism, situated
learning, and social learning theory. A general knowledge of
these theories, and others from psychology and education,
will help researchers gain a broader perspective. Models
such as Bloom’s taxonomy allow theories of learning to be
applied in real situations. One can find basic information
concerning theories and models, including references to rel-
evant literature at

www.emtech.net/learning_theories.htm#Subsumption1

Research methods, used to collect and analyze data, are
well documented and transfer easily into the framework of
CER. See for example [3, 5, 11]. For more detailed infor-
mation on educational research or psychology, the following
handbooks provide extensive information and guides to the
relevant literature: [15] (for education), [14] (for psychol-
ogy).

Sociology and anthropology provide researchers with a
larger context from which to begin their analysis. Soci-
ologists and anthropologists study the development, struc-
ture, interaction, and collective behavior of individuals and
groups. It is important to understand how cultural and en-
vironmental influences affect individuals, if only to acknowl-
edge how these outside factors contribute to the final results.
A student’s social behaviour or the climate of the learn-
ing environment will certainly have an impact on learning
outcomes [2]. Sociological perspectives are especially use-
ful if one wants to study larger curricular or programmatic
changes to an institution.

One particular area that deserves special mention is the
collaboration between sociologists and computing education

155



researchers on the effect of gender and ethnicity on an in-
dividual’s decision to pursue computing fields. Cultural
stereotypes can cause pressure on individuals to conform
to societal norms [6], issues of self-efficacy can influence a
student’s decision to stay or leave the computing field [8]
and supportive communities can encourage women to re-
main in computer science [4]. These are just a few of the
areas where sociological conditions have impacted gender
research in CER.

Finally, anthropological research methods can be of great
help in designing and carrying out research projects in CER.
Ethnographic techniques, including interviews and partic-
ipant observation, allow a researcher to become fully en-
gaged with his or her subjects. While this well-established
technique is time-consuming, it can yield insights and con-
clusions that may never have emerged if the study was re-
stricted to pre-determined surveys or snapshot analysis. A
nice example of ethnographic research is a paper by Fisher,
Margolis, and Miller [8] investigating the experiences, mo-
tivation, and culture of women in computer science at one
university.

5. IDENTIFYING A CORE CER LITERA-
TURE

5.1 Selection Criteria
Before we use the categories defined in Section 2.2 to or-

ganise a core literature for CER, we need criteria that can
be used to identify exemplary papers. As experienced re-
searchers and reviewers, we have approached the task of
selecting some of the most important papers in the emerg-
ing CER discipline in roughly the same manner as we select
papers as programme chairs and members of programme
committees for conferences.

In deciding how to evaluate the significance of each con-
tribution, we have developed a set of general criteria, listed
below, that we feel are commonly accepted when assessing
research quality. We used these criteria to identify candidate
papers for inclusion in a core CER literature.

1. Is the paper rooted in theory or in related research?

2. Is the research problem clearly formulated? More specif-
ically, does the problem have the following character-
istics?

• It emerges from personal or collective experience.

• It is well situated within the context of previous
work and/or theory.

3. Does the article provide convincing evidence to the
reader of the validity of the outcomes reported?

4. Is the methodology for collecting and analyzing data
well designed and anchored in a scholarly tradition?

5. Has the work had an impact on the discipline? Al-
ternatively, does the paper generate new insights that
we (as reviewers) feel deserve wider exposure and have
the potential to make a significant improvement in the
field?

The issue of impact has been considered primarily from
our professional perspective on the area, but we have also
looked at citation data. 1

The papers identified so far were chosen based on the areas
of expertise of the review group participants. The list will
need to be expanded in the future by other groups with
expertise in other areas of CER.

5.2 Core Literature for CER
Figure 1 contains a table in which we have placed papers,

that we regard as constituting an initial core literature, into
our proposed classification scheme. All references are to
papers listed in the annotated bibliography in Appendix A.

We have selected papers in the following taxonomy cate-
gories.

• Papers that we believe will have an impact on the on-
going development of computing education research,
or in our opinion illustrate best practice CER.

• Papers that we feel must be included in the backbone
of the field. In our opinion, these papers have shown
themselves to be of significance and have had an im-
pact on the discipline.

• High quality survey papers or literature reviews for
CER subfields.

In general, we propose not to list PhD theses in CER. Two
included exceptions are examples of work in areas where
there is little other literature. We propose establishing a
central set of links to PhD theses on a core literature web
site.

6. CONCLUSION
We believe that the work presented here contributes to

CER in two ways. First, we designed a classification scheme
to compare and contrast contributions to the field. The
scheme synthesizes ideas contained in previous literature
proposals. The utility of the framework has been evaluated
by a classification exercise involving over a hundred research
publications.

Second, we proposed criteria with which to assess com-
puting education research publications and identify “exem-
plary” contributions. In order to evaluate the classification
scheme and the criteria, we collected an initial set of papers
that we feel constitute the backbone of a core literature.
It should be noted that the proposed bibliography is far
from complete. Since it reflects the expertise of the work-
ing group members, the current set of publications does not
cover a number of CER areas, including student understand-
ing, teaching methods, transferring professional practice into
the classroom, distance education, and curricular issues. We
hope that additional working groups in these and other areas
will be established to identify an appropriate core literature
for each sub-field.

Finally, we suggest that ACM SIGCSE support the fol-
lowing future activities:

1Since CER is a relatively new research discipline, we antic-
ipated that CiteSeer and other citation tools would provide
little information. This turned out to be the case; CiteSeer
reported few citations for clearly seminal CER books and
papers.
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• Develop and maintain a core literature resource pool as
an ongoing activity. To this end, editorial and review
boards should be established.

• Establish bi-annual working groups with wider scope,
to provide strategic input, define new areas of interest,
review the appropriateness of classification schemes
and review criteria. Group meetings provide an im-
portant public forum in which to discuss the direction
of the discipline.
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APPENDIX

A. CORE READINGS IN CER

[Ala-Mutka 2005 ] Kirsti Ala-Mutka. A survey of automated assessment approaches for programming assignments. Com-
puter Science Education, 15:83–102, 2005.

This recent paper is a survey of research on computer-aided assessment of programming assignments. The paper
begins with an overview of approaches to evaluation of student work in introductory courses. It then discusses
ways of evaluating student programs with respect to static and dynamic criteria. Static criteria include coding
style, design, and software metrics. Dynamic criteria include functionality, efficiency, and adequacy of test data.
The paper then discusses the use of automated assessment in course administration. The paper is essential
reading for all computing education researchers interested in automated assessment.

[Barker 2004 ] L. Barker and K. Garvin-Doxas. Making visible the behaviors that influence learning environment: A
qualitative exploration of computer science classroom. Computer Science Education, 14(2):119–145, 2004.

This article describes how a student’s social behaviour and the climate of the learning environment influence
learning outcomes. It is also an excellent example of well-conducted and well-reported ethnographic inquiry. It
is worth reading for its contributions to methodology as well as to subject matter.

[Ben-Ari 2004a ] M. Ben-Ari. Constructivism in computer science education. Computers in Mathematics and Science
Teaching, 20(1):45–73, 2001.

The article introduces constructivism to the community of computing education researchers. It discusses con-
structivism as an educational paradigm, giving readers tools to help them recognise the differences between
constructivism and more classical educational paradigms. The paper also discusses constructivism in science
education and computer science education contexts and gives some guidelines for educators. For those interested
in learning more about constructivism, [MM00] is informative additional reading. This article discusses different
dimensions of constructivism (constructivism as a theory of learning, as a theory of teaching, as a theory of
education, and as a theory of cognition) as well as varieties of constructivism.

[Ben-Ari 2004b ] M. Ben-Ari. Situated learning in computer science education. Computer Science Education, 14(2):85–100,
2004.

This article examines situated learning within the context of computer science education and presents it as one
alternative to cognitive theories of learning. It discusses both strengths and limitations of situated learning and
gives examples of how it can be used to explain some, but not all, computer science communities. The article
provides an informative overview of situated learning and therefore will be beneficial to all who want to widen
their knowledge about learning theories.

[Ben-Ari 2005 ] M. Ben-Ari and T. Yeshno. Conceptual models of software artifacts. Cognition, Technology, and Work,
To Appear.

This paper is a good example of the use of a constructivist perspective in computing education. It looks at
the performance of users preparing bilingual and bidirectional text in a word processor. The researchers first
studied the conceptual models of experienced users. The results of this study were used to develop teaching
materials that incorporated conceptual models for this task. The effectiveness of the models was tested in a
study with secondary-school students. The performance of the students receiving instruction on the conceptual
model significantly exceeded the performance of a control group.

[Berglund 2005 ] A. Berglund. Learning Computer Systems in a Distributed Project Course: The What, Why, How and
Where. Number 62 in Uppsala Dissertations from the Faculty of Science and Technology. Acta Universitatis Uppsaliensis,
2005.

This thesis is a good example of a study of learning computer science concepts that is carried out in the
phenomenographic tradition. Its major methodological contribution is the development of techniques to allow
higher order analysis of phenomenographic outcomes, based on elements of activity theory. This approach is
applied to student learning in a distributed project course in computer systems. The outcomes are well supported
by empirical evidence. They provide insight into how students understand many aspects of the environment in
which they work and the relationships between aspects of that environment. They also provide insight into
student understanding of the material which constitutes the learning objectives.

[Booth 1992 ] S. Booth. Learning to Program. A phenomenographic perspective. Number 89 in Göteborg Studies in
Educational Science. Acta Universitatis Gothoburgensis, 1992.

This thesis is one of the most significant early phenomenographic studies of learning in the CS domain. The
research was carried out by following a group of undergraduate computer science students taking the introductory
course in programming using Standard Meta-Language (SML), a functional programming language. The central
question addressed is, what does it mean and what does it take to learn to program? This is a significant work,
both for its clear presentation of phenomenography, and for serving as a guiding example of application of the
phenomenographic approach.
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[Carter 2003 ] J. Carter, J. English, K. Ala-Mutka, M. Dick, W. Fone, U. Fuller, and J. Sheard. ITICSE working group
report: How shall we assess this? SIGCSE Bulletin, 35(4):107–123, 2003.

The paper presents an international survey of teachers’ attitudes on applying automatic assessment systems. If
gives insight into the basic problems encountered or suspected in using automatic assessment systems as well as
the advantages of using these systems. A wide literature is included.

[Clancy 2001 ] M. Clancy, J. Stasko, M. Guzdial, S. Fincher, and N. Dale. Models and areas for CS education research.
Computer Science Education, 11(12), Dec 2001.

Written as an introduction to a special issue of the journal Computer Science Education, this paper provides
an overview and synthesis of the papers contained in the issue. There is a concise introduction to the state
of the art in evaluation of the impact of algorithm evaluation on learning, a summary of empirical research
in computing education, and a summary of research reporting on students’ misconceptions. The paper also
discusses the formation and development of computing education research communities. Together with Fincher
and Petre’s 2004 book on computing education research (also included in this annoted bibliography) this paper
provides vital background on the development and evolution of CER as a discipline.

[Daniels 2003 ] M. Daniels, A. Berglund, A. Pears, and S. Fincher. Five myths in assessment of internationally distributed
courses. In Australasian Computer Education Conference (ACE 2004). Dunedin, New Zealand, Jan 18–22 2004.

This paper deals with student perceptions of grading, and with grading scales as a motivating factor in inter-
national virtual teamwork. The authors discuss five commonly held student beliefs on these topics, using data
drawn from anonymous peer assessment. The paper places itself within the literature on assessment and moti-
vation and presents arguments and empirical evidence intended to dispel some commonly held beliefs on how
assessment influences students’ motivation and approach to their work in a multi-cultural course environment.
It is a contribution to increasing understanding of grading processes. The paper is one of the early works dealing
with assessment and motivation in large scale international collaborative course settings.

[Dryburgh 2000 ] H. Dryburgh. Underrepresentation of girls and women in computer science: Classification of 1990’s
research. J. Educational Computing Research, 23(2), 2000.

This article gives an excellent overview of gender-related research in computer science education. The author
classifies work on gender done in the 1990s in the education, sociology, science, and computing literature. She
categorizes this research and connects the papers to their broader contexts. Those interested in exploring gender-
related CER will find this article helpful.

[Fincher 2004 ] S. Fincher and M. Petre. Computer Science Education Research. Routledge Falmer, January 2004.

This book focuses on defining how to go about conducting experimental computing education research. The first
section of the book develops a classification scheme for research contributions. The authors also discuss what
it is that they feel constitutes good research practice in the field. The arguments advanced by the authors are
illustrated by articles describing examples of good practice in several CER subfields. This book is one of the
first attempts to define and disseminate a framework for carring out experimental CER and consequently is a
valuable tutorial for both students and researchers who are interested in working in the field.

[Gal-Ezer 2004 ] J. Gal-Ezer and E. Zur. The efficiency of algorithms - misconceptions. Computers and Education, 42(3),
2004.

The paper presents a study of conceptions of algorithm efficiency held by secondary school students. It applies
techniques used to study misconceptions of mathematical concepts. It is a good example of research using
appropriate methodology that is linked to results from related disciplines (in this case, mathematics education).

[Hundhausen 2002a ] C. Hundhausen, S. Douglas, and J. Stasko. A meta-study of algorithm visualization effectiveness.
Journal of Visual Languages and Computing, 13(3), 2002.

This paper performs a systematic meta-analysis of 24 experimental studies of the effectiveness of algorithm
visualization in the computer science classroom. It uses several educational and psychological theories to orient
the discussion and classify the studies. The independent and dependent variables used by the researchers are
carefully analysed and compared. The paper concludes that studies based on cognitive constructionist theory
have been more successful in demonstrating the effectiveness of algorithm visualization. The final section of the
paper gives guidance and detailed suggestions for future research in this area. The paper is an excellent resource
for computing education researchers. It shows how supporting theories can be used to plan research activities
as well as to examine the results of previous research.

[Hundhausen 2002b ] C. Hundhausen. Integrating algorithm visualization technology into an undergraduate algorithms
course: Ethnographic studies of a social constructivist approach. Computers and Education, 39(3), 2002.

This paper presents two ethnographic field studies of a junior-level algorithms course. The purpose of the studies
is to look at the way in which students use algorithm visualisations in their learning of algorithms. The paper
is an excellent example of the use of ethnographic field techniques in computing education.

[Kolikant 2004 ] Y. Kolikant. Learning concurrency as an entry point to the community of computer science practitioners.
Journal of Computers in Mathematics and Science Teaching, 23(1):21–46, 2004.
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This paper is a good example of the use of situated learning theory in computing education research. It is
based on a study of a group of secondary school students who were learning about concurrency. The students
were given a problem requiring an understanding of synchronization of concurrently executing processes. The
author analyzes student success in terms of their degree of assimilation to a community of practice, including an
extensive discussion of transcripts of her interviews with students. The paper should be of interest to computing
education researchers as an example of qualitative research techniques as well as the use of situated learning
theory in CER.

[Margolis 2002 ] J. Margolis and A. Fisher. Unlocking the Clubhouse: Women in Computing. MIT Press, 2002.

This book reports the results of a longitudinal study designed to investigate the gender gap among the under-
graduate computer science student population at Carnegie-Mellon University (CMU). It would be most helpful to
those looking for a comprehensive review of the differences in women and men’s motivation to pursue computer
science and in particular, what factors influence their decision to stay or leave the major. Margolis and Fisher
discuss motivation, culture, pre-college experience, and confidence issues. Additionally, they present several
solutions that have been instituted at CMU to address some of these issues. Readers should note that CMU is
a private institution with significant resources, so not all of the authors’ suggestions may be easily transferable
to other institutions.

[Mathews 2000 ] M. Matthews. Constructivism in science and mathematics education. In D.C. Phillips, editor, National
Society for the Study of Education, 99th Yearbook, pages 161–192. University of Chicago Press, 2000.

This paper provides additional background to the material discussed in Ben-Ari’s paper on constructivism [Ben-
Ari 2004]. It highlights different dimensions of constructivism (constructivism as a theory of learning, as a
theory of teaching, as a theory of personal or scientific knowledge, and as a theory of cognition) and thereby
helps the reader to identify what aspects of constructivism are being used in other papers. Different varieties
of constructivism (educational, philosophical and sociological constructivism) are also discussed in this paper,
although its main focus is on educational constructivism. This paper is good reading for anyone who wishes to
get a good understanding of this broad doctrine: its roots, dimensions and varieties.

[Naps 2003 ] T. Naps, S. Rodger, J. Velazquez-Iturbide, G. Rössling, V. Almstrum, W. Dann, R. Fleisher, C. Hundhausen,
A. Korhonen, L. Malmi, and M. McNally. Exploring the role of visualization and engagement in computer science
education. ACM SIGCSE Bulletin, 35(2):131–152, 2003.

The paper presents a survey of current practices and problems in applying visualization tools and techniques to
support computer science education. The authors present a metric, based on Bloom’s taxonomy, for assessing
the learning outcomes of such engagement with visualization technology. In addition, drawing on a review of
experimental research work on visualization effectiveness, the paper proposes a taxonomy of learner engagement.
Based on these contributions, the paper finally introduces a framework and guidelines for designing experimental
research for evaluating the educational impact of using visualization tools in computer science education. The
paper thus gives the visualization community an important tool to generate research results that can be used to
investigate the factors related to effectiveness of visualizations.

[Price 1993 ] B. Price, R. Baecker, and I. Small. A principled taxonomy of software visualization. Journal of Visual
Languages and Computing, 4(3):211–266, 1993.

This paper defines a detailed and well-founded taxonomy for identifying different characteristics and features of
tools for software and algorithm visualization. Of the several taxonomies developed for the field this is, perhaps,
the most detailed and well designed. Although the application of the taxonomy to the field may be a bit dated,
its presentation of the process by which a taxonomy is defined and constructed remains useful for researchers in
computing education.

[Seymour 1997 ] E. Seymour and N. Hewitt. Talking about Leaving. Westview Press, 1997.

This book is a large scale, multi-institutional ethnographic study of the factors that contribute to the decisions
made by science, mathematics, and engineering students to stay or leave their majors. It is a good overview
of the problems contributing to the low enrollment and retention of women. Since the book gives the reader a
clear picture of students’ perception of their experiences, it should be useful for researchers who plan to study
the culture of a classroom community.

[Stein 1999 ] L. Stein. Challenging the computational metaphor: Implications for how we think. Cybernetics and Systems,
30(6), September 1999.

This paper explores the ways in which the epistemology of computing depends on a fundamental ”computational
metaphor” derived from the work of Turing and von Neumann. This metaphor corresponds to a”calculational
model” of computing that governs the way we think about and teach computing. This model has led to familiar
concepts such as”black box” abstraction, modular and functional decomposition and algorithmic thinking. It is
also associated with early work in artificial intelligence. The author points out that the calculational model is
of limited use in a world in which coordinated and concurrent activity is playing an ever more central role. This
world includes embedded software and hardware systems, robotics, and the world-wide web as a computational
entity. Furthermore, the author asserts that it is difficult for the calculational model to deal with the relationships
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between the computer, user, and environment. She proposes an ”interaction model” to deal with these issues,
and explores the implications of the new model for computing education, and sparticularly for the first course
in computing. This is a stimulating and challenging paper that offers an alternative to the currently dominant
epistemology of computing. It suggests several new themes and directions for computing education research.

[Tillberg 2005 ] H. Tillberg and J. Cohoon. Attracting women to the CS major. Frontiers: A Journal of Women Studies,
26(1), 2005.

This paper analyses information gathered from focus groups containing a total of 178 undergraduate students at
16 US universities and colleges. The goal of the study was to identify key factors in the process by which men and
women determine whether or not to pursue the computer science discipline. The findings touch on three main
ideas: initial positive experience with computing, matching requirements of the discipline with perceived abilities,
and career expectations. Most, if not all, of the authors’ suggested actions could be adapted to small and large
US institutions that are seeking to increase recruitment and retention of women in computer science. It’s not
clear if this work generalizes to other countries. This paper provides a broader context for the Margolis-Fisher
book [Margolis 2002].

[Valentine 2004 ] D. Valentine. CS educational research: a meta-analysis of sigcse technical symposium proceedings. In
SIGCSE ’04: Proceedings of the 35th SIGCSE technical symposium on Computer science education, pages 255–259, New
York, NY, USA, 2004. ACM Press.

The paper presents a meta-analysis of SIGCSE symposium papers concerning CER work that has been carried
out at the CS1/CS2 levels during the years 1984-2004. It presents a taxonomy for identifying papers with
different focuses and methods. Based on this taxonomy, the paper discusses some trends which can be observed
during the 20 years covered in the research. As a whole the paper gives an understanding about the character of
SIGCSE symposium papers dealing with the first two computing courses and motivates the community to carry
out more experimental work to evaluate the effect of new practices and tools introduced in the papers.
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