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Abstract
The aim of the project is to assess the effect of adding extra contextual information, represented by landmarks, as inputs to a deep neural network on the segmentation of abdominal
organs. For this purpose, we implement three variations of the U-Net network. The first
is a U-Net with a multi-task learning block and learns from 2D slices. The second uses 3D
convolutions and is trained on 3D images. And the last one allows to include the landmarks.
Using MRI scans as input data, we train our models to segment five target organs. To add
the landmarks, we implement and evaluate two different strategies. We show that adding
the landmarks improves the performance of both models on one organ but helps the 3D
model more than the 2D model for the remaining organs. However, the models are limited
by the small number of data samples and the inaccuracy of annotation of some labels.
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Introduction

When the x-ray was invented in 1895 it allowed images of the inside of the body to be acquired,
thereby starting the field of medical image analysis. It took about 70 years before computers
started helping with this task and since then the field has evolved into a billion dollar industry
with entire journals dedicated to it.
When treating patients with abdominal ailments Magnetic Resonance Imaging (MRI) scans are
often used. One common task in the diagnosing pipeline is segmenting organs in these MRI
scans, a tedious and time-consuming task which with deep learning, in theory, could become
entirely automated.
In Deep Learning, particularly when it comes to learning from images, a frequently used network
is a Convolutional Neural Network (CNN). A CNN has learnable weights and biases just like a
normal neural network. The difference is that it uses a kernel (which is a matrix of weights) and
slides it through the image by computing the dot product between the kernel and a window of
the image of the same size. This operation is called a convolution. This allows to share weights
between the pixels of the image instead of assigning a weight to each pixel. Another advantage
is that using a kernel enables to take into account the spatial dependency of the pixels.
Attempts in automatically segmenting organs have been made successfully, but with accuracy
still not matching that of medical professionals. One of the strategies to improve the performance
in such a task was to add landmarks to neural networks. This was shown to be effective in [1].
Anatomical landmarks constitute contextual spatial information corresponding to biologically
meaningful points in the body. The idea is that, during training, the network will learn where
these landmarks are typically located and relate that to the position of the object of segmentation.
In this project, given five abdominal organs (liver, pancreas, kidneys, bladder and spleen), we
examine the impact of adding the coordinates of the hip joints for each whole-body image to the
network. We consider two approaches. The first one is to train a 2D network that deals with 2D
slices extracted from the scans. The second one is to work on a 3D cube containing the target
organs. Following these two approaches, we build variations of the U-Net and implement two
different strategies to add the landmarks. Finally, we consider all organs for the segmentation,
but the emphasis lays on optimizing the model specifically for the segmentation of the liver.
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2.1

Background
U-Net

The U-Net is a convolutional neural network that has proven good results in the segmentation
of biomedical images [2]. The architecture contains two paths. The first path is the contraction
path (or the encoder) and it is used to extract high-level features from the image. The encoder
is a stack of convolutional and max pooling layers. The second path is the symmetric expanding
path (or the decoder) which is used to enable precise localisation of the pixels using transposed
convolutions. The U-Net also uses skip-connections to concatenate feature maps from the encoder
to the ones in the decoder. This allows to retrieve local information that could have been lost
otherwise.

Figure 1: The architecture of the U-Net.

2.2

Multi-task Learning

Multi-task learning is a training paradigm in which the models are trained with data from
multiple tasks simultaneously, using shared representations to learn the common ideas between
a collection of related tasks. These shared representations increase data efficiency and can
potentially yield faster learning speed [3]. Multi-task learning can also lead to better performance:
if task A and task B have different noise patterns, then learning both tasks simultaneously can
allow the model to learn a more general representation of the data.[4]

2.3

Dice Score

The Sørensen–Dice coefficient or Dice score is a metric used to measure the similarity of two
samples X and Y . We calculate it using the equation below:

2

Dice =
If |X| + |Y | = 0 :

2|X ∩ Y |
|X| + |Y |

(1)

Dice = 1

In the context of organ segmentation, |X| is the number of predicted voxels and |Y | is the number of voxels in the ground truth. 2|X ∩ Y | is thus the number of voxels that are in both the
prediction and the ground truth. The output ranges from 0 for a prediction with no correctly
classified voxels (or pixels) to 1 where all voxels have been correctly classified.
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3.1

Methods and Data
Data

The dataset we have been provided with is 50 full body MRI-scans, with a resolution of 256 by
256 by 252, with the smaller of the three axis being the y-direction from head to feet. The scans
are made with two channels, one for fat content and another for water content of the body.
In addition, the scans are accompanied with binary masks of five organs: liver, kidneys, pancreas,
spleen and bladder. The image acquisition details are given in [5].

3.2

Landmarks

The landmarks for each one of the 50 full body MRI-scan were produced by searching for round
objects in the images and then choosing the most probable hip joint pixel coordinates based
on relative positioning. They are stored as text files containing their 3D position as three pixel
coordinates.

3.3

Metric

We evaluate our models by computing the dice score in equation (1) for each full body then
taking the average of these values. The metric can be formulated as below:
Dice =

N
1 X 2|Xi ∩ Yi |
N i=1 |Xi | + |Yi |

(2)

with Xi being pixels classified as organ by model in body i, Yi being pixels classified as organ by
the ground truth in body i and N being the number of bodies in the validation set.

3.4
3.4.1

First method: 2D network
Architecture

We implemented two slightly different networks. The first is the U-Net as shown in (1). However,
this network only allows us to segment one organ at a time. Since we are interested in segmenting
multiple organs, we added a multi-task learning block to the U-Net. This block includes five
copies of the feature maps obtained by upsampling from the previous layer (in other words, copies
of the feature maps of size 256x256x128 in the last level of the initial U-Net in Figure 1). Then,
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we apply a double convolution and 1x1 convolution to each feature map to obtain the mask of
the corresponding organ.

Figure 2: The architecture of the U-Net with multi-task learning.
3.4.2

Data pre-processing

We extract 2D slices from each scan by making cuts along the y-axis as in Figure 3. We only
keep slices that contain at least one pixel of the segmented organ. This results in approximately
20 slices per scan.
We can extract the images from either the water content or the fat content of each whole-body
image. We can also use both of them by concatenating them which produces a two-channel image.
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(a) Fat content

(b) Water content

Figure 3: A 3D image of the fat and water contents of one body from our dataset. The shaded
rectangle represents the cutting plane.
3.4.3

Training

Loss function We use Binary Cross Entropy as a loss function.
Let y be a pixel from the true mask and ŷ a pixel from the predicted mask. y, ŷ ∈ {0, 1}. Let
p(ŷ) be the probability that ŷ = 1. Then the binary cross entropy loss is
L(y, ŷ) = −ylog(p(ŷ)) − (1 − y)log(1 − p(ŷ)).
Optimizer The minimization of the loss function requires an optimizer. RMSProp is an unpublished adaptive learning rate optimizer that’s robust for mini-batch learning and allows to
adapt the learning rate instead of working with a single one [6]. We use the Pytorch implementation of RMSProp [7] with a weight decay equals to 10−8 and a momentum equals to
0.9.
Joint Learning To train the U-Net with multi-task learning in Figure 2, we need to update
the weights of the last convolutional layers in the multi-task learning block such as the loss
related to the corresponding organ is minimized. In contrast, the weights of the remaining layers
should be updated with respect to a total loss that include the five organs since they all share
these weights. Hence, we assign a loss to each task (segmentation of an organ) and we define the
total loss as the sum of the five losses. Finally, the loss to minimize is
Ltotal (ŷ, y) = Σ5i=1 L(ŷi , yi ),
where L is the binary cross entropy loss.
Hyperparameters To find the optimal hyperparameters, we split the training set into 85% of
training and 15% of validation. The validation set contains hold-out samples, i.e. samples that
weren’t seen during the training phase. This method allows us to compare the performance of
the same network but with different hyperparameters.
The optimal hyperparameters that we found for our model are:
• Learning rate: 10−5
• Number of epochs: 20
• Batch size: 10
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3.5
3.5.1

Second method: 3D network
Architecture

The model takes three-dimensional tensors with varying sizes, however the depth must always
be five and the height and width must always be divisible by sixteen. This is because the model
has four max pooling layers. The smallest viable tensor would thus be of size (16,5,16).
Two 3D convolutions with a kernel size of (3,3,3) was used in the first step of the U-Net model
with zero padding in the y-direction. This is the only step that differs from the original U-Net
model.

z
x
y
Figure 4: Visualization of the 3D convolution used in the 3D model with padding in the x and
z direction. Each row in the y-direction representing one slice given to the model.
3.5.2

Hyperparameters

The training uses a batch size of four, meaning it trains on ten scans before optimizing. We
found that halving the learning rate every 20 epochs was reasonable to discourage unpredictable
jumps in accuracy while still retaining a steady improvement rate.
We use the Adams optimizer and BCEWithLogitsLoss loss function available in PyTorch. The
model is set to train for 130 epochs, but as can be seen in Figure 7 the model can with confidence
be said to reach stability after ∼100 epochs, after that an additional 30 epochs are performed
for good measure.
3.5.3

Data Augmentation

Data augmentation was applied to the slices, and as such only affects the xz-plane of the data.
Rotation, scale and shear were tested and showed some improvement. However, the differences
are small and could emerge from chance.

3.6

Landmarks Implementation

The coordinates of the landmark pair for each image are stored as text files and read by the
program before training the network. The coordinates are then used to produce a 256-by256 normalized distance map matrix. First two distance maps per landmark pair are created
using Manhattan Distance meaning that the value of each element in the matrices is set to the

6

distance between that element and the respective landmark coordinate, measured along axes at
right angles. Then, to avoid dealing with zeros, each element value is increased by one and then
updated to its reciprocal. This ensures that the elements in the matrices has a value range (0,1].
A single distance map is then produced by entrywise sum of the two matrices. Each element in
that distance map is then divided once by the value at the landmark coordinates, resulting in
a matrix with the same element value range of (0,1]. This produces a distance map where the
elements at the landmark coordinates in the matrix has a value of 1.0 and all the other elements
have values less than 1.0, reducing further away from the landmarks. This distance measure is
also applicable for 3D matrices. A 2D example of a simple case is shown in Figure 5.

Figure 5: Simple 3-by-3 example of a distance map with landmarks at the coordinates (1,3) and
(3,2)
The reason for creating the distance maps is to provide information about the landmarks for
each pixel in the image. When training, the U-Net is working on subsets of the images and
are therefore not always handling parts of the images where the landmarks are present. The
distance maps make sure that the positions of the landmarks are always impacting the training,
regardless whether the network is handling those specific coordinates or not.
These distance maps are then added to the network in both the 2D and the 3D versions. There
are many ways that the information could be included into the U-Net and in this project, because
of time constraints, we chose to examine two of these options. Firstly, tests were run using an
early fusion implementation, which means that the distance maps are added to the network in
the first layer of the U-net model. Then tests were run when the distance maps were added in
the last layer, which is called late fusion. Figure 6 illustrates where in the U-Net the fusion layers
are located. The distance maps are added to the model as an extra channel to the input. The
dice scores of these tests were measured so that the network with the added landmarks could be
compared to each other as well as to the standard U-Net without the landmarks in both the 2D
and 3D case.
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Figure 6: Positions where we add the landmarks depending on the implementation strategy:
early fusion or late fusion.
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Experiments and Results

In this section, we provide the results of the two networks. Both networks are trained with the
same training set and evaluated on the same test set using the metric explained in Equation 2.
The models are implemented in Pytorch and trained on an NVIDIA GeForce GTX 1080 graphics
card with 8 GB of video memory.

4.1
4.1.1

2D network
Run setup

The evaluation of the 2D network is done following these steps:
• We train the model with the optimal hyperparameters (listed in 3.4.3) on 40 preprocessed
3D scans. With the 2D slices extraction this results in approximately 800 training samples.
• We evaluate the trained model on a test set consisting of the 10 remaining bodies.
• We repeat the same steps for five rounds and we average the dice scores obtained.
4.1.2

Multi-task learning vs single-task learning

We first compare the model under two different learning strategies: single-task learning where
we train and segment the images for each organ independently (in other words, we repeat the
three steps of the run setup in 4.1.1 for each organ) and multi-task learning (explained in 3.4.3).
As the multi-task learning strategy allows us to feed the model with the ground truth masks of
the five organs, it uses more memory than the single-task learning. And due to GPU memory
limitations, we couldn’t run multi-task learning on images of more than one channel. Thus, the
results below concern images from the fat content only.
The table below shows that using multi-task learning slightly improves the dice score on only
three organs out of five, and it makes the training considerably slower compared to the singletask learning (for 20 epochs, it’s a difference of 22 min). Also if we consider the five organs
equally important for the segmentation, then the overall performance of the original U-Net is
better than the overall performance of the modified U-Net. In addition, even if we give more
importance to the first three organs using single-task learning satisfies a better trade-off between
the computational time and the performance than multi-task learning. Hence, for the next
experiments in this section we use the unmodified U-Net model (1).
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Learning strategy
Multi-task learning
Single-task learning

Liver
0.9109
0.9096

Kidneys
0.8447
0.8262

Pancreas
0.4411
0.4372

Spleen
0.8471
0.8564

Bladder
0.7164
0.7962

Time/epoch
170s
100s

Table 1: Comparing the performances of the model on the test set and the training computational
time per epoch when trained with multi-task learning vs when trained to segment each organ
separately (single-task learning).
4.1.3

Choosing between fat and water contents

We evaluate the effect of the content from which we extract the 2D slices (see 3.4.2). As seen
in Table 2, using both fat and water contents improve the dice scores of all organs except
for Pancreas. Furthermore, we noticed that the difference in computational time is negligible:
∼ 1s/epoch. Consequently, we decided to work with both contents in the next experiments.
Content
Fat
Water
Fat+Water

Liver
0.9096
0.9082
0.9158

Kidneys
0.8262
0.8342
0.8499

Pancreas
0.4372
0.20961
0.3142

Spleen
0.8564
0.8723
0.879

Bladder
0.7962
0.7684
0.8016

Table 2: Dice scores obtained on the test set using images extracted from either fat or water
contents or both. The organs are segmented independently, i.e. we repeat the run setup for each
organ.
4.1.4

The effect of adding the landmarks

We test the model with the two implementations of the landmarks and without the landmarks
for each organ and compare the scores. Early fusion appears to be more suitable to the model
since it improves the results for two organs against one organ in the case of late fusion. However,
using early fusion decreases the dice score for the pancreas and the bladder.
Implementation
No landmarks
Early fusion
Late fusion

Liver
0.9158
0.9167
0.9164

Kidneys
0.8499
0.8617
0.8578

Pancreas
0.3142
0.3110
0.2483

Spleen
0.8790
0.8706
0.8807

Bladder
0.8017
0.7740
0.7587

Table 3: Dice scores obtained on the test set with and without the landmarks implemented
for the 2D model, using images extracted from both water and fat contents. The organs are
segmented independently, i.e. we repeat the run setup for each organ.

4.2

3D network

As can be seen in Figure 7, the model segments all organs except the pancreas with roughly 90%
accuracy.
One epoch takes approximately one minute during the training. In Figure 7 epoch number 115
was completed after 123 minutes not counting the extra time required to compute the dice score.
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Figure 7: Dice score for every organ as a function of number of epochs.
We found that augmenting the data with rotation slightly improved the dice score.
Epochs
30
30
30
30
30
30
30
30
30
30
30

Crop
256
256
256
256
256
208
208
208
208
208
208

Rotation
0
0
0
0
(-5,5)
0
(-5,5)
0
0
(-3,3)
(-10,10)

Scale
1
1
1
1
1
1
1
(1,1.05)
1
1
1

Shear
0
0
0
0
0
0
0
0
(-5,5)
0
0

Dice
0.9116
0.9196
0.9133
0.9129
0.9175
0.9174
0.9209
0.9183
0.9173
0.9185
0.9163

Table 4: Data augmentation and corresponding dice score when training only for liver segmentation. Numbers in parenthesis indicate ranges.
We also compared the results of the dice scores for the different organs with and without the
distance maps for the landmarks implemented.
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Implementation
No landmarks
Early fusion
Late fusion

Liver
0.9159
0.9163
0.9105

Kidneys
0.8642
0.8677
0.8545

Pancreas
0.4599
0.4653
0.4105

Spleen
0.8755
0.8894
0.8741

Bladder
0.7834
0.7780
0.7970

Table 5: Dice scores obtained from testing the 3D model for early and late fusion for the segmentation of different organs. The distance maps for the landmarks were calculated using the
Manhattan distance.

(a) Fat data

(b) Prediction

(c) Cut-off

(d) Ground truth

Figure 8: Model at epoch 2

(a) Fat data

(b) Prediction

(c) Cut-off

(d) Ground truth

Figure 9: Model at epoch 10

(a) Fat data

(b) Prediction

(c) Cut-off

(d) Ground truth

Figure 10: Model at epoch 100
In Figures 8, 9, and 10 we see examples of predictions of the model. The fat data visualized
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in sub Figures 8(a), 9(a) and 10(a) only represent 1/10 of the the data given to the model,
considering it takes five slices as input each with two channels containing fat and water data.
The predictions visible in sub Figures 8(b), 9(b) and 10(b) show the models certainty with values
ranging from 0 to 1. The sub Figures 8(c), 9(c) and 10(c) show the binary prediction when a
cut-off value has been chosen and applied to the prediction. The sub Figures 8(c), 9(c) and 10(c)
are from the ground truth binary files, to which the binary prediction is compared.

4.3

Comparison of the two networks

The best average results over the five organs (if we consider their segmentation of equal importance) obtained by the 2D and the 3D networks are:
• 2D network, without the landmarks: 0.755
• 3D network with early fusion: 0.7833
However, as we indicated before, we optimized the models with respect to the dice score obtained
for the liver only, regardless of the other organs. And when it comes to the segmentation of the
liver, both models scored their best results with early fusion of the landmarks. And the 2D
network had the highest dice score of 0.9167.

5
5.1

Discussion
Limitations

The models we used are limited by the training data and the accuracy of the binary ground truth
files provided in this project. The models can be trained to match the segmentation made by the
medical professionals, however as seen in Figure 11 the binary data is not perfect. Additionally,
one of the scans is labeled as not having a bladder at all.

Figure 11: Ground truth binary data of the kidneys in blue and liver in transparent white
visualized in ParaView. There is an overlap indicating a wrong annotation of the groundtruth
data.
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Also, our training setup was constrained by the GPU memory that couldn’t store a batch of more
than 10 samples. For the 2D model, we tried using a larger batch size of 24 for the liver with
only fat content, and reached a higher dice score than with a batch size of 10. That’s why we
think that with more GPU memory, considering a larger batch size could lead to better results.

5.2

Discussion of the results

All organs except the pancreas proved to be successfully classified with a Dice score of around
85%, which is to be considered satisfactory. Why the pancreas performed so much worse, averaging at Dice score around 45% is debatable. It was expected that the bladder would be the worst
performing organ, since it is the smallest organ and the one most varying in size even among
similar patients, depending upon if its contents have been emptied by the patient prior to the
scan or not. It could be that the pancreas is simply difficult to classify since it is a small and
elongated organ, and often subject to breathing artefacts. Thus a combination of inadequate
ground truth data and a model not fully optimized for classifying pancreas specifically resulted
in such a low Dice score.
Regarding the effect of adding landmarks to the 2D model, and given the results in Table 3, we
can not determine whether adding the landmarks improves the performance of the model or not.
In fact, adding the landmarks improved the score for the liver segmentation, which was the task
that we focused on when we optimized the network. But it decreased the score for some other
organs.

5.3

Future work

There are many ways to further examine the use of landmarks in this project and to improve
the methods that we used. A first step would be to run more tests and use the average performance as a more representative result of the implementation. Another alternative would be to
investigate other combinations of landmarks and organs to see if there are pairs that improve
the performance. Another way to build on this research is to design an implementation that uses
multiple landmark pairs at the same time instead of only one. This could be done in some way
by having multiple distance maps for each body, one for each landmark pair, and including them
all into the training with an extra input channel per distance map. Though there are probably
more efficient and better methods that could directly relate all the landmark pairs to each other.
Maybe by combining them with normalized vectors could mean that they could be included as
one single input channel to the network. Further improvements to this project would be to use a
more developed and accurate way of choosing the landmarks, since this was mostly an in-house
method, for example with the help of image recognition machine learning. Otherwise there are
also other methods than distance maps for including the landmarks that could be explored e.g.
heat map or discrete action map representation as detailed in [8].
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Conclusion

Extra contextual information in the form of distance maps from the landmarks seem to have
potential as they improved the dice score of the segmentation of most of the organs. When it
comes to comparing between adding the distance maps early or later in the pipeline of the neural
network the findings indicate that the improvement gained from the early fusion of landmarks
outweigh those obtained with a late fusion. However, more experiments are needed to assert this
finding.
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