(Un)certain asset price
prediction using
Bayesian neural networks
Gustav Lind, Aliaksandra Kupreyeva, Andreas Lindgren
Project in Computational Science: Report
January 2021

INSTITUTIONEN FÖR INFORMATIONSTEKNOLOGI

Abstract
Accurate prediction of trends in the stock market can be invaluable to investors when making
decision whether to sell or buy an asset. If one could implement such a predictive model, it
would potentially generate significant above average profits. The problem is, however, complex
by nature and there are divided opinions regarding whether it at all is possible to consistently
make accurate predictions. In this project we use a Bayesian neural network (BNN) for the
price direction prediction, since they, by design, include an estimate of the uncertainty in the
output predictions, which would aid in the affirmation of the predictions.
As data, we use historical prices from initial public offering until the 1st of January 2021 for five
large American technology companies: Microsoft, Facebook, Alphabet (Google), Amazon and
Apple. Historical data is preprocessed with the exponential smoothing, and thereafter technical
indicators are computed to serve as input features to BNN. The experimental results show that
the model is able to predict the direction of the stock price with a balanced accuracy of at most
71.4 % on the test set, depending on the value of the smoothing parameter. Additionally we
see that the model accurately increases its uncertainty during extreme events, e.g COVID-19
2020 pandemic.
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1

Introduction

The direction of a stock price refers to the upward or downward movements of the stock price
on the market. Accurate prediction of the direction is crucial as it can influence an investor’s
decision whether to buy or sell an instrument. The prediction of the direction of the stock
prices is, however, a challenging problem due to its seemingly random, dynamic and nonlinear
nature. The viability of quantitative price direction research has not been mutually agreed
among researchers, with the main question being whether it is possible to predict stock price
trends or not [17]. Researchers who do not believe that stock prices are predictable, are usually
supporters of the efficient market hypothesis. It is a hypothesis which suggests that a stock’s
price reflects all the current available information about the stock [18], which means that it
is impossible to consistently beat the stock market through analyzing widely available data.
In other words, if a piece of pricing information is available to traders, the information has
already affected the price of the asset, which in turn renders this information useless. However,
there exists criticism of the efficient market hypothesis [4, 11]. Basu, in [4], provides empirical
evidence linking price earning ratios to future investment performance.
The lack of consensus among researchers as to whether the stock prices are predictable or not,
could possibly, have led to a variety of different methods being used to approach the stock
direction prediction task, as of lately including machine learning methods. Price direction
prediction with machine learning techniques includes artificial neural networks [29, 25], random
forest [3], and gradient boosting [3, 9]. Some of these algorithms have proved to, potentially,
be useful, however, since these methods were producing only point estimates as output, the
certainty in the predictions is debatable. To explain why having a measure of the uncertainty
is important, let us consider the scenario where one needs to decide whether to sell a stock if
the probability of its price going up, P (up), is 0.7. Since the probability of the stock price
going up is quite high, at the first glance it seems reasonable to sell it. However, if the error
bars of this probability are included, for example P (up) = 0.7 ± 0.3, one is no longer certain
about the stock price going up anymore. Therefore, having a measure of the uncertainty could
help a potential investor to decide what predictions to act upon and what predictions to ignore.
In this project, BNNs are used to predict the direction of a stock price with uncertainties.
The remainder of this paper is organized as follows. Section 2 contains a literature review of
different machine learning algorithms that have been used to predict trends in stock market
prices. Section 3 describes the data which has been used, the prepossessing applied to it, the
splitting of the data into training, validation and test sets, the computation of the technical
indicators, as well as how the data is labeled. Section 4 describes BNN and the different
methods used to evaluate the implemented network. Section 5 describes how the prediction
model is implemented. Section 6 describes the conducted experiments and presents the results.
Finally, Section 7 discusses the obtained results followed by the conclusion in Section 8.

2

Related work

In recent years, several studies applying different machine learning techniques with the purpose
of predicting trends in stock market price movements have been published. Various algorithms
have been utilized, such as artificial neural networks (ANN) [29, 25] and ensemble learning
techniques [3, 9]. This section aims to give an overview of the machine learning techniques
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mentioned, and also to justify the choice of different technical indicators as the input features
to the network.
ANN has been widely researched in forecasting the direction of stock prices, e.g. in [29], ANN
was applied on the historical data of 27 stocks from the Istanbul stock exchange (ISE-30). As
input features, the authors used different technical indicators computed from the historical
data. The model achieved an average success rate of 78.47%, where the success rate for every
stock was larger than 50 %. Qiu et al. [25] considered an optimized ANN using genetic
algorithms (GA) to predict the direction of stock prices. The performance of the GA-ANN
hybrid model was tested by using two different sets of technical indicators as input features to
predict the direction of the next day’s price of the Nikkei 225 index (Tokyo Stock Exchange).
The experiments resulted in 61.87 % and 81.27 % hit ratio respectively.
Ensemble learning techniques have also been studied. Dey et al. [9] employed Xtreme Gradient
Boosting to make both medium and long-term predictions of the direction of the stock price
for the Apple and Yahoo stocks. The historical data was exponentially smoothed to reduce the
noise and random variation. From the smoothed data six indicators were computed to be used
as input features. The model achieved an accuracy ranging from 87 % to 99 % for long-term
prediction.
Several studies have also focused on comparing different machine learning techniques to determine the best-performing algorithm. For example, in [3], authors compared the performance
of two tree-based classifiers, Xtreme Gradient Boosting and Random Forest. The models
were trained on data based on the ten well-known stocks given by the ticker symbols: AAPL,
AMS, AMZN, FB, MSFT, NKE, SNE, TATA, TWTR, and TYO. The data was exponentially
smoothed, and from the smoothed data the same technical indicators as in [9] were extracted to
be used as input variables. Both models produced significant results, where Xtreme Gradient
Boosting achieved accuracy ranging from 54 % to 94 % and Random Forest reported accuracy
of 64 % - 95 %. Vijh et al. [20] used ANN and Random Forest to predict the next day closing
price for the five companies: Nike, Goldman Sachs, Johnson and Johnson, Pfizer, and JP
Morgan Chase and Co. The two models were compared based on their RMSE, MAPE and
MBE values, which indicated that ANN predicted stock prices better than the Random Forest
model.
All of the methods described above have in common that they were producing a point estimate
as the output prediction, meaning that an estimate of the uncertainty in the predictions was
missing. The lack of uncertainty frames the scope of this report, as we aim to address the issue
by generating predictions including uncertainties as a priority.

3

Data preprocessing

The purpose of this section is to describe the data which we use throughout the project and
the preprocessing which we apply to it. In addition, it aims to describe the technical indicators
which serve as input features to BNN.

3.1

Data set and splitting

The data set in this project consists of the historical stock prices for five large American
technology companies in combination: Apple, Alphabet, Facebook, Microsoft and Amazon. In
6

order to get a larger data set, we compute the technical indicators for each company individually
and then combine them in chronological order. We use the historical prices from the day these
companies went public until the 1st of January 2021, resulting in a total of 30,784 samples.
All data is obtained from Yahoo Finance, and it contains the daily close, open, high, low price,
and the volume. The entire data set is split into training, validation and test sets. The training
set, which contains 80 % of the data, is used to train the network. Thereafter, 10 % of the
data is used for validation, and the remaining 10 % constitutes the test set to evaluate the
performance of the model. Notably, the data is split into the three sets in a chronological order,
meaning that the first 80 % of the data are used for training, the next 10 % for validation etc.
The reasoning for this split in chronological order, and not for example a random split, as it
is done in many cases, is to prevent the leakage of information. If the splitting is not done
in chronological order, then there is a risk that the network produces unfairly inflated good
results since the performance of the network is evaluated on the data from the past, while it is
trained on the data from the future.

3.2

Smoothing

Firstly, the data is exponentially smoothed. This is done in order to remove the potential
noise in the data, which in turn makes it easier for the model to determine a trend in the
stock price. The exponential smoothing gives larger weights to recent events and exponentially
decreasing weights to past observations. In this project, simple exponential smoothing is used.
The exponentially smoothed statistic s of a series y can be recursively calculated as follows:
(
y0 ,
if t = 0,
st =
αyt + (1 − α)st−1 , otherwise,

(1)

where yt is the value at time t, st is the smoothed statistic at time t, and α is the smoothing
factor, which assumes a value between 0 and 1. The closer α is to 0, the less emphasis is put
to the observed value, while a larger α reduces the level of smoothing. For the boundary case
when α = 1, the smoothed statistic st is equal to the actual observation yt .

3.3

Technical indicators

Secondly, the next preprocessing step is to extract the technical indicators from the smoothed
data, which serve as input features to BNN. Technical indicators are tools which can help
traders to make decisions regarding the buying and selling of assets. They help to identify
certain signals and trends within the asset’s price process. In this project, six technical
indicators are used. They are described in more detail in the following subsections.
Relative strength index (RSI)
Relative strength index (RSI) is a momentum indicator which shows whether the stock is
over-bought or over-sold. RSI ranges from 0 to 100. Often RSI above 70 is used to indicate
that the stock is over-bought, while RSI value below 30 might be an indicator of a stock being
over-sold [21]. To calculate RSI one first needs to retrieve two vectors, where one of them
contains downward changes and the other one contains upward changes over some period
(usually the past 14 days) [21]. In this project a 14-day time-frame is used to calculate RSI.
7

Let d = (d1 , d2 , ..., dn ) denote the vector with losses and u = (u1 , u2 , ..., un ) denote the vectors
with gains over the past n days. Also, let closei denote the closing price at day i. Then:
(
closei−1 − closei , if closei−1 − closei > 0
di =
0,
otherwise

(2)

(
closei − closei−1 , if closei − closei−1 > 0
ui =
0,
otherwise

(3)

After this, a moving average (MA) is calculated for the vectors u and d. The ratio of these
averages is called relative strength (RS) and is calculated as follows:
RS =

M A(u)
.
M A(d)

(4)

The RSI is calculated using the following formula:
RSI = 100 −

100
.
1 + RS

(5)

Stochastic oscillator (SO)
Stochastic oscillator (SO) measures the level of the closing price relative to low-high range
over a period of time [3]. It can be calculated using the equation:

SO =

closenow − lown
highn − lown

!
· 100,

(6)

where closenow is the current closing price, and lown and highn are the lowest and highest
prices during the last n days respectively. In this project n = 14 is used to compute SO. SO
assumes a value between 0 and 100, where a value over 80 indicates that the asset is being
overbought [21].
Williams percentage range (W%R)
Williams percentage range (W%R) is an indicator which is similar to SO and is calculated as
follows:

W %R = −100 ·

!
highn − closenow
.
highn − lown

(7)

In (7) the same notations as in (6) are used. To compute W %R, n = 14 is used. The value of
W%R moves between -100 and 0, where a value greater than -20 indicates a sell signal and a
value below -80 indicates a buy signal [3].

8

Moving average convergence divergence (MACD)
Moving average convergence divergence (MACD) is calculated by computing the difference
between two exponential moving averages (usually the 26 and 12-day exponential moving
averages) [21]:
M ACD = EM A12 (close) − EM A26 (close),

(8)

where close denotes the closing price. The commonly used 26 and 12-day exponential moving
averages are used in this project. A 9-day exponential moving average of the MACD line is
called a "signal line":
signal line = EM A9 (M ACD).

(9)

When MACD goes above the signal line it is an indication of a buy signal, with the opposite
being true when MACD is below the signal line [24].
Price rate of change (PROC)
Price rate of change (PROC) is a technical indicator that measures the percent change in price
between the current price and the price n days ago. PROC is calculated using the following
formula:

P ROC =

closenow − closenow−n
closenow−n

!
· 100,

(10)

where closenow−n is the closing price n days ago. In this project n = 21 is used to calculate
PROC. PROC fluctuates above and below the zero-line, where a PROC value above zero
usually indicates a buy signal, while a PROC value below zero is an indication of a sell signal
[16].
On balance volume (OBV)
On balance volume (OBV) is a technical indicator which uses volume changes to estimate
stock prices. OBV is calculated as follows:


OBVt−1 + volt , if closet > closet−1
OBVt = OBVt−1 − volt , if closet < closet−1


OBVt−1
otherwise,

(11)

where OBVt is on balance volume at time t and closet is the closing price at time t [24].

3.4

Data labeling

The label of the target, targeti , to be predicted is computed using using:
targeti = Sign(closei+d − closei ),
9

(12)

where closei is the closing price at day i and d is the time horizon, i.e. d is the number of days
after which the prediction is to be made. As it can be seen from (12), the targets are ±1. If
the value of the target is +1, then there is a positive shift in stock price after d days, and the
opposite is true for −1.

4

Bayesian Neural Networks

ANNs aim to represent some arbitrary function mapping from an input variable x to an output
variable y. When training standard ANN, known input data and corresponding output labels
are used to tune the parameters which govern the model’s mapping from input to output.
The result is a model with a set of fixed values for each of the parameters, which yields point
estimates as output predictions. An obvious drawback of standard ANN is that there is no
information about the uncertainty of the prediction. A stochastic neural network [13] offers
a way to deal with this problem. It is a type of ANN in which stochastic components are
introduced, either by using a stochastic activation function or by using stochastic weights. BNN
can be seen as a subset of stochastic ANN, where BNN is any stochastic ANN which is trained
using Bayesian inference [13]. As the weights of BNN are given by probability distributions,
the training of the model can be seen as a special type of ensemble learning [13]. The similarity
to ensemble learning comes from the fact that sampling from the distributions of the weights
results in a set of different models which then can predict on the same observation. The
uncertainty of a prediction can then be derived from studying the distribution of predictions
from the sampled models.

4.1

Advantages of Bayesian methods in deep learning

The relationship of BNN which maps from input to output can be studied as a conditional
probability. In this setting, it expresses the probability of observing the output data Dy , given
the input data Dx and the model parameters w. One can express this conditional probability
as p(Dy |Dx , w). Bayes’ theorem offers a technique which is useful for computing conditional
probabilities, and it is defined as follows:
P (w|D) =

P (D|w)P (w)
,
P (D)

(13)

where D is all known data and P (D|w) is the likelihood, i.e. the probability of observing D
given w. P (w) represents the prior probability distribution of w before seeing D, and P (D)
is known as model evidence. When training a neural network, the theorem is useful when
one has some prior belief of reasonable parameter values for the model, but these are to be
updated based on unseen observations. By framing the relationship as a conditional probability
and using Bayes’ theorem to compute the conditional probabilities, one can achieve the same
results as when using ANN, but with all parameters to be tuned through training, described
by probability distributions rather than single values. Although it often is hard to determine a
reasonable prior distribution of the model parameters, Bayes’ theorem is still a powerful tool
[26].
One of the main advantages of BNN is that they offer a way to quantify uncertainties in deep
learning. As each weight is represented by a distribution, one can sample a value from each
distribution to create a network. Repeating this procedure results in several networks which
10

are similar, but not identical, concerning the values of the weights. As a result, one obtains
networks which can make slightly different predictions when fed with the same observation.
The uncertainty of a prediction can then be quantified by studying how the different sampled
models predict on the same observation. Compared to ANN, BNN have also proven to often be
better calibrated [2, 30]. This means that BNN is relatively reasonably confident regarding its
predictions, neither under- nor overconfident, compared to their non-Bayesian counterpart [13].
In addition to offering a natural approach to quantifying the uncertainty of predictions, BNN
also enables us to study the contribution of different types of uncertainties. The uncertainty of
a prediction can be divided into the aleatoric uncertainty and the epistemic uncertainty. The
former concerns the error which is caused by the partially aleatoric nature of the data. In other
words, it deals with the conditional probability p(Dy |Dx , w) [13]. The epistemic uncertainty is
inherent to the lack of knowledge and is expressed by the conditional probability p(w|D). An
advantage of BNN is that its use of probability distributions for the weights limits its risk of
overfitting when only trained on a small dataset. In this way, they are more data efficient than
their non-Bayesian counterparts [13].
Another advantageous attribute of the Bayesian approach is that it constitutes a useful tool
within the domain of active learning [31]. Considering a classification problem which can
provide a large set of unlabeled data, the uncertainty of a prediction can be used to identify
the samples which the ensemble of sampled models disagree the most on. By active learning
the model can, for the identified samples, actively query the user to label the sample in order
to increase the performance of the learning, as it relates to the lack of knowledge rather than
the nature of the data, the active learning approach is a possible measure for reducing the
epistemic uncertainty. In the stock direction prediction problem, this can be used to identify
observations which the model has limited experience from and actively alert the user to analyze
this.
A final advantage of the Bayesian approach is given by the reusability of the distributions. As
the posterior distribution of parameters can be reused as priors, sequential inference offers an
easy way to update the model parametrization, also called the hypothesis, as new data becomes
available. To this end, the Bayesian approach to deep learning is well suited for problems
of such nature. An example is deep learning in an online setting where user interactions
constantly produce new data which can be inferred into the model [13]. Another example of
when the Bayesian approach is useful, is in the context of asymmetric problems, meaning that
giving false predictions of one class is considered much worse than a false prediction of the
other class. An example of such a problem is predicting whether a patient has cancer or not.
Such asymmetric problems are an area in which the additional information from quantified
uncertainties provided by BNN could prove very valuable.

4.2

Approach to designing BNN

The implementation and design of BNN can be divided into two main parts. First, one decides
on a functional model which concerns the architecture of the deep neural network. Second,
one chooses the stochastic model. This involves deciding what model parameters to be treated
as random variables and to set the prior distribution of possible model parametrizations, p(w).
One also has to decide on a prior belief for the predictive power of the model p(D|w) [13].
The differences introduced when using BNN instead of classical ANN come mainly from the
11

introduction of the stochastic model. Almost any model used for simple point estimate networks
can also form the deep network architecture of BNN. There is a large collection of available
common deep network architectures [28] to use when constructing a neural network and their
applicability depends on the task at hand. As this not constitutes the main focus of this
project, the interested reader who wants a more thorough description of the existing deep
network architecture, is instructed to consult [28]. Concerning the stochastic model, there
are two main approaches commonly used. One is to treat the activation of each neuron as a
stochastic variable. The other one is to treat the coefficients, the weights, of the network as
random variables [13]. In this project, a stochastic model of the latter type is used.

4.3

Variational inference

As already mentioned, BNN can be seen as any stochastic ANN which is trained using Bayesian
inference. Since this project takes the approach of treating the model weights as stochastic
variables, the Bayesian inference is used to update the probability distributions of the model
weights as more data becomes available. Bayesian inference computes the so called posterior
distribution based on the previous hypothesis, called the prior distribution using Bayes’ theorem
which is presented in (13).
There is one problem with this, namely that the exact computation of the posterior distribution
is usually an intractable problem, since it is hard to compute the evidence P (D) [13]. There
are two possible approaches to address this problem. The focus in this project is on one of
those approaches which is called variational inference. The other way to compute the posterior
is using the Markov Chain Monte Carlo method [13].
The goal of variational inference is to approximate the posterior P (w|D) with a simpler
variational distribution qθ (w) [13], for example a Gaussian. The idea of variational inference
is to find an optimal variational parameter θ such that qθ (w) becomes as close as possible to
the true posterior. In the case of the Gaussian distribution, θ consists of two parameters: the
mean µ and variance σ.
In variational inference the goal is to approximate P (w|D) with qθ (w), which means that one
needs to minimize the divergence between the two distributions. The divergence between the
two distributions can be measured using the Kullback-Leibler (KL) divergence defined as:
Z
KL[qθ (w)||P (w|D)] =

!
qθ (w)
qθ (w)log
dw.
P (w|D)

(14)

The expression in (14) can be rewritten into the following objective function L, which then is
to be minimized with respect to θ [19]:
L = KL[qθ (w)||P (w)] − Eqθ (w) (log(P (D|w)).

(15)

This function can be divided into two parts. The first part is dependent on the prior and is
sometimes referred to as the complexity cost. The second part is dependent on the data and is
referred to as the likelihood cost. Attempting to explain the meaning of the two parts one can
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say that the first part punishes movement too far away from the prior distribution, while the
second enforces learning from the data.
4.3.1

Bayes by Backprop

As seen in the previous section, the variational inference finds the parameters θ of a distribution
over the weights qθ (w) which minimizes the KL-divergence with the true posterior on the
weights. This implies that the variational parameters θ affect the loss function, and in order to
optimize the loss function one wants to compute the gradients with respect to θ. Unfortunately,
one cannot differentiate the loss function with respect to θ because the gradients cannot
backpropagate through the random variable w ∼ qθ (w) [15].
Different methods have been proposed to approach this problem. One of these methods is Bayes
by Backprop [6], which can be said to be a practical implementation of variational inference
together with a so called reparametrization trick which ensures that the backpropagation works
as usual.
The idea behind the reparametrization trick is to express the random variable w as some
deterministic and differentiable function of another random variable : w = t(θ, ). The newly
introduced random variable  is an auxiliary noise variable, it is sampled and thus changes
at each iteration (but it can still be considered as a constant with regard to other variables).
Since the transformation is now deterministic, the backpropagation can work as usual for the
parameters θ. As an example, suppose that the variational posterior is given by a diagonal
Gaussian distribution with mean µ and standard deviation σ. Then, a valid reparametrization
is w = µ + σ ◦ , where  ∼ N (0, I) [13].
4.3.2

Mini-batches

Let xi , yi denote a sample i in our data D. Then the loss function L in (15) can be rewritten
as:

L = KL(qθ (w)||P (w)) −

N
X

Eqθ (w) log(P (xi , yi |w)),

(16)

i=0

where N is the number of samples in D. This function optimizes the network using all of the
samples for each update. However, instead of using all of the data to update the loss function,
one uses a small batch of the data at a time during the training. Mini-batching is a popular
technique in deep learning because it helps to speed up the training through better utilization
of parallel processing power [7]. Since mini-batching is used, this means that now at each
iteration one only computes a part of the sum in (16). This in turn implies the need to scale
this sum term by a factor N
B , where B is the size of the mini-batch, so that this term is an
unbiased estimate of the full data likelihood. Note that the KL-term not needs to be scaled
since it is not data dependent. The expression for the loss per mini-batch becomes:

L = KL(qθ (w)||P (w)) −

B
NX
Eqθ (w) (log(P (xi , yi |w)).
B
i=0
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(17)

Finally, dividing the above expression by N gives the per sample average loss:
B
1
1 X
L = KL(qθ (w)||P (w)) −
Eqθ (w) )(log(P (xi , yi |w)).
N
B

(18)

i=0

4.3.3

Flipout

A common practice when training a neural network is to update the weights by using weight
perturbations, which is done in order to improve the network’s generalization ability [14].
Bayes by Backprop is perturbing the weights during the training, which unfortunately leads to
higher variances for the gradient estimates. This is a result of all weights in a batch sharing
the same perturbation, which can lead to correlations between gradients. Flipout is an efficient
method for decorrelating the gradients within a mini-batch and by that reducing the variances.
Flipout is introduced in the paper [32] and it decorrelates the gradients by implicitly sampling
pseudo-independent perturbations for each sample. Flipout builds on two assumptions about
the weight distribution qθ (w): the perturbations of different weights are independent and the
perturbation distribution is symmetric around zero. These assumptions are met for BNN where
the posteriors are Gaussian’s centered at zero.
The distribution qθ (w) can be described in terms of perturbations as follows: W = W + ∆W ,
where W denotes the weights, W are the mean weights, and ∆W is a stochastic perturbation.
d ∼ qθ (w) and E be a random sign
Using this and the above assumptions about qθ (w), letting ∆W
d , then one can see that ∆W = ∆W
d ◦ E is identically distributed as
matrix independent of ∆W
d
d are also identically
∆W . Moreover, the loss gradients which are computed using ∆W and ∆W
distributed. This is since under the stated assumptions, the perturbation distribution is
invariant to elementwise multiplication by a random sign matrix. Flipout exploits this fact
d for the the entire mini-batch, but for every sample in the
and uses a base perturbation ∆W
mini-batch it multiplies the base perturbation by a different rank-one sign matrix as follows:
d ◦ rn s>
∆Wn = ∆W
n,
where n denotes the sample within the mini-batch, and rn and sn are random vectors with
entries sampled uniformly from ± 1.
Thus, by using flipout one can achieve lower variance in the updates when averaging over
a mini-batch [32]. This makes it easier to study the progress of the network, since the loss
function fluctuates less compared to when flipout not is used. Regarding the computational
cost of flipout, the forward pass using flipout requires two matrix multiplications instead of
one, and therefore in theory it should be twice as computationally expensive as a forward
pass with the local reparametrization trick. However, since the matrix multiplications are
independent, they can be done in parallel which leads to the same computational time as the
local reparametrization trick [32].
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4.4

Model evaluation

This section begins with a description of some standard metrics commonly used when evaluating
a binary classifier. Thereafter, it introduces the calibration curve and ways in which one can
study how BNN predicts on a single observation as well as for a larger set of samples.
4.4.1

Standard performance metrics of binary classifiers

BNN samples from its distribution of weights, resulting in several similar but not equal networks
which give different predictions. As these predictions most often are combined to construct a
single prediction, e.g. by averaging or a majority vote, standard metrics used for non-stochastic
neural networks can also be used to evaluate the derived final prediction. By comparing the
combined final prediction with the true label, the performance metrics in equations (19) to (22)
have been used throughout the project and are derived from [12]. The abbreviations in the
equations denote the following: P =positive samples, N =negative samples, T P =true positives,
F P =false positives, T N =true negatives and F N = false negatives.
Accuracy =

TP + TN
TP + TN
=
TP + FP + TN + FN
P +N

Recall =

TP
TP
=
TP + FN
P

Specif icity =

Balanced Accuracy =

TN
TN
=
TN + FP
N

TN · P + TP · N
Recall + Specif icity
=
2
2·P ·N

(19)

(20)

(21)

(22)

The different metrics are used simultaneously since they convey different information regarding
the behaviour of a classifier. Accuracy does not pay attention to what class each observation
belongs to. Thereby, it will not reveal information of whether the classifier is better at
classifying positive or negative samples. If the problem is imbalanced, having more observations
of one class than the other, then Balanced Accuracy ensures that a high score not only comes
from the fact that the classifier has identified the imbalance. In addition, the various metrics
give deeper knowledge as to whether the model, without exploiting class imbalance, is better
at detecting certain pattern than others. This information could be crucial if one intends to
base trading decisions on the model’s predictions.
4.4.2

Calibration Curve

A calibration curve is used to test if one can interpret the output of the network as a probability
for an event occurring or not. The outputs from BNN are probability distributions, but for
the calibration curve one only uses the mean. The calibration curve is mentioned as a way of
evaluating BNN in [13]. To check if a mean value of 0.9 implies there is a 90% chance of that
event occurring, one constructs a calibration curve. It is constructed by placing all means with
close values, e.g. between 0.8-0.9, in a bin. Then the labels of the data in the bin are observed
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to calculate the actual probability of the event occurring when the mean is between 0.8-0.9.
The idea is that a bin having a mean probability of e.g. 0.65 should have approximately 65
% positive samples and this should reasonably be seen if the number of observations in each
bin is large enough. Note that a well-calibrated classifier then is represented by a straight line
indicating that the average predicted probability of each bin equals the average true outcome
of the same bin. An example of such a perfect classifier is shown in blue in Figure 1, while a
well-calibration curve is displayed in green and the red curve shows an example of a not so
well-calibrated curve.

Figure 1: The calibration curve of a good (green), a bad (red) and a perfect (blue) classifier.
4.4.3

Evaluating the probability distribution of a single sample

This section describes how one can evaluate the output for a single sample from BNN and
derive the standard deviation and mean for it. For the network to predict on a single sample,
one samples from the distributions of the weights in the network to obtain several similar, but
slightly different models. In this project, this is always done by sampling 1000 different models.
Each of those ensembles outputs the predicted probability of positive stock price development.
Creating a histogram of these outputs provides a good overview of how the different models
predict on the sample. The ensemble predictions are then fitted with a normal distribution,
with the aim of deriving the mean value and standard deviation of the sample. Examples of
samples predicted as negative and positive can be seen in Figures 2 and 3, respectively.
In Figure 2 BNN predicts that the stock will drop in value since the mean of the distribution
is below 0.5 (blue vertical line). However, one can also see that the model is not certain about
this prediction since a large part of the probability distribution lies above 0.5. In Figure 3
BNN predicts that the stock will increase in value. The model is certain about this prediction
since the probability distribution is only scantly touching the blue line.
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Figure 2: Histogram and a normal distribution (N (µ, σ)) fit of 1000 predictions on a negative
sample. The blue line marks p = 0.5.

Figure 3: Histogram and a normal distribution (N (µ, σ)) fit of 1000 predictions on a negative
sample. The blue line marks p = 0.5.
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4.4.4

Evaluating the probability distributions of an entire set of samples

As described in the previous sections, there are methods commonly used to evaluate predictions
produced by a classifier. However, neither the standard performance metrics nor the calibration
curve incorporate the information of uncertainty which can be derived from the probability
distribution output BNN produces. As no standard methods for this exist, this project
introduces a method to analyze such outputs. The idea is to create a measure which can reveal
how much information the standard deviation of the output distribution contains about the
uncertainty of an observation.
This is done by giving each of the samples a value of their uncertainty. This value is the number
of standard deviations the mean is from the decision boundary, and is represented as k in Figure
4. A small k means that the model is uncertain, and a large k means that it is certain about the
prediction. To see if this holds some information about the uncertainty of the predictions, we
remove samples from the test set with small k values while constantly calculating the accuracy.
The representation of the shifting of a sample’s probability distribution is shown in Figure 4.

Figure 4: Representation of how the mean and standard deviation affects the prediction when
shifting the probability distribution of a sample.
In order to clearly display the results of this method of uncertainty analysis, plots such as
seen in Figure 5 are created. Note that the illustration in Figure 5 indicates that the accuracy
increases as emphasis is put on more certain samples. However, it could just as well decrease,
which would indicate that the information from the probability distributions does not contain
the desired information regarding uncertainty of predictions.

5

Implementation

The purpose of this section is to describe the tools which are used to implement the network.
It explains the software packages and APIs that are used, as well as the assumptions which
are made regarding the prior distributions of the model weights. In addition, it describes the
choices of loss function, activation function and optimizer. Finally, the strategies for dealing
with overfitting and data imbalance are also explained.
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Figure 5: The red line displays how the number of predicted samples changes as the a function
of the number of standard deviations used for the shifting. The blue line indicates how the
accuracy, or balanced accuracy, is affected by this procedure.

5.1

TensorFlow probability

For the implementation of BNN, TensorFlow Probability (TFP) [1] is used. It is a library for
statistical computation and probabilistic modeling built on top of TensorFlow. To implement
the networks the probabilistic layers (tfp.layers) module is used. It extends TensorFlow
layers to layers that quantify the uncertainty in the predictions. The layer from this module
used in this project is DenseFlipout.
The probabilistic layers from tfp.layers are used like standard Keras layers that can be
stacked one after another to build a fully connected BNN. The method that DenseFlipout is
based on is described in section 4.3.3 and is found in the paper [32].

5.2

Priors

For the network priors, a normal distribution with the mean 0 and standard deviation 1 is
used, which is a common choice of prior [8]. Depending on the data set different priors can give
a higher accuracy [8]. This since some priors are better at modeling the posterior distributions
required for certain data sets.

5.3

Hyperparameters and settings

This section describes some of the hyperparameters and settings that are used to implement
BNN. It also explains how the hyperparameters are tuned using early stopping to prevent
overfitting, as well as the strategy to deal with data imbalance problem.
5.3.1

Loss function

Since this project focuses on whether a stock price will go up or down, the problem can be
formulated as a binary classification task, where a label of 1 means that there has been a
positive shift in price, while a label of 0 indicates that the price has decreased. We also say
that all samples having a label of 1 belong to the positive class and all samples labeled as
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0 belong to the negative class. We use binary cross-entropy as a loss function since it is a
common loss function to use when training a binary classifier. It is defined as follows:
n

binary cross-entropy = −

1X
yi · log(p(yi )) + (1 − yi ) · log(1 − p(yi )),
n

(23)

i=1

where yi is the label of sample i (either 0 or 1), p(yi ) is the probability of sample i belonging
to the positive class, and n is the number of samples.
5.3.2

Activation function

As activation function for BNN, two different functions are used in this project. In the output
layer a sigmoid function is used, which is defined as:
sigmoid(x) =

1
.
1 + e−x

(24)

Figure 6 shows a graph of the sigmoid function. As can be seen from this graph, sigmoid takes
on values ranging from 0 to 1, where large inputs are mapped to 1, while very small inputs are
mapped to 0.

Figure 6: Plot of the sigmoid function.
All other layers than the output one use the ReLU function as activation function, which is
defined as:
ReLU (x) = max(0, x).
Figure 7 shows a plot of the ReLU function.
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(25)

Figure 7: Plot of the ReLU function.
5.3.3

Optimizer

In this study, the optimizer which is used to train BNN is ADAM [10]. The reason for choosing
ADAM is that it is recommended by the paper [27], which compares different gradient based
optimization methods.
5.3.4

Early stopping

Early stopping is one of the common measures used during the training of the network to
reduce overfitting [23]. The network is initially set to be trained for a specified number of
epochs, where an epoch refers to a single pass through the entire training set. However, it is
very common that during the training the loss on the training set keeps decreasing, while it
halts or even goes up on the validation set, which is also illustrated in Figure 8. To prevent
overfitting, the training is stopped if the loss on the validation set does not improve for 20
epochs.

5.4

Data imbalance

One thing that should be taken into account both during the training and evaluation is the
proportion of each class in the used data set. For the data set which is used in this project,
the majority of the samples belong to the positive class, as can be seen in Table 1.
Table 1: Percentage of positive samples in training, validation and test set for different values
of α when using 30-day time horizon.
α

Training

Validation

Test

1
0.2
0.04

58.8 %
59.5 %
63.0 %

72.6 %
74.0 %
79.3 %

66.5 %
67.7 %
73.5 %
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Figure 8: An example of training and validation loss curves. As can bee seen, the training loss
keeps decreasing, while the validation loss starts to increase after a while.
This comes from the fact that prices usually increase in value when observing large time spans.
In order to prevent the model from overfitting towards the positive class, oversampling is used
for the training and validation set. Oversampling is a method where samples are picked with
replacement from the underrepresented class until the data set contains equal number of both
labels [22].
Disproportional stratification could also be used. For this method one would have used all the
negative samples, and then sampled from the positive samples until the sets were of equal size.
The downside of this method is that not all of the positive samples are used.

6

Results

In total, six different experiments are conducted. The first experiment aims at finding a
reasonable architectural setup to use for the remainder of the experiments. In the second
experiment, the aim is to analyze how the exponential smoothing of the data and the time
horizon of the predictions affect the performance of the network. After this, experiments 3-6
focus on different ways of studying the information received from the probability distribution
output of BNN. The purpose of experiment 3 is to study the distribution of mean and standard
deviation of all samples in the test set. Experiment 4 focuses on the interpretation of the mean
values using a calibration curve. The fifth experiment moves towards active learning as the
uncertainty information is used to extract those samples which are more interesting, having a
lower standard deviation and mean far from the decision threshold. In the final experiment,
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the validity of the outputs are further investigated as their reaction to extreme events are
analyzed.

6.1

Experiment 1: Architectural setup

The first experiment aims at gaining a better understanding of how the performance of BNN
is affected by the architectural setup of the network. Different number of hidden layers and
nodes are tested for simple feed forward networks. The idea is to not spend too much time on
the possible architectures and setups, but to ensure that the setup used moving forward in
the project not constitutes an obvious drawback when studying the uncertainties the network
produces. In other words, if some setup performs much worse than the others, overall or for
some specific metric, it would be disregarded. For this experiment, the technical indicators
and labels are extracted after exponential smoothing with α = 0.2.
Table 2: Performance metrics estimations and number of trainable parameters for a set of
different architectures. Bold indicates best in class.
Setup

Accuracy

BA

Precision

Recall

Specificity

Parameters

(20,40,20)
(60,40,20)
(40,60,40,20)
(120,60,40,20)

0.564
0.518
0.550
0.557

0.534
0.531
0.544
0.543

0.717
0.721
0.728
0.726

0.612
0.497
0.560
0.578

0.460
0.566
0.527
0.507

3 642
7 402
12 042
22 762

The results of different architectural setups are shown above in Table 2. The setup column
indicates the number of hidden layers as well as the number of nodes in each of them. The
leftmost number represents the hidden layer connected to the input layer, and the rightmost is
the one connected to the output layer. The input layer in all of the setups has six nodes, and
the output layer consists of only one node. The setup brought to the following experiments
is the one in the first line of Table 2, namely (20,40,20). The reason for this decision is that
there not is any obvious winner concerning the studied performance metrics. To this end, the
setup of (20,40,20) is chosen due it having the lowest number of parameters to train, and hence
taking the least time to train.

6.2

Experiment 2: Time horizon and exponential smoothing parameter,α

In the second experiment, the setup chosen in experiment 1 is used. It also aims at gaining an
understanding of how the model performs, still not considering the information of uncertainties
derived from the model. In particular, it focuses on how the smoothing parameter α from the
preprocessing of the data affects the performance. In addition, the impact which the time
horizon of the prediction has on the performance is also studied. As the time horizon and value
of α could affect one another, all perturbations are analyzed, for time horizons = [30, 60, 90]
days and α = [0.04, 0.2, 1.0].
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Table 3: Performance metrics estimations for three different time horizons of predictions using
α = 0.04 for the exponential smoothing. Bold indicates best in class.
Time horizon

Accuracy

BA

Precision

Recall

Specificity

30-day
60-day
90-day

0.738
0.675
0.617

0.714
0.608
0.512

0.863
0.819
0.789

0.765
0.735
0.697

0.664
0.482
0.326

Table 4: Performance metrics estimations for three different time horizons of predictions using
α = 0.2 for the exponential smoothing. Bold indicates best in class.
Time horizon

Accuracy

BA

Precision

Recall

Specificity

30-day
60-day
90-day

0.584
0.531
0.574

0.555
0.519
0.577

0.717
0.735
0.803

0.636
0.545
0.571

0.473
0.493
0.583

Table 5: Performance metrics estimations for three different time horizons of predictions using
non-smoothed data, α = 1.0. Bold indicates best in class.
Time horizon

Accuracy

BA

Precision

Recall

Specificity

30-day
60-day
90-day

0.441
0.397
0.392

0.508
0.525
0.542

0.677
0.759
0.820

0.303
0.219
0.237

0.713
0.831
0.847

The results in Tables 3 to 5 show how the model performance is affected by the exponential
smoothing and the time horizon used for the predictions. They show that the achieved
performance is heavily affected by the exponential smoothing, where lower values of α lead
to better performance. For the accuracy, one can identify that in general, it decreases as the
time horizon increases. This pattern also becomes more clear as the value of α decreases. In
addition, the recall proves to be negatively correlated to the value of α. For the 30-day time
horizon the estimated Pearson product-moment correlation coefficient is −0.99. For 60 days it
is −0.53 and for 90 days it is −0.71. However, note that each of these only are based on three
data points each and that they only represent rough estimations of the correlation between α
and recall.

6.3

Experiment 3: Distribution of mean and standard deviation

In the third experiment, the probability distributions from BNN are evaluated. The purpose is
to investigate whether the predictions actually seem to vary between the samples, if the model
ever predicts a mean other than 0.5 and to make sure that the standard deviations are small
enough to be useful in some way. First, the distributions of one negative and one positive
sample are extracted to understand what these can look like. Thereafter, a more thorough
analysis is made by creating histograms for all the means and standard deviations in the entire
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test set. This is done to get a better understanding of the distribution of these entities for all
samples, to ensure they are not to similar and to see what distributions they follow. In this
experiment, a time horizon of 30 days is used together with a smoothing parameter of α = 0.2.

Figure 9: Distribution of the mean value of the distributions for the 3078 samples in the test
set.

Figure 10: Distribution of the standard deviation of the distributions for the 3078 samples in
the test set.
Figure 9 shows the distribution of the mean for all 3078 observations in the test set, previously
not seen by the network. Figure 10 displays the standard deviation of all observations from
the same test set. Note that the test set contained 68 % positive samples and 32 % negative
samples.
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6.4

Experiment 4: Interpretation of the mean

In the fourth experiment, the aim is to analyze the calibration curves of the so far derived
network from the experiment 1. The aim is to investigate whether the predicted mean values
from BNN can be interpreted as probabilities. Since the exponential smoothing is a way of
simplifying the problem, the hypothesis was that the value of α could affect the calibration
and how well the model manages to distinguish the observations from one another, instead of
predicting a mean of 0.5 for all samples. A time horizon of 30 days is used throughout the
experiment and the values of the smoothing parameter are α = [0.04, 0.2, 1.0]. For each α, a
calibration curve is constructed and a histogram is included, to present the distribution of the
mean values corresponding to each calibration curve.

Figure 11: Calibration curve and distribution of BNN mean value predictions for network
trained and tested on dataset smoothed using α = 0.04.
Figures 11 to 13 show the result of creating calibration curves for data sets with different values
of α. Along the x-axis are the probabilities produced by BNN, sorted and divided into 10 bins.
The x-value of each point comes from the mean probability in each bin, and the y-value is the
average actual outcome for the samples in the same bin. The histogram below the calibration
curve shows how the mean values produced by BNN are distributed and how many samples
that belong to each of the bins.
Studying Figures 11 to 13, two main conclusions are drawn. The first is that there does not
seem to be a clear correlation between how well-calibrated the classifier is and the used value
of α for the smoothing. The second is that the alpha, however, does affect how well-separated
the samples become. Figure 11 does, for example, show that the mean values have a much
wider distribution, ranging from roughly 0.1 to 1.0. The width is smaller for α = 0.2, ranging
from roughly 0.2 to 0.8. Without smoothing, α = 1.0, almost all samples are instead given a
mean value in the range from 0.4 to 0.6.
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Figure 12: Calibration curve and distribution of BNN mean value predictions for network
trained and tested on dataset smoothed using α = 0.2.

Figure 13: Calibration curve and distribution of BNN mean value predictions for network
trained and tested on dataset smoothed using α = 1.0.
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6.5

Experiment 5: Towards active learning

In experiment 5, BNN is as before trained on the first 80% of data and validated on the
following 10%. Only the test set, specifically what parts of it to evaluate, changes in this
experiment. When evaluating on the test set, the hypothesis is that if the mean and standard
deviation contain useful information, then emphasizing on samples with a mean further from
the decision threshold and a relatively small standard deviation, should produce an higher
accuracy. This combined measure of certainty is described in further detail in Subsection 4.4.4.
Note that this procedure does not change the model itself. Instead, it investigates whether
BNN uncertainty outputs can be useful. In addition, it mimics a situation where one has
multiple predictions to act upon and the ability to use information about the uncertainty to
select what observations to focus on. Again, the chosen network from experiment 1 is used and
to see if the simplification of the problem affects this hypothesis, three values of the smoothing
parameter are tested according to α = [0.04, 0.2, 1.0].

Figure 14: The decrease of samples predicted on and the corresponding impact on the accuracy
for α = 0.04.

Figure 15: The decrease of samples predicted on and the corresponding impact on the accuracy
for α = 0.2.
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Figure 16: The decrease of samples predicted on and the corresponding impact on the accuracy
for α = 1.0, in other words non-smoothed data.
Figures 14 to 16 show the results when attempting to improve the performance of the model
for data sets of three different values for the smoothing parameter α. The figures show that the
value of α is highly correlated to the effectiveness of the performance enhancement approach.
For α = 0.04, the BA score shows a solid increase from 0.71 to 0.78 as the the demand increases
to 3 standard deviations from the decision boundary. For α = 0.2 the change in BA is more
volatile and much smaller. However, for the non-smoothed data, α = 1.0, the procedure only
has a negative impact on the BA score. In addition, the samples have a much smaller standard
deviation than for the smoothed versions. As a comparison, α = 1.0 loses roughly 87% of
its samples at 1 standard deviation from the decision threshold, while α = 0.2 loses 17 % of
samples, and α = 0.04 has 13% of the samples taken away at 1 standard deviation.

6.6

Experiment 6: Extreme event observation

The final test focuses only on the standard deviation of the distribution of each sample. The
idea is that the data the network trained on is fairly homogeneous. However, if it during testing
receives a sample with technical indicators of very rare values then this is something that the
model preferably should react to with an increased standard deviation. Such an event occurred
in the spring of 2020, during the COVID-19 pandemic, when several stock prices rapidly
decreased over a short period of time. Experiment 6 aims at analyzing the response of the
network in regards to the prediction uncertainty during this period. Therefore, the development
of a stock price is plotted together with the standard deviation of the predictions produced by
the model at the same moment in time. This is done for the stocks of Alphabet and Microsoft.
Instead of combining the data from five companies for the training, this experiment has two
separate networks trained, one for each company. They are thereby only trained on their own
historical data and see no observations of other companies. The architectural setup is the
same as in previous experiments. A time horizon of 30 days is used, with smoothing parameter
α = 0.2. Note that a red dot at date 1/4 indicates the standard deviation of the prediction
made the same date, for the price direction 30 days forward, i.e. for date 1/5.
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Figure 17: The closing price and standard deviation of prediction during the coronavirus crisis
for the Alphabet stock.

Figure 18: The closing price and standard deviation of prediction during the coronavirus crisis
for the Microsoft stock.
Figures 17 and 18 show the response of two different networks. The first is the one trained
on Alphabet’s historical data, and the second is trained on Microsoft’s historical data. Both
networks respond with an increased standard deviation of their predictions as a result of the
previous unusual drop in the stock prices.

7
7.1

Discussion
Architectural setup

The decision made is to use the simplest architectural setup for the subsequent experiments.
The reason for this is that accuracy and balanced accuracy are relatively similar for all tested
setups. The chosen setup does perform best regarding accuracy but not concerning balanced
accuracy. The main reason of the choice, considering the small performance differences, is
that the training time is heavily affected by the number of nodes. To that end, the simplest
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architectural setup is mainly chosen due to it having the fewest number of trainable parameters
and thereby took the shortest time to train.
What one can mention, however, is that the setup seems to affect the performance regarding
the recall and the specificity. Simpler models seem to perform better for the recall and worse
for specificity, while more complex models get better specificity and worse recall. However,
when combining them to compute balanced accuracy, these differences seem to level out. This
is, however, something to keep in mind if one wants to create a network which focuses on one
of these measures rather than the overall performance given by balanced accuracy.

7.2

Exponential smoothing and time horizon

We see in Tables 3 to 5 that the smoothing of the data, as expected, has a large impact on
the accuracy of the model. This is due to the fact that the smoothing simplifies the data.
When smoothed, the trajectory of a stock price cannot change too rapidly since it has been
smoothed by its previous days. To further clarify the simplification of the problem caused by
the smoothing, consult Figure 19. Historical data of the Microsoft stock is smoothed with the
values α = [0.04, 0.2]. For better visualization, a time period of only 200 days is plotted. The
figure shows how a lower value of α limits how fast the trajectory of the price can change.

Figure 19: An example of 200 days of historical data for the Microsoft stock, with varying
levels of exponential smoothing.
For the time horizon, the accuracy does not increase for longer horizons, as opposed to what was
expected. The trend is rather the opposite, especially clear when studying the case of α = 0.04.
One possible reason for this is that the longer time horizon we have, the more imbalanced the
test set becomes, which could have a negative effect on the performance. Another possibility
is that the technical indicators are derived from a rather short time frame of historical data
which could mean that it becomes more reasonable for predicting for a shorter time horizon.
Another interesting observation is that the recall is negatively correlated to the value of α.
For a time horizon of 30 days, this correlation is computed to be −0.99. However, this is an
estimation, only based on three data points.
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7.3

Ability to distinguish samples

The hypothesis for the distribution of the mean values was that it should follow a normal
distribution with its center at approximately 0.5. The motivation for a location at 0.5 is that
it on average should be equally probable with negative and positive price changes, at least for
such short time horizons as studied in this project. The argument why a normal distribution
should be seen is that it should be increasingly less probable to see observations which have a
very high, or very low, probability of positive price change. As seen in Figure 9, the results
show that the mean follow such a distribution. One can however see that the distribution
seems to follow the hypothesised distribution, but with a mode at around 0.55. This is an
expected result, probably caused by the large imbalance of the test set which had 68% positive
and 32% negative samples.
Regarding the distribution of the standard deviations, the hypothesis was that it also would
follow a distribution similar to a normal distribution, with a motivation similar to that of the
mean values distribution. Possibly though, the studied problem could motivate a heavy-tailed
distribution, especially a one-tailed distribution. Heavy-tailed refers to the fact that it is more
common with value far from the mean than is a simple normal distribution appeared and
one-tailed indicates that the fat-tail only appears on one side of the distribution. The idea
is that it within the area of stock price direction predictions would be more common with
high-uncertainty observations than low-uncertainty observations, as it should be very hard to
find samples with a low uncertainty. Such cases should not exist since one never can be very
certain of what will happen on the stock market. As seen in Figure 10, the distribution of the
standard deviation of samples in the test set do seem to follow some one-sided heavy-tailed
distribution.
The calibration curves in experiment 4 do not indicate that the calibration is much affected
by the smoothing. Perhaps, the calibration test would be more suitable for testing a variety
of models which differed in some other aspect than the smoothing of its data, such as for
example when the architectural setups were tested in experiment 1. What is insightful though
in experiment 4 is to see how the distribution of the mean values are affected by the smoothing.
The more smoothing one applies, the better the network spreads the mean values, while using
no smoothing at all results in almost all samples having a mean between 0.4 and 0.6, indicating
that the network is less effective at distinguishing between samples or simply indicating that
the problem is much harder in that setting.

7.4

Usefulness of the distribution information

A satisfactory result from experiments 5 and 6 is that the additional information derived from
the mean and standard deviation actually seem to convey useful information. Focusing on
samples with a mean far from the decision threshold and a low standard deviation show an
increase in accuracy. This phenomenon is correlated to the amount of smoothing applied, where
a lower value of α gives a larger increase. However, this information does display limitations
for non-smoothed data as accuracy never increases for this approach when α = 1.0 is used.
Studying the standard deviation separately also gives satisfactory results in experiment 6. The
uncertainty quite clearly peaks for the two stocks being studied just after the rapid stock
price decrease. The model does not manage to predict the crash itself, however this is very
reasonable. The model will always to some extent be very exposed to real-world news that it
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never can derive from historical data. To this end, it is reasonable that it does not see the
crash coming. It is however promising to see that it does react with an increased uncertainty.
The reason for this is probably that the training data in general looks quite similar between
the observations. However, when technical indicators suddenly have quite different values than
usual, due to the rapid decrease, the model manages to identify that it has encountered a
situation which it has very limited experience of from training.
An obvious problem when studying uncertainties is the process of evaluating them. The
uncertainty can as previously stated be divided into the aleatoric uncertainty and the epistemic
one. As the aleatoric problem concerns the natural randomness of a process such as the changes
of a stock price, these cannot be quantified or used for comparison. The epistemic uncertainty,
the model uncertainties caused by limited data and knowledge, can on the other hand be
further addressed. What one can do is to compare the uncertainties which our BNN produces
to those which are produced by other methods.

7.5

Data imbalance

As the problem with no or limited smoothing is challenging, the data imbalance constitutes a
problematic element throughout the project. A general observation is that the model more
often seems to have problems to pick up patterns of interest when higher values of α are used.
Throughout the project, the model at times seems to pick up on the imbalance of the data, and
exploit it, to only guess on the positive class and thereby get a fairly high accuracy. Although
not backed by a thorough experiment, we observe that this is less common as the value of α
is lowered. To deal with the imbalance it is very helpful to use oversampling of the smaller,
negative, class in order to ensure that the network was trained on a perfectly balanced dataset.
In relation to the imbalance of data, one can also comment on the choice of companies to study.
Technology companies, which have seen an overwhelmingly positive development, are in this
regard a questionable choice. Choosing companies from some other sector which has not seen
such an extreme development could have been better to have a good basis when evaluating the
model on a test set. The question of changing companies was discussed, however, we decided
against this. The idea was that the model begins to lose its relevance if we place conditions on
it regarding what the historical data must look like.

7.6

Comparison to previous work

When comparing our results to other similar studies there are a few things to keep in mind
concerning the details which can be dealt with differently. These are mainly the choice of
α, the time horizon of predictions and the companies studied. In paper [3], the authors use
tree-based classifiers predicting on the same five companies as in this project, and also include
the time horizon of 30 days. The difference is that they use α = 0.095. Averaging their results
for each company, they receive BA = 0.750 for XGBoost and BA = 0.854 using random forests.
Studying our results in table 3 and 4 one can see that our results are BA = 0.714 for α = 0.04
and BA = 0.555 for α = 0.2. A simple interpolation for those points gives an estimated score
of BA = 0.659 for α = 0.095, which is lower than both tree-based classifiers.
The use of methods such as quadratic discriminant analysis (QDA), support vector machines
(SVM) and logistic regression are studied in [33]. The methods obtain an accuracy of 0.67,
0.74 and 0.38 when predicting for a time horizon of 30 days. Note that no mention is made in
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this report about the use of exponential smoothing, and that the companies not are the same
as in our study. Our BNN achieves an accuracy of 0.441 for non-smoothed data, which makes
it better than the logistic regression, but worse than QDA and SVM. In addition, in this paper
they use another set of input features, such as P/E-ratios and historical data of indices related
to the stock.
In [25], the authors use a genetic algorithm to optimize ANN. It only focuses on a time horizon
of 1 day and predicts on an index instead of a single stock. Exponential smoothing is not
mentioned and thereby assumed to not be used. They experiment with two different sets of
input variables, yielding accuracies of 0.609 and 0.813. The large difference in time horizon
poses a challenge for comparison, but what is interesting is that they find such a large difference
in accuracy for a neural network depending on the used input parameters. To this end, it
could be of use to further analyse our choice of input features to see how these affected the
performance.
The main focus of our project is not to gain a high accuracy, but rather to investigate whether
we can find useful information in the distribution outputs and whether those can be used
to increase the accuracy by focusing on a subset of observations. All previously mentioned
papers in this section, which the performance is compared to, have only focused on point
estimates. Thereby, it is not possible to compare our uncertainty results with those. However,
the use of random forest classifiers (RFC) and quantile regression forests (QRF) to predict
stock price directions and their uncertainty is studied in [5]. Predicting on a 30-day time
horizon, using α = 0.2, they obtain a score of BA = 0.697 using RFC. Simple comparison
to their uncertainties is hard as the study used binning of data and measures such as root
mean square error (RMSE) and mean absolute percentage error (MAPE). In addition, the
uncertainty measures derived from using QRF also concern the use of α = 0.0095, which
further complicates the comparison. However, one can consult this paper for further knowledge
of the uncertainties when using QRFs for stock price direction predictions.

8

Conclusion

The research topic of interest in this project was to investigate whether the probabilistic
approach of BNNs could prove useful for the task of predicting stock price direction predictions.
In particular, the aim was to analyze whether the additional information provided by the BNN
contained useful information regarding the uncertainty of predictions and if so, whether it
could be used to extract subsets to predict on which yielded an enhanced performance.
Deploying a BNN for stock price predictions has during the project proved to provide useful
information regarding the uncertainty of made predictions. However, the achieved accuracy
and BA score was relatively low compared to other papers. Consulting [25], the performance
could possibly be increased by the use of other sets of input features or by introducing a genetic
algorithm in the training scheme to optimize the trainable variables in the network. Based on
the results of the project, the information from the distribution outputs of our BNN proved
to contain information useful for selecting more desirable samples to make predictions on.
However, this was only proved to be valid when using smoothed data and not when applied to
raw, non-smoothed data. Within the area of probabilistic machine learning and the application
of finance, this study has contributed with evidence indicating that the information produced
by a BNN can contain useful information when making investment decisions. However, the
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applicability of the results are limited since they only have been proven to be hold for the case
when the problem is simplified by smoothing the historical data.
We see several potential ways of continued research which would be of interest. The first is
to design more experiments which would aim to more thoroughly distinguish between the
information given by the mean and the standard deviation. This in order to determine whether
the information for extracting desirable subsets mainly come from having a mean far from
the decision threshold, from having a low standard deviation or if they only convey useful
information when used together, as we have done in this project. A second thing that could
be further investigated is the smoothing parameter α, since it proved to have a large impact
on the results. Preferably, one would derive an indicator of how many observations get a
changed label when extracted after the smoothing compared to before. This would give a better
understanding of how much the problem is simplified by the smoothing and how applicable
the results actually are in a real-world setting. Some final thing of interest would be to put
more emphasis on analyzing the use of different types of architectures, to instead of enforcing
the model to learn from technical indicators let it learn from raw data and to find other
sources of data which possibly could have contain useful information when prediction the
movement of a stock price. Some examples could be to incorporate data from other companies
within the same sector to see how a company has performed compared to similar companies.
Another idea would be to use data conveying information of more macro-related trends such as
historical data of unemployment, currency exchange rates and GDP of different countries. A
final possibility would be to incorporate a sentiment score in the model. Such a score contains
information about the public’s sentiment in regards to a company, based on what people write
about them online. This could be a useful compliment to the historical stock data since it
contains a completely different type of information.
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