
Brief solutions to

Exam in Advanced Computer Graphics and Visualization
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Grades: Pass (G): 20pts; Pass with distinction (VG): 30pts.

1 Scientific Visualization
Ingela

(a) Height fields are scalar values mapped onto a 2D discrete domain. Such altitude data can be
plotted as a function of position, hence, giving a 3D plane with mesh vertices representing
the altitude. In addition, the height values can be colour coded by a lookup table of h.

The plane would show geometrically which height a certain point has, while the colour shows
which areas have similar altitude. (3p)

(b) Interaction in terms of cut planes, zoom, and rotation are useful to explore the data. Also
it would be of interest to plot the value of a chosen point on the plane. (2p)

2 Contour Representation
Ingela
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(b) Marching Cubes algorithm in summary:

i Create a cube of 2 × 2 × 2 voxels

ii Classify each vertex as inside or outside the object

iii Build an index of 0s and 1s

iv Get list of intersecting edges



v Interpolate where triangle vertices are positioned at the cube edges

vi Calculate and interpolate normals for the triangle vertices
(3p)

3 Ray-tracing vs Splatting
Ingela

(a) Ray-tracing Image order. One or several rays are cast through each display pixel into the
volume. The pixel value is calculated as a function of the voxel values along the ray, in
combination with light and shading properties. Alpha values may also be considered.

Splatting Object order. Voxels are thrown from the volume onto the image plane in a
back-to-front order. For each voxel, its footprint is determined. The space between
footprints are filled by convolution with a Gaussian kernel. (2p)

(b) Reasons that a splatted rendering appears smoothed are the use of a Gaussian kernel to fill
gaps and also the combination of several footprints in a pixel. (2p)

(c) In ray-casting, the ray is sampled along its path and intersections are computed. Hence, it is
in general more complicated than simply throwing the voxels onto the image plane as done
in splatting. (1p)

4 MIP rendering
Ingela

(a) In a maximum intensity projection (MIP), rays are cast from each display pixel into the
volume. Along each ray the highest intensity value is picked for the corresponding display
pixel. The implementation is very simple. But in the resulting projection it is difficult to
get a good feeling for the depth. This can be helped by computing rotation of MIPs. (3p)

(b) Images of bright objects, for example, bone in CT and blood vessels in MR angiography, are
suitable to display using MIP. (2p)

5 VTK
Erik

• vtkSource: creates objects from input or transforms input to a new form

• vtkMapper: the geometric representation for an actor. More than one actor may refer to
the same mapper

• vtkActor: represents an object rendered in the scene, both its properties and position in the
world coordinate system

• vtkCamera: defines the view position, focal point, etc.

• vtkRenderer: coordinates the rendering process involving lights, cameras, and actors

• vtkRenderWindow: manages a window on the display device
(5p)
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6 Advanced Visualization Techniques
Stefan

(a) Hedgehogs are simple line segments representing vector position and direction, drawn at
regular or irregular sample locations in a vector field. Both vector direction and vector
magnitude can be expressed. Streamlines are created by tracing particle positions from a
seed point along the vector field. Particles positions are propagated forward according to
the vector field, and interconnected by a (colored) poly-line. Streamline give a better, more
coherent, representation of the flow in a flow field as compared to hedgehogs. However,
velocities i.e. vector magnitudes, can not be expressed by geometric shape but rather color
→ assessment is problematic. Hedgehogs provide a better means of reading vector magni-
tudes (at least in 2D). In 3D, however, translation of vector lengths to vector magnitude is
problematic due to ambiguities from the perspective projection. (2p)

(b) In a vector field there are other (local) properties contained that can not be visualized by
tracing particles. Two such properties are local twist (curl) and divergence of the vector
field. In the stream ribbons technique, two adjacent streamlines are connected with bridging
polygons that form a “ribbon.” The divergence and twist of the vector field is supposed to
be visualized better in this way, provided that 3D cues like shading and shadowing are used
extensively. (1p)

(c) When modeling highly irregular, complex or organic structures, explicit modeling approaches
become very complex due to the required knowledge about tessellation and connectiv-
ity. In particular, when many geometric objects are combined together or when they are
merged/accumulated in a fuzzy manner. A solution to this approach is to model and com-
bine these objects as discrete volumetric objects and finally retrieve an explicit model by
iso-surface reconstruction methods. In the swept-volume technique, implicit models of ob-
jects are rasterized into a volumetric space along arbitrary trajectories. While rasterizing,
Boolean (union/intersection) or arithmetic operators can be used to accomplish different
effects. In the Meta-Balls (Blinn-Blobs) 3D scalar functions (e.g. magnetic field strengths)
are rasterized into a implicit volume model. The combined effect of several such functions
in 3D space can then be evaluated by reconstructing iso-surface at a certain threshold level.

(2p)

7 Shader Programming
Daniel

* Vertex processor can be used for write-addressing (“scatter”,) fragment shader can not directly,
and is more suited to random reading (“gather”.)

* Textures are not universally available in vertex processor (only on nVidia hardware, very limited
set of formats even when available) and do not perform as well.

* The current norm is to have more fragment processors than vertex processors, and sometimes
running at higher speeds. The fragment processor should be the preferred processor when there
is a choice.

(*) Initiating computations on the vertex processors incurs a higher overhead than on the fragment
processor.

(*) The fragment processor makes limited information about neighbouring fragments available
(derivatives.) (5p)
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8 Human Factors
Mats

(a) No, because the chromatic channels are only capable of carrying at most one-third the
amount of information carried by the black-white channel. See pages 122–124 in the dis-
tributed Chapter on Color. (3p)

(b) The experience of a unique hue is NOT altered very much by a change in overall luminance.
This demonstrates that the chromatic channels and the luminance channel (black-white
channel) are largely independent. See page 120. (2p)
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