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Research @ Statistical Machine Learning group

Both basic and applied research (with companies and other collaborators)

• Probabilistic modeling Flexible models in general (Gaussian processes), and
dynamical models in particular

• Algorithms for machine learning Large-scale optimization, Monte Carlo and
variational inference

• Deep learning
• Probabilistic programming
• Reinforcement learning/control
• Causality
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Figure 2: (left) Median % of unstable closed-loop models, with open-loop models sampled from
the 95% confidence region of the posterior, for nx = 3 and N = 15, as a function of the number of
samples M used in the MC approximation (4). (right) LQR suboptimality as a function of M . 50
experiments were conducted, c.f. Section5.1 for details. Shaded regions cover the interquartile range.

10
0%

10
0%

10
0%

10
0%

10
0%

(a) (b)

Figure 3: (a) LQR cost on real-world pendulum experiment, as a function of the number of rollouts.
∞ cost denotes controllers that resulted in instability during testing. n/a denotes cases in which the
synthesis problem was infeasible. (b) pendulum angle and control signal recorded after 10 rollouts.

training data, the superposition of a non-stabilizing control signal and a sinusoid of random frequency
is applied to the rotary arm motor while the pendulum is inverted. The arm and pendulum angles
(along with velocities) are sampled at 100Hz until the pendulum angle exceeds 20◦, which takes
no more than 5 seconds. This constitutes one rollout. We applied the worst-case, H2/H∞, and
proposed methods to optimize the LQ cost with Q = I and R = 1. To generate bounds εA ≥
‖Als −Atr‖2 and εB ≥ ‖Bls −Btr‖2 for worst-case and H2/H∞, we sample {Ai, Bi}5000

i=1 from the
95% confidence region of the posterior, using Gibbs sampling, and take εA = maxi ‖Als − Ai‖2
and εB = maxi ‖Bls −Bi‖2. The proposed method used 100 such samples for synthesis. We also
applied the least squares policy iteration method [26], but none of the policies could stabilize the
pendulum given the amount of training data. Results are presented in Figure 3, from which we make
the following remarks. First, as in Section5.1, the proposed method achieves high performance
(low cost), especially in the low data regime where the magnitude of system uncertainty renders the
other synthesis methods infeasible. Insight into this performance is offered by Figure 3(b), which
indicates that policies from the proposed method stabilize the pendulum with control signals of
smaller magnitude. Finally, performance of the proposed method converges after very few rollouts.
Data-inefficiency is a well-known limitation of RL; understanding and mitigating this inefficiency is
the subject of considerable research [15, 44, 16, 39, 21, 22]. Investigating the role that a Bayesian
approach to uncertainty quantification plays in the apparent sample-efficiency of the proposed method
is an interesting topic for further inquiry.
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Teacing @ Statistical Machine Learning group

Two new courses!

• Statistical machine learning: 5 hp for civilingenjörsstudenter year 4.
Supervised machine learning, from basic to state-of-the-art methods
(boosting, deep learning, …). Mini-project + computer lab + written exam.
First given in spring 2017, very popular among students.
www.it.uu.se/edu/course/homepage/sml/

• Advanced probabilistic machine learning: 5 hp for civilingenjörsstudenter
year 5. A Bayesian perspective, including graphical models, approximate
inference and Gaussian processes, as well as variational autoencoders.
Mini-project + computer lab + oral exam. To be given this fall for the first time.
www.it.uu.se/edu/course/homepage/apml/
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A Data Consistency Approach to
Model Validation



A specific problem

yi+1 = min(0.9yi, 3) + ϵt, ϵt ∼ N (0, 22) (1)

Is the model (1) consistent (whatever that could mean …) with the data y?
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The general problem

Is a model p(y) consistent (whatever that could mean …) with the data y?

Any model1 p(y), and any data y = yi, y2, . . . , yn
(Later: Is a model class p(y | θ), θ ∈ Θ consistent with data y?)

Existing methods:

Compare two (or more) models Validate one model (with no comparison)

Cross-validation, Ljung-Box (AR-like models)
AIC, BIC, … Kolmogornov-Smirnov,

Anderson-Darling, …(1-D IID data)
Very few (if any?) general methods

1Possible to evaluate p(y) as well as simulate y ∼ p(y) 4/21



The specific problem again

yi+1 = min(0.9yi, 3) + ϵt, ϵt ∼ N (0, 22) (1)

Is the model (1) consistent (whatever that could mean …) with the data y?

log p(y) =
n∑
i=1

log p(yi+1 | yi) =
n∑
i=1

− 12 log 2πσ
2− 1
2σ2

(
yi+1 −min(0.9yi, 3)

)2
= −91.84
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Idea

Use the model to simulate data ỹ

Is the given data y (blue) similar to the simulated data ỹ (gray)?
log p(y) = −91.84
log p(ỹ1) = −60.62
log p(ỹ2) = −64.18
log p(ỹ3) = −69.76
log p(ỹ4) = −73.24
log p(ỹ5) = −67.39

...
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Idea: “likelihood increments”

Define

log p(y) =
n∑
i=1

log p(yi | y1, . . . , yi−1)︸ ︷︷ ︸
,zi

and similarly z̃i for the simulated data.

Is the set of blue stars (zi) likely to be a draw from the gray distribution (̃zi)?
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Idea: Summary statistics

log p(y) =
n∑
i=1

log p(yi | y1, . . . , yi−1)︸ ︷︷ ︸
,zi

T(y) = 1
n

n∑
i=1

(zi − E[ z̃i])2
Var[ z̃i]

Summary statistics. Here, T(y) = 4.95.

T(ỹ) is a random variable with a distribution
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Idea: Probability of false alarm

log p(y) =
n∑
i=1

log p(yi | y1, . . . , yi−1)︸ ︷︷ ︸
,zi

T(y) = 1
n

n∑
i=1

(zi − E[ z̃i])2
Var[ z̃i]

PFAu , Pỹ
(
T(ỹ) > T(y)

)
(Pỹ( · ) is an integral over ỹ)

If y ∼ p(y), then is the probability of PFAu to be less than ρ, equal to ρ.

Hence, if y is drawn from p(y), then is PFAu < 0.01 in only 1% of the cases
PFA = Probability of False Alarm
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Idea: Data Consistency Check (DCC)

1. PFAu ∼ U [0, 1] (for any choice of T) if y ∼ p(y)
2. Hence, PFAu = Pỹ

(
T(ỹ) > T(y)

)
very close to 0 or 1 is unlikely, if the data y

truly comes from the proposed model p(y)
3. Hence, PFA = min(PFAu, 1− PFAu) should not be close to 0
4. Choice of T “arbitrary”, but important!
T determines the power; how “eager” the check is to indicate when y ̸∼ p(y)

We suggest T(y) = 1
n

n∑
i=1

(zi − E[ z̃i])2
Var[ z̃i]

, seems to work well.
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Back to the specific example

yi+1 = min(0.9yi, 3) + ϵt, ϵt ∼ N (0, 22) (1)

Is the model (1) consistent with the data y?

PFA = 0.0004.

Conclusion: Not consistent, according to DCC
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Comparison: Kolmogorov-Smirnov

Kolmogorov-Smirnov: test for the very specific model of iid samples from N (0, 1)

Assumed model: N (0, 1)
Different true data-generators
n = 100

Data-generator N (0, 1) U [0, 1]
Oracle 0 1
Kolmogorov-Smirnov (10%) 0.10 1.00
DCC (10%) 0.10 1.00
Kolmogorov-Smirnov (5%) 0.05 1.00
DCC (5%) 0.06 1.00
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DCC for a model class

(Much) more interesting problem:

Is observed data y consistent with the model class PΘ , {p(y | θ) : θ ∈ Θ}?

1. For each value of θ ∈ Θ, compute PFAu(θ) as previously
2. For each value of θ ∈ Θ, compute the weight w(θ | y) , w0(θ)p(y | θ)∫

Θ w0(θ)p(y | θ)dθ
3. Average

PFA⋆u =
∫
Θ
PFAu(θ)w(θ | y)dθ

4. PFA⋆ = min(PFA⋆u, 1− PFA⋆u)

It now only approximately holds that PFA⋆u ∼ U [0, 1] if y is generated by some
model in PΘ.

PFA⋆ close to 0 is still an indication of inconsistency!
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Classical normality tests

Test if samples are drawn from N (µ, σ2) for any µ, σ2

Model class PΘ = N (µ, σ2), different data-generators, n = 100

Data-generator N (0, 1) U [0, 1]
Oracle 0 1
Anderson-Darling (10%) 0.09 1.00
Lilliefors (10%) 0.09 0.77
Jarque-Bera (10%) 0.10 0.99
DCC (10%) 0.10 1.00
Anderson-Darling (5%) 0.04 0.96
Lilliefors (5%) 0.04 0.60
Jarque-Bera (5%) 0.05 0.75
DCC (5%) 0.05 1.00
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Implementation sketch
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Earthquake counts

Poisson distribution? Negative binomial distribution?
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Ljung-Box test

Lung-Box test: Time-series model with white noise should have “no information
left” in the residuals, if the model is correct. Technically: n(n+ 2)

∑h
k=1

r̂2k
n−k ∼ ξ2h−d

Data-generator: Saturated AR(1)

Model class PΘ: Linear AR(1)
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Kangaroo population: model

Suggested model:

LN = Log Normal, NB = Negative binomial

• Can be reformulated as a discrete-time state-space model
• Evaluate p(yt | y1, . . . , yt−1) – particle filter!
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Kangaroo population: implementation

1. Identify/estimate θ

2. Simulate data ỹ from the model
3. Use a particle filter to compute/estimate z̃i = p(ỹt | ỹ1, . . . , ỹt−1, θ)
4. Use a particle filter to compute/estimate zi = p(yt | y1, . . . , yt−1, θ)
5. Compute PFA
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Kangaroo population: data

Suggested model:

Data:

PFA⋆ = 0.28 20/21



Summary

• Is the data y consistent with the model class PΘ?
• Approximate interpretation as false alarm probability
• Generally applicable to many different model classes

Andreas Svensson, Dave Zachariah, Petre Stocia and Thomas B. Schön. Data Consistency
Approach to Model Validation. arXiv:1808.05889, 2018.

https://github.com/saerdna-se/consistency-criterion
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