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Abstract. We present a method for compiling nonlinear recursion in logic pro-

gramming to parallel iteration (for-loops). The method results in less uni�cation

work and fewer procedure calls than implementations of SLD-resolution. The

principal restriction is that the recursion depth of the computation must depend

only on the size of the input arguments.

1. Introduction

Reform compilation [3] is a new compilation method for recursive logic programs
which is based on the idea of compiling recursion to parallel iteration (for-loops) [3].
It can be viewed as a method for compiling programs using the Reform inference
system [5]. The main motivation for Reform compilation is increased potential for
e�cient parallel processing.

Let us briey describe the method for the case of linear recursion. Consider a
clause with head H and recursive call T :1

H  	 ^ T ^�

Unfolding the recursive call n � 1 times yeilds

(H1  	1 ^ � � � ^	n ^ Tn ^�n ^ � � � ^�1)�;

where H1, 	i, Tn, �i are variants of H, 	, T , � and � is a substitution. The
unfolded clause can reduce a goal of \size" n in a single, direct step. This is the idea
on which T�arnlund's Reform inference system [5] is based. The unfolded clause is
called the nth reforment.

The program obtained with Reform compilation is a parameterized representa-
tion of the nth reforment. We can schematically describe it as follows.

1. compute n and �

2. unify H1� with goal
3. for all 1 � i � n: compute 	i�

4. compute Tn� (this call is known to match the base clause)
5. for all 1 � i � n: compute �i�

For this to be an e�cient compilation method it is required that the substitution �

can be computed e�ciently. Fortunately, it is possible to precompile � into e�cient
closed-form expressions [3].

1 Throughout the paper we let upper-case greek letters, such as 	 and �, denote
possibly empty conjunctions of literals.



Where can we exploit parallelism in the compiled clause? First, in the head
uni�cation. Unlike head uni�cation in SLD-resolution, which is split up in many
small subuni�cations, we have one single, large uni�cation problem when invoking
the clause. Here we can take advantage of techniques for parallel uni�cation, e.g.,
the algorithms developed by Barklund [1]. Second, in the for-loops comprising the
clause body. We can apply loop-parallelization techniques to these loops. In e�ect,
we obtain a form of AND-parallelism that we refer to as recursion parallelism, since
it amounts to computing all recursion levels in parallel. We may combine recursion
parallelism with traditional AND-parallelism by also running the individual calls
within 	i� and �i� in parallel.

In the present paper we discuss Reform compilation for nonlinear recursion on
binary trees. The new problem which occurs in the nonlinear case is this. Besides
the size of input, its structure must be taken into account. There is no unique nth
reforment, since there are many trees of n nodes with di�erent shapes. The core of
the problem is that we must know which subtrees of the recursion tree are empty
| each empty subtree corresponds to one recursive call to the base case of the
recursion.

Consider a recursive clause of a binary tree program (L and R is the left and
right recursive call, corresponding to the two branches of a binary tree):

H  	 ^ L ^R ^�

Analogous with the linear case, let H1, 	i, Li, Ri, �i be variants of H, 	, L, R,
�, and let � be a substitution obtained by unfolding the recursive calls n� 1 times.
The compiled program can then schematically be described as:

1. compute n and �

2. unify H1� with goal
3. for all 1 � i � n: compute 	i�

4. for all 1 � i � n: if the left subtree of node i is empty then compute Li�
5. for all 1 � i � n: if the right subtree of node i is empty then compute Ri�

6. for all 1 � i � n: compute �i�

The recursive calls in steps 4 and 5 are known to match the base clause.

The principal restriction imposed by Reform compilation is that programs must
use structural recursion: the recursion step must not be dependent on input data.
To put it another way, the recursion depth of the computation must depend only on
the size (according to some norm) of the input arguments.

The rest of the paper is organized as follows. Section 2 contains some prelim-
inary de�nitions. In Section 3, T�arnlund's inference system Reform, on which our
compilation method is based, is reviewed. Theorems which give direct expressions
for variable bindings after n unfoldings are derived in Section 4. The compilation
method is presented in Section 5. Section 6 contains some concluding remarks. The
compiled code of an example clause is given in an Appendix.



2. Preliminaries

2.1. Notation

Function symbols and predicate symbols start with upper-case letters. Variables
start with lower-case letters. We arbitrarily reserve the ternary function symbol T
for binary trees: a term T (x; y; z) denotes a binary tree with node element x, left
subtree y and right subtree z. The constant ; denotes the empty binary tree.

2.2. Equations and substitutions

Let X be a set of equations over terms. A set of equations fx1 = t1; : : : ; xn = tng is
on solved form if x1; : : : ; xn are distinct variables not occurring in any of the terms
t1; : : : ; tn. The solution of X , denoted by soln(X ), with respect to an equality theory
T , is a set of equations on solved form such that

T j= X if and only if T j= soln(X ):

In this paper we �x T to be the syntactic equality theory given by Clark [2].

Let � = fx1 = t1; : : : ; xn = tng be the solution of a set of equations and let w
be a term. The application of � to w, written w�, is the term obtained by replacing
each variable xi in w by ti.

The problem of �nding a solution of a set of equations ft1 = t01; : : : ; tn = t0ng
can be recasted as a uni�cation [4] problem: �nd a most general uni�er � such that
ti� � t0i�, where � is syntactic equality, for i = 1; : : : ; n.

2.3. Recursion schema

We assume that the input to our compilationmethod are programs that can be trans-
formed to satisfy a simple recursion schema. We do not discuss the transformation
here but assume that programs are of the form:

P (;; :::)

P (T (u; x; y); :::) 	 ^ P (x; :::)^P (y; :::)^�

Example. Consider the program for testing whether two binary trees are isomor-
phic:

IsoTree(;, ;).
IsoTree(T(u, x, y),T(u,x1, y1))   

IsoTree(x, x1) ^̂̂ IsoTree(y, y1).
IsoTree(T(u, x, y),T(u,x1, y1))   

IsoTree(x, y1) ^̂̂ IsoTree(y, x1).

A simple program transformation is required for this program to satisfy the recursion
schema. The transformed program is:

IsoTree(;, ;).
IsoTree(T(u, x, y),T(u,x1, y1))   

Iso(x1, x2, y1, y2) ^̂̂ IsoTree(x, x2) ^̂̂ IsoTree(y, y2).

Iso(x, x, y, y).

Iso(x, y, y, x).



3. Nonlinear Reform

T�arnlund's Reform inference system [5] uses program transformation as a method
of computation. The basic idea is to transform (at run-time) recursive programs to
an \unfolded" form which can be used to solve a goal in a single, direct step. An
advantage of this method is that the program transformation uncovers new forms
of parallelism in the program. An obvious disadvantage is the overhead of runtime
program transformation.

The purpose of our compilation method is to obtain, without runtime program
transformation, the control ow of the unfolded program. This is achieved by com-
piling the program to a parameterized representation of the unfolded form.

3.1. De�nition of nonlinear Reform

In de�ning Reform for nonlinear recursion we shall need a selection function #G0

(de�ned below), associated with an initial goal atom G0. This function selects
literals corresponding to nonempty subtrees of the recursion tree in the goal.

Let R = (H  �) be a program clause. We enumerate its variants as:

Ri = (Hi  �i); i � 1:

Let G0 be an (initial) goal atom with associated selection function #G0
. We de�ne

by induction the exponents of �:

�1 = �1;

�i+1 = (�i [�i+1)� #G0
(�i); i � 1:

We also de�ne by induction a series of equation systems:

E1 = ;;

Ei+1 = Ei [ fHi+1 =#G0
(�i)g; i � 1:

Let �n = soln(En). The nth reforment (n > 0) is de�ned as:

Rn = (H1 �n)�n:

Resolving Rn with G0 gives the goal

Gn = ( �n)�;

where � = soln(G0 = H1�n). Note that Gn is also the resolvent derived in n

SLD-resolution steps from R and G0.

3.2. Selection function for nonlinear Reform

Structure tables. Let the nodes of a binary tree be u1; : : : ; un in preorder. De�ne
the structure tables l and r (each of length n) of the tree as follows.

l[i] = 1 if ui has a nonempty left subtree; l[i] = 0 otherwise.
r[i] = j if uj is the right son of ui; r[i] = 0 if ui has no right son.



Example. A binary tree with eight nodes and its structure tables l and r is shown
in Fig. 3.1.

  1

 2

 3 4

 5

6

 7

 8

i l[i] r[i]

1 1 5
2 1 4
3 0 0
4 0 0
5 1 8
6 0 7
7 0 0
8 0 0

Fig. 3.1. A binary tree with eight nodes and its structure tables.

Selection function. Let �i and �i be de�ned as above. Let Li and Ri denote the
literals in �i that represent recursion on the left and right branch of the recursion
tree, respectively. We now de�ne #G0

(�i) as follows.

Assume the recursion tree of the initial goalG0 have nodes u1; : : : ; un in preorder
and structure tables l and r. Let k be the smallest j � i such that l[j] = 1 or 0 if no
such j exists. Let m be the largest j � i such that r[j] > 0 or 0 if no such j exists.
Then

#G0
(�i) =

�
Lk; k > 0;
Rm; k = 0 and m > 0.

Note that if k = 0 and m = 0, then we must have i = n. Hence the selection function
will never be applied in this case.

3.3. An example

Given a binary tree with integer nodes, the following program computes the sum of
all nodes.

Sum(;, 0).
Sum(T(u, x, y), z)   Sum(x, w) ^̂̂ Sum(y, v) ^̂̂ z = 1 + w + v.

Suppose that the program is invoked by the following call, for which n = 4.

   Sum(T(1, T(2, ;, ;),T(3, t(4, ;, ;),;)),s)

The reader may verify that the 4th reforment corresponding to this particular call is:

Sum(T(u1, T(u2, x2,y2),T(u3,T(u4, x4,y4), y3)),z1)   
Sum(x2, w2) ^̂̂ Sum(y2, v2) ^̂̂ Sum(y3, v3) ^̂̂ Sum(x4, w4) ^̂̂ Sum(y4, v4)
^̂̂ z4 = 1 + w4 + v4 ^̂̂ z3 = 1 + z4 + v3 ^̂̂ z2 = 1 + w2 + V2 ^̂̂ z1 = 1 + z2 + z3.



We can now resolve the goal with this clause in a single, direct step. This step
opens up for parallelism: the two trees can be matched in parallel, and the recursive
calls can be performed in parallel. However, data dependencies prevent complete
parallelization of the additions.

4. Reform series

In this section we derive e�cient expressions for the variable bindings obtained by
Reform transformation.

4.1. The sets of equations Ln and Rn

Consider again a recursive program clause S of the form H  �, and its n variants
Hi  �i (1 � i � n). As before, let Li and Ri denote the literals in �i that
represent recursion on the left and right branch of the recursion tree, respectively.
We now de�ne two new systems of equations (1 � i < j � n):

Ln = fHi = Lj j #G0
(�i�1) = Ljg; Rn = fHi = Rj j #G0

(�i�1) = Rjg:

That is, Ln (Rn) contains those equations of En where #G0
selects a left-branch

(right-branch) literal. Obviously En = Ln [ Rn. We de�ne �n = soln(Ln) and
�n = soln(Rn).

4.2. Reform series

Consider a recursive program clause S. A variable x of S is represented by n variant

variables x1; x2; : : : ; xn in any nth reforment of S (these correspond to the new
variables created in each recursive invocation of the clause in SLD-resolution). The
Reform series of x is then the sequence of terms

x1�n; : : : ; xn�n:

In the remainder of this section we will be concerned with determining the
Reform series of di�erent classes of variables. For this task we will use two more
basic sequences of terms:

x1�n; : : : ; xn�n and x1�n; : : : ; xn�n:

The following result states, in e�ect, that we can obtain the Reform series of a
variable x from these two sequences.

Theorem 4.1. Let t be any term. If  = soln(t�n = t�n) then t = t�n, for n > 0.

Proof. Recall that �n, �n, �n are the solutions of Ln, Rn, En, respectively. The
result follows from En = Ln [Rn.

Remark. It is often the case that we can obtain the Reform series from only one

of the sequences of terms

x1�n; : : : ; xn�n and x1�n; : : : ; xn�n:

That is, often x�n = t�n or x�n = t�n. In these cases, Theorems 4.2{5 below
directly gives the appropriate binding in the compiled program for any variable x.

It is only in the cases when a variable that occurs in �n is bound in �n, or vice
versa, that we have to unify x�n with x�n in order to obtain x�n. This uni�cation
is done at runtime.



4.3. Classi�cation of variables

We show in this section how the sequences

x1�n; : : : ; xn�n and x1�n; : : : ; xn�n;

(and therefore, according to Theorem 4.1, the Reform series) for di�erent classes of
variables are derived.

The sequences are derived by only using information available in L2 and R2 of
which �2 and �2 are solutions. Without loss of generality, we arbitrarily assume that
L2 = fH2 = L1g and R2 = fH2 = R1g.

We use the following clause as a running example in the discussion.

P (T (u; v; w); t) P (v; x) ^ P (w; y): (�)

NONE-variables. A variable x is a NONE-variable if it is not bound in �2 or �2.
That is,

x1�2 = x1; x2�2 = x2; x1�2 = x1; x2�2 = x2:

Hence u is a NONE-variable in the clause (�).

Theorem 4.2. If x1�2 = x1, x2�2 = x2, x1�2 = x1, and x2�2 = x2 then,

xi�n = xi; for n > 1 and i = 1; : : : ; n:

POSL-variables. A variable x is a POSL-variable if it occurs in the left recursive
call and there is a term t in the corresponding position of the clause head. That is,

x1�2 = t2�2:

Hence x is a POSL-variable in the clause (�).

Theorem 4.3. If x1�2 = t2�2 then, for n > 1 and i = 1; : : : ; n,

xi�n =

�
xi; if l[i] = 0;
ti+1�n; if l[i] = 1.

Proof. From the de�nition of the selection function #G0
(Section 3) we have that

xi�n = xi, for i � n, if l[i] = 0. It remains to show that, for i < n (obviously
l[n] = 0), xi�n = ti+1�n if l[i] = 1. This is an easy induction on n, using x�n+1 =
x�n�n+1, for any x (which follows from �n � �n+1).

The proof of Teorems 4.4{6 below are similar and therefore omitted.

Example. If �2 = f: : : ; x1 = y2; : : :g and l = [1; 1; 0; 0;1;0; 0; 0] (cf. Fig. 3.1), then:

i xi�n i xi�n

1 y2 5 y6
2 y3 6 x6
3 x3 7 x7
4 x4 8 x8

POSR-variables. A variable x is a POSR-variable if it occurs in the right recursive
call and there is a term t in the corresponding position of the clause head. That is,

x1�2 = t2�2:

Hence y is a POSR-variable in the clause (�).



Theorem 4.4. If x1�2 = t2�2 then, for n > 1 and i = 1; : : : ; n,

xi�n =

�
xi; if r[i] = 0;
tr[i]�n; if r[i] > 0.

Example. If �2 = f: : : ; x1 = y2; : : :g and r = [5; 4; 0; 0;8;7; 0; 0] (cf. Fig. 3.1), then:

i xi�n i xi�n

1 y5 5 y8
2 y4 6 y7
3 x3 7 x7
4 x4 8 x8

4.4. Special cases of POSL and POSR

More direct and e�cient expressions for the Reform series can be inferred for certain
special cases of POSL and POSR. We will consider two of these special cases which
are common in tree programs. There are many other special cases (however, most
of them are unlikely to show up in real programs).

POSLL-variables. A variable x is a POSLL-variable if it occurs in the left recur-
sive call and there is a term T (u; x; y) (for any terms u and y) in the corresponding
position of the clause head. That is,

x1�2 = T (u2; x2; y2)�2:

Hence v is a POSLL-variable in the clause (�).

Theorem 4.5. If x1�2 = T (u2; x2; y2)�2 then, for n > 1 and i = 1; : : : ; n,

xi�n =

�
xi; if l[i] = 0;
T (ui+1; T (: : : ; T (ui+m; xi+m; yi+m); : : :); yi+1)�n; if l[i] = 1,

where m is the smallest j > 0 such that l[i+ j] = 0.

Example. If �2 = f: : : ; x1 = T (u2; x2; y2); : : :g and l = [1; 1; 0; 0; 1; 0; 0;0] (cf.
Fig. 3.1), then:

i xi�n i xi�n

1 T (u2; T (u3; x3; y3); y2) 5 T (u6; x6; y6)
2 T (u3; x3; y3) 6 x6
3 x3 7 x7
4 x4 8 x8

POSRR-variables. A variable x is a POSRR-variable if it occurs in the right re-
cursive call and there is a term T (u; y; x) (for any terms u and y) in the corresponding
position of the clause head. That is,

x1�2 = T (u2; x2; y2)�2:

Hence w is a POSRR-variable in the clause (�).



Theorem 4.6. If x1�2 = T (u2; y2; x2)�2 then, for n > 1 and i = 1; : : : ; n,

xi�n =

�
xi; if r[i] = 0;
T (ur[i]; yr[i]; T (: : : ; T (urm[i]; xrm[i]; yrm[i]) : : :))�n; if r[i] > 0,

where m is the smallest j > 0 such that rj+1[i] = 0 (we use the notation rj [i] for
r[r[:::r[i]::]] where r is applied j times).

Example. If �2 = f: : : ; x1 = T (u2; y2; x2); : : :g and r = [5; 4; 0; 0; 8; 7;0;0] (cf.
Fig. 3.1), then:

i xi�n i xi�n

1 T (u5; y5; T (u8; y8; x8)) 5 T (u8; y8; x8)
2 T (u4; y4; x4) 6 T (u7; y7; x7)
3 x3 7 x7
4 x4 8 x8

5. Generating parallel iterative code

The theorems of Section 4, which give e�cient expressions for the Reform series,
form the basis of the compilation method. The computation initiated by calling a
compiled binary tree program can informally be described as follows.

1. The invoking call is uni�ed with the clause head where each variable is replaced
by the �rst element of its Reform series. The characteristic parameters l, r and
n of the recursion tree are obtained in the process.

2. The Reform series of all variables are computed.

3. The calls to the left of the recursive calls are computed in a parallel loop for
1 � i � n, replacing each variable by the ith element of its Reform serie in the
ith iteration.

4. The base clause of the predicate is called once for each empty subtree of the
recursion tree.

5. The calls to the right of the recursive calls are computed in a parallel loop for
1 � i � n, replacing each variable by the ith element of its Reform serie in the
ith iteration.

Example. We will use the Sum program as our running example. Recall its de�ni-
tion:

Sum(;, 0).
Sum(T(u, x, y), z)   Sum(x, w) ^̂̂ Sum(y, v) ^̂̂ z = 1 + w + v.

We have the following variable classi�cation.

Variable Class Variable Class

u NONE v POSR
z NONE x POSLL
w POSL y POSRR



5.1. Compilation of the clause head

Assume that the ith argument Ai of the invoking call is the recursion tree and let
T (u; x; y) be the corresponding tree in the clause head. The uni�cation of the two
trees is compiled to the operation

(u; x; y; l; r; n) preorder(Ai);

which has the following e�ects:

� The vector u is obtained as the preorder traversal of the tree Ai.

� The vector x (y) is obtained as the successive left (right) subtrees encountered
during the preorder traversal. If x (y) does not occur in the residual body of
the clause, then only empty left (right) subtrees need to be stored.

� The number of nodes n and the structure tables l, r are obtained.

Implementation of this operation (and the closely related question of tree represen-
tation) is not discussed in this paper.

Example (continued). The head of the Sum program is compiled to:

(u; x; y; l; r; n) preorder(A1);
z[1] A2;

5.2. Computation of Reform series

The Reform series of some variables are created during head uni�cation. This is
the case for POSLL- and POSRR-variables and for NONE-variables occuring as
node elements in recursion trees. The Reform series of other NONE-variables and
of POSL- and POSR-variables must be computed after head uni�cation.

Let us �rst consider NONE-variables. Let z be a vector representing the Reform
series of a NONE-variable. Then, for 1 � i � n, z[i] is initiated to a new variable.
This initialization is done for 2 � i � n in case the NONE-variable occurs in the
clause head.

We turn next to POSL- and POSR-variables. Let w and v be vectors represent-
ing the Reform series of a POSL-variable and a POSR-variable, respectively, and let
z be a vector representing the Reform series of the corresponding term in the clause
head. Then w and v are initiated as follows, for 1 � i � n.

if l[i] = 0 then w[i] new_variable() else w[i] z[i+ 1]
if r[i] = 0 then v[i] new_variable() else v[i] z[r[i]]

Example (continued). The Reform series of z, w and v in the Sum program are
computed by the code in Fig. 5.1.

5.3. Compilation of the clause body

The program is called recursively with each empty subtree. These calls are known
to match the base clause but may also match the recursive clause and thus create a



for i 2 to n do
z[i] new_variable();

end;
for i 1 to n do
if l[i] = 0 then w[i] new_variable()
else w[i] z[i+ 1];
if r[i] = 0 then v[i] new_variable()
else v[i] z[r[i]];

end

Fig. 5.1. Code for computing the Reform series in the Sum program.

choice point. If it is known that no choice points are created, then these recursive
calls can be unfolded.

Suppose that the vector x holds pointers to all left subtrees, and that the vector
y holds pointers to all right subtrees. We know which recursive calls to execute by
observing that (i) the subtree x[i] is empty if l[i] = 0, and (ii) the subtree y[i] is
empty if r[i] = 0.

Example (continued). The recursive calls of the Sum program are compiled to:

for i 1 to n do
if l[i] = 0 then call sum(x[i]; w[i]);
if r[i] = 0 then call sum(y[i]; v[i]);

end

The rest of the clause body is compiled as follows. The body calls that appear
textually to the left of the recursive calls are executed in a loop from 1 to n, and
the calls that appear to the right of the recursive calls in a loop from n to 1. These
loops can be parallelized unless there are impeding data dependencies.

Example (continued). The additions of the Sum program are compiled to:

for i 1 downto n do
z[i] 1 +w[i] + u[i];

end

This loop exhibits data dependencies that prevent parallelization. This is seen by
observing that w[i] = z[i + 1] if l[i] = 1 and v[i] = z[r[i]] if r[i] > 0.

6. Conclusion

We have described a method for compiling nonlinear recursion in logic programs
to parallel iteration. The method is based on an analysis that allows us to derive
theorems which gives direct expressions for the variable bindings made in recursion.

We have only discussed the central concepts of the method. We have not dealt
with some important issues involved when using the method in a practical compiler.
In particular, we have not discussed the preprocessing step that transforms programs
to satisfy the simpli�ed recursion schema assumed in the paper.



We observe that the method of compiling to parallel iteration has certain advan-
tages over a system based on parallel SLD-resolution. For example, less uni�cation
work is done at run-time: the uni�cations done by recursion in SLD-resolution are
pre-compiled using the theorems of Section 4. Furthermore, there are n (the number
of nodes in the recursion tree) fewer procedure calls than with SLD-resolution.
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Appendix

The compiled code of the recursive clause of the Sum program is given below. Here
we have fused the loop for computing Reform series with the loop for the recursive
calls.

(u; x; y; l; r; n) preorder(A1);
z[1] A2;
for i 2 to n do
z[i] new_variable();

end;
for i 1 to n do
if l[i] = 0 then
begin
w[i] new_variable(); call sum(x[i]; w[i]);

end
else w[i] z[i+ 1];
if r[i] = 0 then
begin
v[i] new_variable(); call sum(y[i]; v[i]);

end
else v[i] z[r[i]];

end
for i 1 downto n do
z[i] 1 +w[i] + u[i];

end.


