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Abstract

It is proposed to add bounded quanti�cations to Prolog. The main rea-

son is one of natural expression, many algorithms are expressed more

elegantly in a declarative way using bounded quanti�cations than using

existing means, i.e., recursion. In particular this is true for numerical

algorithms, an area where Prolog has been virtually unsuccessful so

far. Moreover, bounded quanti�cation has been found to be at least

as e�cient as recursion, when applicable. We outline an implementa-

tion of some bounded quanti�cations through an extension of Warren's

abstract Prolog machine and give performance �gures relative to re-

cursion. Finally, we have shown elsewhere that bounded quanti�cation

has a high potential for parallel implementation and we conclude in

this paper that one can often run the same program e�ciently on a

sequential computer as well and on several kinds of parallel computers.
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1 Introduction

Barklund and Millroth [6] and Voronkov [25, 26] have proposed bounded

quanti�cations as a computational device for repetition by iteration in logic
programs. In this paper we argue for a useful extension of the Prolog pro-
gramming language with bounded quanti�cations. Although we propose
sequential operational semantics for these constructs here, we have shown
elsewhere that many Prolog programs with bounded quanti�cations can also
be run e�ciently on parallel computers. We have run programs on both
SIMD computers (Connection Machine Model CM-2 by Thinking Machines
Corp.) [2] and shared-memory MIMD computers (SUN 630MP and Sequent
Symmetry) [3]. Much of the beauty of bounded quanti�cations lies in the
fact that they have a clear declarative semantics, while at the same time
they behave well operationally on this wide range of sequential and parallel
computers.

The rest of the paper is structured as follows. Section 2 introduces syntax
and informal semantics for bounded quanti�cations in Prolog. In Section 3
an extension of Prolog with arrays is proposed and motivated. Section 4
discusses sequential operational semantics for bounded quanti�cations. The
implementation of Warren's abstract Prolog machine in which our experi-
ments have been carried out is briey described in Section 5. In Section 6 a
set of instructions extending Warren's machine is proposed; compilation of
bounded universal quanti�cations to the extended machine instruction set
is de�ned in Section 7. Section 8 contains seven examples of Prolog pro-
grams with bounded quanti�cations and their resulting code, in some cases
with corresponding recursive programs for comparison, ended with a list of
measured run times. In Section 9 some further quanti�ers and iterators are
discussed. There are some related developments, reviewed in Section 10.
Section 11 concludes the paper with some conclusions and prospects for
future work.

This paper is a signi�cantly extended and slightly revised version of a
paper that was presented at the Fourth International Conference on Logic
Programming and Automated Reasoning and can be found in its proceed-
ings [4].

2 Bounded Quanti�cation

Following Tennent [22, 23] in spirit, we de�ne a quanti�cation to be an
expression that has three parts: a quanti�er, which is a symbol from a given
alphabet of quanti�ers, a locally scoped iteration variable, and a body, which
is itself an expression. The semantics of a quanti�cation is that obtained
by evaluating the body for every value ranged over by the local variable,
combining the results according to the quanti�er. This combination is often
a reduction with an associative and commutative binary function, in which
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case the quanti�ers can alternatively be seen as a reduction operator, but it
is not always the case. A bounded quanti�cation is a quanti�cation where the
local variable ranges over a �nite set of values, given by a range expression.
Some examples of bounded quanti�cations using ordinary mathematical

notation are

(8 5 � i < 10) p(i) q(i), (9 x 2 l) x > 54

and
X

0�k<z

1

(2k + 1)(2k+ 3)

where i in the �rst and k in the third quanti�cation should be considered
implicitly restricted to take on integer values only. The �rst two quanti�ca-
tions are truth-valued expressions while the last expression is number-valued
(approximating �=8 for large values of z).
We prefer to stress the similarities, rather than the di�erences, between

quanti�cations with di�erent quanti�ers. Nevertheless, when proposing to
add bounded quanti�cations to the established programming language Pro-
log it is appropriate to provide a slightly di�erent syntax for logical bounded
quanti�cations and arithmetical bounded quanti�cations. Moreover, in or-
der to be coherent with related existing Prolog constructs, such as setof,
we will use a syntax where the quanti�ers will actually appear as if they
were predicate symbols.
The syntax of a bounded universal quanti�cation is

all(�[i], �[i])

where �[i] is a range expression containing an iteration variable i and �[i]
is a truth-valued expression (a goal) that may contain i. If the range ex-
pression �[i] is true for the values v1, v2, : : : , vk of i, then the bounded
quanti�cation is logically equivalent to the conjunction �[v1], �[v2], : : :,

�[vk]. If the range expression is true for no value of i then the bounded
universal quanti�cation succeeds trivially.
The syntax of a bounded existential quanti�cation is

some(�[i], �[i])

where �[i] is a range expression and �[i] is a goal. If the range expression �[i]
is true for the values v1, v2, : : : , vk of i then the bounded quanti�cation is
logically equivalent to the disjunction �[v1]; �[v2]; : : :; �[vk]. If the range
expression is true for no value of i then the bounded existential quanti�cation
fails.
The syntax of a bounded arithmetical quanti�cation is

�(�[i], �[i], v)
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where � is a predicate symbol representing a quanti�er (we propose to in-
clude at least sum, product, max and min), �[i] is a range expression, �[i]
is a numeric expression, and v is a numeric expression or a variable. If the
range expression �[i] produces the values v1, v2, : : : , vk , then the bounded
quanti�cation is logically equivalent to the goal

v is �[v 1]� ��[v 2]� � � � � � ��[v k],

where �sum is +, etc. If the range expression produces no values the bounded
quanti�cation is logically equivalent to

v is c �,

where csum is 0, etc.
A simple range expression is an iterator. We propose three kinds of iter-

ators; others are certainly conceivable but many of those can be expressed
in terms of these three. An integer iterator �[i] is an expression

m <_ i < n,

where m and n are integer expressions (that could be evaluated with is),
and i is a variable; i will take on the integer values m, m+ 1, : : : , n� 1, in
that order (if m � n then i will take on no values).1 A list head iterator is
an expression

i in l,

where l is a list expression. If l is the list [v1,v2,: : :,vk] then i will take on
the values v1, v2, : : : , vk, in that order. A list tail iterator is an expression

i suffix_of l,

where l is a list expression. If l is the list [v1,v2,: : :,vk] then i will take on
the values [v1,v2,: : :,vk], [v2,: : :,vk], : : : , [vk], [], in that order.
Bounded quanti�cations are readily extended to have several iteration

variables, in which case the body will be computed for every combination
of values of the individual iteration variables.
A range expression is a nonempty conjunction of iterators, possibly conju-

gated with an arbitrary goal that functions as a discriminating test. Without
loss of generality, let

�[i1], : : :, �[ik], [i1; : : : ; ik]

be a range expression. It will generate every combination of values for i1,
: : : , ik generated by the iterators, satisfying the test [i1; : : : ; ik].

1The obvious extensions m <_ i <_ n, m < i < n and m < i <_ n should also be rec-

ognized as iterators and can be de�ned in terms of m <_ i < n; we will not discuss them

further here.
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As pointed out by Voronkov [25, 26], it will often be convenient to write
unbounded existential quanti�cations in the bodies of bounded quanti�ca-
tions. (In repetition expressed as a recursive program clauses this is never
required. However, Prolog's setof facility, which can be seen as a kind of
unbounded quanti�cation, has already motivated such an extension.)
For example,

all(1 <_ I <_ K, J^r(I, m(I,J))

is a bounded universal quanti�cation that is equivalent to the conjunction
r(1, J1), r(2, J2), : : :, r(K, Jk), where J1, : : : , Jk are new distinct
variables, and the goal (see below concerning array syntax)

sum((J index_of X, K index_of Y), X[J]*Y[K], S)

uni�es S with the sum of every combination of elements from the one-di-
mensional arrays X and Y.

3 Arrays in Prolog

Much as recursion, as a means for repetition, goes naturally with inductively
de�ned data structures, so does iteration over integer ranges go naturally
with arrays. In order to still have a well-composed language, after the
addition of bounded quanti�cations, it therefore makes good sense to also
have arrays in Prolog.
It can be argued that Prolog already has arrays, for compound terms of

arity k can be indexed with the integers 1 to k. An `array' term can then
be written directly as a k-ary term, or declared using the built-in functor

predicate. Array element access is then provided through the arg predicate.
In the interest of keeping the collection of language concepts small, one could
therefore argue against extending Prolog with arrays as a separate datatype.
However, we feel that there are stronger arguments for adding arrays to

Prolog.

� With arrays implemented using the ordinary internal representation of
terms there is no support for e�ciently \updating" an array, in order
to obtain an array that di�ers somewhat from a given array, possibly
in a single element. Constant-time mechanisms with a reasonable
overhead for that operation have been investigated, e.g., by Eriksson &
Rayner [12]; note also the work on multiple reference management by
Chikayama and Kimura [10]. The cost for supporting such declarative
updates is not motivated for arbitrary data structures.

� Arrays may be multidimensional, which is awkward to accomplish
when arrays are represented by ordinary terms; at the very least one
should extend arg or provide another predicate for convenient access
to components of multidimensional arrays.
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� Array operations, in particular bounded quanti�cations that operate
upon array elements, have a high potential for e�cient parallel com-
putation. Having arrays as a separate data type may simplify parallel
implementation, as it will often make sense to spread the representa-
tion of arrays over several memory units on distributed computers.

� There is nothing fundamental in logic programming theory or prac-
tice that forces identi�cation of arguments to predicates and subterms
to be position-based, rather than identi�er-based. In future devel-
opments of Prolog the compound terms might become more like the
records of conventional programming languages. In such a scenario
the addition of arrays as a separate datatype is inevitable.

Prolog's current set of terms obeys some very simple rules:

� The prede�ned ternary relation functor retrieves principal symbol and
arity of any term, or declares a term with a given principal symbol and
arity.

� For any termwhose arity (according to the functor relation) is nonzero,
each proper subterm can be accessed through the prede�ned ternary
arg relation.

In our earlier research, we investigated how arrays, tables and other data
structures could be incorporated into Prolog by making them obey the rules
above in such a way that they were denoted by terms of a �xed arity, in
the same way as lists and trees are [5]. The reason was that we wanted to
be able to use recursion also for traversing and constructing arrays, tables,
etc. We have abandoned that e�ort and propose instead to use bounded
quanti�cation for this purpose, in accordance with the discussion at the
beginning of this section. The syntax for arrays is not very critical, because
it is unlikely that it will be used for matching. In this paper we will write a
Prolog array with k elements as

(/ t0, t1, : : :, tk�1 /),

similar to Fortran 90 [18]. If every element ti, 0 � i < k, is a d-dimensional
array with l elements, we say that this array is d+1-dimensional, otherwise it
is one-dimensional. For example, (/(/a, b, c/), (/d, e, f/)/) denotes
a two-dimensional 2� 3-element array.
For the rest of the paper we assume that

� there is a ternary relation size such that size(i; a; d) is true whenever i
is a non-negative integer, a is an array and d is the number of elements
in the ith dimension of a.
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� there is a ternary relation elt such that elt(j; a; x) is true whenever j
is a non-negative integer, a is an array and x is the jth element of a.
Array indices thus always go from 0 to k� 1 where k is the number of
elements in the �rst dimension of the array.2

� an expression i index_of a, where a is a one-dimensional array of
s elements, is an iterator that is equivalent to 0 <_ i < s and that
(i 1,: : :,i k) index_of a, where a is a k-dimensional s1 � � � � � sk
array, is an iterator that is equivalent to 0 <_ i 1 < s 1, : : :, 0 <_ i k

< s k.

� the equality theory of Prolog has been extended in a way similar to
G�odel [14]. More speci�cally:

{ The value of any expression of the form e1+e2, e1�e2, e1�e2 or
e1=e2, where the values of e1 and e2 are numbers, is the value of
applying the corresponding arithmetical operation to these val-
ues.

{ The value of an expression e[e0] is the unique value x for which
the relation elt(e1; e0; x) holds, if any such value exists.

{ The value of an expression e[e0; e1; : : : ; ek�1] is the same as that
of the expression x[e1; : : : ; ek�1], where x denotes the value of the
expression e[e0].

These conventions are easily implemented and many programs become
easier to read and understand.

4 Operational Semantics

Most quanti�cations are naturally concurrent constructs, there is nothing in
a bounded universal quanti�cation as such that dictates that the instances
of the body should be proved in a particular order. However, Prolog is
a sequential programming language where a programmer expects that side
e�ects will be performed and multiple solutions generated in a certain order.
When adding bounded quanti�cations to Prolog it is therefore natural and
even important to decide at least a weak operational semantics that speci�es
the order in which the instantiations of iteration variables are applied.

For Prolog we propose that integer iterators produce values in increas-
ing order, and that list head and list tail iterators produce subsequent list
element and list tails, respectively. A range expression �[i1], : : :, �[ik],
[i1; : : : ; ik] that contains k iterators should produce collections of values of

2If future experience shows that arrays having indices beginning with other values than

zero are called for, that would be a simple extension.
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the iteration variables in lexicographic order: for the �rst value of i1 pro-
ducing all combinations of i2, : : : , ik, then using the second value for i1,
etc.

As it is sometimes convenient to iterate with a range of integers in de-
creasing order, we propose m >_ i > n as an alternative integer iterator that
produces the values m, m� 1, : : : , n� 1 for the iteration variable i, in that
order.

There is a problem when an iterator is not su�ciently instantiated to
determine the range of an iteration variable. Consider, for example, an iter-
ator 3 <_ J < R, where R is not instantiated. One could devise a procedure
that tried all possible values for R (i.e., all represented integers) but we think
that, for Prolog, this is not a useful behaviour and such a situation should
trigger a runtime error.

In a Prolog variant that suspends computation of nondeterministic primi-
tives that may create in�nitely (or \too many") solutions the same treatment
should be applied to bounded quanti�cations having insu�ciently instanti-
ated iterators.

It should be clear to the reader at this point that we intend the machine
code for bounded quanti�cations to form loops, where the code for a body
is terminated by a conditional jump back to the beginning, or some variant
thereof.

5 The Luther WAM Emulator

Our experiments have been conducted in an implementation of Warren's
abstract Prolog machine [27] which is based on an emulator written in the
C programming language [7, 8].

To better understand our code sequences below one ought to know the
following.

1. There are two instructions builtin and inline that do the work of
various prede�ned relations, known to the compiler. Both instruc-
tions take a variable number of arguments but the �rst argument al-
ways identi�es the operation to be performed. The di�erence between
builtin and inline is that the second argument of inline is always
a label giving a failure continuation. Therefore the equivalence
builtin op arg 1 : : : arg k � inline op fail arg 1 : : : arg k

always holds.

2. Luther has one-dimensional arrays. A goal size(0,A,S) where A and
S are in registers Xi and Xj, respectively, is compiled to builtin size0

i j. A goal elt(I,A,X) where I, A and X are in registers Xi, Xj and
Xk, respectively, is compiled to builtin elt i j k.
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3. The argument/temporary registers and stack variables are numbered
from zero and upwards, unlike the original WAM.

6 New Instructions for Bounded Quanti�cations

This section proposes nine instructions that can be added to WAM in order
to support e�ciently bounded universal and arithmetical quanti�cations.
The e�ect of the instructions is described here and they are described in
context in the next section.

6.1 Integral iterators

The iterate int and iterate int* instructions are issued at the end of
loops. The zerop instruction is not strictly necessary but is often appli-
cable. The allocate* instruction is exactly the same an ordinary allo-

cate instruction except that it receives the size of the topmost environment
explicitly. The instruction save registers simply replaces a sequence of
get variable instructions; in an emulator-based implementation this can
make a di�erence. The repeat instruction is the most complex. It restores
the registers saved by a save registers instruction (except the counter and
the upper limit) and, if necessary, allocates a new environment and saves
the registers there too.

iterate_int i j label =

if (Xi++ < Xj) goto label;

iterate_int* i j label =

if (Xi++ >_ Xj) goto label;

zerop i label =

if (Xi <= 0) goto label;

allocate* k =

CE = E;

E = (CE < B ? B : CE + k+2);
E->CP = CP;

E->CE = CE;

save_registers k =

Y0 = X0;

Y1 = X1;
...

Y(k � 1) = X(k� 1);

10



repeat label =

{ int k = env_size(CP);

X0 = Y0;

X1 = Y1;
...

X(k� 3) = Y(k � 3);
if (E < B)

{ CE = E;

E = B;

E->CP = CP;

E->CE = CE;

Y0 = X0;

Y1 = X1;
...

Yk � 1 = Xk � 1;
}

}

6.2 List Iterators

Quite obviously it would not a good idea to transform list iterators to integer
iterators. We therefore need the instructions listp, iterate list and
iterate list* that go down a list, (almost) analogously with zerop, it-
erate int and iterate int*. (Actually listp and iterate list* are
identical.)

listp i label =

if (!list(Xi)) goto label;

iterate_list i label =

if (list(Xi)) goto label;

iterate_list* i label =

if (!list(Xi)) goto label;

7 Compilation of Universal and Arithmetical Bounded Quanti�cations

The compilation schemas below cover explicitly only bounded universal
quanti�cations having a range formula that is an integer iterator, an in

iterator or a suffix_of iterator. Other iterators, such as index_of, are
readily transformed to integer iterators with the help of additional goals
for determining the limits. Conjunctions of iterators are straightforwardly
compiled to nested loops. Any tests that are part of range formulas are
compiled as such and put �rst in the code for the body.
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The code for the various arithmetical quanti�ers is similar but uses one
more register for accumulating values. It should be clear from the examples
in the next sections how to compile bounded arithmetical quanti�cations.
We will discuss compilation of a bounded universal quanti�cation on the

form

and(m <_ I < n, �).

We distinguish between three cases, depending on the body of the bounded
quanti�cation.

1. The body does not call any out-of-line predicates and the in-line pred-
icates cannot introduce choice points.

2. The body calls out-of-line predicates but for some reason they are
known not to create any choice points.

3. The body calls out-of-line predicates that may introduce choice points.

It would be su�cient to always compile according to the third case but the
special cases are more e�cient and should be used when possible.

7.1 All In-line

As there are no out of line calls the body requires no environment and,
because no choice points can be allocated, any failure will go back past
entering the quanti�cation. We assume that the registers Xi and Xj are free.

code for storing the value of m in Xi
code for storing the value of n in Xj

inline '<' L2 Xi Xj
L1: code for �

iterate_int Xi Xj L1

L2:

Register Xi is used for the counter while register Xj contains the upper
limit; they are set up by the �rst two instructions (which may be put value

instructions if the limits are given as variables). The following inline test
veri�es that there are values to try. If the compiler can show that m < n
the instruction can be omitted. The iterate int instruction is the only
overhead in the loop.

7.2 Deterministic

There are predicates in the body and an environment must be allocated
for the clause in which the bounded quanti�cation occurs. It is presumed
that no choice points can be introduced in the body, thus ensuring that
backtracking will never occur inside it.
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The compiler should compile the body of the bounded quanti�cation mak-
ing sure that the register allocation when the loop is entered the �rst time
is compatible with that at the end of the loop.

Permanent local variables are special in that their previous values are
normally overwritten at the beginning of each iteration. (Temporary local
variables are of course also overwritten, but that is not particular to bounded
quanti�cations.) The exception is the iteration variable, as will be seen
below.

The following code assumes that there is an environment, that the regis-
ters Xi and Xj are free, and that slots Yk and Yl are free in the environment.

code for storing the value of m in Xi
code for storing the value of n in Xj

inline '<' L2 Xi Xj
get_variable Yl Xj

L1: get_variable Yk Xi
code for �

put_value Yk Xi

put_value Yl Xj
iterate_int Xi Xj L1

L2:

The registers are used in the same way as for the previous case. A loop
invariant at L1 is that Xi contains the counter and that both Xj and Yl
contain the upper limit. Apart from the cost of accessing permanent vari-
ables, the total overhead in the loop is the four instructions get variable,
put value, put value and iterate int. This should be constrasted with a
corresponding recursive program for which one must allocate and deallocate
environments at every recursive call, even if it if known that the body of the
recursive clause is deterministic.

7.3 General

There are predicates in the body and an environment must be allocated
for the clause in which the bounded quanti�cation occurs. The body may
introduce choice points and one must therefore be careful not to overwrite
local variables when the previous iteration has introduced a choice point.
This is completely analogous to tail recursion optimisation: the environ-
ment must not be deallocated if there is a more recent choice point. This
is accomplished below by the repeat instruction, which may allocate an
environment of the same size as the current environment and copy (most
of) it.

The following code assumes that k permanent variables are needed in the
body (apart from the counter and the upper limit) and that the compiler
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has placed the values for the non-local variables in registers X0 to Xk � 1.
The registers Xk and Xk + 1 are thus free.

code for storing the value of m in Xk + 1
code for storing the value of n in Xk
inline '<' L3 Xk + 1 Xk

allocate* k + 2
save_registers k + 1

L1: code for �
put_value Yk Xk

put_value Yk + 1 Xk + 1
iterate_int* Xk + 1 Xk L2

repeat L1

L2: deallocate

L3:

This is similar to the deterministic case, but a new environment is allocated
for the bounded quanti�cation. Because any previous environment then be-
comes inaccessible it is important that everything that is needed has been
moved to registers, much as for an ordinary predicate call. The new environ-
ment is initialized from the temporary registers (get variable instructions
are not needed for the locally quanti�ed variables). If there is no current
environment where the bounded quanti�cation occurs, the allocate* in-
struction above should be replaced by an ordinary allocate instruction.

The repeat instruction copies the current environment if there is a more
recent choice point; it obtains information about the size of the environment
through the cp register, as usual (although one could make it an argument
to the instruction, because the size is statically available). Every call

instruction in the code for � should thus claim the environment size to
be k + 2.

If the repeat instruction �nds that the current environment is (still) more
recent than the choice point, that test is the only extra overhead as compared
with the previous case. In case of nondeterminacy there is the cost of copying
the environment, but that cost is comparatively low due to that copying is
done by a very tight loop inside the repeat instruction, rather than by a
sequence of instructions. In addition, the repeat instruction always copies
Y0, : : :Yk to X0, : : : , Xk, so all information is always available in registers at
the beginning of each iteration.

8 Examples

These examples show how to express some algorithms as bounded quanti�-
cations, comparing with corresponding recursive programs. Machine code
for the programs is also given, illustrating the compilation schemas above.
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8.1 Inner Product

The relation e i p holds for two vectors x and y, and a number s if s is the
Euclidean inner product of x and y (i.e., s is the sum of the products of
corresponding elements of x and y).

e_i_p(X, Y, S) :-

size(0, X, N), size(0, Y, N),

sum(0 <_ I < N, X[I] * Y[I], S).

It can be compiled to the following machine instructions.

e_i_p/3:

put_void X3

builtin size X0 X3

builtin size X1 X3

zerop X3 L2

put_constant 0 X4

put_constant 0 X5

L1: put_void X6

builtin elt X5 X1 X6

put_void X7

builtin elt X5 X0 X7

builtin '*' X6 X6 X7

builtin '+' X4 X4 X6

iterate_int X5 X3 L1

L2: get_value X2 X4

proceed

One corresponding recursive program for the same relation is

e_i_p(X, Y, S) :-

size(0, X, N),

size(0, Y, N),

e_i_p_rec(N, X, Y, 0, S).

e_i_p_rec(0, _, _, S0, S) :- !, S0 = S.

e_i_p_rec(I, X, Y, S0, S) :-

J = I-1,

S1 = S0 + X[J] * Y[J],

e_i_p_rec(J, X, Y, S1, S).

for which a compiler might produce the instructions below. We include this
(not particularly original) code sequence to convince the reader that the
same degree of optimisation has been applied in the compilation of these
programs.
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e_i_p/3:

put_void X5

builtin size0 X0 X5

builtin size0 X1 X5

put_value X5 X0

put_value X0 X1

put_value X1 X2

put_constant 0 X3

put_value X2 X4

execute e_i_p_rec/5

e_i_p_rec/5:

switch_on_term L2 L4 L1 L4 L4

L1: switch_on_constant 1 (0 L4) L5

L2: try L4

trust L5

L3: get_constant 0 X0

get_value X3 X4

proceed

L4: builtin '1-' X0 X0

put_void x6

builtin elt X0 X1 X6

put_void X7

builtin elt X0 X2 X7

builtin '*' X5 X6 X7

builtin '+' X3 X3 X5

execute e_i_p_rec/5

8.2 Factorial

The relation factorial holds for two nonnegative integers n and f if f is the
factorial of n.

factorial(N, F) :-

product(1 <_ I <_ N, I, F).

which can be compiled to the following machine instructions.

factorial/2:

put_constant 1 X2

builtin '1+' X0 X0

put_constant 1 X3

inline '<' L2 X2 X0

L1: builtin '*' X3 X3 X2
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iterate_int X2 X0 L1

L2: get_value X1 X3

proceed

Note that this bounded quanti�cation is compiled to a quite tight loop,
consisting of only two instructions. One corresponding recursive program
computing the same relation follows.

factorial(N, F) :-

factorial_rec(N, 1, F).

factorial_rec(0, F0, F) :- !, F0 = F.

factorial_rec(N, F0, F) :-

F1 = F0 * N,

M = N-1,

factorial_rec(M, F1, F).

If one were to code this recursive program to count up (like the bounded
quanti�cation program), instead of down, it would become somewhat slower.
It would become slower still if we assumed that the compiler was not clever
enough to never generate any choice points when the �rst argument is
ground.

factorial/2:

put_value X1 X2

put_constant 1 X1

execute factorial_rec/3

factorial_rec/3:

switch_on_term L2 L4 L1 L4 L4

L1: switch_on_constant 1 (0 L3) 4

L2: try L3

trust L4

L3: get_constant 0 X0

get_value X1 X2

proceed

L4: builtin '*' X1 X0 X1

builtin '1-' X0 X0

execute factorial_rec/3

Still, when running each program 5000 times with input 1000, the bounded
quanti�cation program is on average more than twice as fast as the recursive
program.3

3The results of both programs are garbage in our implementation because it does not

provide integers of arbitrary precision; the run times are still relevant.
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8.3 Numerical Integration

The relation intsimp holds for three numbers a, b and i, and a positive
integer n if i is an approximation to the integral

R
b

a
f(x) dx where n is the

number of intervals. We assume that the proposition '[x; y] is true if and
only if f(x) = y, where f is the function being integrated.

intsimp(A, B, N, I) :-

W = (B-A)/N,

size(0, G, 2*N+1),

all(0 <_ J < 2*N+1, '[A+J*W/2; G[J]]),
sum(0 <_ J < N, W * ( G[2*J] +

4*G[2*J+1] +

G[2*J+2])/6, I).

which can be compiled to the following machine instructions (we omit the
least interesting parts in the interest of brevity).

intsimp/4:

allocate {maximum size 7}

get_variable Y2 X2

get_variable Y3 X3

{code computing W, G and 2*N+1 (in X2 and Y4)}

get_variable Y4 X2

zerop X2 L2

put_constant 0 X0

L1: get_variable Y6 X0

{code calling r/2 to compute G[J]}

put_value Y6 X0

put_value Y4 X2

iterate_int X0 X2 L1

L2: put_value Y2 X0

zerop X0 L4

put_constant 0 X1

{four put-instructions}

put_constant 0 X14

L3: {code that puts the value of the body in register X3}

builtin '+' X14 X14 X3

iterate_int X1 X0 L3

L4: get_value Y3 X14

deallocate

proceed

8.4 Fibonacci

The relation �bonacci holds for two integers n and f if f is the nth Fibonacci
number (the pairs in the relation are (1; 1), (2; 1), (3; 2), : : :).
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fibonacci(N, F) :-

size(0, T, N),

all(0 <_ I < N,

(I = 0 -> T[I] = 1 ;

I = 1 -> T[I] = 1 ;

otherwise -> T[I] = T[I-1]+T[I-2]),

F = T[N-1].

which can be compiled to the following machine instructions.

fibonacci/2:

put_void X2

builtin size0 X2 X0

zerop X0 L5

put_constant 0 X3

L1: put_constant 0 X4

inline '=' L2 X3 X4

put_constant 1 X4

builtin elt X3 X2 X4

jump L4

L2: put_constant 1 X4

inline '=' L3 X3 X4

builtin elt X3 X2 X4

jump L4

L3: builtin '1-' X4 X3

put_void X5

builtin elt X4 X2 X5

builtin '1-' X4 X4

put_void X6

builtin elt X4 X2 X6

builtin '+' X5 X5 X6

builtin elt X3 X2 X5

L4: iterate_int X3 X0 L1

L5: builtin '1-' X0 X0

builtin elt X0 X2 X1

proceed

We have not compared this program directly with any recursive program
and note that this is a quite natural program to write using bounded quan-
ti�cation. The naive recursive program

fibonacci(1, 1).

fibonacci(2, 1).
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fibonacci(N, F) :-

fibonacci(N-1, F1),

fibonacci(N-2, F2),

F = F1+F2.

is, on the other hand, horribly ine�cient. The e�cient recursive program
is tail recursive and around three times faster than the bounded quanti�-
cation program. We are contemplating the quanti�ers needed to write that
algorithm using a bounded quanti�cation.

fibonacci(1, 1).

fibonacci(2, 1).

fibonacci(N, F) :- N > 2,

fib_rec(N, 1, 2, F).

fib_rec(3, _, B, B).

fib_rec(N, A, B, F) :- N > 3,

fib_rec(N-1, B, A+B, F).

8.5 Oriented Forest

The relation �nd holds for two vectors p0 and p if p0 and p are oriented
forests representing the same equivalence relation and the depth of p is one.

find(P,P) :-

all(I index_of P, P[I] = P[P[I]]).

find(P0,P) :-

all(I index_of P0,

J^(P0[I] = J,

(J = P0[J] -> P1[I] = J ;

otherwise -> P1[I] = P0[J]))),

find(P1,P).

The program can be compiled to the following machine instructions.

find/2:

try_me_else 3

get_value X0 X1

put_void X2

builtin size0 X0 X2

zerop X2 L2

put_constant 0 X3

L1: put_void X4

builtin elt X3 X0 X4

builtin elt X4 X0 X4

iterate_int X3 X2 L1
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L2: proceed

L3: trust_me

put_void X2

builtin size0 X0 X2

builtin size0 X1 X2

put_void X6

builtin size0 X6 X2

zerop X2 L7

put_constant 0 X3

L4: put_void X4

builtin elt X3 X0 X4

inline elt L5 X4 X0 X4

builtin elt X3 X6 X4

jump L6

L5: put_void X5

builtin elt X4 X0 X5

builtin elt X3 X6 X5

L6: iterate_int X3 X2 L4

L7: put_value X6 X0

execute find/2

8.6 Lessall

We will give one example that involves lists, the lessall relation, which holds
for a number a and a list of numbers l if a is less than every number in l.

lessall(A, L) :-

all(B in L, A < B).

The program can be compiled to the following machine instructions.

lessall/2:

listp X1 L2

L1: get_list X1

unify_variable X2

unify_variable X1

builtin '<' X0 X2

iterate_list X1 L1

L2: get_nil X1

proceed

8.7 Tight Loop

In the measurements below we have also included an extreme program: a
loop or tail recursive program which does nothing at all, iterating 10000
times.
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:- all(0 <_ I < 10000, true).

This tells us what the speed-up is in the repetition as such, for this imple-
mentation. The loop for the bounded quanti�cation is one instruction:

L: iterate_int 0 1 L

The loop for the recursive program is rather longer:

loop/1:

switch_on_term L2 L4 L1 L4 L4

L1: switch_on_constant 1 (0 L3) L4

L2: try L3

trust L4

L3: proceed

L4: builtin '1-' X0 X0

execute loop/1

where the sequence switch on term, switch on constant, builtin '1+',
execute is actually run in each iteration.

8.8 Run times

Table 1 shows run times for bounded quanti�cation and recursive programs
when applied to some sample data.

1. Inner product: average of 5000 runs with two 30-element vectors. The
�gures indicate that the bounded quanti�cation program is approxi-
mately 20% faster than the recursive program.

2. Factorial: average of 5000 runs with input 1000. The bounded quan-
ti�cation program is more than twice as fast as the recursive program.

3. Integration: average of 15000 runs with f(x) = 1=x2, a = 0, b = 1 and
30 intervals. The speed-up is approximately 1=3.

4. Fibonacci: average of 50000 runs with input 20.

5. Oriented forest: average of 15000 runs with a completely degenerated
tree of depth 29 as input. The speed-up is marginal; presumably
enough time is spent in backtracking operations that the gain in the
bounded quanti�cations drowns.

6. Lessall: average of 250000 runs with a 30 element list (whose elements
are all greater than the �rst argument) as input. The average speed-
up is approximately 15%, which is surprisingly high, considering how
optimised Warren's abstract machine is for such computations.
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Table 1: Run times for sample programs.

Time (ms) Time (ms)
Program Bounded Relative

quanti�cation Recursion time

Inner product 4.8 6.1 79%
Factorial 3.4 7.3 47%
Integration 3.1 4.6 67%
Fibonacci .49 | |
Forest �nd 3.5 3.6 97%
Lessall .20 .23 87%
Tight loop 7.8 47. 17%

7. Tight loop: average of 250000 runs. The �gures say that the speed-up
of iteration instructions over ordinary recursion instructions for our
implementation is approximately six times.

9 More Quanti�ers and Iterators

Apart from the quanti�ers and iterators introduced in section 2 there are
also others that may prove useful.

Consider a bounded quanti�cation array(�[i],�[i],a), unifying a with an
array containing one instance of �[i] for each value of the iteration variable
i such that �[i] is true. If the range expression �[i] contains a test then the
array may contain fewer elements than values produced by the iterators.
For example, the goal array(1 <_ I <_ 17, prime(I), I*3, A) (assuming
that prime is true for primes) would unify A with an array (/ 3, 6, 9,

15, 21, 33, 39, 51 /).

In a Prolog system with �nite sets as a data type it would clearly be
interesting to have a set quanti�er; the value of a bounded setof quanti�ca-
tion would be a set of all instances of its body (interpreted as a term) such
that the range formula is true. For example, the goal set(4 <_ I <_ 17,

prime(I), I, S) would unify S with the set {5, 7, 11, 13, 17} (if that
is the syntax for a set).

Similarly one may think of a list quanti�er which is analogous to the
array and set quanti�ers. (Incidentally, if the requirement that the range
formula must contain an iterator as a conjunct is dropped we obtain the
equivalent of Prolog's bagof \predicate".) The set and list quanti�cations
are quite similar to the set and list comprehensions that can be found in
some functional programming languages [15, 24].

A count quanti�er, which gives the number of elements for which the
range formula is true, can be included but could also be simulated by
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sum(�[i], 1, Z). Nevertheless, the meaningfulness of such a quanti�er im-
plies that one might consider extending the syntax to include bounded quan-
ti�cations with no body, for such quanti�ers.

We are considering ternary variants of the list head/tail iterators, which
produce list heads/tails together with consecutive integers that identify the
positions of the heads/tails in the list. Those positions are expensive to
compute `in retrospect' but can be obtained at little cost when the list is
traversed. Further experience will show if such constructs are motivated.

It seems reasonable to allow elt(i,a,x) and arg(i,t,x) as iterators pro-
ducing the indices of the term or array, together with the values at the
corresponding positions. The arg iterator should also accept an atomic
value, producing no values.

A Prolog system with �nite sets could have iterators for set membership
and subsethood, where the iteration variable ranges over the elements of the
set and its powerset, respectively. The actual syntax would depend on the
syntax for the corresponding concepts in the Prolog system.

In a Prolog system having a type system with user-de�ned discrete types
(enumeration types) it would make sense to have iterators corresponding to
these.

10 Related Work

Voronkov [25, 26] has (independently from us) studied bounded quanti�ers
in logic programming, although from a somewhat di�erent perspective. He
introduces a class of generalized logic programs (where program clauses
may contain bounded quanti�cations with list head/tail iterators) and a
complete variant of resolution called SLDB-resolution for running them. He
also mentions previous work in Russia.

Some authors have studied the use of bounded quanti�ers with sets, for
example in SETL [21] and flogg [11].

Lloyd & Topor [16] have studied transformation methods for running more
general quanti�er expressions, although their method will `ounder' for some
examples that can be run using this method (Lloyd, personal communica-
tion). Sato & Tamaki [20] have an interpreter that will run more general
quanti�er expressions although the method is currently not so e�cient (Sato,
personal communication). In comparison our approach is only applicable to
range-restricted formulas, but is quite e�cient for that case.

Two other related works are the methods by Bevemyr, Lindgren & Mill-
roth [9, 19] and Meier [17] for compiling recursive programs to iterative code.
Millroth's method is based on an analysis of variable binding patterns while
Meier's method, as presented, seems somewhat more ad hoc. For tail recur-
sive programs it seems to us that Meier gets code which is quite similar to
that of ours for the corresponding bounded quanti�cation (except that we
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have de�ned a small collection of new abstract machine instructions while
his code is a mix of WAM, C, etc.). Meier also considers \backtracking"
iteration, a subject we have not discussed here (compilation of bounded
existential quanti�cations). It seems to us that the instruction set we use
would be appropriate as a base also for Millroth's and Meier's methods.

The work on array comprehensions in Haskell and their compilation [1]
also seems to be relevant for our work, although their context is lazy func-
tional programming.

The Common LISP dialect (and some earlier LISP dialects) contains iter-
ation, mapping and reduction constructs that in some cases resemble ours.

The idea for using bounded quanti�cation in logic programming was in-
spired by Tennent's proposed use of them in ALGOL-like languages [22, 23],
and also by an exposition of Gries [13].

11 Conclusions and Future Work

An extension of Prolog with bounded quanti�cations has been proposed.

Our examples show that many of our bounded quanti�cation programs
are more elegant than the corresponding recursive programs, although we
have also seen several algorithms that we do not know how to express el-
egantly using bounded quanti�cations. (This was expected, because some
algorithms are expressed more elegantly using recursion, or have loops with
complicated termination tests, also in imperative programming languages.)

The speed-ups observed for bounded quanti�cation over recursion are sat-
isfactory. The overhead in loops is much lower for bounded quanti�cations
and the experiments show, as one would expect, that we get big or very
big speed-ups (up to 50%) for small loop bodies and small or very small
speed-ups for big loop bodies.

From the compilation schemas it is apparent that the code for bounded
quanti�cation is always shorter than that for tail recursion. The instruc-
tions involved are also such that any sensible implementation will run the
instructions for bounded quanti�cation faster than those for recursion. In
the simples case (only deterministic built-in in the body) we could determine
that the speed-up for our implementation was six. In other implementations
it might be another constant. In particular it would be interesting to know
the speed-up for an implementation that produces native code. Our hy-
pothesis is that one could obtain a speed comparable to that of iteration in
imperative languages, particularly if a compile-time type system (such as
the one in G�odel [14]) was employed.

Even though we consider bounded quanti�cations justi�ed in sequential
logic programming languages, for the reasons explained above, a main mo-
tivation for studying bounded quanti�cation is their potential for paral-
lelization. We have begun investigating in detail how to incorporate them
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in parallel logic programming languages and run them on various parallel
computers. We think that bounded quanti�cations will be an important
construct for elegant and e�cient logic programming in the future.
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