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Chapter 1    

 
 

 First steps in building a VRT application  
 

 
 

 
 
Learning Goals: 
 
1. To use a project workspace in MSVC or a Makefile 
2. To build the main program framework 
3. To build a scene, and scene-graph hierarchies 
4. To start and control a simulation 
5. To define a virtual camera and changing its parameters  
6. To accomplish interaction using the keyboard/mouse 
 
Assignment Lab 1: 

 
Build a scene containing a robot of a total size of 1.0 unit made of at 
least two different geometries. The robot’s initial position should be 
in the origin of the world coordinate system. The robot shall turn 
head and arms on key or mouse input.  
Implement a camera flyby from point A to point B, where the camera 
is looking at point C. Modify the camera zoom while the camera is 
animating. Camera animation shall be in 20 simulation steps, to be 
executed on key “F”. Provide some reset function on key “R” to reset 
the camera to a default position. 
 
A = (0,0,5) 
B = (-4,4,-1) 
C = (0,0.8,0) 
 
Hint: The robot can be created by modifying the car example 
described in the chapter. 
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1-1 
 

  
Building the main program framework 

 
 
A VRT application starts with an include statement of the VRT header 
file, vrt.h and the declaration of some global variables. 
 
//Example1-1 (part 1 of file car.c) 
#include "vrt.h" 
 
// global variables  
float fov = 45.0; float speed = 0.0; 
VRT_Node *car, *body, *ground; 
VRT_Node *wheel1, *wheel2, *wheel3, *wheel4; 
VRT_Node *axle1, *axle2; 
static int CAMERA_ANIMATION_STEPS = 20; 
static int ANIMATION_COUNTER = 0; 
 
// declarations needed if main is not at the end of file 
void build_scene(); 
void init_scene(); 
static VRT_HookPtr simulation_callback(VRT_CB_MSG *msg); 
 
 
The vrt.h file contains function definitions, type declarations and global 
variables and constants needed to access the VRT application 
programmers interface (API). Many functions of VRT require constant 
parameters to be passed. For example the error codes produced by a 
simulation are defined by constants. Whenever numeric VRT error codes 
appear in the console window of a VRT application, it is worthwhile to 
look for the verbose error code in order to identify the reason for the error. 
Definitions of constants can be found in the VRT Programmer’s Manual.  
 
The first step in building a VRT application is to initialize the VRT API. 
The initialization is done by calling the functions VRT_Init(&argc, argv) 
and VRT_SetDisplay(VRT_DEFAULT). For now do not worry with the 
details on how to configure the initialization functions. As specified they 
will work fine for all examples in this tutorial. Detailed descriptions of the 
initialization functions can be found in the VRT Programmer’s Manual.  
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//Example1-2 (part 2 of file car.c) 
 
int main(int argc, char *argv[]) 
{ 
   
  VRT_Init(&argc, argv); // initializes VRT Toolkit  
  VRT_SetDisplay(VRT_DEFAULT);   // sets the display type  
  build_scene();   // builds the scene graph hierarchy  
  init_scene();   // sets the initial view on scene 
  // VRT main loop install a user-define callback function 
  VRT_SetCallback((VRT_HookPtr)simulation_callback); 
 
  // simulation loop continuously calls the callback function   
  VRT_SimulationLoop();  
 
  VRT_Close();  // shuts down the simulation server  
 
  return 0; 
} 
 
After initializing the VRT API, the function build_scene() is called. It 
builds graphical objects and connects them to nodes in a scene graph 
hierarchy. The build_scene() function can of course be named 
differently, be partitioned into several functions or just entered in the main 
function (though the last alternative should be avoided).  
 
The view on the scene graph is also configured by a user defined function, 
init_scene(). The function positions a camera pointing towards the scene 
and sets a color for the background. 
 
After the VRT API has been initialized, the scene graph has been built and 
the view on the scene graph is configured, a simulation can be started by 
calling the function VRT_SimulationLoop(). The call to this function will 
pass on all control to VRT.  
 
It is essential to most applications that they can modify their scene graph 
during simulation. To gain control over the simulation a callback function 
has to be set before calling the function VRT_SimulationLoop(). A call to 
the function VRT_SetCallback(...) is used to set the callback function 
simulation_callback().  Note that the callback function is passed on as a 
function pointer of type VRT_HookPtr.  

 
Within the VRT_SimulationLoop() the toolkit renders the 3D scene 
created in the function build_scene(). The simulation loop also 
administers user interaction and changes to the scene graph.  
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Until this point we have discussed all essential actions needed to start a 
VRT simulation. Again, these actions include: 
 
Step Reference       
Toolkit initialization VRT_Init  
Choice of display VRT_SetDisplay 
Construction of 3D scene user defined function(s) 
Setting callback function  VRT_SetCallback 
Start of simulation VRT_SimulationLoop 
Toolkit de-installation VRT_Close 
 
To make the main function in Example1-1 compile some functions still 
need to be defined. The functions to be defined are build_scene() and 
init_scene() in Chapter1-2 and simulation_callback() in Chapter1-4.  
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1-2 
 

  
Building a scene and scene graph hierarchies 

 
 
Prior to calling the simulation loop function, the initial design of the 3D 
scene should be built by the application programmer. In order to 
accomplish that, the basic concepts of scene modeling in VRT need to be 
explained. Geometries and nodes are the main two entities in VRT used 
when build a graphical environment: 
 
Geometries: 
Geometries are entities, which contain graphical representations of 
objects. As common in computer graphics, those objects are defined by a 
set of vertices. The polygons are defined by the edges between the 
vertices. 
Concretely, in VRT geometries contain vertex lists, polygon lists, and 
attributes which have some effect on the visual appearance of an object or 
polygons part of an object. 
There are many functions available to maintain geometries in VRT and to 
manipulate the colors, textures and other attributes of objects or parts of it. 
 
Nodes: 
Nodes are abstract entities, which are used to define hierarchical relations 
and to build up relational graphs. There is always one node defined in 
VRT – the root node, which is an empty node. There are rules as to how 
nodes may be associated with one another, and according to these rules, 
the typical relational graph that is allowed to be built in VRT is an a-cyclic 
directed graph. Nodes may have several child nodes but only one parent 
node. No child node in the list of a node may be an ancestor of that node 
(in other words cyclic node relations are forbidden). 
As mentioned above, nodes serve as modeling structures in order to 
express relations. In VRT, nodes have additional attributes. Every node 
carries a local transformation matrix with it, which describes the spatial 
position and orientation of a node with regard to its parent node. Further 
on, each node may contain a reference to a geometrical object, which 
exhibits some sort of a 3D shape.  
 
There are other entities in VRT such as textures and materials which are 
discussed further down in the text. For constructing a scene the above 
mentioned entities are sufficient. 
A 3D scene can be composed of graphical objects (geometries) whose 
spatial relationship can be expressed by modeling a corresponding scene-
graph where the nodes contain geometries and the spatial relationship to 
other nodes (i.e. geometries). 



    

 6

In VRT a scene is built by attaching nodes in a tree hierarchy. First the 
root node of VRT is accessed by calling the function VRT_RootNode(). 
Nodes are either attached directly to the root node or on other nodes. 
Geometries are linked to nodes. For example, for a simple car scenario, 
the scene graph would look as follows. 
 

Figure 1-1: The nodes of the scene graph hierarchy in the car.c example 
 
Observe that the scene graph only describes the relationships between 
objects. In order to create instances of objects, geometries must be created 
and attached to nodes. The simple car scenario only needs two unique 
geometries, a box and a cone, to build the entire model. The figure below 
shows the scene graphs with the references between nodes and 
corresponding geometries. 
 

Figure 1-2: The relation between nodes and the two geometries of the 
scene graph hierarchy in the car.c example 
 
It becomes evident, that the appearance of a car greatly depends on the 
spatial relations between the nodes and the geometries. Those spatial 
relationships are expressed in form of a transformation matrix, stored in 
every node instance. Modifying those matrices will alter sizes and 
positions of related geometries. Some examples of functions that sets a 
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node’s local transformation matrix to a absolute value are 
VRT_NodeSetTranslation(...) and VRT_NodeSetRotation(...). A 
node’s transformation matrix can also be updated with relative values with 
functions as VRT_NodeTranslation(...) and VRT_NodeRotate(...). 
 
The following code fragments corresponds to the hierarchy demonstrated 
above and defines the function build_scene() in the tutorial program 
code (file car.c). 
 
The first code fragment creates nodes and establishes their relation to one 
another. In other words the scene graph hierarchy is built:  
 
//Example1-3 (part 3 of file car.c) 
 
void build_scene() 
{ 
  VRT_Geometry *geom; 
  VRT_Node *wrf; 
 
  wrf = VRT_CreateWorldReferenceFrame(); 
  car = VRT_NodeNew(VRT_RootNode(), "car main node"); 
  body = VRT_NodeNew(car, "car body"); 
  axle1 = VRT_NodeNew(body, "front axle"); 
  axle2 = VRT_NodeNew(body, "rear axle"); 
  wheel1 = VRT_NodeNew(axle1, "front left wheel"); 
  wheel2 = VRT_NodeNew(axle1, "front right wheel"); 
  wheel3 = VRT_NodeNew(axle2, "rear left wheel"); 
  wheel4 = VRT_NodeNew(axle2, "rear right wheel"); 
 
 
Note that the function VRT_NodeNew(...), creates a new node entity which 
is returned after function execution. The user should always save node 
entities returned by the function VRT_NodeNew(...) in variables of type 
VRT_Node in order to be able to address the nodes later on. The function 
VRT_NodeNew(parent_node, “logical name”) takes two arguments. The 
first argument is the instance variable of the parent node and the second 
one is the logical name of the new node. Nodes are never referenced by 
their logical names only by their instance variables. 
 
So far the program code has generated the abstract relational model of the 
scene. In order to fill the scene graph with real objects, geometric entities 
must be created and linked to the nodes. The user may create geometries 
by defining vertices and polygons, but this can be a cumbersome work to 
be done, and will be discussed at a later point. At this time, we will instead 
use the higher level functions supplied with VRT. They are designed to 
assist in creating common used geometrical objects, for example boxes 
with VRT_Box(...) and cones with VRT_Cone(...).  
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The following two code fragments will create all geometries used for the 
car example and attach them to nodes in the scene graph. The visual 
attributes of the geometries are altered with the function 
VRT_GeometrySetShadingModel(...). 
 
//Example1-4 (part 4 of file car.c) 
 
  // Create a flat red box geometry and set it to the body of 
the car 
  geom = VRT_Box(2.0f, 0.2f, 1.0f); 
  VRT_GeometrySetColor(geom, 255, 10, 10, 255); 
  VRT_GeometrySetShadingModel(geom, VRT_SM_FLAT); 
  VRT_NodeSetGeometry(body, geom); 
 
  // Create a yellow cone (tube) as a axel geometry  
  geom = VRT_Cone(0.1f,0.1f,1.2f, 10); 
  VRT_GeometrySetColor(geom, 255, 255, 10, 255); 
  VRT_GeometrySetShadingModel(geom, VRT_SM_SHADE); 
 
  // Attach the yellow axel geometry to axel1 and axel2  
  VRT_NodeSetGeometry(axle1, geom); 
  VRT_NodeSetGeometry(axle2, geom); 
 
Note that only one geometry entity is required to model two instances of 
the axel geometry. Due to the fact, that the axel geometry created by 
VRT_Cone(...) is associated with two nodes, it will appear two times in 
the scene. The same is the case for the wheel geometry defined below. 
 
//Example1-5 (part 5 of file car.c) 
  
  // move axel1 to the rear position of the car 
  VRT_NodeRotate(axle1, -90, 0, 0); 
  VRT_NodeTranslate(axle1, 0.2f, -0.1f, -0.2f); 
 
  // move axel2 to the front position of the car 
  VRT_NodeRotate(axle2, -90, 0, 0); 
  VRT_NodeTranslate(axle2, 1.5f, -0.1f, -0.2f); 
 
  // create a almost black wheel geometry 
  geom = VRT_Cone(0.3f,0.3f,0.2f, 10); 
  VRT_GeometrySetColor(geom, 10,10,30,255); 
  VRT_GeometrySetShadingModel(geom, VRT_SM_FLAT); 
 
  // attach the wheel geometry to the wheel nodes 
  VRT_NodeSetGeometry(wheel1, geom); 
  VRT_NodeSetGeometry(wheel2, geom); 
  VRT_NodeSetGeometry(wheel3, geom); 
  VRT_NodeSetGeometry(wheel4, geom); 
 
  // adjust front left wheels position 
  VRT_NodeSetTranslation(wheel1, 0, 1.2f, 0); 
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  // adjust front right wheels position 
  VRT_NodeSetTranslation(wheel2, 0, -0.2f, 0); 
  // adjust rear left wheels position 
  VRT_NodeSetTranslation(wheel3, 0, 1.2f, 0); 
  // adjust rear right wheels position 
  VRT_NodeSetTranslation(wheel4, 0, -0.2f, 0); 
  // adjust the car nodes position (affects all child nodes) 
  VRT_NodeSetTranslation(car, -1.0f, 0.45f, 0.5f); 
 
  // create a flat terrain with a the bitmap ground.bmp 
  ground = VRT_NodeNew(VRT_RootNode(), "ground node"); 
  geom = VRT_Plate(1.0, "ground.bmp"); 
  VRT_NodeSetGeometry(ground, geom); 
  VRT_NodeRotate(ground, -90, 0, 0); 
  VRT_NodeScale(ground, 4, 4, 4); 
 
} // end of function build_scene() 
 

 
Finally, to put the sub-components of the car model into their right place, 
appropriate transformations must be carried out upon the nodes, which 
represent the corresponding sub-components of the car. In the example 
above, a number of translations and rotations are applied upon the axle 
nodes in order to change their spatial relation to the car body node. In 
order to fully understand, which amounts of translations and rotations are 
required to accomplish satisfactory results, one must understand right-
handed coordinate systems, and how the build functions for creation of 
graphical objects build up the geometric shapes. More information on that 
can be found in the VRT programmer’s manual.  
 
The result of the hierarchical modeling approach with nodes can be seen in 
figure1-3. Despite the fact that only two generic objects are used (box and 
cone), the “car” has a genuine look, mainly because of the spatial 
transformations associated with nodes and the geometries attached to the 
nodes.  

Figure 1-3: Screenshot from the car.c example 
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It can be concluded, that the scene graph is a powerful approach to 
maintain complex spatial relationships. In the course of programming with 
the VRT API it might happen that it is difficult or even impossible to 
model a specific geometric relationship between two objects by simply 
having a trivial parent-child relationship. In those cases it can be handy to 
build a chain of modeling nodes, which do not at all reference geometries 
but function as means for modeling more complex cascaded 
transformations. 



    

 11

 

 

1-3 
 

  
Starting and controlling a simulation 

 
 
As described earlier in this document, program flow control is passed on 
to the simulation toolkit as soon as the function VRT_SimulationLoop() is 
called. Prior to that, the user should define a callback function which will 
be called by the simulation loop each time a new frame is rendered. The 
callback function is called before the new frame is rendered. It cannot be 
said how often per time interval the callback function will be executed, 
since the speed of the simulation loop depends mainly on the time it takes 
to render a frame. The complexity of the scene and the rendering 
performance of the host system are the major performance factors. 
On the other hand, the user defined callback function must return control 
to the calling simulation loop within an acceptable period of time (for 
example after 5 milliseconds) in order to not block the entire simulation 
flow. The design of the callback function must be considered very 
carefully. This means in particular, that input/output operations must be 
realized in asynchronous manner.  
 
The definition of the user defined callback function is always in the 
following style: 
 
static VRT_HookPtr simulation_callback(VRT_CB_MSG *msg); 
 
The name of the function needs not necessarily read 
simulation_callback, it could also have a different name. However, the 
parameter list (VRT_CB_MSG *msg) and the function type static 
VRT_HookPtr must be preserved. 
 
The parameter passed on to the callback function is a message structure 
with five variables (msg->id and msg->arg1 to msg->arg4]). If for 
example a mouse movement is detected then msg->id is set to  
VRT_MSG_MOUSE_PASSIVE_MOTION and msg->arg1 contain the mouse’s  x-
coordinate and msg->arg2 contain the y-coordinate The message 
parameter is used to handle mouse-events, keyboard strokes, timer-events. 
The VRT_SimulationLoop() interprets the message sent by the system and 
takes different action depending on what id the message has. Afterwards, 
the event is passed on to the user’s callback function for further evaluation 
and event handling. 
At this moment, we will not focus on the msg parameter and handling of it. 
Instead we will look on a very trivial callback function: 
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static VRT_HookPtr simulation_callback(VRT_CB_MSG *msg) 
{ 
  VRT_NodeRotate(wheel1,0,0.3,0); 
  VRT_NodeRotate(wheel2,0,0.3,0); 
  VRT_NodeRotate(wheel3,0,0.3,0); 
  VRT_NodeRotate(wheel4,0,0.3,0); 
  VRT_NodeTranslate(car,0.001,0,0); 
  return; 
} 
 
This callback function does not care about messages from keyboard or 
mouse instead it rotates each of the four wheel nodes by 0.3 degrees about 
the y axis and then translates the car about 0.001 units along the x-axis. 
Since the wheels are child nodes of car, they will move accordingly. After 
that, the function returns control to the simulation toolkit. 
The effect of this function will be that the simulation after startup will 
animate the car with rotating wheels and moving it stepwise along the x-
axis after each rendered frame.  
 
Since there is no control for starting and stopping the animation, the car 
will soon disappear from the scene. In order to accomplish controlled 
animation and action of objects, operations like the ones seen in the code 
above should always be performed depending on state variables or 
animation control variables. An example of that will be shown in the 
next section. 
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1-4 
 

  
Defining a virtual camera and changing its parameters 

 
 
Some functions have been discussed earlier, which manipulate the attitude 
of the virtual camera model. In general, the default camera model in VRT 
is, as is in most other 3D programs, a perspective projection camera 
model, with central perspective. This means, that the virtual image (on 
which the scene will be rendered) is perpendicular to the line of sight of 
the virtual camera, and is centered at the line of sight. 
The figure below shows the so-called World Coordinate System (WCS) 
and a typical camera configuration within that reference frame. The WCS 
is the initial spatial reference in a simulation according to which all 
geometric references are made. 

Figure 1-4: The world coordinate system and a typical camera 
configuration in this world. In this scenario, the camera up-vector is 
equivalent to the y-Axis of the WCS i.e. up=(0,1,0).The look-at point is the 
origin of the WCS i.e. (0, 0, 0). 
 
The virtual camera model comprises the following concept: An observer 
(camera) position in the virtual world, a focal point, towards which the 
camera is facing (line of sight) and an up-vector, which defines the 
direction of the vertical edge of the camera picture. This vector can be 
used to define the spin direction around the line-of sight axis and defines 
therefore camera roll. 
 
Those parameters are always required, whenever a call to 
VRT_SetDefaultCamera(...) is made. The parameter list of this function 
requires the following order: 

x 

y

z

O = {0, 0, 0} 

camera 
up-
vector 

camera 
position 

camera 
look-at 
point 
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( Pos_x, Pos_y, Pos_z,  
  Lookat_x, Lookat_y, Lokkat_z,  
  Up_x, Up_y, Up_z ) 
 
The initial camera in Example1 is positioned to the point x=6, y=8 and 
z=8 and points towards origo of the scene.  
  
//Example1-6 (part 6 of file car.c) 
void init_scene() 
{ 
  // install and set a virtual camera  
  VRT_SetDefaultCamera(6.0, 8.0, 8.0, 0,0.0,0.0,0.0,1.0,0.0); 
 
  // set the background color  
  VRT_SetClearColor(0.0, 0.0, 0.0, 0.0); 
 
  // set the initial field of view for the camera  
  VRT_SetCameraFieldOfView(fov); 
} 
 

 
The properties of the camera lens can manipulated by using the function 
VRT_SetCameraFieldOfView(fov) where fov is an angle parameter 
measured in degrees. It tells how narrow or wide the field of view of the 
camera is. A narrow field of view will result in a zoom-in effect, while a 
large field of view will exhibit peripheral parts of the scene.  
 
To conclude this chapter, the implementation of a camera animation is 
now being demonstrated. It will show the concept of animation state 
variables to control dynamic effects in the scene. 
 
Suppose that the camera initial starting position is 5 units above the xz-
plane and 5 units along the z-axis. Given in WCS coordinates the point is 
(0,5,5). On specific action, camera animation should be performed in that 
way, that the camera is slightly moving down upon the xz-plane in a 
number of steps. In the example 20 animation steps is used to reach the 
final camera position in (0,0,5). 
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//Example1-7 (part 7 of file car.c) 
static VRT_HookPtr simulation_callback(VRT_CB_MSG *msg) 
{ 
  float af; 
 
  if (ANIMATION_COUNTER) 
  { 
    af = 1 - 

(float)ANIMATION_COUNTER/(float)CAMERA_ANIMATION_STEPS; 
    VRT_SetDefaultCamera(0,5-5*af,5, 0,0,0, 0,1,0); 
    ANIMATION_COUNTER--; 
  } 
 
 
Two variables are responsible for the control of the camera animation. The 
animation counter ANIMATION_COUNTER is used to count the current stage 
of the animation and to indicate if an animation is running or not. At the 
start of an animation the ANIMATION_COUNTER is initialized to the value of 
CAMERA_ANIMATION_STEPS which is the total number of animation steps to 
be performed. Within the simulation loop an if-clause performs the 
animation if ANIMATION_COUNTER is not equal to zero.  
Note, that for animation control, it often comes handy to calculate the 
percentage fraction af of how far animation has been proceeding. It can be 
calculated using both animation parameters using the formula shown 
above in the code. Observe also, that typecast to format float or double 
must be applied to yield correct results on division. Otherwise, if integer 
type arguments are divided, wrong fractional values are returned. 
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1-5 
 

  
Interaction with keyboard and mouse 

 
 
Until now it has been discussed how scenes are built up and how simple 
animations can be performed. As could be seen in the previous chapter, 
animation state and control variables are the most important mechanism to 
accomplish object behavior. However, nothing has been said about how 
those animations can be controlled by the user. Controlling the scene 
comprises to start and stop animations, to manipulate speed and direction 
of objects or to even modify the geometric shape of objects (deformation). 
 
The most common ways to interact with the computer is the keyboard and 
the mouse pointer. The concept of the simulation callback function allows 
the user to respond to event messages. The users’ intervention with the 
mouse or the keyboard triggers events, which are passed on to the window 
of the application in focus. As a VRT developer, one can catch those 
windows system messages and initiate specific actions. For that purpose, 
the (VRT_CB_MSG *msg) parameter passed to the simulation callback 
function must be evaluated.  
 
Keyboard events 
In the case of a keyboard intervention from the user, the msg->id field of 
the (VRT_CB_MSG msg) parameter will contain either the globally defined 
value VRT_MSG_KEYBOARD_DOWN or VRT_MSG_SPECIAL_DOWN.  Standard keys 
as ‘a’-‘z’ and ‘0’-‘9’ are mapped with VRT_MSG_KEYBOARD_DOWN and 
special keys as VRT_KEY_F1 - VRT_KEY_F12 and with 
VRT_MSG_SPECIAL_DOWN. There are numerous values defined. To identify 
all the various key-combinations see the VRT Programmer’s Manual.  
 
In order for the program to detect that the key ‘A’ has been pressed by the 
user, a switch-statement in the simulation callback function is used to 
check the msg parameter against different alternatives. The switch 
statement, switch(msg->id), identifies the type of the message. In the 
case of msg->id being a VRT_MSG_KEYBOARD_DOWN event (a key down 
action by the user has been reported) the msg->arg1 field of the message 
returns the character value of the pressed key. Other keys, as for instance 
the left arrow key (here VRT_KEY_LEFT), is identified when msg->id is a 
VRT_MSG_SPECIAL_DOWN event. 
 
It can be seen from the source code in example1-8, that pressing the key 
‘a’ will start the camera animation described in section1-4, because the 
animation counter is set to the value CAMERA_ANIMATION_STEPS, which 
starts the animation loop in example1-7. 
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//Example1-8 (part 8 of file car.c) 
 
  // the wheels are rotated with the speed 0.3f * speed 
  VRT_NodeRotate(wheel1,0.0f,0.3f*speed,0.0f); 
  VRT_NodeRotate(wheel2,0.0f,0.3f*speed,0.0f); 
  VRT_NodeRotate(wheel3,0.0f,0.3f*speed,0.0f); 
  VRT_NodeRotate(wheel4,0.0f,0.3f*speed,0.0f); 
  // the car moves with the speed of 0.001f * speed 
  VRT_NodeTranslate(car,0.001f*speed,0.0f,0.0f); 
 
  switch (msg->id) 
  { 
  case VRT_MSG_KEYBOARD_DOWN: 
    switch(msg->arg1) 
    { 
    case 'a': 
      ANIMATION_COUNTER = CAMERA_ANIMATION_STEPS; 
      break; 
    case 'h': 
      VRT_SetDefaultCamera(5.0,3.0,6,0.0,0.0,0.0,0.0,1.0,0.0); 
      break; 
    } 
    break; 
 
  case VRT_MSG_SPECIAL_DOWN: 
    switch(msg->arg1) 
    { 
    case VRT_KEY_UP: 
      speed+=0.5; 
      break; 
    case VRT_KEY_DOWN: 
      speed-=0.5; 
      break; 
    case VRT_KEY_LEFT: 
      fov -= 1.0; 
      VRT_SetCameraFieldOfView(fov); 
      break; 
    case VRT_KEY_RIGHT: 
      fov += 1.0; 
      VRT_SetCameraFieldOfView(fov); 
      break; 
    default: 
      break; 
    } 
    break; 
  } 
  return 0; 
} // end of function simulation_callback() and file car.c 
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Mouse events 
Mouse events are identified when msg->id is set to one of the event 
parameters VRT_MSG_MOUSE_BUTTON, VRT_MSG_MOUSE_PASSIVE_MOTION, 
VRT_MSG_MOUSE_ENTRY, VRT_MSG_MOUSE_MOTION.  
To handle the four kinds of mouse interaction, case statements has to be 
created for each of the event types.  
 
If msg->id is equal to VRT_MSG_MOUSE_BUTTON the mouse events 
VRT_LEFT_BUTTON, VRT_MIDDLE_BUTTON and VRT_RIGHT_BUTTON can be 
identified with msg->arg1 and their current state VRT_DOWN or VRT_UP 
with msg->arg2. msg->arg3 is the x-coordinate and msg->arg4 is the y-
coordinate. 
 
If msg->id is equal to VRT_MSG_MOUSE_PASSIVE_MOTION, the position of the 
mouse cursor can be identified with msg->arg1 for the x-coordinate and 
msg->arg2 for the y-coordinate. 
 
If msg->id is equal to VRT_MSG_MOUSE_ENTRY, the states VRT_LEFT and 
VRT_ENTERED are identified with msg->arg1. They are used to identify 
when the mouse enters and leaves the window the VRT application is 
running in. 
 
If msg->id is equal to VRT_MSG_MOUSE _MOTION, the position of the mouse 
cursor can be identified with msg->arg1 for the x-coordinate and msg-
>arg2 for the y-coordinate. 
 
// an example of detecting mouse pointer position 
  switch (msg->id) 
  { 
    case VRT_MSG_MOUSE_PASSIVE_MOTION: 
      current_mouse_x = (float)msg->arg1; 
      current_mouse_y = (float)msg->arg2; 
      break; 
    default: 
      break; 
  } 
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Chapter 2    

 
 

 Mastering light and material  
 

 
 
Learning Goals: 
 
1. To learn different types of light sources 

 
2. To understand the role of surface orientation and lightning 
 
3. To understand the role of surface tessellation in regard to  
     illumination 
 
4. To handle and implement different types of light 
 
5. To be able to manage own material properties  
 
Assignment Lab 2: 

 
1. Implement a program, which shows a spotlight source. Choose a 

geometric representation for the light, which indicates the direction 
of light. Model also the light cone in form of a transparent cone, 
based on the real spotlight angle parameter. The spotlight must be 
controllable with keyboard. The position and direction must be 
adjustable as well as the cone angle and fall-off parameters off the 
light. 

2. Implement a benchmark program, which shows a sphere in the 
middle of the scene, which is illuminated by up to 6 different 
animated spotlights. The spotlights are supposed to spin around 
the sphere and shall point upon the sphere. The sphere shall be 
either locked to the center of the universe or bounce up and down. 
Use light position and target tracking to control the spot lights. 

3. Use the program from 2. and record average frame rates for 
2,3,4,5, and 6 activated spotlights. On keyboard activation, create 
a bar chart in the same scene, which shows those different frame 
rates. Do this for two differently high resolved representations of 
the sphere. 

Hint: Read chapter and run programs before solving the assignment. 
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2-1 
 

  
Lighting models and light types 

 
 
 
Appropriate use of light in a virtual scenario is an essential part of the 
scene creation process. The effects of different light sources and materials 
chosen in a specific setting not only determine whether or not subtle 
details will appear visible and realistic in the scene. Due to the 
computational expensive effort required for calculating lighting effects, 
they also influence rendering speed and therefore interactivity of a virtual 
environment. 
 
Physically correct simulation of the relation between light and matter 
requires tremendous amounts of computation power and is therefore today 
only found in ray-tracing applications, which calculate images and video 
sequences off-line at non-interactive frame rates.  
It is typical for interactive 3D computer graphics applications to use 
simplified models of light and shading. In VRT the light models are based 
upon the OpenGL functionality of lights. 
 
In general, three different types of light are used in VRT. Ambient light 
can be considered as a scene background light, which is present anywhere 
in the scene at equal amounts. It has no specific direction and will 
contribute to illuminate silhouettes of objects in a constantly shaded 
fashion. The calculation of ambient light does not pay attention to 
individual object orientation nor surface direction. Therefore, structures of 
surfaces will not become visible by using ambient light only. In VRT 
simulations, there is always a small amount of ambient light in the scene 
in order to make objects appear even if light configuration has been 
performed in an erroneous manner. 
 
Directional light can in its simplest implementation be considered as being 
a light which has a direction and is of constant intensity over the scene. 
The origin of directional light sources is considered to be at a point 
infinitely far away.  Therefore the rays of directional light are parallel. 
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Figure 2-1: shows a scene with a teapot and a base plane illuminated with 
ambient light only.  As can be seen, the scene is very dark, and only 
silhouettes of objects can be seen 
 

 
Figure 2-2: shows the same scene as above illuminated with one 
directional light source. The position of which is at infinity towards the 
direction of the blue axis, while its direction is opposite and anti-parallel 
to the direction of the blue axis.  
 
Objects shaded with directional light reflect more light from surfaces 
facing towards the light source and the observer than surfaces facing away 
from the light. The effect is that some surfaces on the object are 
highlighted and some are dimmed. Directional light is a general-purpose 
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type of light that can be used in many applications. It is relatively easy to 
comprehend its parameters and effects, and it gives quite acceptable 
results at rendering.  
Observe: In illumination with directional light (figure 2-2), the distance 
relation between the surface position and the light source does not 
contribute to shading and illumination. The angular relation between light 
direction and surface inclination solely determine the lighting on the 
rendered scene. 
 
In VRT directional light sources can also be combined with positions and 
attenuation parameters and are then called positional lights. In this more 
elaborated way of implementing directional light, the angle between the 
rays emanating from the light position and hitting the objects surface, as 
well as the angle between the surface and the observer is contributing to 
the illumination effect. In addition, the light may have a linear or 
exponential decreasing intensity with increasing distance between light 
source and object.  
 

 
Figure 2-3: shows positional light, which has a source position at the 
position of the small yellow ball. The direction of light spreads 
symmetrically from the light position. With this illumination method, the 
light source position is taken care of, and therefore the distance between 
the light position and surface points plays a role for the illumination 
result. 
 
Observe that illumination of the base plane in figure 2-3 is varying 
depending on the distance between the surface points on the plane and the 
light position. This gives a much more realistic appearance of light. 
However, it requires additional vector calculations and will reduce 
rendering speed significantly. 
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Spotlights are the most advanced types of lights available in VRT. A 
Spotlight is a directional and positional light that control the distribution 
and sharpness of light in the cone of a spotlight. The amount of light 
decreases linearly or exponentially from the center of the light cone. The 
distance between the light position and the illuminated object plays a role 
for the shape of the light spot visible on the objects surface. The fall-off 
curve of the light intensity within the light cone can be controlled and 
therefore the sharpness of the light spots borders can be controlled.  
Spotlights offer the most advanced illumination effects, but due to their 
computational complexity they can slow down an application 
significantly. 
 
 

 
Figure 2-4: shows a directional spotlight which has a source position at 
the position of the small yellow ball and which is pointing towards the 
center of the coordinate system. Observe that light is onlyspread within a 
cone shaped beam of certain given angle. Outside this beam, no 
illumination is evident. The intensity distribution of light within the beam 
can be controlled, as well. 
 
Since the spotlight in figure 2-4 is the only light source in the scene and 
only illuminates a locally limited area the total scene appears very dark. 
As can be seen, outside the spotlight cone, only global ambient scene 
illumination renders the silhouettes of the objects visible.  
 
Note: In order to benefit from illumination effects offered by directional 
lights and spotlights, surface normal vectors must be defined either per 
vertex or per polygon. Erroneous or undefined surface normal vectors 
might cause strange rendering artifacts. 
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Above pictures have been created using the sample program 
lights1.C. Compile and execute this program to study the effects of 
the different light types. The four different light settings can be activated 
by using the keys ´1´, ´2´, ´3´, and ´4´ on the keyboard. 
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2-2 
 

  
Object related shading properties to control lighting 

 
 

Whenever lighting calculation is enabled in a 3D environment (which is 
the case in VRT simulations) the color appearance of objects in a 
simulation is determined by the objects surface properties and the 
properties of existing light in a scene.  
Lighting takes into account the fact that light is being cast onto an objects 
surface and that it is scattered and reflected depending on the surfaces 
material properties. A certain amount of light is reflected towards the 
observers viewing position (i.e. the virtual camera position).  
It is essential for these calculations that the surface orientation is known. 
In interactive computer graphics, objects and their surfaces are commonly 
built from a contiguous set of polygons. The surface directions are given 
by normal vectors, which are defined perpendicular to the surface in a 
number of surface points. 
Basically, the number of surface orientation samples given in terms of 
normal vectors determines how good the result of object surface shading 
will look. 
 
The role of normal vectors and different shading models 
 
Constant shading i.e. Flat shading: 
The simplest way to define surface orientation is to specify a normal 
vector per polygon. In this case one calculation of color and shading is 
performed for the entire polygon based upon the direction of this polygon 
as specified by the polygons normal vector. This polygon is then shaded 
constantly with the determined color value. The effect of this type of 
surface shading is that adjacent polygons with differing orientations will 
have different colors and in their sharing edges a very evident color 
gradient will become evident. 
Figure 2-5 below shows the same scene known from previous figures, 
illuminated and shaded with Flat shading. Note the individual coloring of 
every polygon and the facetted appearance of the teapot. 
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Figure 2-5: shows the scene illuminated with a spotlight and a positional 
light source using flat-shading method. 
 
Color interpolation shading i.e. Goraud-Shading: 
The illusion of increased surface shading quality can be achieved if 
surface orientation is sampled at more than a single point on a polygon 
and if surface orientation is determined in the border regions of adjacent 
polygons. In this way, adjacent polygons will have similar or identical 
colors in their adjacent borders which reduce the facetted appearance of 
polygon surfaces. 
The color interpolation shading method takes normal vectors for each of 
the polygon vertices. The shading color is therefore identified in the 
polygon’s vertices and then the color inside the polygon is interpolated 
between the surrounding polygon vertices and edges. Note that normal 
vectors must be specified per vertex. Since vertices usually are shared 
among several polygons in a polygon mesh, normal vector calculation 
usually should yield an averaged surface direction from the adjacent 
polygons. 
The picture shown below shows the same scene as above however shaded 
with Goraud shading.  
 
Note: Whenever surface normal vectors are not defined for an object, 
VRT makes its own assumptions on the surface orientation. In some cases, 
this can cause very strange coloring of those objects. 
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Figure 2-6: shows the scene illuminated with a spotlight and a positional 
light source using Gouraud shading method. The base plane has the same 
tessellation as in figure 2-5. 
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2-3 
 

  
The role of object tessellation for lighting results 

 
 

The term tessellation means approximation of an objects surface by 
appropriate number and configuration (position, direction and coherency) 
of polygons. In terms of rendering speed it is always desirable to keep the 
total number of polygons in a scene low in order to reduce computational 
efforts. However, objects which have many curvatures must be 
approximated with many polygons if they shall be recognizable. 
As mentioned above, the number of surface samples for the surface 
orientation contributes to the quality of the surface shading result. 
Therefore, even if only constant shading is enabled (shading per polygon) 
the visual quality is enhanced by increasing the number of polygons 
because simultaneously the number of surface normal vectors (orientation 
samples) per area has increased as well.  
Constant shading with finely tessellated surfaces is usually undesirable – 
instead interpolation shading using normal vectors per vertex is preferred 
due to performance optimizations. However, there are exceptions where a 
higher polygon count simply is required in order to make lighting effects 
visible.  
 

   
Figure 2-7: The base plane in the picture to the left has a coarse 
tessellation compared to the base plane in the picture on the right with a 
more finely tessellated surface. 
 
As can be seen from figure 2-7, the effect of the spot light only becomes 
evident if the plane is resolved with enough polygons (picture to the right). 
In the picture to the left, only a few polygons build up the plane. Lightning 
calculation is only performed on the vertices of these few polygons and 
shading values are then linearly interpolated across those polygons. This 
yields a smoothly shaded appearance but it disguises the actual effect of 
the spotlight cone. 
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In the picture to the right, a fine tessellation of the plane has been chosen. 
Light calculations performed on the larger number of vertices return a 
more precise light distribution than on the plane in the picture to the left. 
The sharp falloff of light is evident where the spotlight cone intersects 
with the finely tessellated plane. This example shows that an appropriate 
surface tessellation must be chosen to achieve the wanted illumination 
effect. 
 
 
The sample program lights2.c demonstrates the effect of object 
related shading models on surface illumination as well as the impact of 
various object tessellations on the visual appearance of lighted surfaces. 
Study the source code of lights2.c in order to learn about the 
keyboard and function assignment. Compile the program and experiment 
with different combinations of tessellation and object shading model. 
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2-4 
 

  
Colors and materials 

 
 

Object colors and opacity 
There are two different ways in VRT to specify the color appearance of 
objects. 
The shortest way to set surface colors to an object is to define its red, 
green, and blue color values and alpha. VRT will use these colors to 
calculate both ambient and diffuse light reflection on the object surface. 
Colors can be set and read by calling the function: 
 
VRT_GeometrySetColor(VRT_Geometry *geom, int r, int g, int b,   
                     int alpha); 
VRT_GeometryGetColor(VRT_Geometry *geom, int *r, int *g, int  
                     *b, int *alpha); 
 
Note that red, green, blue and alpha values must be integer and in the 
range of [0 … 255]. The alpha channel controls transparency of objects. A 
zero alpha value makes an object totally transparent and it will therefore 
not be visible at all. An object with an alpha value equal to 255 is 
completely opaque and will block out the sight of occluded objects. 
Color properties are usually set for an entire object using the above 
mentioned geometry manipulation functions. In addition, color can also be 
set for individual polygons within a geometry, if the geometry handle is 
known. This can be convenient way of changing the color of just a few 
polygons of an otherwise uni-colored object. To accomplish this, the 
functions can be used. 
 
VRT_PolygonSetColor(VRT_HPlg poly, int r, int g, int b, int a); 
VRT_PolygonGetColor(VRT_HPlg poly, int *r, int *g, int *b, int  
                    *a); 
 
Light and material 
The above mentioned way of manipulating an objects surface color might 
work sufficiently well for most applications, since ambient and diffuse 
light are the most common light types in a scene, and the above mentioned 
techniques consider color reflection for both of those two light types. 
If, however, more realistic and advanced lighting effects are desired, more 
complex material property descriptions are required to specify the objects 
appearance. In particular, selective control of ambient and diffuse color 
reflection is desirable. Materials are composed of five different 
components which can be manipulated individually: 
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Ambient color: The red, green, blue and alpha color components 
multiplied with the ambient light components in the scene.  
 
Diffuse color: The red, green, blue and alpha color components multiplied 
with the diffuse components of the lights in the scene. This color 
contribution is much depending on the direction from which the light falls 
upon the vertex/polygon. Therefore, this color component dominantly 
responds to directional lights sources and their respective diffuse color 
components.      
 
Specular color: The red, green, blue and alpha color components 
multiplied with the specular components of the light sources in the scene. 
Specular reflections are strongest at surfaces, which are oriented towards 
the observer. The intensity of reflected light also depends on the angle 
between light falling upon the surface and the direction to the observer. 
 
Shininess: Controls how reflective or specular an object appears. 
Primarily, the shininess parameters control how much of incoming light is 
reflected to the observer depending on the angle between light rays and 
surface and the direction between the surface and the observer. The 
shininess is an exponential factor. 
 
Emission: The red, green, and blue color values including an alpha value 
of an object. The emission color component of an object is independent of 
any light available in the scene. The color components tell which color the 
object itself is emitting.  
 
Altogether these material parameters comprise four RGBA floating point 
quadruples and one floating point shininess constant. The materials are 
defined as an array of 17 floating point values. The values are normalized 
in the interval [0.0 - 1.0].  
Due to the simplicity of material parameter blocks, no specific material 
objects are defined, nor are there routines to manipulate materials.  
Instead, the user is allowed to define materials by providing individually 
configured arrays of floating point values. The sequence of the 17 
parameters in a material property array is as follows: 
 
 
 
AR  (ambient red [0.0 – 1.0]) 
AG (ambient green [0.0 – 1.0]) 
AB (ambient blue [0.0 – 1.0]) 
AA (ambient alpha [0.0 – 1.0]) 
DR  (diffuse red [0.0 – 1.0]) 
DG (diffuse green [0.0 – 1.0]) 
DB (diffuse blue [0.0 – 1.0]) 
DA (diffuse alpha [0.0 – 1.0]) 
SR  (specular red [0.0 – 1.0]) 
SG (specular green [0.0 – 1.0]) 
SB (specular blue [0.0 – 1.0]) 
SA (specular alpha [0.0 – 1.0]) 
ER  (emission red [0.0 – 1.0]) 
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EG (emission green [0.0 – 1.0]) 
EB (emission blue [0.0 – 1.0]) 
EA (emission alpha [0.0 – 1.0]) 
SC   (shininess co-efficient [0.0 – 1.0]) 
 
 
The VRT function used to assign a material property to an object is: 
 
VRT_GeometrySetMaterial(VRT_Geometry *geom, float *material);  
 
Observe that the material pointer supplied to the function must refer to a 
valid array of at least 17 floating point values upon function call. The 
function will copy the material properties supplied by the calling process 
internally as an attribute of the geometry. Therefore, after call to 
VRT_GeometrySetMaterial(...) any changes to material will not affect 
the actual properties of the geometry. 
 
The VRT function to retrieve an objects material property array is: 
 
VRT_GeometryGetMaterial(VRT_Geometry *geom, float *material);  
 
Observe, that the parameter material must point to a valid memory 
location which can keep at least 17 floating point values! Otherwise, 
undefined system failures can be caused. If the geometry geom has no 
material definition, the entire array to which material is pointing will be 
set to zero values after the call to VRT_GeometryGetMaterial(...). 
 
In VRT there are 25 different predefined materials available with the 
names VRT_MAT_1 through VRT_MAT_25. Please use the supplied tutorial 
program material.c to explore the effect of different material properties. 
See the function CheckMaterialKeys(WPARAM key) in the file material.c 
to identify the keys used for control of the different material properties. 
 
The sample program material.c demonstrates the effect of different 
material parameters on the reflection of light. 
Study the source code of material.c in order to learn about the keyboard 
assignments and in order to learn about the material related functions of 
VRT and their calling syntax. 
Compile the program and experiment with different combinations of 
tessellation and object shading model. 
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2-5 
 

  
Implementing and controlling light 

 
 
This chapter summarizes the VRT library function calls required to 
manipulate the object and light parameters in order to achieve the effects 
discussed before. 
 
Object properties affecting lighting and shading 
In VRT objects can be shaded in different shading modes. As discussed 
earlier, flat shading and interpolation shading are used to render the 
surfaces of objects in different qualities. In addition, there is another 
rendering type; wire-frame representations of objects or geometries. This 
type of visualization only draws lines between polygon vertices and is 
therefore useful for diagnostic and debugging purposes, because it shows 
the connectivity of vertices and geometry tessellation. 
Object shading is a property of all geometries in the scene. A geometry 
can be controlled with the following geometry manipulation function: 
 
VRT_GeometrySetShadingModel(VRT_Geometry *geom, int  
                            shadingmodel); 
 
VRT_GeometryGetShadingModel(VRT_Geometry *geom, int* 
                            shadingmodel); 
 
In VRT the shading model can be one of the following constants: 
 
VRT_SM_UNDEFINED  
VRT_SM_WIRE       
VRT_SM_FLAT       
VRT_SM_SHADE      
VRT_SM_TEXTURE    
 
By default, objects are being shaded using flat shading. Textured shading 
and texture mapping is discussed in a separate tutorial. 
Without explicitly defining the orientation of polygons, VRT can 
determine the polygon normal vectors of a geometry at the time of the 
creation. VRT calculate the polygon normal vectors using the vertices of 
the polygons belonging to the geometry. If vertices of the geometry are 
moved, this has an impact on polygon normal vectors.  
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Therefore, if vertex manipulations have been performed, the following 
utility function should be called in order to update the polygon normal 
vectors: 
 
VRT_GeometryCalcFaceNormals(VRT_Geometry *geom); 
 
Globally defined light settings by default 
A VRT simulation has always a minimum amount of light pre-installed. 
These pre-installed settings are chosen such as to provide sufficiently 
enough light to illuminate the area 1.0 units around the center of the 
universe. Therefore it is advisable to start off building the scene from the 
origin of the universe with approximate sizes of objects not bigger than 
2.0 units in diameter. However, using the light control functions, light can 
be adjusted to whatever individual need might occur. 
 
By default there is always a certain amount of background ambient light. 
It is white and can not be adjusted in its intensity/color by the user. It is 
meant to assure a minimum illumination for pale objects in the scene. 
 
The default_light is a handle to the only one predefined light source in 
the scene, which can be manipulated by the user. The default light is a 
directional light coming from the sky/ceiling directed downwards the 
negative direction of the y-axis in the scene. This should intuitively mimic 
daylight from above. The ambient color of the light is slightly reddish, 
diffuse and specular colors are slightly bluish. The handle default_light 
is available to the application programmer in order to adjust it to 
individual needs. 
 
The colors of the default_light are: 
 
colors[12] =  { 0.331f, 0.3f , 0.31f, 1.0f,    
                0.84f , 0.84f, 0.87f, 1.0f,  
                0.9f  , 0.9f , 0.94f, 1.0f }; 
 
Creation of lights 
Apart from the predefined default light, additional lights can be created 
and activated whenever desired. It must however be pointed out, that 
every additional activated light source in a scene has a significant impact 
on rendering performance. Light sources are being created using the 
function: 
 
VRT_Light *VRT_LightNew(int light_type);  
 
Where light type is one of following parameters: 
 
VRT_LIGHT_DIRECTIONAL 
VRT_LIGHT_POSITIONAL  
VRT_LIGHT_SPOT        
 
A pointer to a new light source object is being returned. Without further 
manipulations, the new light has the following properties: Its ambient 
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color is black, its diffuse and specular colors are full intensity white, and it 
is not attenuated. 
It is positioned at 1 unit up the y-axis [0.0, 1.0, 0.0] and its direction is 
downwards the y-axis i.e. [0.0, -1.0, 0.0]. When creating lights, observe 
the interdependencies of the lights attributes and light type (see also 
below). 
 
Activation of lights 
Once created, lights can be switched on and off whenever desired. By 
default, a light is in switched on state immediately after creation. The 
switching functionality allows the user to define a number of different 
lights and to perform lightning animations. Observe, however that there 
are limits to the number of user definable lights. The functions for 
switching lights and for retrieving their switch states are: 
 
VRT_LightSwitchOn(VRT_Light *light); 
VRT_LightSwitchOff(VRT_Light *light); 
VRT_LightGetSwitchState(VRT_Light *light); 
 
Limits of lights 
The current implementation of VRT allows the user to define  
 
VRT_LIGHTLIST_MAXLIGHTS = 32  
 
different light sources at the same time. If additional lights are being 
created using the function above a VRT error 
VRT_ERR_LIGHTLISTOVERFLOW will be prompted.  
Depending on the implementation limits of the underlying OpenGL 
drivers, only 8 lights at the same time can be activated. If the user switches 
on more than eight light sources at the same time, VRT will use the first 8 
activated light sources in the light list, and deny the remaining activated 
light sources. Also, an error VRT_ERR_TOOMANYLIGHTS will be prompted in 
the simulation console output window. 
 
Light parameter settings 
The three different light types available in VRT require different 
parameters to be set correspondingly. Since the type of a light can be 
changed at any time after creation, lights have generally the complete 
parameter set with them. Note that not all parameters are used depending 
on what the type of the light is at the present moment. 
 
Directional lights (VRT_LIGHT_DIRECTIONAL): 
As the name indicates, the directional light is a light source at infinity, and 
the light emerging from it has parallel rays pointing towards a specified 
direction. 
The direction of this light can be set and read explicitly using the 
functions: 
 
VRT_LightSetDirection(VRT_Light *light, float dx, float dy,  
                      float dz); 
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VRT_LightGetDirection(VRT_Light *light, float *dx, float *dy,  
                      float *dz); 
 
Where dx, dy, and dz are the components of the direction vector in global 
universe coordinates. Observe that the intensity of directional light is 
independent of its position. Therefore, the positional attributes of a 
directional light are primarily not used. Neither do the attenuation 
coefficients have any effect to the directional light, since it is not 
attenuated in dependency of its position. 
 
The color of a light is common for all types of light sources. Light 
parameters are set and read using the functions: 
 
VRT_LightSetColors(VRT_Light *light, float *colors); 
VRT_LightGetColors(VRT_Light *light, float *colors); 
 
Where color points to a linear array of floating point color parameters 
specifying the color components for ambient, diffuse and reflective 
shading. A sequence of three quadruple color components in normalized 
from is assumed in the form: 
 
AR  (ambient red [0.0 – 1.0]) 
AG (ambient green [0.0 – 1.0]) 
AB (ambient blue [0.0 – 1.0]) 
AA (ambient alpha [0.0 – 1.0]) 
DR  (diffuse red [0.0 – 1.0]) 
DG (diffuse green [0.0 – 1.0]) 
DB (diffuse blue [0.0 – 1.0]) 
DA (diffuse alpha [0.0 – 1.0]) 
SR  (specular red [0.0 – 1.0]) 
SG (specular green [0.0 – 1.0]) 
SB (specular blue [0.0 – 1.0]) 
SA (specular alpha [0.0 – 1.0]) 
 
 
Positional lights (VRT_LIGHT_POSITIONAL): 
Positional light sources are local lights which means that their illumination 
effect is depending on their location and depending on the distance 
between the object to be shaded and the light source. Therefore, additional 
parameters must be specified for positional lights as well as for sport 
lights, which tell how much light intensity is diminishing with distance. 
These are the so-called attenuation parameters. 
There are three parameters which control light attenuation in dependency 
of the distance between light source and shaded surface. 
 
kc :  Constant attenuation 
kl : Linear attenuation 
kq: Quadric attenuation 
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The attenuation factor for light intensity is calculated as follows: 
 

af
k k d k dc l q

=
+ ⋅ + ⋅

1
2  

 
By default the three parameters are set to (1.0, 0.0, 0.0) which according to 
above formula means, that there is initially no attenuation of light. 
Observe that the attenuation parameters for positional lights and spotlights 
must be chosen according to the actual spatial dimensions in order to yield 
reasonable shading results. 
Light attenuation factors can be set and read using the functions: 
 
VRT_LightSetAttenuation(VRT_Light *light, float *attenuation); 
VRT_LightGetAttenuation(VRT_Light *light, float *attenuation); 
 
The argument attenuation is a pointer to an array of three floating point 
values. 
 
Positional light sources are point lights which mean that they are 
positioned at a given location and spread light towards all directions 
around this position. Therefore, the directional parameters are not taken 
care for in the case of positional lights. 
The color of point lights is manipulated identically across all light types. 
 
Changing the position of a positional light source or a spotlight can be 
performed in a twofold way. By setting/reading the lights position 
explicitly in universe coordinates using: 
VRT_LightSetPosition(VRT_Light *light, float x, float y,  
                     float z); 
VRT_LightGetPosition(VRT_Light *light, float *x, float *y,  
                     float *z); 
 
Here, the universe co-ordinates of the light position are given explicitly 
either by value or by reference. 
 
Automatic position tracking 
Sometimes, it can be desirable to have a light following a moving object. 
In these cases it is not always trivial to retrieve the light global position in 
universe coordinates. Therefore VRT provides a function to attach a light 
source to a node within the scene graph hierarchy. The functions 
 
VRT_LightSetPositionNode(VRT_Light *light, VRT_Node nposition); 
VRT_LightGetPositionNode(VRT_Light *light); 
 
Set or retrieve the lights position node. Whenever the position node 
parameter of a light source contains a valid node of the scene graph, the 
VRT runtime system automatically tracks the lights position with the 
global position of this node. As soon as a NULL parameter is set, the 
lights explicitly set position is used again. This feature is very useful if 
moving light sources are intended to be animated. 



    

 38

Note: Automatic position tracking is only meaningful for positional light 
sources and spotlights. 
 
 
Spotlights (VRT_LIGHT_SPOT): 
Spotlights are positional lights with all features described under positional 
lights. However, spotlights spread their light only in a limited direction. 
The light cone of a spotlight has a specific opening angle and light 
intensity is decreasing in a characteristic way from the center of the beam. 
There are two parameters, which control the sharpness of the cone beam 
and the opening angle of the light cone: the exponent and the cutoff. 
They can be set and read using the following functions: 
 
VRT_LightSetSpotParameters(VRT_Light *light, float exponent,  
                           float cutoff); 
VRT_LightGetSpotParameters(VRT_Light *light, float *exponent,  
                           float *cutoff); 
 
 
Valid values for cutoff are in the range of [0.0 – 90.0]. The cutoff angle 
defines the opening of the light cone measured from the center of the light 
cone. Therefore, a value of 90.0 results in a 180 degree wide cone beam. If 
the cutoff parameter is set to 180.0, the light source is treated as a 
positional light. 

 

-90                                    Center of cone beam                                   90 
 
The graphics shows how light intensity falloff behaves for increasing 
exponent values in this case of 0,1, 2, and 10. 
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Valid values for the exponent are in the range between [0.0 – 128.0]. The 
exponent controls how sharp the light falls of from the center of the cone 
beam. By default the exponent is set to zero, which results in a constant 
light distribution within the light cone.  
 
Automatic direction tracking  
In addition to position tracking, VRT also supports automatic tracking of 
light direction. This feature is only of interest for directional light sources 
and, of course, for spotlights. Direction tracking is accomplished by 
defining a target node for the corresponding light source using the 
functions: 
 
VRT_LightSetTargetNode(VRT_Light *light, VRT_Node *ntarget); 
VRT_LightGetTargetNode(VRT_Light *light); 
 
Whenever VRT encounters a valid target node in the light parameters, the 
direction will be calculated as follows: If there is position tracking enabled 
(i.e. position node valid), the direction from the position node to the 
direction node in global universe coordinates is calculated. This 
automatically calculated direction overrides the direction explicitly set 
using the VRT_LightSetDirection function. If position tracking is not 
enabled (i.e. NULL node as position node), the direction from the 
explicitly (fixed) set position towards the target node is calculated and 
overrides the explicitly set direction. 
 
The sample programs lights1.c and lights2.c show how VRT 
functions are used to create and manipulate light types, and how to use the 
geometry related material/shading manipulation functions. Study the 
source code of these programs to understand how the related functions 
described in this section are used. 
 
The sample program lights3.c gives an example on how the spotlight 
parameters of a light source can be modified in order to change light cone 
focus and light distribution within a spot light cone. Study the source code 
to understand the related VRT functions the keyboard assignment. 
Compile the program and experiment with different combinations of 
exponent and cutoff parameters. 
 
The sample program lights4.C demonstrates how light sources can be 
animated easily by using the automatic tracking function for light position 
and direction. Study and compile the code and study the effect of the 
animated lights. Modify the source code in order to learn how you can 
manipulate light position and direction to your own needs. 
 
The sample program material.c illustrates the visual effect of modifying 
ambient, diffuse and specular parameters of a material. 
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Chapter 3    

 
 

 Texture mapping  
 

 
 

 
 
Learning Goals: 
 
1. To understand texture mapping mechanisms in VRT  

2. To import external textures and to create new textures 

3. To manipulate textures 

4. To handle non square textures 

5. To get used to different texture modulation modes 

 
 
Assignment Lab 3: 

 
Implement a single program, which fulfills the requirements:  
 
1. Load the supplied texture of the top of a soft drink can and map 

it upon a quadrilateral polygon.  
2. Create your own disk geometry out of 50 segments upon which 

you map the texture such that the top of the can appears visually 
correct. Calculate vertex coordinates and texture coordinates 
appropriately! 

3. Create a red sphere of diameter 1 units in the center of the world 
coordinate system. In front of it, create a light blue, diagonal 
raster screen through which the sphere can be seen partially. 
The screen width shall be 2 units along the x and 2 units along 
the y axis. The number of holes in each direction should be 64. 
Use texture mapping and stencil techniques to model the raster 
screen! 

4. Read the supplied dart texture and make it appear on a 
quadrilateral polygon in the scene. For a given number of 
arbitrary hit positions on this texture (given in u/v) coordinates, 
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identify what area of the target had been hit (bulls eye, white 
ring, black ring) and create corresponding feedback. 

5. Re-use the supplied flame texture and map it upon an 
appropriate polygon. Create a texture animation, which 
advances the five sub-frames on keyboard input. 

 
Extra assignment! 
 
6. Read the supplied fireplace texture, create a number of 

appropriate polygons and map the texture upon these polygons 
so that a visual appealing fireplace will be generated. See also 
handouts from the texture mapping lecture. 

 
Hint: Use the source code texture.c as a framework to solve the 
assignment 
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3.1 
 

 
Texture mapping mechanisms in VRT 

 
 
General 
The use of textures and application of textures in VRT is accomplished 
through high level functions, which basically make use of a number of 
underlying OpenGL texturing functions. As a consequence of this, 
textures have in general to satisfy certain constraints: 
The size of a texture image must always be square while at the same time, 
the width (and height) must be a power of two. Generally the size of a 
texture image is therefore n2 x n2. 
The total size is in practice only limited by the number of texture memory 
available. Depending on the host system you are running your simulation 
on and - more commonly - depending on the OpenGL implementation, 
limits might however occur, when textures exceed the size of 512x512 or 
1024x1024 texels. This is often due to the fact, that optimizations in the 
texture engine put limits on the available texture memory address space. 
Although various numbers of texel formats are defined in the OpenGL 
specification, the VRT toolkit tries to simplify the programming situation 
and therefore only handles one texel format of 32 bit per texel. Hereby 8 
bits are used for each red, green, blue, and alpha channel. 
 
Mapping 
Textures or texture images are always mapped upon basic graphical 
primitives. In VRT, these primitives are polygons. The way in which the 
texture is going to appear upon a textured polygon depends on the 
definition of the texture co-ordinates. Texture co-ordinates are stored 
together with the cartesian co-ordinates and the normal vectors in a vertex 
list of every geometry. Therefore, when building up the vertex list of a 
geometry, appropriate texture co-ordinates must be provided for those 
vertices which are shared by a textured polygon. 
Common functions to set, read and modify texture co-ordinates in the 
vertex array are: 
 
VRT_GeometryAddVertex(...); 
VRT_GeometryGetVertex(...); 
VRT_GeometrySetVertex(...); 
 
For a detailed description of the parameter list, please consult the VRT 
Programmer’s Manual. 
 
Texturing of geometries in VRT can be handled in a twofold way. 
Basically, texturing is a property which is associated with individual 
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polygons of an object. Therefore, geometries containing many polygons 
can be textured with different texture maps on different polygons, or 
eventually partly be non-textured. In order to assign the texture property, 
initially a texture map must be associated with any one polygon. This is 
accomplished through a call to 
 
VRT_PolygonSetTexture(VRT_HPlg poly, VRT_Htx texture); 
 
Hereby the parameter poly identifies a handle to a polygon, which is 
returned whenever a new polygon has been created using the function 
VRT_GeometryNewTriangle or VRT_GeometryNewQuad.  The parameter 
texture is referring to a texture handle which is returned whenever a 
texture map has been loaded from an external file or has been created at 
runtime (see also texture creation functions below). 
In order to retrieve a handle to a polygons texture, you might call the 
function 
 
VRT_PolygonGetTexture(VRT_HPlg poly); 
 
which returns a handle of type VRT_Htx. 
 
The above mentioned method of applying texture maps upon geometries is 
recommended for situations where geometries with only a few 
(differently) textured polygons are supposed to be created. Another way to 
apply texture maps upon geometries is to call the function: 
 
VRT_GeometrySetTexture(VRT_Geometry *geom, VRT_Htx texture); 
 
This function applies the given texture texture to any polygon in the 
polygon list of the specified geometry geom and therefore results in a 
geometry which is entirely textured with the specified texture map. 
Essentially, this is a higher level function, which automates the job of 
assigning textures individually to all polygons of the given geometry. 
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3.2 
 

 
Creation of textures 

 
 
Import 
The most common way to create textures in VRT is to read an externally 
stored picture file, which is supposed to be used as a texture map. The 
function  
 
VRT_LoadTexture(char *filename); 
 
reads an externally stored windows bitmap file, allocates memory and 
translates the picture data into texture memory and returns a handle of type 
VRT_Htx to the texture created. Note, that certain preconditions must be 
fulfilled by the texture file: 
 
The file type must be Windows Bitmap BMP, uncompressed format! 
The bitmap must be stored in true 24 bit true color mode! 
The bitmap size must be of the form n2  x n2 ! 
 
If any of those conditions is not met, or if the filename points to a 
resource, which is not existent, an invalid texture handle will be returned. 
 
As stated above, VRT handles internally a 32 bit texel format. 
Unfortunately, many paint programs on the market do not allow the user 
to manipulate and save pictures with 32 bit including 8 bit alpha channel. 
The alpha channel is used predominantly for controlling opacity or 
stenciling of textures.  
For these reasons, VRT makes the following simplification. When 
creating a texture map from an external bitmap file, a complete texture 
map including alpha channel is allocated. When translating the picture 
data into texture memory, color values are copied, whereas alpha channel 
values are set depending on the pixel color. In general, all texels are 
assigned full opacity (i.e. a value of 255). Only those texels whose 
corresponding pixel color is set to an RGB value of (0, 0, 0) are assigned 
an alpha value of 0. This will has the effect that parts of a texture can be 
stenciled out by assigning black color to the corresponding areas in the 
bitmap file. In that way, it becomes easier for the developer to create 
stenciled textures by painting with the “invisible” color black. 
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Texture creation 
For some applications it might be desirable to create texture maps by the 
program. For example picture data is retrieved by the program in a 
different fashion other than bitmap files or if an algorithm is supposed to 
create visual patterns which are supposed to serve as texture maps. In 
these situations, VRT supposes that the user can provide the raw texel data 
in some memory place and can provide the dimension of the texture map. 
Then, a call to  
 
VRT_CreateRGBATexture(int sx, int sy, char *texels); 
 
will create and compile a texture map. Note that sx and sy must for the 
time being be of equal size and must be of form n2. Texels is a pointer to a 
previously allocated memory area which contains at least sx*sy*4 bytes 
of texture data. If this pointer does not suffice this condition, severe 
program or system crashes could be a consequence! Within this linear 
memory area, the texels are organized row by row, where each row 
contains of sx quadruples RGBA (red, green, blue, alpha). 
 
Example: For a 128x128 texture map, at least 128x128x4=65536 bytes of 
memory must be allocated.  
The only thing a user has to take care about is to allocate this block of 
memory and fill it with appropriate content. The subsequent call to 
VRT_CreateRGBATexture(...) will transfer the memory bitmap into 
texture memory and create a texture handle. 
 
Example code: 
  .. 
  unsigned char *texels;   // a pointer to a  
                           // character array 
  unsigned int sx,sy,size,i; 
  VRT_Htx texture; 
 
  sx = 128; 
  sy = 128; 
  size = sx*sy*4;          // four byte per texel 
  texels = malloc(size);   // allocate texture               
                           // memory 
 
  // set each texel to gray color and half   
  // transparency  
  for (i=0; i <size; i ++) texels[i] = 128;  
 
  // create texture 
  texture = VRT_CreateRGBATexture(sx,sy,texels); 
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3.3 
 

  
Texture manipulation 

 
 
For performance reasons and OpenGL specific routines of texture 
handling, the manipulation of texture content has to be performed in two 
steps. First, the content in the application-hosted memory of the texture 
has to be manipulated. Secondly, in order to make these modifications 
effective, a call to 
 
VRT_ReplaceRGBATexture(VRT_Htx *texture, int sx, int sy, char 
*texels);  
 
must be done so that the modified texture memory is transferred into the 
VRT internal representation of the texture. Note that this function not only 
is used to update manipulations in the texture memory, but could also be 
used to exchange the residing texture with a completely new texture of 
different size, as well. Note, however, that for the texture size the same 
requirements hold true as in function VRT_CreateRGBATexture(...).  
 
Example: Manipulation of the alpha component of a loaded texture. 
As was described earlier, the alpha channel components of an imported 
texture using the function VRT_LoadTexture(char *filename) are set 
either to full opacity (255) or to full transparency (0) depending on the 
factual color value of the bitmap pixels. Now suppose that you intent to 
use an imported texture bitmap, however, you want the texture to be only 
25% opaque (i.e. alpha = 64) for the entire texture. 
You might use the texture handle returned by the VRT_LoadTexture(...) 
function in order to obtain information on the memory address of the 
bitmap and on the dimensions of the bitmap. You then can access the 
bitmap memory, manipulate the alpha components and finally call 
VRT_ReplaceRGBATexture(...) to make the modifications have an effect. 
The texture handle is defined as follows (see also VRT Programmer’s 
Manual): 
 
typedef struct _VRT_Htx { 
  void *rawdata; 
  int listhandle; 
  int width; 
  int height; 
} VRT_Htx; 
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The example code to perform above mentioned texture manipulation 
would look something like this: 
 
  .. 
  unsigned char *texels;      
  unsigned int  size,i; 
  VRT_Htx texture; 
 
  // load texture 
  texture = VRT_LoadTexture(“sample.bmp”); 
  // retrieve size of texture memory 
  size = texture.width * texture.height * 4; 
  // loop over texture memory and modify fourth component 
  // of each texel (i.e. the alpha component) 
  i = 3; 
  while (i<size) 
  {  
    texture.rawdata[i] = 64; 
    i += 4; 
  } 
  // update texture memory 
  VRT_ReplaceRGBATexture(texture, texture.width, exture.height, 
                         texture.rawdata); 
   
 
Note that in this example all texture elements are modified and their alpha 
value is set to 64 regardless of the texels position within the texture map. 
When selectively reading or writing to texture elements, the memory 
address of a given texel (given by x- and y-coordinates) must be calculated 
appropriately. See also the lecture notes in order to find out how the 
address of specific texture elements can be calculated depending on the 
texture dimensions and texel format. 
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3.4 
 

  
Handling of non-square textures 

 
 
In many cases, an original bitmap to be used as a texture map does not 
comply with the requirement that the texture size must be of the form n2 x 
n2. There are two workarounds to handle this problem. 
 
Example:  
Let’s say you intend to use the following image within a 3D simulation. 
The original size of this bitmap is 100 x 44 pixels which is not acceptable 
to VRT texture standards. Note that in this case the aspect ratio is 100/44 
= 2,27. 
 

 
 
 
One solution is, to use a bitmap editor program which provides a resize or 
re-sample function. Then this bitmap could be super-sampled to the next 
bigger fitting resolution, which is 128x128 pixels. The result would look 
something like this: 
 

 
 
Now it is quite evident that the original bitmap has been distorted quite 
much. However, it now fills an entire texture map which can be read and 
assigned to a polygon. When creating a polygon in the simulation, one has 
to pay attention to that the aspect ratio of the polygon in the world 
corresponds to the original aspect ratio, 2.27, of the bitmap. VRT will then 
automatically resample the texture in the rasterization stage of the 
renderer, and therefore the visual result will be as desired.  
Note that this solution is easier in the sense that texture coordinates are 
very trivial to obtain.  
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                                                                                  Polygon in the world 
 
 
 
Another solution is to create a bitmap of the next bigger fitting size 
(128x128) and to paste the smaller original bitmap into one corner of this 
bigger texture. The result might look as follows: 
 

 
 
After loading of this bitmap texture, again a polygon must be created in 
world space, which has the same aspect ratio as the original bitmap size. 
However in this situation, the calculation of correct texture coordinates in 
the polygons corners is more difficult in order to map the desired sub-
region of the texture to the polygon. Since texture coordinates are passed 
on in normalized form and as floating point values, there is additional risk 
for that undesired rounding operations will lead to visual artifacts. For 
example it could happen that a thin vertical and/or horizontal stripe will be 
mapped upon the polygons lower or right side. 
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3.5 
 

  
Texture modes 

 
 
With regard to alpha channel handling and composition of the final color 
of a textured polygon, there are different ways to blend the texture color 
information with the polygons genuine color. 
 
The two pictures below show a simple quadrilateral polygon, which 
basically has a white color. Upon this polygon, a texture has been mapped, 
which is masked/stenciled using a zero alpha value for those regions of the 
texture, which are not supposed to be visible. 

 

 VRT_TEXTURE_MODULATION_DECAL   VRT_TEXTURE_MODULATION_MODULATE 
 
 
As can be seen in the left figure, the texture is stenciled correctly, 
however, in those places where no texels are drawn, the original polygon 
color (white) is visible thus showing the shape of the polygons. In the right 
figure, the pixels of the polygon which are assigned a zero alpha value 
through the texture map are not drawn at all, which leads to the desired 
stenciling effect. 
The effect a texture has on the color and on alpha values of the polygon, 
upon which it is mapped, is controlled by the texture modulation mode. 
This mode can be either of: 
 
VRT_TEXTURE_MODULATION_MODULATE 
VRT_TEXTURE_MODULATION_DECAL 
 
The texture modulation mode is a global state. Whenever a texture is 
created (either by loading or by creating internally) the current texture 
modulation mode is used and stored along with the texture. Therefore, 
prior to creation or loading of textures, you must always pay attention to 
the state of current texture modulation mode, depending on which effect 
you desire with this texture. This can be accomplished by calling the 
function  
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VRT_SetTextureModulationMode(VRT_TEXTURE_MODULATION_MODULATE); 
 
The VRT_TEXTURE_MODULATION_DECAL mode tries to combine the final 
color by overlaying the texture color over the polygon color depending on 
the textures transparency. Therefore, for transparent areas of the texture, 
the polygons original color appears as can be seen to the left. 
In VRT_TEXTURE_MODULATION_MODULATE mode, the system modulates the 
polygons actual color and transparency by using an advanced blending 
algorithm, which shall not be described, in this place. The effect of this 
blending would be that also the polygons actual pixels can be made 
transparent or even made disappear by modulating the polygon 
colors/transparencies through the textures texel values. In this way, 
undesired parts of the polygon can be stenciled out and will not even be 
rendered within the rasterization stage of the rendering procedure. 
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Chapter 4    

 
 

 Import and animation of external models 
 

 
 

 
 
Learning Goals: 
 
1. To import externally stored geometrical models into your 

simulation 

2. To master different types of animation timing 

mechanisms 

3. To implement more advanced object animation & 

interaction 

4. To align objects with vectors  

 
Assignment Lab 4: 
 
You are given a program framework of a flight Simulator, 
lab4_assignment/assignment.c, with the following functionality:  

 
1. The terrain is loaded as an OBJ-file and consists of a quadric polygon 

with a texture mapped onto it. It is 40x40 kilometers in size and 
centered at the origin of the world. 

2. The program loads an airplane model of a cessna, also represented as 
an OBJ-file. The plane is scaled to 25 metres between the wings and 
positioned at the start position in the world. It is applied with material, 
correct shading model etc. 

3. The plane is represented with several internal nodes, defining 
differents aspects of movement. The plane will have a positive forward 
acceleration up to 800 km/h. At 450 km/h the plane will increase its 
pitch about 1 degree for every 20 km/h above 450 km/h. If airborne, the 
plane will drop height at 15 m/s for every 20 km/h below 450 km/h. The 
yaw and roll of the airplane can be controlled with the left/right keys on 
the keyboard. 
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Try out the program and study the code until you have full control of what 
it does and would be able to explain it to your teacher. Then add the 
following functionality to the flight simulator: 

 
1. You are provided with another OBJ-file representing an airfield. The 

length of the main runway is 2 kilometers. Import the airfield object 
into your flight simulator and locate it so the main runway is oriented 
towards west (which is along the negative x-axis). Observe that you 
might have to lift the airfield up a little (along the positive y-axis) to 
prevent it from being partly hidden by the terrain. 

2. Line up about 10 giant balloons of diameter 20-50 meters in the 
landing corridor (east of the runway) which will function as a 
navigation help to the pilot when approaching the landing runway from 
far away. 

3. Implement a collision detection method which detects collision of an 
airplane with a balloon. If a collision occurs, make the corresponding 
balloon disappear. 

4. Allow the user to click with the mouse pointer upon a balloon. If hit, let 
the balloon change color. Let the airplane automatically track towards 
the balloon. 

5. Project a shadow of the airplane upon the ground, to improve the 
user’s ability to guess the distance to the ground. 

 

   
Hint: Before solving the assignment look at examples  
lab4_animation/animation.c 
and lab4_clock/clock.c 
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4.1 
 

  
Import of external models 

 
 
Building geometries from within a program can be a very cumbersome 
task to do. Apart from few cases, where the objects or geometries to be 
created can be represented by mathematical functions or are result of 
mathematical or statistical calculations, modeling of “real world” objects 
is best accomplished by using external modeling software such as for 
example Cinema4D. In order to be able to import those separately created 
objects, some basic knowledge on available file formats is required and 
knowledge on how objects are internally by vertices and triangles. 
To shortly summarize how graphical objects can be defined, explicit 
polygonal geometry representations are discussed here. They are 
characterized by the fact that an object is approximated by a limited 
number of polygons – often triangles. The definition of an object starts 
with a number of vertices and a list of polygons, where each polygon is 
characterized by a number of vertex references. Associated with each 
vertex are the Cartesian coordinates, and in some cases, additional 
parameters such as texture coordinates, and normal vectors. A more 
detailed presentation can be found in the course literature and lecture 
stencils. 
 
File formats 
One very common and straightforward 3D object file format is the 
Wavefront-Object OBJ file format. It can be exported by many 3D 
modeling and designing programs and, due to its ASCII text character, can 
also be inspected and manipulated by the user. 
The VRT simulation toolkit is capable of reading OBJ files. The 
application programmer can use the function VRT_LoadOBJ in order to read 
an external geometry file identified by the given file (and path) name. The 
statement  
 
VRT_Geometry *my_geometry = VRT_LoadOBJ("camaro.obj"); 
 
will read an object’s geometry which is stored in the “camaro.obj” file in 
the current path of the executed program. 
The example given below shows the structure of this OBJ file. 
Note, that the bold printed tokens are identified by the OBJ-reader 
function of the VRT toolkit. VRT does not fully support all tokens 
specified by OBJ file format specification. However, the most common 
tokens and thus files can be read. 
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“g” token: 
It identifies a geometry, and gives it a logical name. VRT does not care 
about the logical name, but uses the “g” token to start creation of a new 
geometry. 
 
“usemtl” token: 
Usually, this token identifies the name of a material, which is supposed to 
be applied to the geometries surface. The material name is very often a 
reference to a material stored in an external material library. Most OBJ-
writers do not export materials correctly, for example Cinema 4D does not 
save additional material parameters. 
In VRT, the user is allowed to manually modify the material name. VRT 
will interpret the material name as a name of a texture path/file and try to 
open and apply this texture to the geometry specified. For this case, the 
geometry’s texture coordinates must be specified and have meaningful 
values. 
 
# WaveFront *.obj file (generated by Cinema4D) 
 
g Camero_1226530 Camero_1226531 
usemtl HeadlightReflec 
v 0.554139 0.475763 -1.946404 
v -0.55642 0.475763 -1.946404 
v -0.001141 0.475759 -1.946404 
. 
. 
. 
 
 
vt 0.141867 0.336191 
vt 0.358133 0.336191 
vt 0.25 0.299949 
. 
. 
. 
 
 
f 1/1 2/2 3/3 
f 4/4 5/5 6/6 
f 7/7 8/8 9/9 
. 
 
. 
. 
 
 
“v” token: 
The “v” token adds another vertex to the vertex list of the current 
geometry to be specified. “v” statements, only identify the Cartesian 
coordinates of an object in Euclidean space. 
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“vt” token: 
Apart from the cartesian coordinates, two-dimensional texture coordinates 
can be associated with each vertex of the object. The “vt” statement adds 
two texture coordinates to the vertex list. Texture coordinates are optional 
and not used for non-textured objects. Therefore, cartesian vertex 
coordinates and texture coordinates are treated as separate lists.  
 
“n” token: 
Despite not shown in the example file above, surface normal vectors can 
be specified explicitly for vertices of an object. The “n” statement adds 
another normal vector to the normal vector list. Three floating point 
components follow the “n” statement. Only few programs do actually 
export the surface normal vectors when creating OBJ files. Normal vectors 
per vertex are used to accomplish a smoothly shaded surface of the object.  
Note that VRT provides additional functions to automatically calculate 
normal vectors for an object and therefore, in many situations, the lack of 
explicit normal vectors in the OBJ file is not a big problem. 
 
“f” token: 
The “f” token finally creates another face of the object. Following the “f” 
token, a number (at least 3) of vertex references is made which contain 
indexes to the different vertex-, texture-coordinate- or normal-vector-lists. 
Those references can contain one up to three indexes to specify one or 
several vertex properties. In the example  
 
f 1/1 2/2 3/3 
 
underlined indexes show references to the cartesian coordinate list, while 
the italic formatted indexes show references to the texture coordinate list. 
Here, a triangle is build using the cartesian coordinates with the indexes 1 
2 and 3. For each vertex, the texture coordinate are specified, too. In this 
example, also the texture coordinate indexes are chosen 1, 2 and 3. Note, 
that vertex list references start with index 1! 
 
Automatic Normalization  
Very often, objects are imported from an unknown source (usually if taken 
from internet file archives). In that case, the application programmer will 
not know bounding size of the object. Suppose that you define a table of 
length 2.0 units in your simulation (you choose meter as the unit size), and 
you import a vase object, it might happen, that the coordinates in the 
external file are specified with respect to an entirely different world 
scaling. For instance, the coordinates of the vase could be specified in 
millimeters. In this case, a vase of diameter 50 (mm) would appear as 
huge as a dome in your simulation. 
In order to face this problem of unknown unit sizes with external objects, 
VRT provides a function that  
 calculates the center of gravity of an object 
 detects the maximum extent of an object  
 centers and re-scales the coordinates of a geometry. 
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This function is  
 
VRT_GeometryNormalize(VRT_Geometry *geom); 
 
After reading a geometry and storing its handle, you should call this 
function to make sure that the total size is 1.0. Knowing that, you can 
define the transformation of the node to which the geometry will be linked 
in order to achieve appropriate size of the object in your simulation. 
Note, that VRT_GeometryNormalize operates on the values of the 
coordinate array of a geometry and does not have an impact on any node 
transformation. 
 
 
Normal Vectors 
To VRT, the presence of normal vectors is essential in order to be able to 
perform correct shading and illumination of objects. If normal vectors are 
not defined for an object or if they have strange values, shading could 
have very mysterious effects – for example objects being shaded in a flat 
white color. Whenever normal vectors of an object are not yet specified, 
either because they where not defined in an imported geometry, or because 
the user created a geometry without defining the normal vectors, the 
function  
 
VRT_GeometryCalcVertexNormals(VRT_Geometry *geom); 
 
could be executed. VRT tries to its very best to identify the spatial shape 
of an object, the polygon coherence and the surface orientation in order to 
automatically retrieve the normal vectors of surfaces.  
 
 
Face Flip 
For the purposes of backface culling and polygon shading, the order in 
which vertices of polygons are given plays an important role. The 
numbering order of the vertex indexes often depends upon from which 
application a geometry file is imported. Therefore, it happens sometimes, 
that imported objects appear to be rendered in an erroneous way. For 
example a number of faces could be missing, shading could be incorrect, 
or the inside of an object is visible instead of the outside surface.  
In those cases, face orientation implicitly given by vertex index order is 
different from VRT clockwise order. To compensate for that, the function  
 
VRT_GeometryReverseFaces(VRT_Geometry *geom); 
 
can be used to alter face orientation. Note that this function often also 
require an additional call to VRT_GeometryCalcVertexNormals(VRT_Geo 
metry *geom) in order to calculate correct normal vectors. 
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4.2 
 

  
Animation timing mechanisms 

 
 
Discrete and frame-rate dependant animation 
The frame-rate dependant animation technique uses subsequent relative or 
absolute positioning of objects. Even though movement displacements or 
angle increments can vary under the course of the animation, movement 
does not really obey physical laws of motion.  
This type of animation is most commonly implemented using animation 
counter variables. Hereby an animation is defined to take place in a 
limited number of animation steps, where each animation step is executed 
after a frame has been rendered by the VRT kernel function. Usually, for 
each animation and object, two variables are used. One specifying the total 
number of animation steps, the other is a counter, which indicates the 
current animation step being shown. Usually an “IF” clause is used on the 
counter variable to decide whether or not the animation is in progress. 
Depending on the value of the counter variable in relation to the total 
number of animation steps, absolute positions or rotations can be 
calculated and set for objects. Alternatively, relative movements/rotations 
are performed any time the simulation callback function is executed and 
the respective animation is in progress. 
Typical for this type of animation is that it can not be said beforehand, 
how long (in terms of seconds or minutes) an animation would take to be 
performed. Or in other words, simulation of real velocities is not possible, 
because the animation speed is dominated by the time-slot, which elapses 
between two subsequent calls to the simulation callback function. 
 
This time-slot is influenced mostly by: 
 rendering performance of the graphics system  
 complexity of the scene 
 processor time required for simulation callback function and functions 

called within 
 processor time required by other system services and processes  

 



    

 59

A typical statement to control frame rate dependant animation of an object 
would look like this: 
 
if ((animation_counter>0) && 
(animation_counter<max_animation_steps)) 
{ 
  VRT_NodeRotate(node, 0.0, 0.1, 0.0); 
  animation counter++; 
} 
 
 
Absolute time based, predictive animation  
This method use the time of the day or the time of the simulation, where 
time is measured in absolute time in hours, minutes, and seconds. The 
method makes an assumption that there is a prediction model which can 
determine an objects attitude (position and orientation) at any given point 
in time relative to the animation start. 
Animations of this type are always correct in the sense of physical motion 
concepts. For example velocity is simulated correctly. 
Variable time-slots between two successive calls to the simulation 
callback functions do not affect true object position in time but rather 
influence the smoothness of an animation flow. 
Quite many phenomena can be simulated using this technique. Most 
animations, whose parameters do not change significantly in the course of 
the animation, can be modeled using this technique. 
Typical examples are the course of the sun and other planets, parabolic 
motion of bullets, start of a rocket… 
A typical position prediction formula for linear motion with constant 
speed would be: 
 
P P t v= + ⋅0

v  
 
More complex functions like the parabolic curve of a bullet require higher 
order functions of time.  
Another reasonable method to predict attitude is by using look-up tables, 
which contain object attitudes depending on the time of the animation. 
This would be typical for a complex animation recorded by forehand using 
advanced tracking technology. 
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Velocity based animation using motion integrals  
 
The most advanced method to accomplish object animation is to integrate 
an object’s attitude over time using time dependent rotation and translation 
velocities. This allows adaptation of velocities in the course of an 
animation. In other words, it allows for arbitrary acceleration of motion 
and therefore to control animation at any point in time. 
An object’s position P would therefore be calculated by integration of 
motion velocity over time 
 

( )P v t dt= ∫ v  
 
whereby the object’s rotational situation would be calculated by 
integration of angular rotation velocities over time 
 

( )R r t dt= ∫ v  
 
In practical computing, motion integrals are commonly approximated by 
discrete sums of relative motion displacements, which can be retrieved by 
the time elapsed between two calculations, and the last known velocity 
and position of an object. To accomplish this, a number of variables are 
used to keep control over motion: 
 
 The true time span which has been elapsing since the last 

position/rotation calculation 
 The last known or current velocity (motion and rotation) 
 The most recent position/orientation of an object 

 
A typical code statement sequence to calculate an object’s position within 
the simulation callback function would be as follows: 
if (animation) 
{ 
  current_time = VRT_GetSimulationTime(); 
  time_elapsed = (current_time – last_time); 
  last_time = current_time; 
 
  cx = lx + vx * time_elapsed; 
  cy = ly + vy * time_elapsed; 
  cz = lz + vz * time_elapsed; 
 
  VRT_NodeSetTranslation(node,cx,cy,cz); 
 
  lx = cx; 
  ly = cy; 
  lz = cz; 
} 
 
Observe that animation can be accelerated by manipulation the current 
velocity vector (vx,vy,vz). 
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Note: Even though this method allows most flexible handling of object 
behavior, it must be pointed out that small errors caused by limited 
precision of data type representations in the computer, will sum up over 
time and introduce some incorrectness. For most applications, however, 
this would not even be noticeable.  
The problem of accumulated errors in object animation becomes more 
evident, if advanced sensor devices are used to control velocity. Since 
those systems, due to their measuring principle, have some significant 
noise, objects tend to show some instant drift or rotation. 

 
Measuring the time 
There are two functions provided in VRT to acquire real time clock 
information: 
 
The function  
 
VRT_GetSystemTime(int *h, int *m, int *s);  
 
retrieves the hour, minute and seconds of the current system time. The 
user must pass on pointers to three integer variables which will keep the 
values for hour, minute and second. The function returns void. 
 
The function  
 
VRT_GetSimulationTime();  
 
returns a float type value which tells about the number of seconds elapsed 
since the simulation was started. Due to the fractional nature of the value 
returned, small timer intervals in the millisecond range can be measured, 
too. 
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4.3 
 

  
Using sound in a VRT simulation 

 
 
Sound functionality in a VRT application is, at the present state of 
implementation, limited to one function. 
 
extern void VRT_PlaySound(char *soundfile); 
 
This function will open a sound file identified by the file (path and) name 
given in sound file and play it exactly one time. Note, that the format of 
the sound file must be WAV type.  
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4.4 
 

  
Implementing more advanced object animation and 
user interaction  

 
 
 
Picking nodes 
Advanced object behavior and interaction between objects or the user and 
objects depends highly determination of spatial co-incidence – or so called 
collisions. The simulation toolkit provides a number of functions, to 
accomplish collision detection. Those can be used richly in order to 
enhance interaction. 
 
VRT_IntersectRayNode(float *p, float *d, VRT_Node *anode, float  
                     *t, VRT_HPlg *hit_poly); 
 
The Ray-Intersect-Node function accepts the origin of a ray and its 
directional vector, to check against any given node. Observe that ray 
parameters must be specified with regard to the global world reference 
frame. The toolkit handles automatically the local transformation of the 
respective node given. The function returns 1 if collision occurred 
otherwise zero. In case of a hit, the floating-point reference to t contains a 
distance measure to the hit point. The hit-point in world coordinates can 
therefore be calculated as follows. 
 
hitpoint = p + t*d    
 
// note: p is a 3D coordinate, d is a 3D direction vector! 
 
In addition to the hit-coordinate in 3D space, the function also provides a 
handle to the polygon within that geometry, which has been hit 
 
 
Object collision 
If collision between two objects (referenced by their nodes to which they 
are linked) is intended, the function  
 
VRT_NodeIntersectNode(VRT_Node *sn, VRT_Node *tn); 
 
can be used. This function performs a simple bounding-sphere intersection 
test, which is not too specific but is sufficient for many applications. The 
function returns 1 if the objects intersect otherwise zero. 
The user does not need to take care about bounding sphere parameter 
calculation nor care about the local attitude of a given node/object. 
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Calculating picking rays 
As soon as the user intends to interact with 3D objects in the scene, there 
must be a way to accomplish a three-dimensional picking/selection task 
based upon the current mouse cursor position. The mouse cursor position 
is given in discrete 2D screen coordinates. As such it virtually covers 
millions of points which lie on a ray throughout the 3D scene, which 
emanates from the observers eye and passes through the mouse pointer 
position on the screen and continues throughout the entire scene beyond 
the display screen. This ray can also be represented as a part of the virtual 
modeled scene. The utility function 
 
VRT_CalcPickingRay(int x, int y, float *rayPos, float *rayDir); 
 
calculates ray parameters in world coordinate system for such a ray which 
emanates from the observer through the current mouse pointer location. A 
subsequent call to the above mentioned function 
VRT_IntersectRayNode(...) allows the application programmer to 
identify hit test with objects in the scene. Note, however, that there might 
be many objects on the line of sight through the mouse cursor position. 
Therefore, the distance measure t passed back by the function 
VRT_IntersectRayNode(...) should be used to identify the closest object 
hit.
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4.5 
 

  
Aligning objects with a vector 

 
 
In many situations of 3D-application programming it becomes necessary 
to align objects with other objects, or with a given direction. Explicit 
sequences of node transformations are often unsuitable to handle more 
advanced object attitude, because the results are often difficult to foresee.  
In general, the toolkit would allow to pump the attitude matrix of a node 
with an arbitrary array of 16 matrix values (see also the function 
VRT_NodeSetLocalTransform(...) in the VRT Programmer’s Manual). 
However, this requires sound understanding of the effects of different 
matrix components. 
 
A function which might be easier to grasp, is:  
 
VRT_NodePointAxis(VRT_Node *anode, int axis, float *v); 
 
This function allows for aligning the direction of one base vector of a 
nodes local transformation matrix to be aligned with an arbitrary direction 
in the world reference system. In particular, the x-, y-, or z-axis of a given 
object could, without respect of its current direction, be aligned so that it 
points towards the same direction in world reference system, as the given 
vector passed in the variable v.  
There are three constants to define either one of three base vectors:  
VRT_X, VRT_Y and VRT_Z. 
 
For instance, if you would like a cylinder to point diagonally through the 
first octant of the world reference system, you would try to align its y-Axis 
with that diagonal vector. 
 
float v[3]; 
 
V[0] = 1; 
V[1] = 1; 
V[2] = 1; 
 
VRT_NodePointAxis(cylinder_node, VRT_Y, v); 
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Chapter 5    

 
 

 Advanced camera handling and  
 interaction techniques 
 

 
 

 
 
Learning Goals: 
 
1. To use advanced camera modeling and animation  

2. To selectively and efficiently identify object collision in 3D  

3. To pick individual texels on textured polygons 

 
 
Assignment Lab 5: 
 
Implement a single program, which fulfills the requirements put below:  
 
1. Implement a simple object which is running along a roller coaster 

course. Have the camera following the object from behind. 
Alternatively, have the camera rotating horizontally around the object 
following with the object. Use the VRT_SplineCurve function to 
calculate the course of the object based upon a few control points in 
the scene. 

2. Implement a brut-force polygon collision test for two given objects in a 
scene graph hierarchy. It shall identify and mark all intersecting 
polygons of two objects (based on pseudo-code from section 5.2). 

3. Create a program, which allows the user to draw pixels on a polygon 
in 3D space using a “drawing-ray”. The ray might be emerging from 
the mouse cursor position on-screen or be another ray in the scene, 
which is controllable using the mouse pointer. Do also visualize the 
ray on specific keyboard action. 
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5.1 
 

  
Manipulating the cameras viewing parameters 

 
 
 
Static cameras in the universe 
The default function for setting the cameras position in the world has 
already been explained in Chapter 1. The function  
 
VRT_SetDefaultCamera(float ex, float ey, float ez, float cx, 
                     float cy, float cz, float ux, float uy,  
                     float uz); 
 
sets explicitly the position of the observer E = (ex,ey,ez) in the world and 
the center of the focus C = (cx,cy,cz). Therefore the viewing direction is 
defined by a vector pointing from E to C. In addition, the roll of the 
camera around the viewing axis is defined by the up-vector U = (ux,uy,uz).  
For mathematical correctness, the up-vector u should always be 
perpendicular to the viewing direction vector. It is however, not always 
easy for the application programmer to figure out, how the correct up-
vector should be for a given viewing position E and target viewing point 
C. Therefore, in practice, the specified up vector indicates approximately 
towards the actual up direction. 
Setting the camera with above-mentioned function also requires that 
positions and directions are known with regard to the global universe co-
ordinate system. 
For those reasons, this function should be used, when the camera 
viewpoint in a scene is static i.e. it does not vary so much over time, or is 
restricted to a certain number of well known pre-defined parameter 
configurations. 
 
Animated cameras 
The static view on a 3D scene is often typical for applications, where the 
user is studying intensively an object from a given perspective. Careful 
analysis of 3D scenarios often does not lend to simultaneous camera 
manipulation. 
However, in so called immersive applications, the users tend to virtually 
move themselves within a 3D scene and therefore do intensively control 
and change their viewing position. 
In order to ease handling of moving cameras, VRT allows the application 
programmer to attach the scene default camera to any node in the scene 
graph hierarchy. Whenever VRT encounters, that the default camera is 
being attached to a node it will use the nodes current attitude with regard 
to the universe coordinate system, in order to automatically calculate and 
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set the camera parameters. Attaching a camera to a node is being done 
using the following function: 
 
VRT_AttachCameraToNode(VRT_Node *node); 
 
Hereby node must point to a valid node in the scene graph hierarchy or 
must be NULL. Whenever NULL is passed to this function as parameter, 
automatic camera tracking is disabled, and the previously set default 
camera values are being used to configure the camera. Also, whenever a 
call to VRT_SetDefaultCamera(...) is issued, any previous camera 
binding to a node is being discontinued! 
The node passed to the function VRT_AttachCameraToNode(...) can be a 
node which actually represents a geometry in the scene. The nodes 
attributes or behavior is not affected by camera binding. It is however 
more common, to bind cameras to a carefully chosen construction of a 
node hierarchy, which only fulfills the purpose of modeling the camera 
animation. 
Attaching a camera to a node will cause the camera to automatically track 
the node in the following way: 
 
 The viewing position is bound to the node’s origin 
 The viewing direction is downwards the negative z-axis of the node 
 The up-vector is up the positive y-axis of the node 

 
Not always, the local attitude of a node which shall be tracked by the 
camera is suitable for controlling the cameras parameters. In those cases, 
additional nodes must be added to the node of interest, which only fulfil 
the purpose of re-arranging the cameras permanent attitude with respect to 
the node of interest. Here are some examples: 
 
Following with a moving object 
Suppose the camera shall be positioned on the roof of a car, which is 
moving through the scene. Suppose also that the geometry of the car 
which is set to the car’s node faces towards the negative x-axis of the car´s 
node.  
Attaching the camera immediately to the car’s node, will therefore have 
the effect of having the camera viewing through the right side window of 
the car, no matter how the car moves. This is, because the camera faces 
downwards the negative z-axis of the car’s node, which is to the right of 
the negative x-axis, where the front side of the car is facing to. 
The solution to the problem is to define a node (lets call it cnode) which is 
a child of the cars node. When the camera is attached to cnode, and cnode 
is rotated about 90 degrees around the y-axis, the camera will look to the 
correct direction. 
Note also, that this helper node can be manipulated while the car is driving 
through the scene. The camera can therefore travel with the car, and pan to 
the left and right, depending on were the “virtual driver” driver is looking 
toward. 
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Following behind a moving object 
Consider the same car scenario as above, this time however, the camera is 
supposed to follow the car from behind all the time at distance d. 
Again, this can be solved by using an additional helper node. This time, 
however, cnode is translated along the positive y-axes in relation to the 
cars node about the amount of d so that the cameras position is d behind 
the car (remember: the car is facing forward towards the negative x axis) 
of its node. In addition to moving cnode behind the car, also the direction 
of cnode must be adjusted such that the negative z-axis of cnode points 
towards the direction of the cars negative x-axis. As above, this can be 
achieved by rotating cnode about 90 degrees around the y-axis. 
 
Spotting around a moving object 
The camera animations above are rather simple and have been possible to 
solve with only one helper node. In practice, two or even more nodes can 
be required to model the relation between a camera and an animated object 
in a realistic way. To demonstrate this, consider that the camera in the 
above mentioned examples is now supposed to fly around the car at a 
certain height above the car, while the car is travelling through the scene. 
The cameras circular course above and around the animated car can be 
modeled very easily using two nodes, which are linked to the car’s node. 
Let’s suppose cbase is a helper node attached to the car’s node, and cnode 
is also a helper node attached to cbase. In order to accomplish a camera 
+position above and distant from the car, we can move cnode along the z-
axis and up the y-axis about equal amounts of d. The statement would look 
like this: 
 
VRT_NodeTranslate(cnode,0,d,d); 
 
In this position, however, the camera is looking across the object to be 
spotted, which is still being at (0,-d,-d) relative to cnode. Adjusting cnodes 
negative z-axis only requires a rotation of cnode about –45 degrees around 
the x-axis of cnode. 
 
VRT_NodeRotate(cnode,-45,0,0); 
 
With those two commands, cnode has been brought into a rigid relation to 
cbase and also the car’s node, such that the camera (being attached to 
cnode) is located aside and above of the car’s center and is facing 
downwards upon the cars center. 
In this situation, the role of cbase becomes evident. In order to have the 
camera rotating around the car, cbase now can be rotated continuously 
around its y axis, while the scene is animated. The rotation of cbase does 
not affect the cameras upward position and downward facing attitude but 
does change the rotational angle of this configuration in relation to the 
car’s node. 
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// within the simulation loop, advance cbase stepwise 
VRT_NodeRotate(cbase,0,0.5f,0); 
.. 
 
Freezing the camera in the current attitude of an animated object 
Suppose that the application requires the camera to travel with a specified 
node anode until, on user intervention, the camera shall be frozen in the 
nodes current attitude, while animation continues to proceed. 
While the camera is travelling, naturally the camera would be bound to 
anode with the technique described above using the 
VRT_AttachCameraToNode(...) function. 
As soon as the camera shall be frozen in the current attitude of anode, the 
camera must be detached from anode and either be 
 
a) attached to another node, with anodes current attitude, or 
b) set explicitly to appropriate default viewing parameters. 
 
Version a) can be appropriate, whenever after a while the camera is 
supposed to be further animated independently from anode. In this 
situation it is worth to create a new node nnode to which the camera will 
be attached, and which later on will be transformed. The tricky issue is 
now to align nnode with anode at the time when the camera shall be 
frozen. Without making any assumptions on anodes level in the scene 
graph hierarchy, it can generally solved in the following way: 
Retrieve anodes attitude matrix with regard to the universe, which 
represents all concatenated matrixes along the node-path from root to 
anode. 
Create a new node nnode, which is linked to root. And set nnodes local 
transformation matrix to anodes global attitude matrix. Since nnode is 
linked immediately to root, its local attitude matrix yields effectively the 
same orientation as anodes, no matter how many nodes are linked together 
from root to anode. The code fragment to accomplish this would read like 
follows: 
 
void freeze_camera_a() 
{ 
  float antm[16]; // transformation matrix of anode 
 
  VRT_NodeGetTransform(anode,antm); 
  If (nnode == NULL) VRT_NodeNew(root,”new camera node”); 
  VRT_NodeSetLocalTransform(nnode,antm); 
  VRT_AttachCameraToNode(nnode); 
  . 
  . 
} 
 
Version b) can generally be recommended, as long as no further camera 
animation starting from the frozen attitude is intended. Also, if the camera 
is supposed to follow the other nodes later on with the option for iterated 
freezing procedures. 
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Since explicit camera parameters are set with regard to the global 
reference frame of the universe, it is required to transform current camera 
position, viewing direction and up-vector to global parameters before 
calling the function VRT_SetDefaultCamera(...). 
Note that the camera attached to an animated node anode faces 
downwards the negative direction of the z-axis of anode while being 
positioned at the origin of anode with regard to the universe. The up-
direction of the camera is defined by anodes y-axis. Note that 
VRT_SetDefaultCamera(...) requires an absolute camera position, an 
absolute target point and a vector in universe coordinate system. Those 
can be calculated by transforming arbitrary points from anodes local 
coordinate system into the global universe coordinate system. An arbitrary 
target point tp on the line of sight of the tracked camera is e.g. [0, 0, -
1] in anodes coordinate system. The cameras position cp in anodes 
coordinate system is [0, 0, 0]. An arbitrary point up on the camera’s up-
vector would be for example [0, 1, 0]. Transforming cp, and tp into 
global universe coordinates, requires their transformation with anodes 
attitude matrix. Calculating the up-direction vector uv of the camera in 
world coordinate system, requires the transformation of up into world 
coordinates and then calculating the direction from cp to up i.e. uv = up-
cp. Putting this all together would look like this: 
 
void freeze_camera_b() 
{ 
  float antm[16]; // transformation matrix of anode 
  float cp[4] = { 0, 0, 0, 1}; 
  float tp[4] = { 0, 0,-1, 1}; 
  float up[4] = { 0, 1, 0, 1}; 
  float uv[4]; 
 
  VRT_NodeGetTransform(anode,antm); 
  VRT_TransformVertex3D(cp); 
  VRT_TransformVertex3D(tp); 
  VRT_TransformVertex3D(up); 
 
  uv[0] = up[0]-cp[0]; 
  uv[1] = up[1]-cp[1]; 
  uv[2] = up[2]-cp[2]; 
  
  VRT_SetDefaultCamera(cp[0], cp[1], cp[2],  
                       tp[0], tp[1], tp[2], 
                       uv[0], uv[1], uv[2]); 
 
  // NOTE: VRT_SetDefaultCamera automatically resolves  
  //       camera binding to a currently tracked node ! 
  . 
  .    
} 
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Note, that the function sketched here must be called once at the time when 
the camera shall be frozen in the current position of an animated node, to 
which the camera is attached. 

 
 
Tracking the view from object A to B 
Having understood the mechanisms from freeze_camera_b(...), it 
should now be easy to realize continuous binding of the cameras position 
to node anode and the cameras viewing direction from anode towards 
another node bnode. For this purpose, a function 
update_camera_a_to_b(...) can be defined, which must be called every 
time the simulation callback function is entered and while this camera 
tracking is desired. For simplicity reasons, let’s assume that we are facing 
from anode’s origin towards bnode’s origin. 
  
void update_camera_a_to_b(VRT_Node *anode, VRT_Node *bnode) 
{ 
  float tm[16]; 
  float a[4] = { 0,0,0,1}; 
  float b[4] = { 0,0,0,1}; 
  float uv[4] = { 0,1,0,1}; 
 
  VRT_NodeGetTransform(anode,tm); 
  VRT_TransformVertex3D(a); 
   
  VRT_NodeGetTransform(bnode,tm); 
  VRT_TransformVertex3D(b); 
 
  VRT_SetDefaultCamera(a[0], a[1], a[2],  
                       b[0], b[1], b[2], 
                       uv[0], uv[1], uv[2]); 
} 
 
Note: This function must be repeatedly called from the simulation callback 
function whenever camera tracking is desired. Also, we suppose a constant 
camera up-vector of [0,1,0], which for most simulation settings should be 
the default upward direction. However, when the current viewing direction 
determined by anode’s and bnode’s position in the world approach uv’s 
direction, camera roll will be undefined! 
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5.2 
 

  
Advanced object collision detection techniques 

 
 
Checking for arbitrary object collision 
Collision detection of objects is not a feature which is enabled in VRT 
simulations all the time. Since it a very computing intensive task to check 
all geometries in a scene for collisions, it is worth to reduce the number of 
collision tests to those objects which are actually of interest. Usually, only 
a few objects in a scene are considered for collision detection testing. 
Therefore, VRT leaves it up to the application programmer to actively 
investigate collisions on demand. The easiest way for the programmer to 
detect object-to-object collision is to use the VRT function  
 
VRT_NodeIntersectNode(VRT_Node *sn, VRT_Node *tn); 
 
The function basically executes a bounding sphere intersection test for the 
geometric objects attached to the respective nodes. The function 
automatically takes care for the objects´ attitude with regard to the world 
coordinate system i.e. for all transformations along the nodepathes to the 
nodes. 
Observe that the bounding sphere intersection test method is quite efficient 
in terms of minimized calculation efforts. The test requires also, that the 
bounding sphere parameters of the geometric objects linked to the nodes 
be known. The latter is usually the case, whenever a geometry has been 
locked after generic build-up. 
The bounding sphere intersection test results are quite unspecific in cases 
of asymmetric or elongated objets i.e. positive test results do not 
necessarily mean actual intersection.  
In order to specifically find out, if and where the surfaces of two objects 
actually intersect, detailed polygon intersection testing can be performed 
on all possible polygon pairings of the two objects. 
 
Detailed per-polygon intersection testing 
The brute force method of testing polygon pairs requires two nested loops 
where every polygon of object 1 is tested for intersection with each of 
object 2s polygons. The elementary VRT function to test for polygon 
intersection is: 
 
VRT_IntersectTriangleTriangle (float *v1, float *v2, 
                               float *v3, float *u1, 
                               float *u2, float *u3); 
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The function performs an explicit test on two triangles, which are 
specified by their three vertices. The vertex parameters v1, v2, v3, u1, u2, 
and u3 are pointers to three cartesian coordinates. 
The function does not make any assumption on the objects attitude. In 
other words, the vertices of each triangle of a polygon of two objects must 
first be transformed into a common coordinate system.  
Note also, that all polygons of an object other than triangles must be 
broken down into sets of triangles before. Then, the pseudo-code for a 
brute force collision detection method would look like this: 
 
1. get attitude matrix m1 of object (node) 1 
2. get attitude matrix m2 of object (node) 1 
 
3.for any polygon p1 in object 1 
4.   for any polygon p2 in object 2 
5.     transform vertices v1..v3 of polygon p1  
       into world coordinates using m1 
6.     transform vertices u1..u3 of polygon p2  
       into world coordinates using m2 
7.     TriangleTriangleIntersection(v1,v2,v3,u1,u2,u3) 

 
 
Note that the attitude matrix of the objects (nodes) as retrieved using the 
function VRT_NodeGetTransform(...) transforms vertices from the nodes 
local coordinates into -coordinates. 
As can be seen easily, it is quite inefficient to transform both the vertices 
of object 1 and object 2 into the world coordinate system. Instead, one 
could transform the vertices from object 1 immediately into the coordinate 
system of object 2. Then, the transformation of vertices in object 2 is 
obsolete. Transforming from node 1 to node 2 requires first a 
transformation from local coordinates of node 1 into world coordinates 
using m1. Then a transformation of global coordinates into local 
coordinates of node 2 is performed. For the latter transform, the attitude 
matrix m2 of node 2 matrix must be inverted. The pseudo-code for this 
modified version would read like follows: 
 
1. get attitude matrix m1 of object (node) 1 
2. get attitude matrix m2 of object (node) 2  
3. invert m2 
4. concatenate m1 with m2  
 
5.for any polygon p1 in object 1 
6.   for any polygon p2 in object 2 
7.     transform vertices v1..v3 of polygon p1  
       into coordinate system of object 2 using m1 
8.     TriangleTriangleIntersection(v1,v2,v3,u1,u2,u3) 
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Refined object collision using adapted bounding shapes  
Although being the most exact test for collision testing, the polygon pair 
intersection test is a very time consuming procedure and is, depending on 
the number of objects and the number of triangles to be tested, not always 
recommendable for interactive graphical simulations. 
An acceptable solution to this dilemma provides the following two 
methods: 
 
Level-Of-Detail (LoD) management: 
This approach aims at representing objects with differently well resolved 
geometries. Depending on the task of the application, the highly resolved 
geometry is for example used for graphical output in the rendering stage, 
whereas a lower resolved version of the same object (with a significantly 
lower polygon count) is used for collision testing. 
The lower resolved version is not intended to yield visual correctness, 
instead it must be chosen depending on the specificity and/or speed of the 
collision test intended. 
Since LoD management highly depends on knowledge about the scene, 
VRT does not automatically support LoD management. Instead it is the 
task of the application programmer to handle multiple geometries for 
rendering and collision testing, depending on the task to be solved.  
However, VRT does supply a function to diminish the polygon count of an 
object, while trying to preserve the objects specific shape. The utility 
function  

 
int VRT_GeometryDecimate(VRT_Geometry *geom,  
                         float fuzz_factor); 
 
tries to simplify the geometry by combining adjacent polygons in 
neighborhoods with little surface curvature. The fuzz_factor is a 
normalized value in the range between 0.0 and 1.0 which tells the 
threshold for the curvature measure. Typical values for fuzz_factor to 
start with are 0.95 or 0.9. The function returns the number of polygons 
which have been eliminated in the decimation process. It can be called 
repeatedly for a geometry until no polygons could be eliminated. 
The effect of LoD management for collision detection is to have an 
implied geometric bounding volume which suffices object shape as much 
as desired. 
Note that, apart from the automatic mesh decimation provided by VRT, 
much more efficient bounding geometries can be constructed by the object 
designer in the modeling stage. 
 
 
Approximation with clouds of spheres: 
The above discussed described method of using different levels of detail 
for collision detection falls back upon the generic triangle-triangle 
intersection test, which still is relatively expensive in terms of CPU cycles. 
An alternative approach to this is, to have a collection of different 
bounding spheres approximate an object. Sphere-to-sphere intersection 
testing is significantly faster than triangle -triangle testing and therefore it 
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can be worth to construct a sub-tree with spheres in the scene-graph which 
approximates the object to be tested. Note, that all of the nodes in this sub-
tree then must be checked for collision (using 
VRT_NodeIntersectNode(...)). 
 
 
Integrating domain specific knowledge into collision testing 
The best results in term of runtime efficiency can be accomplished if a-
priori knowledge for domain specific situations is combined with the 
elementary collision tests as described earlier (node-to-node, ray-node, 
triangle-triangle, ray-triangle). In addition, this a-priory knowledge on the 
simulation scenario should be used in the process of scene modeling in 
order to benefit from a number of techniques described here. 
 
Hotspots and selective areas: 
In quite many applications, it is often only of interest to know whether a 
specific area of an object has been hit or not. Suppose for example a 
simulation of the drilling procedure in dental tooth preparation. For the 
visual appearance of the simulation it is essential, that the tooth surface be 
modeled as detailed as possible, while at the same time also the drill with 
the hand piece must appear highly realistic. However, when it comes to 
collision detection under the actual simulation, it is sufficient to know 
when the drills tip only hits the enamel of the tooth. Therefore, a hot-spot 
object like a small sphere can be linked to the drill object and be 
embedded into the drill’s tip. Collision detection needs then only to take 
care about the bounding sphere of the hot-spot object against tooth 
enamel. 
Note that this sort of selective sub-area of an object can be implemented 
either with sub-nodes containing suitably shaped and arranged sub-objects 
(lending to node-node testing). Or it could be implemented by identifying 
the few polygons in the drill geometry which form the drills tip (lending to 
polygon-polygon tests). 
Hot-spots and selective areas should be used whenever possible and are 
often suitable when user-to-object interaction is supposed to be 
implemented. 
 
Object collision in global co-ordinates: 
Many simulations make an assumption of a ground level, which is the 
reference for simulations (the green of a soccer field, sea water level…). 
Objects are often not allowed to penetrate beyond the other side of those 
ground levels. As long as the ground of a simulation is co-incident with 
for example the xz-plane of the global coordinate system, penetration/hit 
test is particular trivial and fast.  
For example the lowest vertex of an object O to be tested will be 
transformed into global co-ordinates by transforming this vertex with the 
nodes current attitude matrix (retrieve using 
VRT_NodeGetTransform(...)). The y-coordinate of transformed vertex is 
then compared to the elevation level desired (zero in this case). This test is 
considerably faster than comparing each polygon of O with each polygon 
of the ground geometry. 
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Similar situation can be found for object collisions with other plane 
geometries, which preferably should be aligned with base planes in the 
global context. For example in the simulation of a squash game, all the 
collisions of a ball with the walls and the ground can be efficiently 
implemented using the level testing of global coordinates. Note, however, 
that geometric modeling is chosen adequately such that the walls of the 
squash court coincide with base planes and planes co-planar with them. 
 
 
Ground hit test using height fields: 
The situation becomes more sophisticated, if the ground level has some 
structured elevation. In the case of a golf simulation, it is unlikely that the 
golf course would be modeled sufficiently well with a planar polygon. 
In this case it is advisable, to create a landscape representation, which is 
based upon elevation maps or height fields. A height field is a 2D 
rectangular array (matrix) of elevation values. The indexes to this two-
dimensional matrix can be aligned with the x-, and z-coordinate in world 
coordinates. The elevation value of the ground at a given xz-position in 
world coordinates is then given by the corresponding entry in the matrix.  
In order to visualize these elevation maps, appropriately connected 
polygon-meshes must be created, which have the corresponding height 
values from the elevation map. 
VRT supports creation of those ground geometries from height maps by 
providing the function 
 
VRT_Geometry *VRT_GeometryFromPatch(VRT_Patch p); 
 
The function returns a geometric representation of the matrix of elevation 
values supplied with the patch p. See the reference manual for a more 
elaborated description of this function. 
The only task of the application programmer is, to convert global 
coordinates (usually in floating-point format) of a point to be tested into 
appropriate matrix indexes (integer-value and range checked matrix 
index). Then the stored elevation value in the matrix can be looked-up and 
compared with the points actual y-value in world coordinates. 
Note: Scaling of elevation map geometries must be taken care for both 
when transforming world-coordinates into matrix indexes, as well as when 
comparing world-coordinates with elevation values. 
 
 
Semantic maps 
An extension of height fields can be made in order to spatially encode 
events of different semantic level.  
The technique is the same as in height maps, but it is not spatial elevation 
maps which are stored in the matrices. Instead it could be semantic 
attributes coded into a map.  
Imagine a maze in a game inside which a player is supposed to navigate. 
Both the property of being a wall or being corridor can be encoded in a 
matrix which is aligned with the xz-plane. Depending on the players’ 
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current xz-coordinate, the corresponding matrix indexes are calculated, 
and looked up to find out if the player hits the wall. Many more events 
could be encoded in that way. Bonus points spread out in the maze, trap-
doors and sensitive teleporting zones are only a few examples of what 
could be identified by looking up the users’ position within the semantic 
map. 
Note: Semantic maps must be resolved sufficiently high in order to allow 
for fine enough discrimination of states/events. 
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5.3 
 

  
Advanced picking 

 
 
Object picking 
As has been explained in chapter 4.4, the function  
 
VRT_IntersectRayNode(float *p, float *d, VRT_Node *anode, float  
                     *t, VRT_HPlg *hit_poly); 
 
can be used to identify whether a ray (given in parametric form) intersects 
with a node. It shall be added that the intersection test holds true for any 
ray definition in the scene including pointing rays from the observer. The 
Ray-Node intersection test is performed in two steps. First, a bounding 
sphere test is performed and, if this one is positive, all polygons in the 
object attached to the node are tested for ray-polygon intersection. 
Since there might be many polygons situated on the direction of the ray, 
there is an ambiguity problem in case of a positive test result. VRT, 
however, sorts out all but one polygon, and returns only the hit polygon 
which is positioned closest to the origin of the specified ray. 
 
For user initiated picking of objects, a picking ray must be calculated 
emanating from the observers eye, and passing through the mouse pointer 
position on-screen and into the scene. The VRT function to be used to 
calculate picking rays, as already described in chapter 4.4, is  
 
VRT_CalcPickingRay(int x, int y, float *rayPos, float *rayDir); 
 
Selective object picking 
As with object-object collision testing, it can be advisable to perform ray-
polygon intersection testing on own initiative rather than using the high-
level function VRT_IntersectRayNode(...). As is the case for selective 
object-object collision, hot-spots should always be used whenever possible 
also in user initiated picking. For this purpose, the user must store handles 
to sensitive polygons of objects which can be tested explicitly for ray 
intersection using the following two VRT functions: 
 
VRT_IntersectRayTriangle(float *p, float *d, float *v1,  
                         float *v2, float *v3, float *t); 
 
VRT_IntersectRayQuad(float *p, float *d, float *v1, float *v2,  
                     float *v3, float *v4, float *t); 
 
As holds true for the triangle-triangle intersection test, also here the 
vertices of triangles or quadrilateral polygons are passed explicitly with 
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regard to the global world reference system, as is the case for the ray 
position and direction. 
Therefore, polygons of objects linked to a node in the scene graph 
hierarchy must first be transformed into the global coordinate system, 
before ray-polygon intersection can be performed. If the test is positive, 
the parameter t returned by the functions indicates the distance from p to 
the hit-point along the ray d. The factual hit point in regard to the global 
world coordinate system can again be calculated as described in chapter 
4.4: 
 
 
hitpoint = p + t*d    
 
// note: p is a 3D coordinate, d is a 3D direction vector! 
 
 
Texel picking 
Picking objects on the polygon level might be sufficient for most 
application areas. However, there are some specific situations, where 
selection tasks must be performed even on a per-fragment level or in other 
words on an on-screen pixel resolution. Here are some examples where 
this can be required: 
 
Stenciled textures: 
Whenever textured polygons with stenciling are used to shape or model 
filigrane objects, it is not sufficient to be able to tell whether a user mouse 
click has hit the polygon. In the case of a tree masked texture, only a 
relatively small proportion of the polygon upon which the texture has been 
mapped represents visible structures in the scene. A positive hit-test 
against the polygon does not mean that the wood of a tree actually has 
been hit. Instead, the users pointing ray could actually point into a masked 
area, which is supposed to represent air (using appropriate stenciling 
techniques as described in chapter 3.4). Correct collision testing requires 
here to identify the texture coordinates of the hit position within the 
texture mapped polygon. Using the texture co-ordinates, the actual alpha 
channel and/or color component of the texture can be analyzed in order to 
identify what kind of structure was hit.  
 
Selectable textures:  
Textures can also be used in a 3D environment to exhibit texts and 
selective areas on objects. For instance, a multiple choice question to be 
answered by a user in a 3D environment could be put as a texture upon a 
polygon in the scene. The clickable answering buttons could be color-
coded with well known and distinguishable color-codes. A user click upon 
the questionnaire texture will then lead to the identification of the hit texel 
color. Based upon the selected color (i.e. hit field) corresponding actions 
can be taken. 

Comment: what 
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Figure 5-1: Question answering dialogue in a 3D environment. The 
dialogue is implemented using a texture mapped polygon. The answering 
options are color coded with slightly different RGBA quadruples, which 
can be evaluated after the texture coordinate of a hit picked texel has been 
identified. 
 
 
 
Drawing areas in 3D scenes: 
Another scenario would be a white-board within a 3D environment upon 
which the user can draw arbitrarily. It could be implemented with texture 
mapping. Any user hit of the white-board polygon will result in setting the 
corresponding texture element with an appropriate drawing color and 
redrawing the texture which is mapped upon the polygon. 
 
 
The elementary VRT function, which supports this type of detailed texel-
selection, is: 
 
int VRT_IntersectRayTriangleUVT(float *p, float *d, float *v1,  
                                float *v2, float *v3,  
                                float *uvt); 
 
Basically this function does not immediately return texture coordinates of 
the hit. Instead, it returns the solution parameters for the ray-polygon 
intersection test. 
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In the case of a ray-polygon hit, the hit-point’s cartesian coordinates can 
be reached by either traveling from p towards the direction d about the 
amount of t, where t is one of the solution parameters returned by the 
function. Alternatively, the hit point hit can be reached by starting from 
vertex v1 following the direction of vector s1 about the amount of u and 
then following the vector s2 about the amount of v. Where u and v are the 
other solution parameters returned by the function. 
What holds true for the cartesian coordinate space holds also true for the 
texture coordinate space. Therefore, the same approach can be applied to 
the polygons actual texture coordinates as illustrated below: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
The same parametric solution as retrieved from the ray-polygon 
intersection test can be applied to texture coordinates and texture-
coordinate vectors. Since there is no texture data available for the ray, the 
texture’s hit point is solely based upon the texture coordinates defined in 
the vertices of the polygon. Accordingly, the texture’s hit point is 
calculated by starting from t1 following towards the texture-direction 
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vector dt1 about the amount of u and then following the texture-direction 
vector t2 about the amount of v. 
Note that t1, and t2, and t3 are the texture coordinates in the polygon’s 
vertices whereas dt1 and dt2 are differential texture vectors pointing from 
t1 to t2 or t1 to t3 respectively. The source code fragment below puts 
this abstract derivation into concrete program statements. For simplicity 
reason lets suppose, that gtriangle is a geometry, which contains only 
three vertices, which make up one triangle. Also let ntriangle be the node 
n the scene graph, to which gtriangle is linked: 
 
void TexelHit(int x, int y) 
{ 
  float rayPos[3];         // ray origin 
  float rayDir[3];         // ray direction vector 
  float uvt[3]             // parametric solution 
  float ctm[16];           // geometries attitude matrix 
  float v0[4],n0[3],u0,v0; // explicit coordinates vertex 0 
  float v1[4],n1[3],u1,v1; // explicit coordinates vertex 1 
  float v2[4],n2[3],u2,v2; // explicit coordinates vertex 2 
  float du1,dv1;           // texture direction vector 1 
  float du2,dv2;           // texture direction vector 2 
  float u,v;               // texture hit coordinate 
 
  // first, calculate 3D picking ray from screen coordinates 
  VRT_CalcPickingRay(x, y, rayPos, rayDir); 
 
  // retrieve nodes attitude matrix 
  VRT_NodeGetTransform(ntriangle,ctm); 
   
  // read triangles vertex data 
  VRT_GeometryGetVertex(gtriangle,0,&v0[0],&v0[1],&v0[2], 
                                    &n0[0],&n0[1],&n0[2], 
                                    &u0,&v0); 
  VRT_GeometryGetVertex(gtriangle,1,&v1[0],&v1[1],&v1[2], 
                                    &n1[0],&n1[1],&n1[2], 
                                    &u1,&v1); 
  VRT_GeometryGetVertex(gtriangle,2,&v2[0],&v2[1],&v2[2], 
                                    &n2[0],&n2[1],&n2[2], 
                                    &u2,&v2); 
 
  // set homogeneous coordinate component 
  v0[3] = 1.0f; 
  v1[3] = 1.0f; 
  v2[3] = 1.0f; 
 
  // transform local coordinates into WCS 
  VRT_TransformVertex3D(v0,ctm); 
  VRT_TransformVertex3D(v1,ctm); 
  VRT_TransformVertex3D(v2,ctm); 
 
  // test for ray-triangle intersection 
  if (VRT_IntersectRayTriangleUVT(rayPos,rayDir,v0,v1,v2,uvt)) 
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  { 
    // calculate first texture direction vector 
    du1 = u1-u0; 
    dv1 = v1-v0; 
 
    // calculate second texture direction vector 
    du2 = u2-u0; 
    dv2 = v2-v0; 
 
    // calculate texture hit position    
    u = u0 + uvt[0]*du1 + uvt[1]*du2; 
    v = v0 + uvt[0]*dv1 + uvt[1]*dv2; 
 
    //do something with the floating point texel hit coordinate 
  } 
  return; 
} 
 
  

 


