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Abstract
The speed of processors increases much faster than the memory access time. This
makes memory accesses expensive. To meet this problem, cache hierarchies are
introduced to serve the processor with data. However, the effectiveness of caches
depends on the amount of locality in the application’s memory access pattern. The
behavior of various programs differs greatly in terms of cache miss characteristics,
access patterns and communication intensity. Therefore a computer built for many
different computational tasks potentially benefits from dynamically adapting to the
varying needs of the applications.
This thesis shows that a cc-NUMA multiprocessor with data migration and
replication optimizations efficiently exploits the temporal locality of algorithms.
The performance of the self-optimizing system is similar to a system with a perfect
initial thread and data placement.
Data locality optimizations are not for free. Large cache line coherence protocols improve spatial locality but yield increases in false sharing misses for many
applications. Prefetching techniques that reduce the cache misses often lead to
increased address and data traffic. Several techniques introduced in this thesis efficiently avoid these drawbacks. The bundling technique reduces the coherence
traffic in multiprocessor prefetchers. This is especially important in snoop-based
systems where the coherence bandwidth is a scarce resource. Bundled prefetchers manage to reduce both the cache miss rate and the coherence traffic compared
with non-prefetching protocols. The most efficient bundled prefetching protocol
studied, lowers the cache misses by 27 percent and the address snoops by 24
percent relative to a non-prefetching protocol on average for all examined applications. Another proposed technique, capacity prefetching, avoids false sharing
misses by distinguishing between cache lines involved in communication from
non-communicating cache lines at run-time.
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Introduction

The access time to memory measured in number of clock cycles increases every
year. The common approach is to use caches to meet this development. However,
the access pattern of applications influences the caches’ effectiveness.
The complexity of programming large applications makes shared memory multiprocessors popular. Shared memory multiprocessors use hardware to keep a coherent view of a system with a single shared memory, even though several copies of
the same data can exist in the system. Shared memory multiprocessors implement
directory-based or snooping-based coherence protocols to keep the cache contents
consistent. Snooping-based coherence is preferable over directory-based coherence if enough address bandwidth can be provided. While both strategies have a
similar access time to data in memory, cache-to-cache transfers and upgrade transactions are much faster in snooping systems.
Data locality is a key application property that can be used to enhance the performance in multiprocessors. The locality can be exploited spatially or temporally:
spatial locality by accessing data located at addresses close to the previous access,
temporal locality by reusing data several times before it is evicted from the cache.
Temporal locality can be exploited in multiprocessors by bringing data closer to
the requesting processor at run-time using migration or replication optimizations.
A straightforward spatial locality optimization is to prefetch data at addresses allocated close to the requested data on each cache miss.
The efficiency of data locality optimizations depends largely on the memory
access and communication patterns of the studied algorithm. The design of multiprocessors is mainly focused on efficiency at executing commercial workloads
such as databases and application servers. Other applications often have very different behavior especially with regards to memory access regularity and intensity.
The thesis provides studies of the behavior of a wide range of programs spanning
from commonly used scientific and graphical benchmarks to advanced numerical
codes and commercial applications. The goal is to provide a computer system
that efficiently runs programs by adapting its execution to the varying needs of the
applications.
This thesis describes methods of exploiting data locality, while avoiding large
performance disadvantages. Certain costs are associated with most techniques of
exploiting data locality. For example, a large cache line multiprocessor makes
better use of spatial locality. However, the cache misses can increase since more
false sharing misses occur. Another technique, hardware prefetching, often leads
to increased coherence traffic because all prefetched data are not used. This is
especially a drawback in snoop-based multiprocessors, which are limited by the
available snoop bandwidth.
7

2

Algorithms and Adaptation

Applications have very different behavior in communication intensity, cache miss
characteristics and processor usage. Building computers for such different usage
is a large challenge since it will require the computer to adapt its execution to the
behavior of the algorithm. Adaptation is also desirable at run-time since many applications show various behaviors during their execution. These kinds of hardware
optimizations are not trivial to implement. Unfortunately, adaptation often hurts the
performance if it is not carefully optimized for the needs of the algorithm. Some
adaptive schemes therefore lead to worse performance than its static counterparts
for many application types. Adaptive schemes should also not be too complicated
to implement in hardware. Complex hardware schemes are very difficult to verify
and lead to a long time to market for a commercial system.
Several authors have suggested adaptive schemes for multiprocessor systems.
Examples of such systems employ adaptive prefetching schemes [5, 9, 11, 23], access pattern detectors [10, 22] and adaptive coherence protocols [8, 13]. In this
thesis, adaptation has been studied in three different areas. The behavior of algorithms on the prototype Sun Wildfire architecture that employs data migration and
replication optimizations is studied in A. In C, the proposed bundling technique is
combined with adaptive sequential prefetching. Also, the new capacity prefetching presented in B distinguishes between communicating and non-communicating
cache lines and adapts the behavior at run-time to the application.
This thesis evaluates a wide range of applications. They include 12 benchmarks
from the SPLASH-2 benchmark suite [27]. The SPLASH-2 benchmarks represent
a mixture of scientific, engineering and graphics algorithms and are extensively
used as model programs by computer researchers. The SPLASH-2 benchmarks are
quite old, implement simplified solution algorithms and many applications cannot
be scaled to realistic working sets. Therefore the studies also include more advanced commercial and scientific codes.
The two studied commercial codes are the ECperf [1] and the SPECjbb2000 [2]
JAVA-server workloads. These programs put a large pressure on the memory and
the cache system and have large data footprints. The scientific algorithms are advanced numerical partial differential equation (PDE) solver kernels [7, 20, 26].
They are carefully coded, implement modern solution algorithms and have large
working sets. The PDE kernels demand more from the computer than the scientific SPLASH-2 benchmarks with regards to memory accesses and computational
complexity.
The SPLASH-2 benchmarks and the commercial workloads are studied in papers B and C. In papers A and D, the PDE solver kernels are evaluated. The
algorithm behavior studies are performed on a real computer system in A and on a
8

simulated multiprocessor in B, C and D. The simulation environment is set up in
Simics [15] using a plug-in cache coherence model. Simics can simulate a whole
computer system running a real operating system with realistically sized applications (e.g. the PDE kernel solvers in paper D). Simulation makes it possible to
model non-existing computer systems, change parameters of the modeled system
and perform exact measurements of hardware characteristics. However, there are
drawbacks with simulation with regards to long simulation time, computer resource
requirements and difficulty to estimate real performance. The execution slowdown
is in the order of 10000 between a simulated and a real machine and the single
largest simulation process requires 11 GB of main memory. The simulations were
performed on a large SunFire 15K server at our department. A more thorough
discussion on time estimations based on simulation is carried out at the end of
paper C.

3

Improving Data Locality

Several software and hardware techniques have been proposed for making better
use of locality. The traditional software approach is to rewrite the programs using different optimization methods such as blocking, pipelining and unrolling [4].
These methods efficiently enhance performance for simple loops in structured codes
but are often difficult to apply on complex codes and commercial applications.
Also, they often only focus on the locality in uniprocessor systems.
In multiprocessors, locality can be improved by bringing the data to the cache
of the processor frequently using that piece of data. This can be done by replicating
the data between the processors or by migrating the data from a remote node to
a local node. Very few computer systems provide such support. The prototype
Sun Wildfire system 1 at our department is one of these [12]. The system is a
cc-NUMA that contains two nodes built from 16 processor SMPs. A software
daemon detects pages, which are accessed in the remote node as candidates for
migration to the local node. However, if threads in different nodes access the pages,
space is allocated in both nodes. The system also provides support for memory
placement. The custom policy is to allocate the data in the same node as the thread
that first touched it was running on.
In paper A, the behavior of the Sun Wildfire system has been analyzed running
three advanced partial diffential equation (PDE) kernels. The paper analyzes the
effect of different memory allocation schemes, thread bindings and page migration
and replication policies. The conclusion is that the self-optimizing features of the
1

In paper A called Sun Orange
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system manage to give performance similar to that of a system with an optimal
initial data and thread placement.

4

Cost-Efficient Prefetching

Prefetching is often a very efficient method of improving performance in computers. Several software [17, 18, 19, 25] and hardware techniques [3, 5, 6, 14, 23] have
been proposed to correctly predict what data to bring to the cache in advance of the
usage. Many hardware methods make use of detectors that store information of
previous execution for prediction. Software prefetching inserts additional prefetch
instructions in the code either by hand or by the compiler.
Not all data fetched are useful for the computations. The prefetching can instead harm the performance because the cache misses and communication increase.
False sharing is a common problem in multiprocessor systems communicating
large pieces of data, e.g. having a large cache line size [24]. Processors communicating data that are not needed by another processor cause the false sharing.
False sharing can be avoided using careful hand coding of algorithms. In paper B
a hardware approach is presented that avoids problems of false sharing by using
effective short cache line sizes for data involved in communication.
Papers B, C and D all describe the read bundling technique that decreases the
cost of hardware prefetching in multiprocessors. A further study of bundling is
carried out in paper C. Here, we also introduce methods for bundling upgrade and
downgrade transactions. Bundling sends a single bus request for both the original
as well as a number of prefetch addresses. The original request is extended with a
bit-mask indicating the additional addresses to fetch. By bundling both the original
and prefetch requests together into a single request for reads, upgrades and downgrades, the address traffic can be kept under control. However, with some changes
to the coherence protocol, bundling also reduces the snoop lookups required by the
caches. This is particularly important in snoop-based systems, since the number of
snoop lookups that can be performed limits their scalability.
The three bundling techniques work as follow:
Read bundling
On each read cache miss, a bundled read prefetch is generating for the original address as well as a number of prefetch addresses. When the owner of
the original address is found the owner will respond with the original data
as well as the prefetched data. However, the prefetched data will only be
supplied if the responder is also the owner of the prefetch data.
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Upgrade bundling
On each write miss generating an upgrade, bundled upgrade prefetches are
generated for the original cache line and the prefetch cache lines in the
Shared or Owner state in the local cache. The upgrade request invalidates
not only the original cache line but also the prefetch cache lines if there are
exactly two copies in the system. An additional Owner state is needed in
the coherence protocol to indicate if there is one or several simultaneously
copies available.
Downgrade bundling
Each time a write-back is to be issued, the cache is searched for cache lines
having consecutive addresses to the original write-back cache line. If the additional cache lines are in the Modified or Owner state, these cache lines are
speculatively written back to memory. However, the additional cache lines
are not invalidated in the cache but are instead downgraded to the Shared
state to avoid unnecessary invalidations.
A more thorough description can be found in C together with a discussion of
its consequences on the implementation complexity. The most efficient protocol
presented in C is the bundled adaptive prefetch protocol, which lowers both the
cache misses and the address snoops for all studied applications compared to a
non-prefetching protocol. The bundled adaptive protocol lowers the cache misses
and address snoops with 27 percent and 24 percent respectively relative to a nonprefetching protocol on average for all applications.
Bundling has been studied together with fixed or adaptive sequential prefetch
schemes. The idea should also be possible to implement together with other more
advanced prefetchers, e.g. hardware stride prefetchers.

5

Contributions

Article A analyzes the performance of three PDE-solvers on the self-optimizing
Sun Wildfire prototype system. The results clearly show the benefit of introducing
migration and replication features in multiprocessors to exploit temporal locality.
In B, two new hardware prefetching optimizations are introduced: capacity
prefetching and read bundling. Capacity prefetching classifies cache lines as communicating or non-communicating and only prefetches data for non-communicating
cache lines. Read bundling reduces address traffic and address snoops for read requests in hardware prefetchers.
Paper C expands the bundling technique to also include upgrade and downgrade requests as well as to study the idea on adaptive prefetchers. It also describes
11

bundling in detail and a possible implementation on an existing architecture.
The last paper, D, first of all shows that it is possible to perform simulation
studies of realistically scaled numerical codes. The studies provide knowledge of
performance bottlenecks of the algorithm to the programmer. The paper also indicates that large cache lines are beneficial in computers running these scientific
applications. Shorter cache line protocols using sequential prefetching show similar performance with regards to cache misses and data traffic. Also here, bundling
is very efficient at reducing address snoops.

6

Future Work

A number of ideas for further studies has come in mind during the work of this thesis. The Dahlgren adaptive sequential prefetching algorithm [5] used in C could be
replaced with a more efficient adaptive prefetch scheme. Even though the bundling
technique manages to reduce the prefetch overhead with regards to snoop lookups,
the algorithm still produces a rather large amount of data traffic. A more efficient
prefetch algorithm would hence potentially lead to an even more tempting implementation.
A very interesting approach would be to implement a cache line size adaptive version of the software distributed shared memory implementation DSZOOM
implemented at Uppsala university [21]. Many of the insights from my previous
papers should be useful in such an implementation. Also, the bundling technique
potentially should be useful in other coherence protocols, e.g. the token coherency
protocol developed by Martin [16].
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Performance of PDE Solvers on a Self-Optimizing
NUMA Architecture
Sverker Holmgren, Markus Nordén,
Jarmo Rantakokko and Dan Wallin
Uppsala University
Department of Information Technology
P.O. Box 337, SE-751 05 Uppsala, Sweden
Abstract
The performance of shared-memory (OpenMP) implementations of three
different PDE solver kernels representing finite difference methods, finite
volume methods, and spectral methods has been investigated. The experiments have been performed on a self-optimizing NUMA system, the Sun Orange prototype, using different data placement and thread scheduling strategies. The results show that correct data placement is very important for the
performance for all solvers. However, the Orange system has a unique capababilty of automatically changing the data distribution at run time through
both migration and replication of data. For reasonable large PDE problems,
we find that the time to do this is negligible compared to the total solve time.
Also, the performance after the migration and replication process has reached
steady-state is the same as what is achieved if data is optimally placed at
the beginning of the execution using hand tuning. This shows that, for the
application studied, the self-optimizing features are successful, and shared
memory code without explicit data distribution directives yields good performance.

1

Introduction

Many important phenomena in nature are modeled by partial differential equations
(PDEs). For example, such equations describe flow of fluids and gases, and propagation of electromagnetic and sound waves. Also, PDEs arise in many other application areas ranging from chemistry to economics. The equations are often impossible to solve analytically and numerical solution methods must be employed. The
discretizations used can mainly be categorized into three groups; finite difference
methods, finite element/volume methods, and spectral methods. Finite difference
19

methods normally employ structured discretizations of the domain while finite element/volume methods are often used for unstructured grids. Spectral methods can
only be applied for specific combinations of geometries and boundary conditions,
and use global operations such as Fourier transforms to approximate the spatial
derivatives.
In realistic settings, the numerical solution of PDEs requires large-scale computation. The computations are often carried out on parallel computers. Recently,
cc-NUMA (cache coherent non-uniform memory access) parallel computers with
OpenMP as a programming model has gained in popularity. In this paper, we will
evaluate how different PDE solvers perform on a self-optimizing cc-NUMA architecture built from SMP nodes. A similar investigation has earlier been performed
for a simple finite difference solver kernel [9]. We compare three more complex
PDE solver kernels, representing realistic problems, to investigate both the performance and the effects of automatic optimization strategies such as migration and
replication.

2

Generic PDE Solvers

We have chosen three different numerical kernels representing the three types of
numerical methods used for solving PDEs; a finite difference method for solving the non-linear Euler equations (gas flow), a finite volume method for solving
Maxwell’s equations (electromagnetic wave propagation), and a pseudospectral
method for solving the time-dependent Schrödinger equation (ab-initio modeling
of chemical reactions).

2.1 Finite Difference Solver
The finite difference kernel solves the time-dependent Euler equations in a three
dimensional orthogonal curvilinear coordinate system. The geometry is discretized
with a structured grid and spatial derivatives are approximated by central difference
operators, including realistic artificial viscosity. Further details on the discretization are given in [2].
Since we are using a curvilinear grid, the coefficients in the finite difference
stencil will vary over the grid. Furthermore, the Euler equations are non-linear and
the stencil coefficients depend on the solution. Thus, the operator coefficients have
to be recomputed at every time step. However, the structure of the stencil is the
same all over the grid. For the time-stepping, a standard Runge-Kutta scheme is
used.
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2.2 Finite Volume Solver
The finite volume kernel for the Maxwell equations is based on the integral formulations of Faraday’s and Ampère’s laws. The three dimensional geometry is discretized with an unstructured staggered grid using tetrahedrons in the primary grid,
generated by a Delaunay grid algorithm. The time derivatives are approximated
with an explicit time-stepping scheme, the third-order Adams-Bashforth method.
The update of the field variables is performed as matrix-vector and vector-vector
operations, where the matrices are stored in compress sparse row format. For further details on the solver see [3]. The application relates to an aircraft where the
surface currents are computed after an electro-magnetic pulse hits the nose, see
Figure 1.

Figure 1: Cross-section of the unstructured grid around a model aircraft used in the
finite volume solver.

2.3 Pseudospectral Solver
In the kernel of the pseudospectral method for the time-dependent, two-dimensional
Schrödinger equation, the computation of the spatial derivatives is performed within
a standard second order accurate split-operator time-marching procedure. Further
details on the scheme are given in, for example, [6]. The computation consists of
a convolution, i.e. a transform to frequency space, a local multiplication, and an
inverse transform [10]. The grid is uniform, and the FFT is used for the transforms,
arithmetic complexity for a grid with
grid points.
resulting in
The standard implementation of a 2D FFT is first to perform 1D FFTs for all the
columns in the data matrix, and then do the same for all the rows. In a convolution
computation, this results in a five-stage scheme illustrated in Figure 2.
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1. FFTs of the columns

2. FFTs of the rows

3. Pointwise multiplication

4. FFTs of the rows

5. FFTs of the columns

Figure 2: A single convolution computation for a 2D problem.
In general, it is sufficient to study 2D problems to gain insight into the performances for multi-dimensional pseudospectral solvers, since the FFTs for the extra
dimensions will be performed locally.
In Figure 2, each arrow represents a 1D FFT. For a vector of length , this is
a
-stage computation involving a rather complex but structured communication pattern. A number of different FFT algorithms are available, for a review see,
for example, [7]. In the experiments presented here, we use an in-place radix-2
Gentleman-Sande version of the FFT, and an in-place radix-2 Cooley-Tukey version for the inverse transforms. This allows for a convolution algorithm where no
bit-reversal permutations are required. This is important, since the bit-reversal permutation introduces a lot of communication, which affects the performance considerably. Also, the FFTs should be performed in situ. If workspace is used, the
maximal number of grid points is reduced leading to a less accurate solution of the
Schrödinger equation.
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A Self-Optimizing cc-NUMA Architecture

The Sun Orange system [5] is a prototype architecture developed to evaluate a scalable alternative to symmetric multiprocessors (SMPs). The system can be viewed
as a cc-NUMA computer with self-optimizing features, built from unusually large
SMP nodes. Up to four nodes, each with up to 28 CPUs, can be directly connected
by a point-to-point network between the Orange Interfaces (OI) in each node.
The experiments presented in this paper have been performed on the two-node
Orange system at the Department of Scientific Computing, Uppsala University.
Each node has 16 processors (250 MHz UltraSPARC II with 4 Mbyte L2 cache)
and 4 Gbyte memory. Logically, there is no difference between accessing local
and remote memory, even though the access time varies: 310 ns for local and
1700 ns for remote memory. Coherence between all the 32 caches is maintained
in hardware, which creates an illusion of a system with 8 Gbyte shared memory.
The processors are by now one generation old, but the modern self-optimization
features built into the system are not found in any current commercially available
22

system. We regard the Orange system as a prototype for a kind of parallel computer
architecture of the future. Furthermore, it is reasonable to assume that the relations
between processor, memory and interconnect speeds in such future systems will
be similar to those of the Orange system, implying that the results presented below
will remain relevant.
On a cc-NUMA system, an application could be optimized by explicitly placing data in the node where it is most likely to be accessed. In order to ease the
burden on the programmer, different forms of optimization may be supported by
the system. For example, on SGI Origin systems, pages may be migrated to the
node where they are used by a page migration daemon. On the Orange system, a
similar software daemon also detects pages which have been placed in the wrong
node and migrates them to the correct node. However, the Orange daemon uses
other algorithms for detecting candidate pages for migration. Furthermore, the
Orange system also detects which pages are used by threads in both nodes and
replicates them, hereby avoiding ping-pong effects. The cache coherence protocol
maintains the coherence between replicated memory pages with a cache line granularity. This is called Coherent Memory Replication (CMR), but the technique is
also sometimes referred to as Simple COMA (S-COMA) [4]. The maximum number of replicated pages as well as other parameters in the page migration and CMR
algorithms may be altered by modifying system parameters.

4

Orange Configurations

On the Orange system, allocation of data uses a first-touch policy. The allocate
statement reserves virtual address space, and the physical memory is allocated on
the node where the thread first touching the data resides.
The default thread scheduling policy is, if possible, to confine the threads to a
single node. Only if the number of threads is larger than the number of processors
in the first node are threads spawned on the other node. The threads normally
stay on the processor they are spawned on. Threads can be explicitly bound to a
specific SMP node using a system call. By employing the first-touch policy and
thread binding, it is possible to examine the performance effects of where threads
are spawned and where the data is initially placed. If both page migration and
CMR are disabled, the code will run in pure cc-NUMA mode.
The configurations in table 1 have been tested. Here, memory can be either
thread matched (TM) or single node (SN) allocated. In the thread matched allocation, data is allocated on the node where each thread resides. Single node allocation
locates all data on one of the nodes. The threads can either be bound to a specific
node or be unbound, whereas the Orange system uses its default scheduling pol-
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icy. In the case of bound threads, the threads are evenly distributed between the
two nodes. Different optimization strategies have been used; enabling migration
and replication (m/r), enabling migration (mig), enabling replication (rep) and disabling both migration and replication.
Table 1: Orange configurations
Configuration
Allocation of memory
Bound threads
Optimization

1
SN
off

2
SN
no
m/r

3
TM
no
m/r

4
SN
yes
m/r

5
TM
yes
m/r

6
SN
yes
off

7
TM
yes
off

8
SN
yes
rep

9
SN
yes
mig

Configuration 1 corresponds to a single SMP server, where the number of
threads is limited to 16 in our experiments. Configurations 2 and 3 represent the
default system configuration differing only in the memory allocation; either data is
initialized serially (Configuration 2) or data is initialized in parallel (Configuration
3). Configurations 4-9 all have bound threads where the load is balanced between
the two nodes, but use different memory allocation and optimization strategies.
Configurations 6 and 7 represent pure cc-NUMA systems, one with an unfavorable (6) and one with optimal (7) memory allocation. Configurations 4, 6, 8 and 9
differ only in the self-optimization strategies that are enabled.

5

Parallelization of the PDE Solvers

The parallel codes for the solvers are written in Fortran 90 using double precision data (complex data for the pseudospectral solver). The programs were compiled and parallelized using the Sun Forte 6.2 early access 2 compiler employing
OpenMP-directives. The experiments were performed on a dedicated system, measuring wall-clock timings.

5.1 Parallelization of the Finite Difference Solver
The kernel of the finite difference solver consists of three nested loops that traverse
the grid. At each grid point the operator is constructed and applied. The loops
are located within a parallel region and the outermost loop is parallelized with an
OpenMP-directive using static scheduling. This implies that the domain is divided
into stripes, with each thread always updating the solution in the same subdomain.
Furthermore, since finite difference stencils are local operators, the need for communication between different subdomains is limited to the subdomain boundary
points.
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5.2 Parallelization of the Finite Volume Solver
The kernel of the computations consists of matrix-vector products. The matrices
are constructed once in a serial section of the code. Consequently, we can only
use the single node allocation configurations. All of the matrix-vector products
are parallelized at loop-level within a single parallel region, using static scheduling
over the rows. The matrices are unstructured, and the workload varies between
the rows. However, the load imbalance is very small for large problems. Use
of dynamic scheduling only marginally improves the performance for the SMP
configuration 1. If the self-optimizing features are enabled, dynamic scheduling
makes it impossible for the software daemon to recognize pages for migration and
replication since the data access pattern changes between iterations. The communication is irregular and depends on the numbering of the nodes. No effort is made
to renumber the nodes in a more favorable way.

5.3 Parallelization of the Pseudospectral Solver
The FFTs in the pseudospectral solver kernel are first performed for the columns
in the matrix and then for the rows. Cache utilization becomes extremely poor for
large problems if the algorithm is applied directly to the rows. Instead, a more
efficient implementation is employed, where the matrix is transposed in parallel
before applying the FFTs. The algorithm is parallelized using OpenMP by dividing
the columns of the matrix between the threads. The FFTs are computed internally
in each thread.
n

z1

z3

z2

z4

n







Figure 3: The
matrix  consists of the blocks  ,  ,  and  . If the data
is evenly distributed between the two SMP nodes, the  and  blocks will travel
across the Orange interface when the matrix transpose is applied.



On a two-node system with evenly distributed data, the transpose operation
leads to an exchange of data located in the upper right matrix block and the lower
left matrix block between the nodes, see Figure 3. Because of the matrix transposes
the pseudospectral solver has the densest communication requirement of the three
PDE solvers.
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6

Impact of Migration and Replication

The impact of migration and replication on performance for the three solvers is
summarized in Figures 4, 5 and 6. In order to show the behavior over time, iteration
time is plotted versus iteration number. The codes were executed using 24 threads
and run long enough to reach a steady-state iteration time. The problem sizes were
chosen to yield steady state iteration times of the same magnitude for the three
solvers.
The finite difference and pseudospectral solvers show similar iteration times
for the thread matched memory allocation configurations 3, 5 and 7. These configurations achieve a steady-state iteration time after only the first iteration. The
memory has optimal placement from the onset. Balanced distribution of the threads
between the nodes does not appear to influence the iteration time significantly. The
bus utilization on a single SMP can therefore be expected to be low.
All configurations with single node memory allocation and enabled Orange
optimizations - Configurations 2, 4, 8 and 9 - show decreasing iteration time during the first iterations. During that time, memory is either migrated or replicated
in order to reach a more beneficial placement on the nodes. The finite difference solver takes the longest time to reach a steady-state due to its large problem
size. Configuration 6, representing a pure cc-NUMA system, introduces many
more remote accesses due to a disadvantageous memory placement and exhibits
significantly worse performance.
Using all available processors on a single node for computation leads to large
variations in iteration times, probably because activities of other processes executed by the operating system stall the computation. This is most apparent in
Configuration 2.
For the finite difference solver, Configuration 4 takes approximately 50 percent longer than Configuration 2 to reach steady-state. This is due to the fact that
for Configuration 2, only 8 of the 24 threads run in the node where data is not
initially placed, whereas for Configuration 4 there are 12 threads running in each
node. Since each thread uses a fixed amount of data, there will be 50 percent more
memory pages that have to migrate in configuration 4 than in Configuration 2. This
accounts for the increase in time needed to reach a steady-state iteration time.
Subfigures 4(b), 5(b) and 6(b) show the different optimization strategies for the
PDE solvers. It is apparent that Configuration 8, which implements pure memory
replication, is the quickest to reach a steady-state iteration time for the finite difference and finite volume solvers. The pseudospectral solver has a more complex
communication scheme and the effect here is less pronounced. This phenomenon
is described in [9] and is due to the implementation of the migration and replication
techniques. When a page is to be migrated from one node to another, a whole page
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Figure 4: Iteration times for the finite difference solver
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Figure 5: Iteration times for the finite volume solver
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Figure 6: Iteration times for the pseudospectral solver
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30

(8192 bytes) must be copied. If the page is instead replicated, the replication takes
place on a cache-line (64 bytes) basis, thereby preventing unnecessary copying.
Another advantage with replication compared to migration is that it lets the optimization daemon (see section 3) work more efficiently. Since the daemon is only
allowed to run intermittently, it will be able to mark more pages for replication if
it does not have to copy pages too. On the other hand, using replication is more
memory consuming. Instead of migrating a page from one node to another thereby
using the same amount of memory, replicating the page will require twice as much
memory.
Table 2: Iteration time, number of migrated
solvers.
Configuration
Iter Time
4
1.249
8
1.267
9
1.264

and replicated pages for the PDE
# Migrs
79179
N/A
79327

# Repls
149
79325
N/A

(a) Finite difference solver

Configuration
4
8
9

Iter Time
0.562
0.552
0.649

# Migrs
50087
N/A
49860

# Repls
401
10418
N/A

(b) Finite volume solver

Configuration
4
8
9

Iter Time
1.06
1.04
1.12

# Migrs
6495
N/A
7455

# Repls
1794
8422
N/A

(c) Pseudospectral solver

In Table 2 the number of migrated and replicated pages are presented for the
different optimization strategies after the configurations have reached steady-state
iteration times. The finite difference and finite volume solvers primarily migrate
pages in Configuration 4 where both migration and replication are enabled. The
pseudospectral solver invokes comparably more replication. For the pseudospectral
solver the number of replicated pages continues to grow also after a steady-state
iteration time has been reached. All data in the bottom right corner of the matrix in
Figure 3 is well suited for migration, whereas the data in the top right corner and
bottom left corner have a more complex behavior and the Orange system employs
both migration and replication.
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7

Speedup

Figure 7 presents measurements of the speedup for the three different solvers. We
show the speedup of the time per iteration when steady-state has been reached, i.e.,
after a large number of iterations (c.f. Figures 4, 5 and 6).
Reference
Configuration 1−5 and 7
Configuration 6

30

25

25

20

20

Speedup

Speedup

30

15

15

10

10

5

5

0
0

5

10
15
20
Number of threads

25

0
0

30

(a) Finite difference solver
30

30
25

20
15

5

5

10
15
20
Number of threads

25

25

30

0
0

30

25

30

(c) Pseudospectral solver

Reference
Configuration 4
Configuration 5
Configuration 6
Configuration 7

15
10

5

10
15
20
Number of threads

20

10

0
0

5

(b) Finite volume solver

Reference
Configuration 1
Configuration 2
Configuration 3

Speedup

Speedup

25

Reference
Configuration 1
Configuration 2
Configuration 4
Configuration 6

5

10
15
20
Number of threads

(d) Pseudospectral solver

Figure 7: Speedup curves for the PDE solvers
The finite difference solver shows an almost perfect speedup except for Configuration 6, where data is allocated on one node and replication/migration is disabled. Large amounts of data must then be communicated over the Orange interface in each iteration, since it resides on the remote node. With optimal data
placement (thread matched allocation or steady-state of migration and replication)
only boundary values between subdomains have to be communicated. This yields
a very high ratio of computations per communication resulting in linear speedup
for configurations 1-5 and 7.
In the pseudospectral solver we use global transposes of the data resulting in
a lot of data movements. The single node SMP (configuration 1) and the Orange
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configurations using the standard scheduling policy (2,3) show very good scaling
up to 14 threads. This is because all threads are scheduled to the same node and
no explicit data movements are necessary. Above 16 threads we get scheduling on
both nodes and communication over the Orange interconnect. This explains the
drop in the performance in Subfigure 7(c). For the balanced configurations (4-7),
there is a more even growth in speedup as the number of threads is increased. The
amount of communication caused by remote accesses is constant, which should
result in a smooth speedup. For configuration 6 we have the largest amount of
remote accesses, resulting in poor speedup.
The unstructured finite volume solver has very irregular data dependencies
making it difficult to optimize for loop-level parallelism. We get a lot of remote
memory accesses when running on two nodes but also a high number of cache
misses within the nodes. The speedup results are similar to the pseudospectral
solver, but somewhat lower. We get the best performance running on a single SMP
node. When scheduling threads on two nodes the performance drops due to the
high number of remote memory accesses.
Problem size influences the speedup behavior depending on the amount of
communication needed in each PDE solver. The communication/computation ratio
decreases for larger problems, leading to improved speedup.

8

Conclusions

We have evaluated the performance of three different numerical kernels, representing three types of numerical methods for solving PDEs; finite difference methods,
finite volume (element) methods, and spectral methods, on a self-optimizing ccNUMA architecture. The codes were written in Fortran 90 and parallelized with
OpenMP. We have experimented with different settings of data placement, thread
binding, and page migration/replication.
For the finite difference method it is easiest to get good scaling because of the
structured data and nearest neighbor dependencies. For large enough problems all
methods will scale well. To get good scaling on a NUMA system, data placement
is very important. This was discussed at SC2000 [1, 8]. On the Sun Orange system
data distribution can be achieved with thread matched allocation, i.e. data is allocated on the node where the thread first touching the data is residing, or by letting
a software daemon detect pages that are placed on the wrong node and migrate
or replicate them. The experiments show that migration and replication of pages
gives performance equal to the case where the pages were placed optimally from
the beginning.
For the finite volume solver the time to migrate and replicate the pages is neg-
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ligible compared to total time to solve the problem. The iteration time has levelled
out, i.e. the migration and replication process has reached steady-state, within
100 iterations while the solver needs about 15000 iterations to compute the solution. Thread matched allocation is very difficult to achieve in the finite volume
solver as the initialization and solver phases use completely different data access
patterns. Without extensive restructuring of the code, data would be unfavorably
distributed between the nodes. Also, data distribution directives would not help as
it is impossible to know in advance the optimal page placements, unless the code
is parallelized in MPI like fashion with different nodes responsible for different
domains. Again, this would require extensive restructuring of the code.
A common feature of all three kernels is that they repeatedly access the same
data set in an iterative numerical scheme. Many identical iterations allow the selfoptimizing features to migrate and replicate pages in an optimal way. For PDE
solvers where adaptive mesh refinement is employed, the sizes of the grids and the
data partitioning changes during execution. For such solvers, different advanced
load-balancing and re-partitioning software techniques have been developed, see
for example [11]. A topic for future research is to examine the performance of
self-optimizing systems also for problems with dynamically changing data structures. If good performance is achieved also here, this would greatly simplify the
implementation of adaptive PDE solvers.
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Abstract
While prefetch has proven itself useful for reducing cache misses in multiprocessors, traffic is often increased due to extra unused prefetch data.
Prefetching in multiprocessors can also increase the cache miss rate due to
the false sharing caused by the larger pieces of data retrieved.
The capacity prefetching strategy proposed in this paper is built on the assumption that prefetching is most beneficial for reducing capacity and cold
misses, but not communication misses. We propose a simple scheme for detecting the most frequent communication misses and suggest that prefetching
should be avoided for those. We also suggest a simple and effective strategy
for reducing the address traffic while retrieving many sequential cache lines
called bundling.
In order to demonstrate the effectiveness of these approaches, we have
evaluated both strategies for one of the simplest forms of prefetching, sequential prefetching. The two new strategies applied to this bandwidth-hungry
prefetch technique result in a lower miss rate for all studied applications,
while the average amount of address traffic is reduced compared with the
same application run with no prefetching. The proposed strategies could also
be applied to more sophisticated prefetching techniques for better overall
performance.

1

Introduction

Building an optimized computer system is a minimization effort spanning over
many properties. As a designer, you want to minimize the number of cache misses,
number of address transactions and the data bandwidth consumed by a wide variety
of applications, while keeping the implementation complexity reasonable.
37

An important first step in this optimization effort is to choose the key design
parameters, such as cache line size, degree of subblocking, cache associativity,
prefetch strategy, etc. The problem in finding an “optimum setting” for these design parameters is that, while improving one property, some other may become
worse. For example, a slightly longer cache line often decreases the cache miss
rate and address traffic, while the data bandwidth increases. Enlarging the cache
line can also result in increased data traffic, as well as increased address traffic,
since misses caused by false sharing may start to dominate. A further complication is that application behaviors differ greatly. A setting that works well for one
application may work poorly for others.
Ideally, one would like to dynamically select the best strategy for each application. Better yet would be dynamically selecting the best strategy for each class
of data within each application. While the complexity of such a proposal may be
prohibitive, it would be compelling to at least select different strategies for handling the two largest classes of cache misses in an application: capacity misses and
communication misses.
It is well known that large cache lines are often beneficial to data that cause capacity misses due to spatial locality. However, the access pattern of communication
often does not take advantage of larger cache lines and may suffer from false sharing. We propose a simple method for distinguishing between communicating and
non-communicating cache lines. Extra data are prefetched for non-communicating
misses, but not for communicating misses. Prefetching normally introduces a lot of
extra address traffic. By bundling the prefetching requests with the original request
the address traffic can be largely reduced.
The proposed strategies cause the number of cache misses to decrease while
keeping the data and address traffic under control compared with a non-prefetching
protocol. In our study, we have applied the bandwidth-reducing strategies to a
sequential prefetching protocol with a prefetch distance of 7 and shown that the
strategies can improve the protocol significantly. The intention of this paper is not
to recommend a sequential prefetch protocol as a final solution for prefetching, but
rather to show the potential of separating prefetching for communicating and noncommunicating data. A rather large prefetch distance has been chosen to clearly
distinguish between prefetching for communicating and non-communicating data.

2

Background

Many studies looking for the optimum cache line size were performed in the early
nineties. It was discovered that small cache lines increased the amount of capacity misses while too large cache lines could ruin the effectiveness of a cache. For
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caches in coherent shared-memory multiprocessors, this effect is even more pronounced. Here, a large cache line may not only make the cache less efficiently
used, but will also increase the amount of false sharing. For each application, there
is an optimum size resulting in the “best” performance [16]. Studies have been
carried out for sequential hardware prefetching schemes, where the cache line size
is kept small but a number of subsequent cache lines are prefetched on each cache
miss to yield a behavior similar to a large cache line [8]. Also here, the “best”
prefetch distance can be decided on a per-application basis, which also changes at
run-time.

2.1 Choosing the Cache Line Size
In uniprocessors, a very simple and usually efficient method of decreasing the
cache misses is to enlarge the cache line size [4, 14, 23]. However, the number
of capacity misses increases because unnecessary data are brought into the cache
for large cache line sizes. Torrellas et al. showed that larger cache lines in multiprocessors do not decrease the cache misses as efficiently as in uniprocessors due
to false sharing and poor spatial locality in shared data [25]. The optimum cache
line size is therefore usually smaller for multiprocessors than for uniprocessors.
Several papers have investigated the effects of cache line size on miss rate and
traffic in multiprocessors [10, 11, 16, 27]. In Figure 1, we have carried out a similar
cache miss and traffic analysis for the four SPLASH- 2 kernel applications [27]
on 16 processors, each with 1 MB of cache. Also the miss ratio, indicating the
percentage of cache misses of all cache accesses can be found in the figure. The
U-shaped curve is especially pronounced in the Radix-application. The number
of false misses increases with large cache line size due to the false sharing in all
applications.

2.2 Prefetching in Multiprocessors
Several researchers have studied prefetching in multiprocessors as a method of
reducing the miss penalty. The proposed prefetching schemes are either softwarebased [21, 22, 26] or hardware-based [5, 8, 9, 15, 17, 19, 24]. While software
approaches often introduce an instruction overhead, hardware approaches often
lead to increased memory traffic. Chen and Baer [7] therefore propose using a
combination of hardware and software prefetching.
Hardware approaches to prefetching in multiprocessors are usually based on
either stride prefetching or sequential prefetching. While sequential prefetching
prefetches the consecutive addresses on a cache miss, stride prefetching prefetches
addresses a certain distance away from the previous cache miss. Stride prefetching
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(a) Cache misses

(b) Address and data traffic

Figure 1: Influence of cache line size on the kernel SPLASH-2 applications. The
simulations are run on 16 processors, each with 1 MB 4-way associative caches.
The 32sq7 configuration uses a cache line size of 32 B and sequentially prefetches
the consecutive 7 lines on each cache miss. The cache misses, address traffic and
data traffic are normalized relative to the 32 B configuration. The miss ratio for
each application is indicated for the 32 B configuration.

40

has a certain learning time during which the prefetcher computes which address to
prefetch next. The efficiency of sequential and stride prefetching depends largely
on the access pattern behavior [13]. Dahlgren and Stenström showed that sequential prefetching normally reduces cache misses more than stride prefetching. This
is caused by the learning time and that most strides fit into a single cache line [9].
However, stride prefetching protocols often consume less memory bandwidth than
sequential prefetch protocols since they in general are more restrictive about issuing prefetches.
Baer and Chen [5] proposed to predict the instruction stream with a look-ahead
program counter. A cache-like reference predictor table is used to keep previous predictions of instructions. Correct branch prediction is needed for successful
prefetching. Several authors have studied the behavior of adaptive protocols in
multiprocessors that vary the degree of prefetching at run-time. Dahlgren et al.
presented an implementation which detects whether prefetched data has been used
or not by tagging cache lines and varies the degree of prefetching on the success
of previous prefetches [8]. Other adaptive protocols introduce small caches which
detect the efficiency of prefetches based on the data structure accessed [15, 17, 24].
These approaches require complex hardware and have problems detecting irregular
strides. Koppelman presented a prefetching scheme that can be seen as a compromise of stride and sequential prefetching called neighborhood prefetching [19]. It
uses the instruction history to compute an area around the demanded data, which
can be prefetched.

2.3 Effects of Sequential Prefetching
The behavior of sequential prefetching for the SPLASH-2 kernel benchmarks running on a 16 processor system with one level of 1 MB caches can be studied in Figure 1. For the sequential prefetching configuration, the cache line size is 32 B. On
each cache miss the consecutive 7 cache lines are prefetched. As can be seen, the
miss rate is substantially reduced in three of the four applications, while both the
address and data traffic increase compared with the 32 B non-prefetching scheme.
The sequential prefetching configuration has a similar miss rate to the protocol
with a 256 B cache line for most applications, since enlarging the cache line size is
basically a simple form of prefetching. However, a much higher address bandwidth
is required.
For the Radix application, the miss rate is somewhat lower for the sequential
prefetch scheme than for the 256 B configuration. The reason for the lower cache
miss rate is that, with a longer cache line size, only a single processor can reply to
requests for the entire 256 B of data. Also, the sequential prefetch scheme always
prefetches subsequent blocks on a cache miss. The data traffic drops somewhat be41

cause prefetch requests are only generated if the cache line is not already available
in the cache.

3

Miss Penalty Reducing Prefetching Schemes

Sequential prefetching schemes introduce a large amount of data and address traffic
compared with a non-prefetching coherence protocol. We propose two new schemes
for lowering the bandwidth requirements while taking advantage of a low cache
miss rate: capacity prefetching and bundled capacity prefetching.

3.1 Capacity Prefetching
One problem with previous prefetching schemes in multiprocessors is the increase
in false sharing misses for large cache line sizes. Would it be possible to distinguish
between lines causing false sharing and other cache lines? The idea of the capacity
prefetching algorithm is to prefetch only if the cache line causing the miss has been
replaced from the cache or is being upgraded from the Shared to the Modified state.
These kinds of cache misses can be identified without the need for any more state
information in the cache. We simply distinguish between cache lines present in the
cache in the Invalid state and cache lines not present in the cache (which are also
interpreted as Invalid by normal cache coherence protocols).
Since non-communicating cache lines do not cause any false sharing misses,
it should be beneficial to make them longer to take better advantage of spatial
locality. However, communicating lines are more likely to be involved in false
sharing situations and should be kept shorter. On a cache miss, two possible actions
can be taken in capacity prefetching. Either the cache line has been replaced or has
never been accessed before, in which case prefetching will be performed, or the
cache line has been invalidated and only the missing cache line will be fetched into
the cache. So, in capacity prefetching, the actual cache line size will effectively
appear longer for non-communicating lines.

3.2 Bundled Capacity Prefetching
For sequential prefetching, not only will the cache line that caused the miss be
fetched into cache, but a number of other cache lines will as well. The static
prefetching distance decides the number of lines to fetch on each miss. The prefetched lines are brought into the cache or upgraded by generating another Read,
ReadExclusive or Upgrade request on the bus for each prefetch. Obviously, this
introduces a lot of extra address traffic, especially for large prefetch distances.
The extra address traffic caused by the prefetches could be largely reduced
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by bundling the original Read, ReadExclusive and Upgrade request together with
the prefetch requests. An easy way to do this is to extend the requests with a
bitmap indicating which lines beyond the original request to prefetch to the cache.
However, while this would reduce the number of address transactions on the bus,
it would not reduce the number of snoop lookups each cache has to perform. Also,
it may create a multisource situation, where a single address transaction would
result in data packets being transferred from many different sources. This would
violate some of the basic assumptions of state-of-the-art implementation of cache
coherence [6].
Therefore, we propose a more restrictive approach to the bundling principle.
The first limitation is not to bundle ReadExclusive requests. Since these transactions may cause changes to any of the snooping caches, they would still require
a snoop lookup in each cache for each bundled cache line. The second limitation
is that only the owner of the originally requested line will supply data on a Read
prefetch request. The owner will only reply with data if it is also the owner of the
requested prefetch line. This way, only the owner may have to snoop the bundled
cache lines. As a consequence not only will the address traffic decrease for Read
prefetches but also the number of snoop lookups.

4

Simulation Environment

All experiments were carried out using execution-driven simulation in the fullsystem simulator Simics modeling the SPARC v9 ISA [20]. An invalidation-based
MOSI cache coherence protocol extension to Simics was used. In all experiments,
a bus-based 16 processor system with one level of 1 MB 4-way associative unified
data and instruction caches per CPU were modeled. Since our goal is to reduce the
level 2 cache misses and we assume an inclusive cache hierarchy, we have chosen
to model only one cache level. We have further selected to only report the traffic
produced at different levels rather than simulatı́ng the contention that may arise
from the traffic. While this will not allow us to estimate the wall clock time for the
execution of the benchmarks, which would be highly implementation dependent,
it will isolate the parameters we are trying to minimize.
Many different classification schemes for cache misses in multiprocessors have
been proposed [10, 12, 25]. The cache miss characterization in our paper is influenced by Eggers and Jeremiassen [12]: The first reference to a given block by a
processor is a cold miss. Subsequent misses to the same block by the same processor are either caused by invalidations and/or replacements. All misses caused by
replacements are classified as capacity misses. The invalidation misses are either
classified as false or true sharing misses. False sharing misses occur if another
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word in the cache line has been modified by another processor during its lifetime
in the cache. All other invalidation misses are true sharing misses. Conflict misses
are included in the capacity miss category.

4.1 Benchmark Programs and Working Sets
The studies have been carried out on the SPLASH- 2 programs [27] and two commercial workloads, SPECjbb2000 [3] and ECperf [1] (a slightly modified version
has lately been adapted as SPECjAppServer2001 [2]). The SPLASH-2 programs
are mainly scientific, engineering, and graphics applications and have been used
extensively as multiprocessor benchmarks the last few years. However, SPLASH-2
does not provide realistic results for computer designers since the server market is
entirely dominated by commercial applications such as databases and application
servers.
ECperf and SPECjbb2000 are both Java-based middleware benchmarks. ECperf
is a benchmark modeling Java Enterprise Application Servers that uses a number
of Java 2 Enterprise Edition (J2EE) APIs in a web application. ECperf is a complicated multi-tier benchmark that runs on top of a database server and an application
server. SPECjbb2000 evaluates the performance of server-side Java. It can be run
on any Java Virtual Machine. Both are commercial benchmarks that put heavy demands on the memory and cache system. More information on SPECjbb2000 and
ECperf can be found in [18].
The SPLASH-2 workloads have been chosen according to the default values
specified in the SPLASH-2 release [27] with some minor changes: the Cholesky
benchmark was optimized for 1 MB caches, the FFT benchmark was run with
65536 data points, the Raytrace benchmark allocated a total of 64 MB global
memory, and the Radiosity benchmark used the small test scene provided in the
distribution instead of the default room scene in order to limit the simulation time.
All benchmarks were run using 16 parallel threads, and the measurements were
started right after the child processes had been created in all applications except
Barnes and Ocean, where the measurements were started after two time steps.
ECperf models the number of successfully completed “benchmark business
operations” during a time period. The operations include business transactions
such as a customer making an order, updating an order or checking the status of an
order. The ECperf transactions take long a time, and a total of 10 transactions were
run with a 3- transaction warm-up period. SPECjbb2000 transactions take much
less time, and we simulated 50,000 transactions, including 10,000 transactions of
warm-up time.
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5

Experimental Results

The efficiency of capacity prefetching is presented in Figures 2 to 5. In the experiments, the cache line size is set to 32 B for all prefetching configurations. As
a comparison, miss rate and bus traffic are also presented for the basic 32 B and
256 B cache line configurations without prefetching. The results are presented for
sequential prefetching, capacity prefetching and bundled capacity prefetching, all
with a prefetch distance of 7 cache lines. The reason for prefetching 7 consecutive
cache lines is to get an actual behavior similar to a long 256 B cache line and at the
same time keep a short baseline cache line size.
A comparison between capacity prefetching and the sequential prefetching
scheme shows that address and data traffic is reduced for capacity prefetching in
all applications. The data and address traffic is further reduced using bundled capacity prefetching for all applications. Bundled capacity prefetching is especially
efficient in traffic reduction, which is not surprising, since the method combines
several bus requests. The reason for the reduction of the data traffic is that only the
owner of the original cache line replies to the prefetch requests. Bundled capacity
prefetching reduces the data traffic with about 50 percent and the address traffic by
75 percent compared with the sequential prefetching scheme as an average of all
studied applications.
The data traffic is reduced in all prefetching schemes compared with a 256 B
cache line size. Compared with the 256 B configuration, bundled capacity prefetching reduces the data traffic by about 70 percent on the average for all SPLASH- 2
benchmarks and about 55 percent for the JAVA-servers. On the average, the address traffic increases a few percent for bundled capacity prefetching compared
with a 256 B cache line size and is similar to the 32 B cache line address traffic.
All prefetching schemes, except capacity prefetching in Barnes, manage to reduce the number of cache misses compared with the non-prefetching 32 B version
for each application. Only three of a total of fourteen benchmarks show a worse
miss rate for the bundled capacity prefetching scheme than the 256 B scheme: FFT,
LU and Water-Nsq.
The average miss statistics from both the SPLASH-2 benchmarks and the JAVAserver benchmarks show that sequential prefetching reduces the miss rate most.
The difference in misses between capacity prefetching and bundled capacity prefetching is very small on the average and is caused by the owner reply limitation
described in Section 3.2. Some applications, e.g., Barnes, FMM, Radix and WaterNsq, show rather large differences in cache miss rates between the three prefetching
configurations. In Barnes and FMM, bundled capacity prefetching is more efficient
than capacity prefetching in two ways, by reducing cache misses and traffic. This
is because no ReadExclusive prefetches are generated by Upgrade requests in the
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(a) Cache misses

(b) Address and data traffic

Figure 2: Effect of capacity prefetching in four SPLASH-2 benchmarks. The nonprefetching protocols have cache line sizes of 32 and 256 B. The prefetching protocols include the sequential prefetch protocol, 32sq7, the capacity prefetch protocol, 32c7, and the bundled capacity prefetch protocol, 32bc7. The cache misses,
address traffic and data traffic are normalized relative to the 32 B configuration.
The miss ratio for each application is indicated for the 32 B configuration.
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(a) Cache misses

(b) Address and data traffic

Figure 3: Effect of capacity prefetching in four SPLASH-2 benchmarks. The nonprefetching protocols have cache line sizes of 32 and 256 B. The prefetching protocols include the sequential prefetch protocol, 32sq7, the capacity prefetch protocol, 32c7, and the bundled capacity prefetch protocol, 32bc7. The cache misses,
address traffic and data traffic are normalized relative to the 32 B configuration.
The miss ratio for each application is indicated for the 32 B configuration.
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(a) Cache misses

(b) Address and data traffic

Figure 4: Effect of capacity prefetching in four SPLASH-2 benchmarks. The nonprefetching protocols have cache line sizes of 32 and 256 B. The prefetching protocols include the sequential prefetch protocol, 32sq7, the capacity prefetch protocol, 32c7, and the bundled capacity prefetch protocol, 32bc7. The cache misses,
address traffic and data traffic are normalized relative to the 32 B configuration.
The miss ratio for each application is indicated for the 32 B configuration.
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(a) Cache misses

(b) Address and data traffic

Figure 5: Effect of capacity prefetching in the JAVA-server benchmarks. The averages for the studied benchmarks are also presented. The non-prefetching protocols
have cache line sizes of 32 and 256 B. The prefetching protocols include the sequential prefetch protocol, 32sq7, the capacity prefetch protocol, 32c7, and the
bundled capacity prefetch protocol, 32bc7. The cache misses, address traffic and
data traffic are normalized relative to the 32 B configuration. The miss ratio for
each application is indicated for the 32 B configuration.
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bundling, which hurts the miss rate in these applications.
Capacity prefetching and bundled capacity prefetching manage to reduce the
number of capacity and cold misses (non-communication misses) while keeping
the upgrades, false and true sharing misses (communication misses) under control. The applications with the largest false sharing problems for large cache line
sizes (Barnes, FMM, Radiosity, Radix, Water-Sp, ECperf) gain the most by capacity prefetching. Some applications (Barnes, Radiosity, Water-Nsq, Water-Sp)
introduce more false sharing when prefetching than could be found in the 32 B
configuration. However, these applications experience even more false sharing
misses for the 256 B non-prefetching configuration.
As can be seen in the applications with a large amount of capacity misses
(Specjbb2000, ECperf, Volrend), the data traffic is not reduced as much as in applications with few capacity misses. This is not surprising since the prefetching
takes place when a line is replaced in the cache. Despite this fact, the data traffic is
reduced significantly compared with the 256 B cache line configurations.
Capacity prefetching only distinguishes between non-communication and communication cache lines. No distinction is made between false and true sharing
misses. The prefetching is therefore suppressed not only for capacity misses but
also for true sharing misses. However, for most of the studied benchmarks, this
does not seem to increase the number of cache misses compared with the sequential prefetching protocol, which prefetches on all cache misses. Water-Nsq is the
benchmark that is most influenced by this lack of prefetching. The application
evaluates forces and potentials in water molecules. Each molecule has a record of
data saved in an array. The size of the record is larger than 32 B. When a new
processor updates the record, the whole record has to be transferred. Thus, in this
application it would be advantageous to communicate large chunks of data, which
is not the case in capacity prefetching. Since communication misses are handled
the same way as in a non-prefetching protocol, the capacity prefetching protocols
perform equally to the 32 B non-prefetching protocol.

6

Implementation Issues with Capacity Prefetching

The results presented in the former section showed that, with the bundled capacity
prefetching protocol, it would be beneficial to reduce the cache line size for communicating lines and use a rather large prefetch distance for non-communicating
lines. Shorter cache lines introduce a higher memory overhead in the cache implementation. A common way to reduce the overhead is to use subblocked caches.
In a subblocked cache, a single address tag is associated with several cache lines,
while each cache line has its own state tag. Subblocked caches yield more capac-
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ity misses than non-subblocked caches since the number of replacements increases
with a less efficient use of the cache. A sounder comparison would therefore be to
compare the bundled capacity prefetch protocol with cache implementations having the same cache tag size.
With a subblocked version of bundled capacity prefetching, it would be easier
to prefetch the lines that are available in the subblocks sharing the same address
tag, rather than sequentially prefetching the lines with consecutive addresses. As a
consequence, the subblocked version of the bundled capacity prefetching scheme
becomes less complex to implement since the exact data to prefetch do not have to
be specified. The prefetched lines are aligned with the addresses that have the same
cache tag. On a non-communication miss, the bus request demands the owner of
the cache line for all available lines that have the same cache tag.

6.1 Evaluation of the Subblocked Prefetching Schemes
The behavior of the subblocked prefetching schemes can be studied in Figures 6
to 9. To make a fair comparison, all configurations have a similar memory overhead cost. The cache tag size has a resolution of 256 B size in all configurations.
A total of seven configurations has been tested. The configurations 32s, 64s and
128s are ordinary non-prefetching subblocked schemes having 32, 64 and 128 B
cache lines respectively. The 32s configuration has 8 subblocks per tag, the 64s
configuration 4 subblocks per tag and the 128s configuration 2 subblocks per tag.
The protocol with a 256 B cache line 256 is not subblocked at all. The remaining three configurations 32sbc, 64sbc and 128sbc are also subblocked to varying
degrees and use the subblocked version of bundled capacity prefetching.
Since subblocking results in a larger number of cache misses due to an increase
in capacity misses, the configurations with a small cache line size are more heavily
subblocked than the ones with longer cache lines. For example, cache misses and
traffic will increase more for the 32s and 32sbc configurations than for the 64s
configuration due to subblocking. A possibility would be to subblock less, but that
would lead to an increased cache implementation cost. The subblocking results in
less beneficial results for shorter cache line sizes and is therefore the main reason
why a subblocked capacity prefetching configuration with a very short cache line
is not suggestible.
On the average it seems like the lowest number of cache misses occurs when the
cache line size is 64 B and subblocked bundled capacity prefetching is used. Compared with the non-prefetching 256 B configuration, the address traffic is somewhat increased (10 percent), while data traffic is lowered by more than 50 percent.
The reason for the good results with the 64 B cache line size could be that all the
benchmarks were optimized at compile time to run on machines with this cache
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(a) Cache misses

(b) Address and data traffic

Figure 6: Effect of subblocked bundled capacity prefetching. All configurations
have an address tag with 256 B resolution, resulting in a larger degree of subblocking for configurations with smaller cache line size. The non-prefetching protocols
(32s, 64s, 128s, 256) have cache line sizes of 32, 64, 128 and 256 B respectively.
The subblocked bundled capacity prefetching protocols (32sbc, 64sbc, 128sbc)
have cache line sizes of 32, 64 and 128 B. All results are normalized relative to
the 256 B configuration. The miss ratio for each application is indicated for the
256 B configuration.
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(a) Cache misses

(b) Address and data traffic

Figure 7: Effect of subblocked bundled capacity prefetching. All configurations
have an address tag with 256 B resolution, resulting in a larger degree of subblocking for configurations with smaller cache line size. The non-prefetching protocols
(32s, 64s, 128s, 256) have cache line sizes of 32, 64, 128 and 256 B respectively.
The subblocked bundled capacity prefetching protocols (32sbc, 64sbc, 128sbc)
have cache line sizes of 32, 64 and 128 B. All results are normalized relative to
the 256 B configuration. The miss ratio for each application is indicated for the
256 B configuration.
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(a) Cache misses

(b) Address and data traffic

Figure 8: Effect of subblocked bundled capacity prefetching. All configurations
have an address tag with 256 B resolution, resulting in a larger degree of subblocking for configurations with smaller cache line size. The non-prefetching protocols
(32s, 64s, 128s, 256) have cache line sizes of 32, 64, 128 and 256 B respectively.
The subblocked bundled capacity prefetching protocols (32sbc, 64sbc, 128sbc)
have cache line sizes of 32, 64 and 128 B. All results are normalized relative to
the 256 B configuration. The miss ratio for each application is indicated for the
256 B configuration.
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(a) Cache misses

(b) Address and data traffic

Figure 9: Effect of subblocked bundled capacity prefetching. All configurations
have an address tag with 256 B resolution, resulting in a larger degree of subblocking for configurations with smaller cache line size. The non-prefetching protocols
(32s, 64s, 128s, 256) have cache line sizes of 32, 64, 128 and 256 B respectively.
The subblocked bundled capacity prefetching protocols (32sbc, 64sbc, 128sbc)
have cache line sizes of 32, 64 and 128 B. All results are normalized relative to
the 256 B configuration. The miss ratio for each application is indicated for the
256 B configuration.
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line size.
Applications with a large amount of capacity misses experience a larger increase in traffic in subblocked bundled capacity prefetching than applications with
less capacity misses. This is almost entirely caused by a larger number of writebacks, which generate more address and data traffic. The effect is more pronounced
in subblocked caches.

7

Conclusion

This paper presents a method to simply categorize cache lines in communicating
or non-communicating. The optimization proposed is to issue prefetch requests for
non-communicating lines. No optimization has been carried out for communicating lines.
We have demonstrated how the strategies of capacity prefetching and bundling
can be used to improve the effectiveness of static sequential prefetch schemes,
while vastly reducing the overhead in address and data communication. The strategies reduce the capacity and cold misses by sequentially prefetching lines without
causing problems with false sharing. The strategies create virtually longer cache
lines for all non-communicating data and keep the cache lines short for communicating data. The hardware implementation cost of the prefetching scheme is
very low. By combining the messages generated at each prefetch for all Read and
Upgrade requests, the address traffic can be significantly lowered using bundled
capacity prefetching.
This should not be viewed, however, as the ultimate result of these two methods, but rather an indication that they should be studied in the context of many
more coherence schemes.

8

Future Work

Several authors have studied how to adaptively fetch data into a cache. Dahlgren
et al. studied how to adaptively determine the prefetch distance in a multiprocessor [8]. An interesting study would be to combine an adaptive protocol with a
capacity prefetch protocol.
It also would be interesting to use a separate dynamic prefetching strategy for
communication data. That way, different effective cache line sizes would be applied to communication and capacity misses according to what seems to fit the
running application best.
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Abstract
Prefetching has proven useful for reducing cache misses in multiprocessors at the cost of increased coherence traffic. This is especially troublesome
for snooping-based systems, where the available coherence bandwidth often
is the scalability bottleneck.
The new bundling technique, introduced in this paper, reduces the overhead caused by prefetching by two means: piggybacking prefetches with
normal requests; and, requiring only one device on the “bus” to perform a
snoop lookup for each prefetch transaction. This paper describes bundling
implementations for three important transaction types: reads, upgrades and
downgrades.
While bundling could reduce the overhead of most existing prefetch
schemes, the evaluation of bundling performed in this paper has been limited
to two of them: sequential prefetching and Dahlgren’s adaptive sequential
prefetching.
Both schemes have their snoop bandwidth cut in about half for all the
commercial and scientific benchmarks studied. The combined effect of bundling applied to these fairly naive prefetch schemes lowers the cache miss rate,
the address bandwidth, as well as the snoop bandwidth compared with no
prefetching for all applications – a result never demonstrated before.
Bundling, however, will not reduce the data bandwidth introduced by a
prefetch scheme. We argue, however, that the data bandwidth is more easily
scaled than the snoop bandwidth for snoop-based coherence systems.

1

Introduction

Many important applications spend a substantial part of their time waiting for memory transactions [5, 15]. A cache miss rate of 1 percent may add as much as 1.0
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to the overall CPI number, assuming an access cost to memory of 400 CPU cycles and a 25 percent ratio of memory instructions. Much research effort has been
devoted to reducing the number of cache misses using various latency-hiding and
latency-avoiding techniques, such as prefetching.
While most existing prefetch techniques efficiently reduce the amount of cache
misses, they also increase the amount of global coherence activity, which is a scarce
resource in a shared-memory multiprocessor. This is especially true for systems
based on snooping coherence, where each device has to perform a cache lookup
for every global address transaction. The address networks of systems based on directory coherence are more scalable, since the address transactions are sent pointto-point. Still, systems based on snooping are often preferred due to their superior
cache-to-cache transfer time. It should be noted that there is no difference in scalability of the data network between systems based on snooping coherence and systems based on directory coherence, since data packets can be sent point-to-point in
both cases. Actually, commercial snooping-based systems have been built where
the data network is over-designed with 50 percent compared to the available snoop
bandwidth [6].
The goal of this research is to find a way to reduce the cache miss rate without
increasing coherence activity. Our new proposal, bundling, piggybacks prefetch
transactions on ordinary cache miss transactions. An alteration of the coherence
protocol allows for a very selective snooping of the prefetch transactions, such that
only one device needs to perform the snoop lookup. Bundling in combination with
existing prefetch proposals may actually decrease the bandwidth of the address bus,
and more importantly, also decrease the coherence activity (i.e., address snoops)
compared with a system without prefetching.
This paper uses the simple but effective, adaptive sequential prefetching of read
transactions, proposed by Dahlgren et al. [7], as a baseline system. The Dahlgren
scheme is compared with a fixed sequential prefetch scheme and systems with various cache line sizes. Next, bundling techniques for read, upgrade and downgrade
(i.e., write-back) transactions are introduced, followed by a study of the efficiency
of bundled prefetch protocols. The bundled version of the original fixed sequential prefetch protocol has 54 percent less address snoops and 10 percent less cache
misses on average for all studied applications. The bundled adaptive protocol reduces the address snoops with 47 percent and the cache misses with 5 percent compared with the original adaptive protocol. The data traffic is similar for bundled and
non-bundled prefetchers. We also discuss the complexity of the proposal and provide a more detailed description of one possible implementation of bundling on an
existing architecture.
We end the paper with a performance discussion of various prefetch protocols and make a comparison between the bundled prefetch protocols and non64

prefetching protocols. Combining the adaptive prefetch scheme with bundling allows us to cheaply prefetch upgrade and downgrade transactions as well as read
transactions, resulting in a miss reduction of 28 percent for the scientific benchmarks (SPLASH-2) and a miss reduction of 17 percent for the commercial benchmarks. It also reduces the snoop lookups by 25 percent and 16 percent respectively
compared to a system without prefetching. It is interesting to note that we lower
the miss rate and the snoop lookups for all studied applications.
While the evaluation section of this paper studies the effect of bundling on the
Dahlgren sequential prefetching and pure sequential prefetching, it does not argue
that these necessarily are the strategies of choice. However, it does make the case
that various forms of bundling can help reduce the coherence overhead caused by
most prefetch strategies. While bundling reads, upgrades and downgrades may
seem obvious, it has not previously been proposed. Actually, we are not aware of
any prefetch paper that have reported a reduction in the coherence activity for all
studied applications.

2

Background: Multiprocessor Prefetching

Several prefetch techniques have been proposed for reducing the cache miss rate of
multiprocessors. Software prefetching [18, 19, 20, 25] relies on inserting prefetch
instructions in the code and results in an instruction overhead.
The hardware prefetching techniques [4, 7, 8, 12, 14, 16, 22] require hardware
modification to the cache controller to speculatively bring additional data into the
cache. Hardware prefetching often relies on detecting regularly accessed strides. A
common approach to avoid unnecessary prefetches in multiprocessors is to make
the prefetcher adapt the amount of prefetching at run time [12, 14, 22]. These
proposals introduce small caches that detect the efficiency of prefetches based on
the data structure accessed. Baer and Chen proposed to predict the instruction
stream with a look-ahead program counter [4]. A cache-like reference predictor
table is used to keep previous predictions of instructions. Correct branch prediction
is needed for successful prefetching.
Another hardware prefetch approach is to take better advantage of spatial locality by fetching data close to the originally used cache line. A larger cache line
size can achieve this. Unfortunately, enlarging the cache line size is not as efficient
in multiprocessors as in uniprocessors since it can lead to a large amount of false
sharing and an increase in data traffic. The influence of cache line size on cache
miss rate and data traffic has been studied by several authors [9, 10, 13, 26, 27].
To avoid false sharing and at the same time take advantage of spatial locality, sequential prefetching fetches a number of cache lines having consecutive addresses
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on a read cache miss. The number of additional cache lines to fetch on each miss
is called the prefetch degree.
Sequential prefetching in multiprocessors was first studied by Dahlgren [7].
The increased prefetch traffic tends to hurt multiprocessors more than uniprocessors. This is especially a problem in bus-based multiprocessors where the available snoop bandwidth is limited [24]. Dahlgren proposed two types of sequential
prefetching schemes, a fixed version and an adaptive version [7]. Prefetches are
only generated on read misses in these schemes and the focus on the study was on
prefetching to the second level cache.
The fixed sequential prefetch scheme issues prefetches to the K consecutive
cache lines on each cache read miss. If the consecutive cache lines are not already
present in a correct state in the cache, a prefetch message for the missing cache
line is generated on the interconnect. The prefetch degree K is fixed to a positive
integer in this scheme. The fixed sequential prefetch scheme requires only small
changes to the cache controller of the prefetching cache. In addition to this, a
special prefetch request has to be handled by the interconnect and the memory
system.
The adaptive sequential prefetch scheme is identical to the fixed sequential
prefetch scheme, except that the prefetch degree K can be varied during run time.
The prefetch degree is varied based on the success of previous prefetches. Dahlgren’s approach to finding an optimal value of K is to count the number of useful
prefetches. This is done by using two counters that keep track of the total number of
prefetches and the number of useful accesses to prefetched cache lines. Prefetched
cache lines are tagged for later detection. Every sixteenth prefetch, the useful
prefetches are checked. If the number of useful prefetches is larger than twelve, K
is incremented. K is decremented if the number of useful prefetches is lower than
eight or divided by two if less than three prefetches are useful. The scheme also
has a method of turning prefetching on, since no detection can be carried out if the
prefetch degree is lowered so that no prefetches are performed.
The behavior of fixed and adaptive sequential prefetch schemes on a single
level of coherent caches is studied in Figures 1 to 4. The prefetch strategies are
evaluated in terms of cache misses, snoop lockups and data traffic for fourteen
commonly used scientific and commercial benchmarks. All results are normalized
relative to the 32 B non-prefetching protocol. The numbers indicated in the cache
miss figures are miss ratios, showing the percentage of cache accesses missing
in the cache, for each application’s 32 B configuration. The adaptive protocol
Dr is the one described by Dahlgren [7]. The abbreviation Dr indicates that this
is the adaptive protocol proposed by Dahlgren, which only prefetches on reads.
The fixed sequential prefetch protocol F3r is a non-adaptive scheme that issues
prefetches to the next three consecutive cache lines based on the address on all
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 1: Cache misses, snoop lockups and data traffic for three different cache
line sizes, 32, 64, 128, a fixed sequential prefetch protocol with a prefetch degree
of 3, F3r, and Dahlgren’s adaptive prefetch protocol, Dr. The results are normalized relative to the 32 B non-prefetching configuration. The cache miss ratios are
indicated for the 32 B configuration for each application.

67

(a) Cache misses

(b) snoop lockups and data traffic

Figure 2: Cache misses, snoop lockups and data traffic for three different cache
line sizes, 32, 64, 128, a fixed sequential prefetch protocol with a prefetch degree
of 3, F3r, and Dahlgren’s adaptive prefetch protocol, Dr. The results are normalized relative to the 32 B non-prefetching configuration. The cache miss ratios are
indicated for the 32 B configuration for each application.
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 3: Cache misses, snoop lockups and data traffic for three different cache
line sizes, 32, 64, 128, a fixed sequential prefetch protocol with a prefetch degree
of 3, F3r, and Dahlgren’s adaptive prefetch protocol, Dr. The results are normalized relative to the 32 B non-prefetching configuration. The cache miss ratios are
indicated for the 32 B configuration for each application.
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 4: Cache misses, snoop lockups and data traffic for three different cache
line sizes, 32, 64, 128, a fixed sequential prefetch protocol with a prefetch degree
of 3, F3r, and Dahlgren’s adaptive prefetch protocol, Dr. The results are normalized relative to the 32 B non-prefetching configuration. The cache miss ratios are
indicated for the 32 B configuration for each application.
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cache read misses. In addition to these protocols, the results of non-prefetching
protocols are presented for various cache line sizes.
The original adaptive Dahlgren scheme Dr lowers the cache misses for all studied applications compared with the 32 B non-prefetching configuration. The fixed
prefetch protocol F3r lowers the cache misses for all applications except Barnes
and Volrend.
Both fixed and adaptive prefetching increase the data traffic and address snoops
rather heavily compared with a non-prefetching protocol. For some applications,
e.g. Barnes and Raytrace, the increase is very large. However, for most applications the adaptive strategy has a better prefetch efficiency and thus results in less
address snoops and data traffic than in the fixed version. The difference between
the snoop lookups and the data traffic is caused by upgrades, which results in address snoops but no data traffic.
By looking at the snoop lookups and data traffic figures, we can identify algorithms with good prefetch efficiency. For such algorithms, e.g. Cholesky, FFT, LU
and Ocean, the access pattern is very regular and the adaptive algorithm works well
thus generating only a small increase in data traffic. These algorithms also have
good spatial locality since the cache misses decrease substantially when a large
cache line size is used.
Comparing a sequential prefetch protocol of prefetch degree K with a protocol
with a large cache line size, e.g. comparing F3r with the 128 B non-prefetch
protocol, we see that the fixed prefetch protocol generally generates less data traffic
than the non-prefetch protocol. Dahlgren also showed this. One reason for this is
that false sharing can be avoided in the prefetch protocol and another reason is that
the prefetch protocol always fetches subsequent addresses, which is not the case in
a protocol having a large cache line size.

3

Simulation Environment

The Simics [17] full-system simulator is used in all the experiments. The simulation is execution-driven and models the in-order SPARC v9 ISA. We have implemented an invalidation-based MOSI (Modified, Owner, Shared, Invalid) protocol
extension to Simics as a baseline cache coherence protocol. In all experiments, a
bus-based 16-processor system with one level of 4-way associative unified data and
instruction caches per CPU is modeled. Since our goal is to reduce the second level
cache misses and we assume an inclusive cache hierarchy with a write-through first
level cache, we have chosen to only model one cache level. A single level simulation will yield the same number of cache misses as for a two level hierarchy, but the
miss-ratio will be lower since more read accesses will reach the cache compared
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with a multi-level cache hierarchy.
Many different classification schemes of cache misses in multiprocessors have
been proposed [9, 11, 23]. The cache miss characterization in our paper is influenced by Eggers and Jeremiassen [11]: The first reference to a given block by a
processor is a cold miss. Subsequent misses to the same block by the same processor are either caused by invalidations and/or replacements. All misses caused by
replacements are classified as capacity misses. The invalidation misses are either
classified as false or true sharing misses. False sharing misses occur if another
word in the cache line has been modified by another processor during the lifetime
in the cache. All other invalidation misses are true sharing misses. Conflict misses
are included in the capacity miss category.
Throughout the paper the terms snoop lookups and address snoops are used as
measurements of the number of cache lookups needed by the coherence activities.
The available snoop bandwidth is the major limitation of scalability, since it grows
rapidly with the number of processors. The data traffic reported represents the
number of bytes transferred on the data network.

3.1 Benchmark Programs and Working Sets
The studies are performed on the SPLASH-2 applications [27] and two commercial
workloads, SPECjbb2000 [3] and ECperf [1] (a modified version has lately been
adapted as SPECjAppServer2001 [2]).
The cache size is chosen to model realistic data footprints. The SPLASH-2
programs are rather old benchmark programs with small data footprints. Therefore, the cache size for the SPLASH-2 simulations is chosen accordingly to only
64 KB. At this cache size, the number of communication misses (false, true and upgrade misses) and non-communication misses (cold, capacity misses) are roughly
equal and the different cache miss categorizes could be observed and evaluated for
all applications. If a larger cache size is used, the diagrams are entirely dominated
by cold misses and with a smaller cache size, very few communication misses
occur. The workloads are chosen according to the default values specified in the
SPLASH-2 release [27] with some minor changes: the Cholesky benchmark is optimized for the cache size, the FFT benchmark is run with 65536 data points, the
Raytrace benchmark allocates a total of 64 MB global memory, and the Radiosity
benchmark uses the small test scene provided in the distribution instead of the default room scene in order to limit the simulation time. All benchmarks are run using
16 parallel threads, and the measurements are started right after the child processes
are created in all applications except Barnes and Ocean, where the measurements
are started after two time steps.
ECperf and SPECjbb2000 are both commercial Java-based middleware bench72

marks. ECperf is a benchmark modeling Java Enterprise Application Servers that
uses a number of Java 2 Enterprise Edition (J2EE) APIs in a web application.
ECperf is a complicated, multi-tier benchmark that runs on top of a database server
and an application server. SPECjbb2000 evaluates the performance of server-side
Java. It can be run on any Java Virtual Machine. Both are commercial benchmarks,
which set heavy demands on the memory and the cache system. The SPECjbb2000
and ECperf workloads are chosen according to Karlsson [15]. The commercial
benchmarks have larger data footprints and therefore the cache size is chosen to 1
MB for these applications for a more realistic mixture of cache misses.
ECperf models the number of successfully completed “benchmark business
operations” during a time period. Such operations include business transactions
such as a customer making an order, updating an order or checking the status of an
order. The ECperf transactions take long time and a total of 10 transactions are run
with a 3-transaction warm-up period. SPECjbb2000 transactions take much less
time and we simulate 50,000 transactions including 10,000 transactions of warmup time.

4

Reduction of Address Snoops Through Bundling

Snooping protocols result in a much lower latency for cache-to-cache transfers
than directory-based protocols. However, the available snoop bandwidth of snoopbased systems limits their scalability. Data packets do not need the broadcast capabilities and can be returned on a general network, such as a crossbar switch or a
point-to-point network, and do not suffer from such limitations. An example is the
architecture of SunFire 6800, which has a data interconnect capable of transferring
14.4 GB/s while its snooping address network only can support 9.6 GB/s worth of
address snoops [6], i.e., the data network is over-designed by about 50 percent. The
main goal of our proposal is to limit the snoop bandwidth consumed by the address
network, while the amount of bandwidth used in the data network is considered to
be less critical.
Traditionally, hardware prefetchers, e.g. sequential prefetchers, send address
transactions for the original cache miss as well as for all prefetch transactions.
This typically creates more snooping in the state memory – the major limiting
factor for the scalability of such system. The snoop frequency is limited by the rate
at which new cache state lookups can start. The number of address transactions
sent on the network can be significantly reduced if the original transaction, and
its associated prefetch transactions are bundled into a single transaction. Each
original transaction has to be extended with an offset prefetch bit mask indicating
which extra cache lines to prefetch beyond the original one according to Figure 5.
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While this would reduce the number of address transactions on the bus, it would
not reduce the number of snoop lookups each cache has to perform. However, if
we alter the semantics of the prefetching slightly using bundling, it is possible to
limit the number of caches that each prefetch transaction needs to snoop.
Transaction
type

Original
address

Prefetch
bit mask

Figure 5: Bundled transaction.
Several hardware coherence protocols and software DSMs have used piggyback techniques to transfer multiple requests in one packet. None of these protocols have used piggybacking as a method of reducing the address snoops for
prefetches. A simple form of bundling applied only to read transactions has previously been studied together with the capacity prefetching technique [26]. However,
no evaluation of the possible performance gains of read bundling has previously
been performed. This paper also extends the previous publication with a thorough
discussion on how to implement bundled reads on an existing architecture, the
SunFire 6800, as well as to also introduce bundling for upgrades and write-backs.
Bundling is also studied together with an adaptive prefetch scheme. We show that
bundling makes the studied prefetchers more efficient by reducing the cache misses
and address snoops without increasing the data traffic.

4.1 Read Bundling
Some prefetch schemes may decide to prefetch K cache lines for each cache miss.
The prefetch cache lines can either be to the consecutive addresses, or separated
by some stride, depending on the prefetch scheme. However, in our study, only
sequential cache lines are prefetched.
For any of the prefetch cache lines not present in the cache, a global prefetch
request should be issued. However, instead of generating a new bus transaction
for each requested cache line, we bundle the transaction caused by the cache miss
with prefetch information. A single transaction is transmitted, consisting of the
address A of the cache miss and information about the K prefetches encoded in
a prefetch bit mask. All devices on the bus need to perform a snoop lookup for
address A, but only the owner of cache line A needs to performs lookups for the
prefetched addresses. It will reply with data for each prefetch address for which
it is also the owner. Otherwise, an empty NACK data packet will be supplied for
the cache lines. Since the state of the other caches are not affected by the prefetch
transaction, they do not need to snoop the prefetch addresses.
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The memory is also extended with a one-bit state: Owner. The Owner bit is
cleared on a ReadExclusive request and is set again on a Write-back request. This
will allow the memory controller to perform the bundling optimization as well.

4.2 Upgrade Bundling
Upgrade prefetch transactions can also be bundled to limit the number of snoop
lockups required with some changes to the original invalidate MOSI-protocol.
First, we have to introduce one additional flavor of the Owner state in the cache
coherence protocol. Second, a similar extension has to be made to the memory
states.
The two flavors of the Owner state, Owner (Owner 2) and Owner (Owner
many) are used to keep track of how many shared copies that are available in the
system. The first time a cache line becomes downgraded from the Modified state,
the cache line will enter the Owner state. In the Owner state, we know that
there is at most one other cache sharing the data. If additional read requests are
issued to the same address by another processor, cache lines in the Owner state
will change their state to the Owner state. Cache lines in this state can be shared
by an unknown number of caches. At most one cache line, being in either the
Owner or Owner state, is responsible for updating the memory on a cache line
replacement. A transition state diagram can be found in Figure 6.
On each upgrade cache miss, i.e., a write request to state Shared, cache lookups
are also carried out to the prefetch addresses. For each of the prefetch cache lines in
a Shared state, a prefetch request will be bundled with the original upgrade request
for the address A. Address A is snooped by all devices, possibly causing a cache
invalidation. If a device has address A in the Owner state, it will also invalidate
each of the prefetch cache lines currently in the Owner state.
Since cache lines in the Owner state are shared by at most one other device,
i.e., the requesting device, we know that the copy in the requesting device now is
the only copy left. The device owning address A will send a reply to the requesting
node indicating which of the bundled upgrade cache lines it now safely can put into
state Modified.
Cache lines being invalidated in the Owner state can not be handled the same
way since we do not know the number of sharers. In this case, only the original
address will be invalidated.
Upgrade bundling should work well in all programs where at most two processors share a cache line. This behavior occurs in programs experiencing migratory
sharing, which has been identified as one of the major sources of global invalidations in multiprocessors [13].








75

Bus generated transitions
Read

M

O2

Read

RdExl/Upg

Om
RdExl/Upg
RdExl/Upg

S

I

RdExl/Upg

CPU generated transitions

M

CpuWrite

O2

CpuWrite

CpuWrite

S

Om

CpuWrite

I

CpuRead

Figure 6: Transition state diagrams for bus and CPU generated transitions.

4.3 Downgrade Bundling
The last bundling technique is used for downgrade transactions. The downgrade
bundling uses speculation on write-backs. On a write-back caused by a replacement from a bundled read request, the original cache line is put in the write-back
buffer. The cache then checks whether the bundled prefetch addresses are in the
Modified or Owner state in the cache. In that case, these cache lines also perform
speculative write-back transactions and will be downgraded to the Shared state in
the cache. This could potentially avoid future write-back requests for the cache
line, but will still allow the cache lines to be read in the cache.
Downgrade bundling may increase the data traffic since data packets are speculatively written to memory. They may also increase the number of upgrade misses,
for cases where the speculative downgrade was a bad choice. However, the cache
capacity misses should not increase since the speculative downgrades do not invalidate the downgraded copies. The speculative downgrades may reduce the address
snoops by sending a single address transaction for several data packets.
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4.4 Efficiency of Bundling in Prefetch Protocols
Figures 7 to 10 show the efficiency of bundling for the fixed sequential prefetch
scheme and the Dahlgren adaptive prefetch scheme. The F3r configuration prefetches the three consecutive addresses on each read miss, while the F3ru configuration prefetches the three consecutive addresses on each read and on each write
generating upgrades. Upgrade prefetching can be useful since many access patterns
first read a variable and then update the variable with a new value. The F3Bru
configuration is the bundled protocol prefetching three cache lines on each read
and upgrade miss. The Dr, Dru and DBru are similar protocols except that they
use adaptive prefetch degrees. The cache misses, data traffic and snoop lookups
are normalized relative to the baseline fixed and adaptive schemes F3r and Dr in
the figure. Hence, we can easily study the efficiency of the bundling proposals on
the prefetch schemes.
The figure shows that in terms of cache misses, the bundled and non-bundled
prefetchers prefetching on both reads and upgrades perform similarly for most applications. The behavior is similar both for the fixed and adaptive schemes. The
cache misses are generally lower for protocols prefetching on both reads and upgrades than the baseline read prefetch protocols.
All bundled prefetch requests will not return data. Will not the effect on the
cache miss rate be negative compared with non-bundled prefetching, since less
prefetches are issued? There seems to be a fairly small difference. Actually, sometimes bundling seems to have a positive effect. If the owner of the original transaction is not also the owner of the prefetch data, this may indicate that they do
not have a common history and do not belong to the same software object. Not
prefetching could therefore be the action of choice. A small positive effect can be
seen by comparing the miss rate for F3ru and F3Bru or Dru and DBru in ECperf
and SPECjbb2000. A negative effect can be observed in Radix and Cholesky.
There are more cold misses in the adaptive protocol Dru than in Dr for some
applications, e.g. Cholesky, LU , Water-Sp and SPECjbb2000. The reason for
this is that useful prefetches are detected also for upgrades in the Dru scheme.
Upgrades generally take advantage of a smaller prefetch degree than reads. This
makes the Dru more restrictive at prefetching and causes the cold misses to increase
in this protocol compared to the Dr protocol.
For most applications, prefetching leads to an increased data traffic when upgrade prefetches are issued. Looking at the data traffic for the non-bundled protocols prefetching only on reads and the bundled protocols, we can conclude that the
difference in cache misses is very small. The bundled protocols issue prefetches
also on upgrades but here the negative cannot be observed. This is an effect of
the bundling since unnecessary prefetches for data belonging to separate software
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 7: Influence of bundling on a fixed sequential prefetch scheme and the
Dahlgren adaptive scheme. Cache misses, snoop lockups and data traffic for three
fixed, F3r, F3ru, F3Bru and three adaptive, Dr, Dru, DBru, prefetch schemes are
presented. The fixed schemes are normalized relative to the baseline fixed prefetch
scheme F3r and the adaptive schemes relative to the baseline adaptive prefetch
scheme Dr.
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 8: Influence of bundling on a fixed sequential prefetch scheme and the
Dahlgren adaptive scheme. Cache misses, snoop lockups and data traffic for three
fixed, F3r, F3ru, F3Bru and three adaptive, Dr, Dru, DBru, prefetch schemes are
presented. The fixed schemes are normalized relative to the baseline fixed prefetch
scheme F3r and the adaptive schemes relative to the baseline adaptive prefetch
scheme Dr.
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 9: Influence of bundling on a fixed sequential prefetch scheme and the
Dahlgren adaptive scheme. Cache misses, snoop lockups and data traffic for three
fixed, F3r, F3ru, F3Bru and three adaptive, Dr, Dru, DBru, prefetch schemes are
presented. The fixed schemes are normalized relative to the baseline fixed prefetch
scheme F3r and the adaptive schemes relative to the baseline adaptive prefetch
scheme Dr.
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 10: Influence of bundling on a fixed sequential prefetch scheme and the
Dahlgren adaptive scheme. Cache misses, snoop lockups and data traffic for three
fixed, F3r, F3ru, F3Bru and three adaptive, Dr, Dru, DBru, prefetch schemes are
presented. The fixed schemes are normalized relative to the baseline fixed prefetch
scheme F3r and the adaptive schemes relative to the baseline adaptive prefetch
scheme Dr.
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objects are avoided. Using bundling, prefetches can be issued on upgrades, thus decreasing the cache misses, without the negative effect on data traffic. There is also
a positive effect of bundling on false sharing since the more restrictive prefetching
prevents unnecessary prefetches in e.g. Radiosity, Water-Sp and SPECjbb2000.
The large difference between the bundled and non-bundled protocols is in address snoops. The bundled adaptive protocol DBru requires much less address
snoops than the Dr and Dru protocols for all applications. The decrease in address snoops is 45 percent between Dr and DBru on average for all applications.
The decrease is even larger compared with the non-bundled protocol prefetching
also on upgrades. The fixed protocol always issues three additional prefetches on
each miss. This makes the total number of prefetches much larger in this protocol. Bundling is therefore more efficient at reducing address snoops in this protocol. The average reduction is 54 percent between the F3r and F3Bru protocols.
Generally, the bundling technique is more efficient at reducing address snoops in
protocols which issue a large amount of prefetches per cache miss.

4.5 Details of the Bundled Snooping Protocol Implementation
While the implementation of upgrade and downgrade bundling is rather obvious,
in the following section we will go further into an implementation of read bundling
on a specific architecture. Although this section assumes a cache coherence implementation similar to that of SunFire 6800 [6], read bundling implementations
should be fairly similar in other modern snooping architectures too.
In SunFire 6800, snooping cache coherence is implemented using logically
duplicated cache state tags: the snoop state (OSI) and the access state (MSI). A
similar scheme was also used in the Sun E6000 family of servers [21]. The action
taken for each snooped transaction depends on the snoop state. A service request
may be put in the service queue for the cache as the result of the snoop state lookup,
e.g., an Invalidate request or a Copy-Back request. The snoop state is changed
before the next address transaction lookup is started. Also when a cache snoops its
own transaction, entries may be added to the queue, e.g., a My-Read request or a
My-ReadExclusive request. Eventually, each service request will access the cache
and change its access state accordingly. The cache’s own requests are not removed
from the head of the queue until the corresponding data reply is received and can
thus temporarily block the completion of later service requests [21].
The UltraSPARC III processor, used in SunFire 6800, implements the two logically duplicated states as a combination of the snoop result from the lookup in the
main cache state and in the much smaller transition state table, which contains the
new state caused by the snooped transactions still in the request queue. The hit in
the transitional state table has precedence over a hit in the main cache state.
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Bundled Read prefetches in SunFire 6800 will only retrieve the data if the
owner of the original transaction also is the owner of the prefetched data. All
caches snoop the address of the original read transaction address in order to determine if they are the owner. Only the owner will add an entry in its service queue:
a Read-Prefetch request. Thus, the snoop bandwidth will not increase for the other
caches. When the transaction reaches the head of the request queue, it is expanded
to behave like one Copy-Back request for each prefetch cache line. If the cache is
not the owner of a prefetch line, it will reply with a null-data NACK packet to the
requesting CPU, which will simply remove the My-Read request from its service
queue. The requesting cache must assume a shared snoop state for each prefetched
cache line when the original request is sent out. This may create false invalidate
requests if the null data is returned from the owner cache.
The owner state bit must be added to each cache line in memory. The Enterprise
6800 already has some state (gI, gS and gO) associated with each cache line for
other reasons [6]. The extra bits used for these states is retrieved by calculating the
ECC code over a larger data unit, and come ”for free”. There is one such unused
bit in memory that comes handy for the owner state bit. That bit should be cleared
on the first ReadExclusive request to the cache line and set again on its Write-Back
request and speculative downgrade requests.

4.6 Implementation complexity
Our experience from designing commercial shared-memory systems has taught us
that much of the implementation complexity lies in the details of an implementation
– often at a level of details far below the description found in research papers. Here,
we will nevertheless try to carry out a complexity discussion at a higher level.
Read bundling will introduce most complexity of the three bundling schemes.
That is also why we covered it in some more details in Section 4.5. While this kind
of bundling will neither alter the core of the coherence protocol nor add new states,
it will introduce more corner cases in its implementation, e.g., the invalidation of
prefetched data that are NACKed. However, we feel that our detailed description
would solve such corner cases at the cost of a reasonable amount of logic adjacent
to the service queue.
Another major cost for read bundling could be adding the one Owner state
to the memory if the existing system not already has a memory state associated
with each cache line in memory. The upgrade bundling does add more state to
the caches and memory. However, it does not alter the core coherence scheme,
since both Owner states behave the same way from a global coherence point of
view. Adding one state may force you to add one extra state bit, if there should
not be any unused pattern using the current bits. The mechanisms to handle the
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corner cases for read bundling should be sufficient for implementing also upgrade
bundling.
The downgrade bundling is the simplest of the three techniques to implement
and will not introduce much extra cost for its implementation.

5

Bundling Performance Discussion

So what is the performance effects of bundling on a real system?
The net effect of prefetching on execution time can be shown to be either positive or negative depending on the parameters chosen for the simulation study. A
system with plentiful of coherence bandwidth will be dominated by the positive effects of the lower cache miss rate, while the negative effects from increased queuing delay in the interconnect will dominate if the coherence traffic is close to the
available bandwidth of the system.
The contention bottleneck makes it very difficult to estimate the potential performance gain of prefetchers based on simulation. In applications that spend a lot
of their time waiting for memory transactions, the simulated execution time will
vary very much depending on the bandwidth assumptions. For these applications,
the wall clock time will follow the amount of cache misses if the available bandwidth is chosen large. If the simulated bandwidth is small, the execution time will
instead depend on a combination of the required bandwidth and the amount of
cache misses.

Figure 11: Effects of contention on latency.
Singhal et al. performed measurements of the impact of contention on memory
latency in the snoop-based Sun E6000 family of servers [21]. A similar diagram
is presented in Figure 11. The figure shows that contention only has a modest
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influence on memory access time as long as the systems available bandwidth has
not been reached. However, when the interconnect is contended, the access time
increases largely. This makes it difficult to come up with one unbiased speedup
number associated with a good-news/bad-news proposal, such as prefetching 1 .
However, this paper is not about evaluating prefetching per se, but to evaluate
the effects bundling has on prefetch algorithms. We have shown that bundling can
cut the snoop bandwidth roughly in half and the cache misses by ten percent for
the two baseline prefetch algorithms, while the data traffic is largely unaffected.
We could easily have chosen simulation parameters to demonstrate a 100 percent
speedup by limiting the snoop bandwidth. We could also have shown no speedup if
the data bandwidth had been made the major bottleneck, or just a modest speedup
if there is plentiful of both.
One could argue that we have chosen very primitive prefetch algorithms as our
baseline systems, and this is why we can demonstrate the large cut in bandwidth.
This may be a valid argument, which may lead us to compare the performance
effects of bundling in combination with these primitive prefetch algorithms compared with the non-prefetching 32 B protocol. Looking for example at Ocean in
Figure 13, its drop in miss ratio from 3.1 to 1.7 percent for DBru would result
in a CPI reduction from 4.1 to 2.7 (34 percent) using the rough memory access
latency numbers given in the introduction. If the available snoop bandwidth had
been the dominating bottleneck, a speedup of 45 percent could have been achieved,
and a data bandwidth bottleneck would have yielded a slowdown of 15 percent. In
Table 1, similar values are presented for all the applications. The table shows
that if the available snoop and data bandwidths are large enough, the prefetching
scheme will reduce the execution time for all applications. Even larger speedup
can be expected if the scarce resource is snoop bandwidth. If instead the data
bandwidth is the limiting factor, the performance will decrease with the bundled
adaptive scheme.
In Figures 12 to 15 , three non-prefetching protocols with cache line sizes of 32,
64 and 128 B are compared to the bundled fixed and adaptive prefetchers, F3Bru
and DBru. The figures are normalized relative the 32 B configuration since this is
the cache line size used in the prefetching schemes. However, based on the simulation results for protocols of different cache line sizes, we can conclude that the
most probable choice of an “optimum” cache line for the design of a multiprocessor using our benchmarks is 64 B. Using a 64 B cache line size, the cache misses
and address snoops on average are significantly decreased compared with a 32 B
cache line, while the data traffic is much smaller than in the 128 B configuration.
1
Or rather, it is quite easy to come up with any desired number depending on what you would
like to prove.

85

Barnes
Cholesky
FFT
FMM
LU
Ocean
Radiosity
Radix
Raytrace
Volrend
Water-Nsq
Water-Sp
ECperf
SPECjbb2000

Cache miss
0.6
18.6
27.4
1.2
13.4
34.1
0.2
12.3
11.5
1.2
5.0
0.5
4.5
13.8

Snoop BW
3.8
38.8
39.6
11.2
42.4
45.3
15.5
22.5
24.4
6.5
30.3
25.5
9.8
22.0

Data BW
-65.9
-11.8
-23.6
-45.9
-10.7
-14.5
-33.3
-21.2
-90.1
-69.4
-66.2
-52.3
-38.7
-38.5

Table 1: The performance difference in percent between the bundled adaptive protocol DBru and the original non-prefetching 32 B protocol depending on whether
the performance bottleneck is the number of cache misses, the snoop bandwidth
or the data bandwidth. The cache miss bottleneck assumes 25 percent memory
references and a 400 CPU cycle miss penalty.
The 64 B cache line size is also the design choice of the SunFire 6800 servers.
The bundled adaptive prefetch configuration, DBru, has 10 percent less cache
misses, 5 percent less snoop traffic and 10 percent less data traffic than the 64 B
configuration on average for all applications. The bundled fixed prefetcher, F3Bru,
reduces the cache misses with 14 percent, reduces the snoop bandwidth with 6
percent but increases the data traffic with 10 percent compared with the 64 B
configuration on average for all applications.

6

Conclusion

Prefetching is useful for reducing cache misses in multiprocessors. Also rather
small cache miss rates of less than 1.0 percent can harm the overall performance
severely in multiprocessors as the gap between processor speed and memory access time grows. However, many prefetching schemes largely increase the address
snoops and data traffic.
Snoop-based systems are generally limited by how fast snoop lookups can be
performed. By using the three bundling techniques proposed in this paper for
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 12: Cache misses, snoop lockups and data traffic for three non-prefetching
protocols with different cache line sizes and the bundled fixed and adaptive sequential prefetchers. The results are normalized relative to the 32 B non-prefetching
configuration. The cache miss ratios are indicated for the 32 B configuration for
each application.
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 13: Cache misses, snoop lockups and data traffic for three non-prefetching
protocols with different cache line sizes and the bundled fixed and adaptive sequential prefetchers. The results are normalized relative to the 32 B non-prefetching
configuration. The cache miss ratios are indicated for the 32 B configuration for
each application.
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 14: Cache misses, snoop lockups and data traffic for three non-prefetching
protocols with different cache line sizes and the bundled fixed and adaptive sequential prefetchers. The results are normalized relative to the 32 B non-prefetching
configuration. The cache miss ratios are indicated for the 32 B configuration for
each application.
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(a) Cache misses

(b) snoop lockups and data traffic

Figure 15: Cache misses, snoop lockups and data traffic for three non-prefetching
protocols with different cache line sizes and the bundled fixed and adaptive sequential prefetchers. The results are normalized relative to the 32 B non-prefetching
configuration. The cache miss ratios are indicated for the 32 B configuration for
each application.
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read, upgrade and downgrade transactions, the address snoops in prefetch protocols can be largely reduced. Bundling, lumps several snoop transactions together
in a way that requires most of the caches to snoop only one of the transactions.
We have investigated the efficiency of bundling in two different prefetchers, one
fixed sequential prefetch scheme and one adaptive prefetch scheme proposed by
Dahlgren [7]. Compared with the original adaptive Dahlgren proposal, the bundled adaptive Dahlgren protocol decreases the cache misses with 5 percent, the
address snoops with 47 percent and the data traffic with 2 percent on average for
all studied applications. Bundling is even more efficient in the fixed sequential
prefetch protocol, where the average reduction in cache misses is 10 percent, while
the address snoops is reduced by 54 percent and the data traffic increases 2 percent on average for all applications. Bundling requires only small changes to the
coherence protocol.
We show that combining bundling with the adaptive scheme gives a protocol
that reduces the cache misses with 10 percent, the snoop lookups with 5 percent and
the data traffic with 10 percent compared with the most efficient non-prefetching
protocol with 64 B cache line size on average for all studied applications.
This is the first prefetch paper that reports a reduction in the coherence activity
(e.g. snoop lookups) as well as cache misses for all studied applications. Bundling
is not limited to sequential prefetch schemes but could be used together with more
sophisticated prefetch proposals.
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Abstract
Three different partial differential equation (PDE) solver kernels are analyzed in respect to cache memory performance on a simulated shared memory computer. The kernels implement state-of-the-art solution algorithms for
complex application problems, and the simulations are performed for data
sets of realistic size.
The performance of the studied applications benefits from much longer
cache lines than normally found in commercially available computer systems. The reason for this is that numerical algorithms are carefully coded
and have regular memory access patterns. These programs take advantage
of spatial locality and the amount of false sharing is limited. A simple sequential hardware prefetch strategy, providing cache behavior similar to a
large cache line, could potentially yield large performance gains for these
applications. Unfortunately, such prefetchers often lead to additional address
snoops in multiprocessor caches. However, applying a bundle technique,
which lumps several read address transactions together, this large increase
in address snoops can be avoided. For all studied algorithms, both the address snoops and cache misses are largely reduced in the bundled prefetch
protocol.

1

Introduction

The solution of partial differential equations (PDEs) is a central part of many important and demanding computations in science and technology. Despite increases
in computational power and advances in solution algorithms, the computations are
still often very time and memory consuming, and large shared memory servers
have to be employed. This is especially true for PDEs arising from accurate models of complex, realistic problems. Hence, it is important that such problems can
be solved efficiently on current and future parallel computers.
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Designing a parallel computer system is an optimization problem where several
parameters have to be taken into account, e.g. the cache miss rate, the number of
address transactions sent on the network and the amount of data traffic generated.
Improving one property often leads to worse behavior for another property. A
longer cache line size normally efficiently reduces the number of cache misses in
uniprocessors. In multiprocessors a longer cache line may lead to increased traffic
as well as more cache misses if a large amount of false sharing occurs [25]. The
preferred cache line size is therefore usually smaller in multiprocessors than in
uniprocessors. The preferred cache line size is also very application dependent.
Several papers have investigated the effects of cache line size on miss rate and
traffic in multiprocessors [8, 10, 13, 29].
Most available multiprocessors are optimized for running commercial software, e.g. databases and server-applications, since the largest market share is
within this field. In these applications, the data access pattern is very unstructured
and a large amount of false sharing occurs [16, 28]. Popular benchmarks used
when designing multiprocessors are the TPC-benchmarks [2] and the SPEC/OSGbenchmarks [1]. The computer vendors usually build multiprocessors with cache
line sizes ranging between 32 and 128 B. This cache line size range gives rather
good performance trade-offs between cache misses and traffic for commercial applications, but might not be ideal for scientific applications.
In this paper, we evaluate the behavior of three PDE solvers. The kernels are
based on modern, efficient algorithms, and the settings and working sets are chosen to represent realistic application problems. The codes are written in Fortran
90, and parallelized using OpenMP directives. The study is based on full-system
simulations of a shared memory multiprocessor. These problems are much more
demanding than commonly used scientific benchmarks, e.g. found in SPLASH-2
[29], which usually implement simplified solution algorithms. The baseline computer model is set up to correspond to a commercially available system, the SunFire
6800 server. However, using a simulator, the cache coherence protocol can easily
be modified to resemble alternative design choices for possible future designs. The
simulations can also be useful for providing knowledge of possible performance
bottlenecks to the programmer.
Based on the simulations, we conclude that the spatial locality is much better in
these PDE kernels than in commercial benchmarks. Therefore, the optimal cache
line size for these algorithms is larger than in most available multiprocessors. Spatial locality could be better explored also in a small cache line size multiprocessor
using prefetching. A very simple sequential prefetch protocol, prefetching several
consecutive addresses on each cache miss, give a cache miss rate similar to a large
cache line protocol. However, the coherence and data traffic on the interconnect
increase heavily compared to a non-prefetching protocol. We show that by using
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the bundling technique, previously published in [28], the coherence traffic can be
kept under control.

2

The PDE solvers

The kernels studied below represent three important types of PDE solvers, used
for compressible flow computations in computational fluid dynamics (CFD), radar
cross-section computations in computational electromagnetics (CEM) and chemical reaction rate computations in quantum dynamics (QD). The properties of the
kernels differ a lot with respect to the amount of computations performed per memory access, memory access patterns, amount of communication, and communication patterns.

2.1 The CFD kernel
The CFD kernel implements the advanced algorithm described by Jameson and
Caughey for solving the compressible Euler equations on a structured grid [15].
The implementation is described in detail by Nordén et al [21].
The Euler equations are non-linear and the solution is vector valued. The
computations are carried out on a structured, three-dimensional curvilinear grid
where a finite volume discretization is used in combination with a flux-splitting
scheme. The resulting system of equations is solved using a red-black ordered
Gauss-Seidel-Newton (GSN) technique where a multigrid method is used to accelerate the convergence of the iterations.
The data used in the computations are highly structured. Each smoothing operation in the multigrid scheme consists of a GS iteration, which sweeps through
an array representing the three-dimensional grid. Here, the values of the solution
vector at six neighbor cells are used to update the values in each cell. To parallelize
the GS iteration, a red-black ordering of the cells is introduced. Also, the updates
are made in a symmetric way sweeping through the grid in a red-black-black-red
order in each GS iteration. After smoothing, the solution is restricted to a coarser
grid, where the smoother is applied again and the process is repeated recursively.
At the coarsest grid, several smoothing operations are performed, and the solution
is then gradually prolongated back to the finest grid. After each prolongation step,
an additional smoothing sweep is performed.
The total work of the algorithm is heavily dominated by the computations performed within each cell for determining the updates in the smoothing operations.
These local computations are quite involved, but the parallelization of the smoothing step is trivial. Each of the threads computes the updates for a slice of each
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grid in the multi-grid scheme. Communication is only performed in the smoothing
operation and in the prolongation. The amount of communication is small, and the
threads only communicate pair-wise.

2.2 The CEM Kernel
This kernel is part of an industrial Computational Electromagnetics (CEM) solver
for determining the radar cross section of an object [9]. The solver utilizes an
unstructured grid in three dimensions in combination with a finite element discretization. The resulting large system of equations is solved with a version of the
conjugate gradient method [5]. The coefficient matrix is very sparse and unstructured. In each conjugate gradient iteration, a matrix-vector multiplication is performed with this matrix. This operation dominates the total computational work.
The different stages in the iteration are parallelized in different ways. Local vector updates are trivially parallelized, and no communication is required. The inner
product requires a global reduction, involving synchronization of all threads. Finally, the parallelization of the matrix-vector multiplication is performed such that
each thread computes a block of entries in the result vector. The positions of the
non-zero entries in the matrix determine which elements in the data vector that are
used for computing a given entry in the result vector. Since the matrix is unstructured, the effect is that the data vector is accessed in a seemingly random way.
However, the memory access pattern does not change between the iterations.

2.3 The QD Kernel
This PDE kernel is derived from an application where the dynamics of chemical
reactions is studied using a quantum mechanical model with three degrees of freedom [22]. The solver utilizes a pseudo-spectral discretization in the two first dimensions, and a standard finite difference scheme in the third direction. In time, an
explicit ODE-solver is used. The computational grid is structured and uniform. For
computing the derivatives in the pseudo-spectral discretization, a standard convolution technique involving two-dimensional fast Fourier transforms (FFTs), local
multiplications, and inverse FFTs is applied. The parallelization is performed such
that the FFTs in the first dimension are performed in parallel and locally [27]. For
the FFTs in the second dimension, a parallel transpose operation is applied to the
solution data, and the local FFTs are applied in parallel again. The finite difference
computations are fully parallel and local.
The communication within the kernel is concentrated to the transpose operation. This operation involves heavy all-to-all communication between the threads.
However, the communication pattern is constant between the iterations in the time
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loop.

3

Simulation Environment

All experiments are carried out using execution-driven simulation in the full-system
simulator Simics [18]. The modeled system uses the SPARC v9 ISA and implements a snoop-based invalidation MOSI (Modified, Owner, Shared, Invalid) cache
coherence protocol. We set up the baseline cache hierarchy to resemble a SunFire
6800 server with 16 processors. The server uses UltraSPARC III processors, each
equipped with two levels of caches. The processors have two separate first level
caches, a 4-way associative 32 KB instruction cache and a 4-way associative 64 KB
data cache. The second level cache is a 2-way associative cache of 8 MB, which is
shared between data and instruction accesses.
We focus on the behavior of the second level caches and the interconnect in
the experiments. All cache miss figures are for the second level cache and the
traffic generated on the interconnect between the processors. The only hardware
parameter that is varied is the cache line size, which is normally 64 B in the SunFire 6800 second level caches. The second level caches of this computer system
are subblocked. To isolate the effects of a varying cache line size and to avoid
corner cases in the prefetch experiments, the figures presented are for simulated
non-subblocked second level caches. A comparative study was performed also
with subblocked second level caches with a small increase in cache misses as a
consequence.
The article only presents results for the measured cache misses and the traffic
produced rather than to simulate the contention that may arise on the interconnect. This will not allow us to estimate the wall clock time for the execution of
the benchmarks. Execution time is difficult to estimate based on simulation. If
the memory access time is large, the execution time is highly dependent on the
amount of cache misses. For communication intense applications, the execution is
also very dependent on the contention on the interconnect. However, a study of the
snoop-based Sun E6000 server showed that memory access time only is influenced
by contention if the interconnect is overloaded [23]. The estimated execution time
would therefore be highly implementation dependent on the bandwidth assumptions for the memory hierarchy and the bandwidth of coherence broadcast and data
switches.
The characterization of cache misses in this article is influenced by Eggers and
Jeremiassen [11]: The first reference to a given cache line by a processor is a cold
miss. Subsequent misses to the same cache line by the same processor are either
caused by invalidations and/or replacements. All misses caused by replacements
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are classified as capacity misses. The invalidation misses are either classified as
false or true sharing misses. False sharing misses occur if another word in the
cache line has been modified by another processor during the lifetime in the cache.
All other invalidation misses are true sharing misses. Conflict misses are included
in the capacity miss category.

4

Simulation Working Sets

The CFD problem size has a grid size of 32 32 32 elements using four multigrid levels. The CEM problem represents a modeled generic aircraft with a prob175,000 elements; a little more than
lem coefficient matrix of about 175,000
300,000 of these are non-zero. The QD problem size is 256 256 20, i.e. a
256 256 2D FFT in the x-y directions followed by a 20 element FDM in the
z-direction, a realistic size for problems of this type.
We only perform a number of iterative steps for each PDE kernel to limit the
simulation time. Also a limited number of iterations gives appropriate results for
the cache behavior since the access pattern is most often regular within each iteration for the PDE kernels. We performed a number of experiments with a larger
number of iterations to verify that the results obtained were valid also for a shorter
simulation. Before starting the measurements each solver completes a full iteration to warm-up the caches. The CFD solver runs for two iterations, the CEM
solver runs until convergence (about 20 iterations) and the QD solver runs for three
iterations.
The PDE solvers are compiled using the Sun Forte developer 7 compiler with
the -fast optimization flag set.

5

Impact of Varying Cache Line Size on the PDE Solvers

The cache miss characteristics, the required number of snoop lookups and the data
traffic have been measured for different cache line sizes for the three PDE solvers
in Figures 1 to 3. The cache misses are categorized into five different cache miss
types according to the scheme described in Section 3. The data traffic is a measurement of the number of bytes transferred on the interconnect while the term snoop
lookups represents the number of snoop lockups required by the caches on the interconnect. The snoop lookups is normally related to the number of cache misses
that occurs in the system, while the data traffic normally increases with larger cache
line size since larger amounts of data are transferred in each packet.
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(a) Cache miss ratio

(b) Snoop lookups and data traffic

Figure 1: Influence of cache line size on cache misses, snoop lookups and data
traffic in the CFD kernel. The miss ratio in percent is indicated in the cache miss
figures. The snoop lookups and the data traffic are normalized to 1.0 relative to the
64 B configuration.
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(a) Cache miss ratio

(b) Snoop lookups and data traffic

Figure 2: Influence of cache line size on cache misses, snoop lookups and data
traffic in the CEM kernel. The miss ratio in percent is indicated in the cache miss
figures. The snoop lookups and the data traffic are normalized to 1.0 relative to the
64 B configuration.
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(a) Cache miss ratio

(b) Snoop lookups and data traffic

Figure 3: Influence of cache line size on cache misses, snoop lookups and data
traffic in the QD kernel. The miss ratio in percent is indicated in the cache miss
figures. The snoop lookups and the data traffic are normalized to 1.0 relative to the
64 B configuration.
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5.1 The CFD kernel
Most of the computations are carried out within each cell in the grid, leading to a
low overall miss ratio in the CFD kernel. The decrease in miss ratio is substantial
when the line size is increased, although somewhat smaller in comparison with the
other solvers. The data causing the true sharing misses and the upgrades exhibit
good spatial locality and the amount of these misses is halved with each doubling
of the line size.
The decrease in cache miss ratio is influenced by a remarkable property in this
kernel: the false sharing misses are reduced when the line size is increased. The
behavior of false sharing is normally the opposite; false sharing misses increase
with larger line size. When a processor is about to finish a smoothing operation it
requests data that have previously been modified by another processor, i.e. all data
have been invalidated. The invalidated data are placed consecutively in the remote
cache. Larger pieces of this data are brought into the local cache when a longer
cache line is used. If a shorter cache line is used, less invalidated data will be
brought to the local cache in each access and therefore a larger number of accesses
is required to bring all the requested data to the cache. All these accesses will be
categorized as false sharing misses, thus generating more false sharing misses for
shorter cache line sizes.
The miss ratio decreases slower at larger line sizes because the true and false
sharing misses cannot be reduced below a certain threshold. This makes the amount
of data traffic scale less well for long cache line sizes. The decrease in snoop
lookups is approximately proportional to the decrease in miss ratio. Due to the
large increase in data traffic, the ideal cache line size is shorter in this kernel than
in the other kernels. However, the total miss ratio is also much lower.

5.2 The CEM kernel
The CEM kernel has a large problem size, which is clearly shown in the high miss
ratio for small cache line sizes. Capacity misses are most common and can be
avoided using a large cache line size. The true sharing misses and the upgrades are
also reduced with a larger cache line size, but at a slower rate since the data vector
is being randomly accessed. False sharing is not a problem in this application, not
even for very large cache line sizes.
The data traffic exhibits nice properties for large cache lines because of the
rapid decrease in the miss ratio. The address snoops are almost halved with each
increase in cache line size. Therefore, the optimal cache line size for the CEM
kernel is very long.
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5.3 The QD kernel
This application is heavily dominated by two miss types, capacity misses and upgrades, which both decrease when the line size is increased. The large number
of upgrades is caused by the all-to-all communication pattern during the transpose
operation where every element is modified after being read. This should result
in an equal number of true sharing misses and upgrades, but the kernel problem
size is very large and replacements take place before the true sharing misses occur.
Therefore, a roughly equal amount of capacity misses and upgrades are recorded
in the model.
The bus traffic increases rather slowly for large cache lines. It is only at cache
line sizes larger than about 256 B that the data traffic begins to increase at a faster
rate. The snoop lookups has the opposite behavior and decreases rapidly until the
256 B cache line size, where it levels out.

6

Sequential Hardware Prefetching

The results presented in Section 5 showed that a very long cache line would be
preferable in a computer optimized for solving PDEs. A preferable cache line size
would probably be between 256 and 512 B for these applications to make better
use of spatial locality. Even larger cache lines lead to less efficiently used caches
with a large increase in data traffic as a consequence. Unfortunately, no computer
is built with such large line size. Instead, a similar behavior to having a large cache
line can be obtained by using various prefetch techniques. These techniques try to
reduce the miss penalty by prefetching data to the cache before the data are being
used. The proposed schemes are either software-based [19, 20, 26] or hardwarebased [3, 6, 7, 12, 14, 17, 24].
A very simple hardware method to achieve cache characteristics similar to having a large cache line, while keeping a short cache line size, is to implement sequential prefetching. In such systems, a number of prefetches is issued for data having
consecutive addresses each time a cache miss occurs. The amount of prefetching
is governed by the prefetch degree, which decides how many prefetches to perform
on each cache miss. Dahlgren et al. has studied the behavior of sequential prefetching on the SPLASH benchmarks [6]. Sequential prefetching normally efficiently
reduces the number of cache misses since more data is brought into the cache on
each cache miss. Sequential prefetching requires only small changes to the cache
controller and can easily be implemented without a large increase in coherence
complexity. The main disadvantage with sequential prefetching schemes is that the
data traffic and the address snoops usually increase heavily.
The snoop lookups can be largely reduced in sequential prefetching using the
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bundling technique presented in a previous publication [28]. Bundling lumps the
original read request together with the prefetch requests to the consecutive addresses. The original read request is extended with a bit mask, which shows the
address offset to the prefetch addresses. Bundling efficiently limits the number
of address transactions on the interconnect. However, not only the address traffic
can be reduced but also the number of snoop lookups performed. This is done
by requiring bundled read prefetch requests to only supply data if the requested
cache line is in the owner state in the remote cache. Data that are in other states
will not be supplied to the requesting cache. Write and upgrade prefetches are
not bundled and will not reduce the amount of generated address traffic or the required snoop lookups. Read bundling gives a large performance advantage since
the available snoop bandwidth usually is the main contention bottleneck in snoopbased multiprocessors. The available data bandwidth is a smaller problem since the
data packets do not have to be ordered and can be returned on a separate network
such a point-to-point network or a crossbar switch. For example, the Sunfire 6800
server has a data interconnect capable of transferring 14.4 GB/s while its snooping
address network can support 9.6 GB/s worth of address snoops [4].

7

Impact of Sequential and Bundled Sequential Prefetching on the PDE solvers

We have studied the characteristics of sequential hardware prefetching on the PDE
solvers. The results can be seen in Figures 4 to 6 . A table describing the tested configurations is given in Table 1. In the figure, we present results of non-prefetching
config
64
64s1
64b1
128
64s3
64b3
256
64s7
64b7
512

pref. degree
0
1
1
0
3
3
0
7
7
0

bundled
no
yes
no
yes
no
yes
-

Table 1: Configurations
configurations having different cache line sizes: 64, 128, 256 and 512 B. Several
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(a) Cache miss ratio

(b) Snoop lookups and data traffic

Figure 4: Influence of sequential and bundled sequential prefetching on cache
misses, snoop lookups and data traffic. The miss ratio in percent is indicated in
the cache miss figures. The snoop lookups and the data traffic are normalized to
1.0 relative to the 64 B configuration.
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(a) Cache miss ratio

(b) Snoop lookups and data traffic

Figure 5: Influence of sequential and bundled sequential prefetching on cache
misses, snoop lookups and data traffic. The miss ratio in percent is indicated in
the cache miss figures. The snoop lookups and the data traffic are normalized to
1.0 relative to the 64 B configuration.
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(a) Cache miss ratio

(b) Snoop lookups and data traffic

Figure 6: Influence of sequential and bundled sequential prefetching on cache
misses, snoop lookups and data traffic. The miss ratio in percent is indicated in
the cache miss figures. The snoop lookups and the data traffic are normalized to
1.0 relative to the 64 B configuration.
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sequential prefetching configurations, 64s1, 64s3 and 64s7, are also studied which
prefetch 1, 3 and 7 consecutive cache lines based on address on each cache miss.
Finally the corresponding bundled configurations prefetching 1, 3 and 7 consecutive addresses, 64b1, 64b3and 64b7, are evaluated.
As can be seen in Figures 4 to 6 , sequential prefetching works very well with
the studied PDE solvers. If we compare the sequentially prefetching configurations, 64s1, 64s3 and 64s7, with the non-prefetching configuration, 64, we see
that for all kernels the cache misses are largely reduced. Compared with the nonprefetching configuration with a comparable cache line size, e.g the 512 B configuration compared to the 64s7 configuration, the cache misses are lower or equal for
the prefetching configuration. The main reason for the discrepancy is that with the
sequential prefetching protocol, the consecutive addresses will always be fetched.
If a protocol with a large cache line is used, a cache line aligned area around the
prefetched address will be fetched, that is, both data before and after the desired
address can be fetched. Especially the CEM kernel takes large advantage of this,
where the cache misses are reduced about 30 percent in the sequential protocol
compared to the large cache line non-prefetching protocol.
The data traffic increases with enlarged cache line size as was previously shown.
Sequential prefetching generally leads to more data traffic than the baseline 64 B
non-prefetching configuration and less data traffic than the corresponding larger
non-prefetching configuration. The snoop lookups on the other hand increase
rather heavily for the CFD and QD kernels compared with both a small and a
large cache line size non-prefetching configuration.
Bundling can be used to efficiently reduce the overhead in address snoops. For
all kernels, bundling yields an almost equal amount of cache misses as the corresponding sequential prefetch protocol. However, both the snoop lookups and the
data traffic are reduced in the bundled protocols for all kernels. The reason for the
decrease in data traffic is that the bundled protocol is more restrictive at providing
data than the sequential protocol. Data are only sent if the owner of the original
cache line is also the owner of the prefetch cache lines. Bundling makes it possible
to use a large amount of prefetching with a much smaller cost, especially in address
snoops, than normal sequential prefetching would have. There is still more snoop
lookups generated in the bundled prefetch protocol than in a non-prefetching large
cache line size protocol, which is almost entirely caused by upgrades generating
prefetch messages. This effect cannot be eliminated since only reads are bundled.
The overall performance for the bundled sequential protocols compared with
the baseline 64 B non-prefetching protocol is excellent especially for the CEM and
QD-kernels. For example the 64b7 configuration has about 88 percent less cache
misses, 70 percent less snoop lookups and 30 percent less data traffic than the 64 B
non-prefetching protocol for the CEM kernel. The performance of the bundled
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protocols in the CFD kernel is somewhat worse since the data traffic increases
rather heavily compared with the non-prefetching protocol. However, since the
total ratio of cache misses is small in this kernel, contention on the interconnect
will most likely not be a performance bottleneck. Also, the snoop bandwidth is
often more limited than data bandwidth in snoop-based systems.
Compared with previous studies [28], the PDE kernels gain more from read
bundling than the SPLASH-2 benchmarks and commercial JAVA-servers. This is
an effect of more carefully coded applications, which make better use of spatial
locality.
Sequential prefetching can simply be implemented in a multiprocessor without
a large increase in hardware complexity. Some extra hardware is needed in the
cache controller to fetch more data on each cache miss. The cost of implementing
a bundled protocol is rather small even though some extra corner cases can be
introduced in the cache coherence protocol [28].

8

Conclusion

From full-system simulation of realistically sized state-of-the-art PDE solvers we
have learned that these applications do not experience problems with false sharing
as is the case in many benchmark programs and commercial applications. Also,
the spatial locality is good in the PDE solvers and therefore it would be beneficial
to use computers with large cache line sizes for solving these problems.
Since most commercial computers are built with rather short cache lines, a simple hardware sequential prefetching scheme, can be used to yield a similar behavior
to having a large cache line size. The performance of the studied PDE solvers takes
advantage of sequential prefetching.
To further improve the performance of the PDE solvers, sequential prefetching
can be used together with the bundling technique to largely reduce the amount of
address snoops required by the caches in shared-memory multiprocessors. Using
this technique, both the number of cache misses and the required snoop lookups
become lower than in a non-prefetching configuration.
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