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Abstract

Computer simulations that solve partial differential equations (PDEs)
are common in many fields of science and engineering. To decrease the
execution time of the simulations, the PDEs can be solved on parallel
computers. For efficient parallel implementations, the characteristics of
both the hardware and the PDE solver must be taken into account. In
this thesis, we explore two ways to increase the efficiency of parallel PDE
solvers.

First, we use full-system simulation of a parallel computer to get
detailed knowledge about cache memory usage for three parallel PDE
solvers. The results reveal cases of bad cache memory locality. This
insight can be used to improve the performance of the PDE solvers.

Second, we study the adaptive mesh refinement (AMR) partitioning
problem. Using AMR, computational resources are dynamically con-
centrated to areas in need of a high accuracy. Because of the dynamic
resource allocation, the workload must repeatedly be partitioned and dis-
tributed over the processors. We perform two comprehensive characteri-
zations of partitioning algorithms for AMR on structured grids. For an
efficient parallel AMR implementation, the partitioning algorithm must
be dynamically selected at run-time with regard to both the applica-
tion and computer state. We prove the viability of dynamic algorithm
selection and present performance data that show the benefits of using
a large number of complementing partitioning algorithms. Finally, we
discuss how our characterizations can be used in an algorithm selection
framework.
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1 Introduction

Today, computer simulations are used to perform many of the physical
experiments required to gain deeper understanding of our world. Often,
these experiments are impractical or impossible to perform in the real
world. Instead, scientists use mathematical models that describe the
behaviors and the phenomena of interest. The models frequently contain
partial differential equations (PDE) that typically must be solved with
computers.

As the models are becoming more and more advanced, the size of
an average simulation solving PDEs is rapidly growing. To keep simu-
lation times within reasonable bounds, both faster computers and more
efficient implementations are needed. A common way to decrease sim-
ulation times is to use parallel computers. The computational problem
is then distributed over the processors and each processor is responsible
for a part of the problem. Simulation times can be reduced further if the
parallel implementation takes the characteristics of both the hardware
and the application into account.

Efficient use of the hardware, e.g. the cache memory, can increase
simulation performance. If the programmer has access to detailed in-
formation about cache memory usage, both data placement and access
patterns can be tailored for the specific application.

In many simulations, the resolution needed for a desired accuracy
varies greatly throughout the computational domain. Using a high and
uniform resolution for the entire domain is then a waste of computa-
tional resources. To decrease simulation times, adaptive mesh refinement
(AMR) can be used. When such an adaptive method is employed, the
resolution is dynamically adjusted to conform to the preferred accuracy.
However, for efficient use of adaptive methods on parallel computers,
the workload must repeatedly be partitioned and distributed over the
processors.

In this thesis, we explore two ways of using simulation to increase the
efficiency of parallel PDE solvers. First, we use full-system simulation
of a parallel computer to get detailed knowledge about cache memory
usage. The knowledge can be used to improve the performance of PDE
solvers.

Second, we study the AMR partitioning problem. Here, we per-
form two comprehensive characterizations of partitioning algorithms for
AMR on structured grids. For the characterizations, we simulate the
execution of the most common AMR algorithm [5]. In the first study,
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we characterize algorithms contained in the partitioning framework Na-
ture+Fable [54]. In the second study, we expand the characterization
with more partitioning algorithms and more advanced applications. For
an efficient parallel implementation, the partitioning algorithm must be
selected dynamically at run-time with regard to the application and com-
puter state. We show the viability of dynamic algorithm selection and
discuss how these characterizations can be used in an algorithm selection
framework.

2 Analyzing and improving cache memory per-

formance

During the last decades, the gap between processor and main memory
performance has grown wider. While processor performance has in-
creased with 60% each year, the yearly main memory performance growth
has only been 10% [21]. Hence, computer performance is often limited
by the ability of the memory system to supply processors with sufficient
amounts of data.

To remedy the large performance discrepancy, cache memories are
used. A cache memory is a small, fast, and expensive memory placed
between the processor and the main memory. By holding data that the
processor is likely to request, a slow main memory access is replaced by
a fast cache memory access. When requested data are not available in
the cache, we get a cache miss and the data must be fetched from the
slower main memory.

Cache memories are effective because of spatial and temporal data ac-
cess locality — memory access patterns tend to be regular in both space
and time. When some data are accessed, there is a high probability that
data placed nearby will be accessed as well. Data recently accessed are
likely to be used again in the near future. To fully exploit the potential
of the cache memory, programmers need to tweak memory access pat-
terns and data placement to maximize both the spatial and the temporal
locality.

2.1 Classification of cache misses

To decrease the number of cache misses, it is important to know and
understand their causes. Uniprocessor cache misses can be classified as
follows [18]:
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Cold Data cannot be present in the cache before it has been accessed
at least once. The first access to a certain piece of data causes a
mandatory cache miss. This miss type is also called a compulsory
miss.

Capacity Capacity misses occur when requested data have been re-
placed by other data in the cache. Data are replaced when the cache
is either full or when different pieces of data have been mapped to
the same cache memory location. Often, the latter cause is pre-
sented separately as a conflict miss.

Great care must be taken when using cache memory on shared mem-
ory parallel computers (a computer with a global memory address space).
If a processor modifies data in its cache, it is paramount that the mem-
ory stays coherent. If not, the same memory address will eventually hold
different data in different caches, causing the application to fail. Cache
coherency results in new types of cache misses [18]:

True sharing When data that are shared by several processors are mod-
ified by one processor, it becomes obsolete in all other caches where
it is present. To keep the memory coherent, the data in the caches
are marked as invalid. An access to shared and invalidated data
causes a true sharing miss.

False sharing Independent data can share the same location (cache
line) in the cache. A data modification will invalidate the entire
cache line, even if processors do not actually use the same pieces of
data in the cache line. An access to unshared and invalidated data
causes a false sharing miss.

Upgrade Upgrades are not actual cache misses, as they occur each time
when the state of the cache line is upgraded to invalid. The com-
munication needed to invalidate the cache lines can cause memory
stalls, even if the upgrade does not cause a cache miss later on.

2.2 Techniques to reduce cache misses

To reduce the number of cache misses, several hardware and software
techniques can be used. The most common techniques are presented
below.
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Hardware techniques

To improve the temporal locality, the size of the cache can be increased.
When more data fit in the cache, the interval between data replacement
is increased.

By increasing the cache line size, spatial locality is exploited more
efficiently [53]. The cache misses are typically reduced as more data are
brought into the cache on cache misses. Scientific applications often have
regular memory access patterns, making large cache line sizes effective for
these applications [65]. If the line size is made larger without increasing
the cache size, capacity (conflict) misses can increase as the number of
unique locations in the cache is decreased. Also, large line sizes increase
the cache miss penalty as more data must be brought into the cache at
a cache miss. For parallel computers, large cache line sizes also tend to
increase the number of false sharing cache misses [65].

If a specific piece of data can be placed at several locations, i.e. the
cache is associative, capacity (conflict) misses are decreased [22]. As the
cache is of finite capacity, several memory addresses are mapped to the
same cache line. The ability to place a piece of data in one of several
locations decreases the competition for certain cache lines. The drawback
of higher associativity is more complex physical cache designs, which can
result in longer access times.

Prefetching schemes bring data into the cache in advance of its usage,
usually by fetching several sequential cache lines on a cache miss [13, 59].
With prefetching, the positive effects of large cache line sizes can be
achieved while the majority of the false sharing is avoided [64]. All
prefetching schemes need a more or less complicated mechanism to pre-
dict future data access. If the mechanism fails, many useless cache lines
have been brought into the cache.

Software techniques

Data access patterns can be transformed to change the order of iterations,
which can improve locality and expose more parallelism [16, 30, 38]. To
increase spatial locality, the order of two or more loops can be inter-
changed to reduce the stride, i.e. the distance to the next element that
need to be accessed. Two loops having the same iteration space can be
fusioned to increase the temporal locality [14]. A loop can be blocked to
sequentially traverse smaller parts of the original loop, increasing both
the spatial and temporal locality. The access pattern transformations

4



described above are generally incorporated into compilers [28]. How-
ever, the results of compiler transformations can often be significantly
improved upon [71].

For computations with many conflict misses, transforming the ac-
cess pattern is not effective [49]. Instead, data layout transformations
that modifies how data are arranged in the memory [27, 30] are used.
When two arrays are mapped to the same cache line and accessed alter-
natively, many conflict misses will occur. By padding the space between
the arrays with unused values it is possible to avoid this cross-referencing
pattern [49]. Arrays can be merged to improve the spatial locality be-
tween the elements from the different arrays. Merging is effective when
the arrays are located far apart in the memory but accessed together. Fi-
nally, an array can be transposed, which in practice has the same effect
as loop interchanging.

2.3 Identifying possible software optimizations

To decrease the number of cache misses, the programmer needs to iden-
tify code regions with poor spatial and temporal locality. Some regions
can probably be found by inspection or experience while others might
be discovered and improved upon by the compiler. However, even the
combined efforts of the programmer and compiler can fail to achieve good
locality.

Several types of tools can be used to aid the programmer to find
regions with bad locality. A tool should ideally have a low run-time
overhead, be easy to use, flexible, and present its results in a clear and
intuitive manner. Generally, there is a distinct trade-off between accu-
racy and speed. Below we present some of the techniques used for these
tools.

Hardware counters

Modern processors generally have a number of registers, hardware coun-
ters, for storing performance data [8, 25]. The overhead caused by hard-
ware counters is very low. However, the types of events that can be
counted is limited to architectural parameters for the current processor.
It is difficult to translate the obtained data i.e. the number of cache
misses, into data locality for applications. Even with advanced tools
to interpret the data, significant knowledge in computer architecture is
often needed.
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Sampling

Using sampling, a subset of the memory accesses are collected in a trace
file [12, 29]. For time sampling, a continuous sub-trace is collected. In set
sampling, the trace is collected from a fraction of the cache. The trace
file is used as input to a dedicated cache simulator. Time sampling works
well but need long warm-up periods. Set sampling generally suffers from
poor accuracy.

An interesting variant of sampling is the StatCache tool [4]. Here,
sampled memory accesses are selected randomly. The central concept is
the reuse distance — the number of memory accesses between accesses
to the same cache-line-sized piece of memory. If the reuse distance is
large, there is a high probability that the data has been replaced in the
cache. Based on this observation, a probabilistic cache model has been
constructed. Using the model, the need for slow cache simulations is
eliminated. Results show good accuracies even for low sampling rates.

Simulation

Cache memory simulation is often used to analyze the cache memory
performance. Using simulators, performance data for cache memories
with arbitrary design parameters can be obtained. A simulated cache
memory is deterministic, observable and controllable at all times. Also,
many simulators are highly flexible, allowing the user great freedom to
choose and/or implement advanced methods for obtaining performance
data. However, simulators are generally very slow.

There exist two types of cache memory simulators. Trace-driven cache
memory simulators [62] are the most common type. To reduce the size
of the trace, some sort of sampling is often used (see Section 2.3). The
second type is execution-driven full-system simulators that actually sim-
ulates an entire computer. A full-system simulator removes the need for
a memory trace as the software is actually executed in the simulated
environment [35, 50].

2.4 Using a full-system simulator to analyze PDE solvers

In paper A we used the commercial full-system simulator Simics [35] to
analyze the cache memory behavior of three PDE solvers. The solvers
were taken from scientific applications and realistic data sets were used.
We found that full-system simulation of real-world PDE solvers is feasible
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and that the obtained data can be used to improve the cache memory
performance.

2.4.1 Simulation environment

The experiments were carried out using the execution-driven Simics full-
system simulator [35]. Simics can simulate multiprocessor systems and
is able to boot and run unmodified operating systems and applications.
The design of Simics is modular, which allows for simpler and faster
modules in areas of less interest. In paper A, the module SUMO is used
for memory simulations [39].

The modeled system resembles a SunFire 6800 server with sixteen
processors. The server uses UltraSPARC III processors, each equipped
with two levels of caches. We only simulate the second level cache, an 8
MB 2-way associative cache. During the experiments we vary both the
cache size and the cache line size.

2.4.2 The PDE solvers

For the experiments, three PDE solvers were used. The computational
fluid dynamics (CFD) kernel solves the compressible Euler equations
on a 3D structured grid using flux-splitting and a red-black ordered
Gauss-Seidel-Newton technique combined with multi-grid acceleration,
as described by Jameson and Caughey [26]. The implementation de-
tails can be found in Nordén et al [40]. The data are highly structured.
Each smoothing operation in the multi-grid scheme consists of a sweep
through an array representing the grid. The values of the solution vector
at six neighbor cells are used to update the values in each cell. After
the smoothing, the solution is restricted to a coarser grid, where the
smoother is applied again recursively. The work is dominated by the
computations performed within each cell for determining the updates
during the smoothing operations.

The computational electromagnetics (CEM) kernel is part of an in-
dustrial solver for determining the radar cross section of an object [17].
The solver uses an unstructured 3D grid in combination with a finite ele-
ment discretization. The resulting system of equations is solved with the
Chronopoulos-Gear version of the conjugate gradient (CG) method [11].
In each CG iteration, the dominating operation is a matrix-vector mul-
tiplication with a very sparse and unstructured coefficient matrix. The
data vector is accessed in a unstructured way. However, the memory
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access pattern does not change between iterations.

The quantum dynamics (QD) kernel studies the dynamics of chem-
ical reactions using a quantum mechanical model with three degrees of
freedom [46]. The solver uses a pseudo-spectral discretization in the two
first dimensions and a finite difference scheme in the third direction. In
time, an explicit ODE-solver is used. For computing the derivatives in
the pseudo-spectral discretization, a standard convolution technique us-
ing 2D fast Fourier transforms is applied. The communication pattern
involves heavy all-to-all communications between the threads. However,
the communication pattern is constant between iterations.

2.4.3 Experiments

We performed two case studies for the PDE solvers. First, we simulated
different cache memory sizes ranging from 512 KB up to 16 MB. During
these simulations the cache line size was 64 B. Secondly, we varied the
cache line size between 32 B and 1024 B, using a cache memory size
of 8 MB. To analyze the behavior on a specific computer system, it is
generally unnecessary to perform this many simulations. Useful informa-
tion will still be discovered with a smaller range of values for the varied
parameters.

To limit simulation times, we only performed a few iterations for each
PDE kernel. Since the access patterns are repetitive for the solvers, it is
unnecessary to simulate until solution. To warm-up the caches, a full it-
eration was always performed before measurements were initialized. The
CFD problem has four multi-grid levels where the finest grid level has
32�32�32 elements. The CEM problem represents a modeled generic
aircraft with a problem coefficient matrix of about 175,000�175,000 ele-
ments; a little more than 300,000 of these are non-zero. The QD problem
size is 256�256�20, i.e. a 256�256 2D FFT in the x-y plane followed by
a 20 element FDM in the z-direction. The simulations were performed
on a computer with a single 900 MHz UltraSparc III processor and the
simulation times ranged from four to twenty hours.

2.4.4 Results

Varying the cache size

The cache size results can be used to determine the memory usage
for a solver. Using a larger cache size increases the temporal locality
and decreases the capacity misses. When all data fit into the cache,
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capacity misses are almost eliminated. This information can be used
to determine the number of processors needed to minimize the capacity
misses that occur due to the problem size. A larger cache size can also
be used to determine the efficency of cache blocking. A blocked loop
sequentially traverses smaller parts of the original loop, increasing both
the spatial and temporal locality. If a larger cache size does not result
in a significantly lower miss rate, blocking is probably ineffective for the
application.

We use the CEM solver as an example (Figure 1). This example
assumes that the data can be split between the processors, which is the
case for this solver. The CEM solver had a high miss rate for small caches.
It was only for cache sizes equal to or larger than 16 MB that most of the
capacity misses disappeared. As we simulated sixteen processors, we thus
need an aggregate cache size of up to 256 MB (16*16) to fit all data in the
cache. The UltraSparc III processor in the simulated computer only has
8 MB of cache memory. If we can use 32 processors (32*8=256) instead
of 16, the problem will fit into the caches. Having substantially reduced
the number of capacity misses, the hardware is used more efficiently and
we will get higher performance.

(a) Cache size (b) Cache line size

Figure 1: Experimental results for the CEM kernel. The miss rate is
found on the y-axis.

Varying the cache line size

By studying the cache line size results, we obtained information about
the spatial locality. If we have many sharing misses, we need to look at
how the solver is parallelized. If many capacity misses are present, our
data structures or access patterns can be inefficient.

We again use the CEM solver as an example (Figure 1). From the pre-
vious experiments we know that the majority of the capacity misses were
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caused by a too small cache size. However, we also had many true sharing
misses, indicating that several processors frequently modified the same
data. By changing the memory access patterns, e.g. by minimizing the
bandwidth, it was possible to significantly reduce the cache misses [33].
When only one processor modifies a cache line at a given time, no sharing
misses can occur.

2.5 Conclusions

In Paper A we proved that execution driven full-system simulations of
scientific applications with realistic problem sizes is feasible. Such sim-
ulations can be used to analyze cache memory behavior. The obtained
information can be used to improve the cache memory performance of
the applications.

To make it easier for the programmer to identify regions with bad
locality, the simulation technique used in Paper A can be extended to
also present the cache misses at the source-code level. Related work in
this area was performed by Berg and Hagersten [3]. To increase simula-
tion speed and throughput, recently developed simulation modules with
adjustable fidelity can be used [66].

A fast and flexible simulation tool with the ability to present cache
misses and their causes at source-code level would prove very useful. Be-
ing able to quickly identify regions with bad locality and the type of cache
misses will significantly help a programmer to achieve better locality. In
the end, better locality directly translates into shorter execution times.

3 Dynamic partitioning of SAMR applications

The solution accuracy for PDE solvers based on finite differences and
structured grids can be controlled with the grid resolution. A higher
resolution generally results in a higher accuracy but also in a longer run-
time. Often, features requiring additional resolution, like shocks and
discontinuities, only occupy a small part of the grid: a uniform and
high resolution is then a waste of computational resources. If the grid
resolution is only increased in critical areas, the run-time of these PDE
solvers can be decreased.

Structured adaptive mesh refinement (SAMR) dynamically allocates
the computational resources to areas with high errors. Simulations based
on SAMR start with a coarse and uniform grid. The grid is then recur-
sively refined in areas where the accuracy is too low. This procedure re-
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sults in a dynamic and adaptive grid hierarchy that conforms to the maxi-
mum acceptable error. Today, SAMR is used in fields like computational
fluid dynamics [5, 15], numerical relativity [10, 20], astrophysics [7, 41],
and hydrodynamics [34].

Because grid patches are, moved and deleted during run-time, the
dynamic grid hierarchy is repeatedly partitioned and distributed over
the processors. If static partitioning is used, the workload generally
becomes unbalanced as grid patches are created, moved and deleted.
The partitioning process must not only take the computations and the
CPU performance into account, but also all other factors that contribute
to the run-time: communication volume, synchronization delays, data
movement between partitions and the performance and utilization of the
interconnect. Thus, to minimize the run-time, the current state of the
application and the hardware must both be taken into account. This
is non-trivial, since the basic conditions for how to allocate hardware
resources change dramatically during run-time, due to the dynamics in-
herent in both the applications and the computer system.

3.1 Structured adaptive mesh refinement

Most SAMR implementations use the Berger-Colella algorithm [5]. The
algorithm starts with a coarse and structured base grid covering the entire
computational domain. The base grid has a resolution that conforms to
the lowest acceptable accuracy of the solution. At regular intervals, the
local computational error is estimated. A grid point with an error larger
than a supplied threshold is flagged for refinement. Flagged points are
clustered and overlaid with logically rectangular patches of finer, uniform
resolution. If the accuracy is unnecessary high, a refined patch can be
removed. As the execution progresses, grid patches are created, moved
and deleted, resulting in a dynamic grid hierarchy.

During the execution, information is frequently exchanged between
grid patches. Boundary data for a refined grid patch is typically obtained
from adjacent patches or patches on the next lower level, as most patches
are contained in the interior of the computational domain. After the
solution is advanced on a patch, the results are projected down from
finer to coarser patches. As refined patches also use a smaller time step,
updating coarser level solutions increases the accuracy. Thus, data flows
both along the borders of neighboring patches and between patches on
different refinement levels.
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Figure 2: Example of a grid hierarchy with two levels of refinement. The
grids are skewed to reflect the characteristics of a solution.

The integration process is described in Algorithm 1. The order of
integration is illustrated with the following example. Assume two levels
of refinement and that we want to advance the solution from time t to
time t+k. We start by taking a step of size k on the base grid (level 0).
Boundary data for the refined patches on level 1 are then provided from
the base grid. The patches on refinement level 1 are integrated once, with
a time step of size k/2. The level 1 solution is used as boundary data for
patches on level 2 and two time steps, with step size k/4, is performed on
level 2. Thus, we have now reached time t+k on the base grid and time
t+k/2 on refinement level 1 and 2. The solution on level 2 is projected
down to level 1, which is advanced to time t+k. Using boundary data
from level 1, level 2 is advanced to time t+k with two steps of size k/4.
The solution on level 2 is passed down to level 1, and the updated level
1 solution is used to improve the base grid solution.

12



Algorithm 1 Advance(l,k)

take one step of size k on level l
if l = L then

return
else

interpolate from level l to l + 1
for i = 1 to 2 do

advance(l + 1,k=2)
end for
project solution from level l + 1 to l

end if

3.2 Partitioning grid hierarchies

To use parallel SAMR efficiently, the dynamic grid hierarchy typically
needs to be repeatedly partitioned and distributed over the participating
processors. Several performance issues need to be considered during the
partitioning process. As data flows in the grid hierarchy, processors need
to exchange data. Intra-level communication appears as grid patches are
split between processors and data are exchanged along the borders. Inter-
level communication can occur for overlaid patches when the solution is
projected down to coarser levels, and when a refined patch lacks boundary
data. Both types of communication can severely inhibit parallel efficency.

A synchronization delay may occur when a processor is busy comput-
ing while holding data needed by other processors. Until the processor
has finished its computations, other processors might be unable to pro-
ceed. Synchronization delays can be severe [57] and are hard to predict.

To get optimal performance, the partitioner must simultaneously
minimize data migration, load imbalance, communication volumes, and
synchronization delays. It is unrealistic to search for the optimal so-
lution [19]. Instead, the partitioner needs to trade-off the metrics in
accordance with the characteristics of the application and computer.

Algorithms for partitioning SAMR hierarchies can be categorized
as domain-based, patch-based, or hybrid. For patch-based partitioners
(PB) [2, 32, 48], the distribution decisions are made independently for
each patch (or refinement level). The SAMR framework SAMRAI [68, 69]
fully supports PB. Domain-based partitioners (DB) [43, 47, 55, 61] parti-
tion the physical domain, rather than the grids themselves. The do-
main is partitioned along with all contained grids on all refinement lev-

13



els. Domain-based partitioning can be found in the AMROC [1, 15] and
GrACE [44] frameworks. Hybrid partitioners (HP) [31, 43, 61] combine
the patch-based and domain-based approaches. In the hybrid partition-
ing framework Nature+Fable [54], the partition quality can be improved
by using different partitioning techniques for different grid parts. Hybrid
partitioners are generally more complex and harder to use than strictly
patch- or domain-based partitioners.

3.2.1 Distributing grid patches

For patch-based algorithms, the most straightforward approach is to di-
vide each patch or refinement level into p blocks, where p is the number of
processors, and distribute one block to each processor. Another approach
is to use a bin-packing algorithm [2, 44, 69] to distribute the patches. For
bin-packing to be effective, large patches may have to be divided. Re-
gardless of approach, the partitioner can consider either patch-by-patch
or level-by-level.

In theory, patch-based algorithms result in perfect load balance (when
patches are allowed to be subdivided). In practice, some load imbalance
can be expected due to sub-optimal patch aspect ratios, integer divi-
sions and constraints on the patch size. Because only patches (or levels)
created or altered since previous time steps need to be considered for re-
partitioning, the partitioning can be performed incrementally. However,
patch-based algorithms often result in high communication volumes and
communication bottlenecks. The communication volume is generally in-
creased when a patch is subdivided into many blocks to create a lower
load imbalance. Communication bottlenecks can occur when overlaid
patches are assigned to different processors. A coarser block is typi-
cally assigned to fewer processors than a finer block. A processor owning
coarser blocks will generally need to communicate with many processors
having finer and overlaid blocks, creating communication bottlenecks.

For domain-based algorithms, only the base grid is partitioned. Ini-
tially, the workload of the refined patches are projected down onto the
base grid, reducing the problem to partitioning a single grid with het-
erogenous workload. The minimum block size is determined by the size
of the computational stencil on the base grid. As the base grid stencil
corresponds to many grid points on highly refined patches, the workload
of a minimum sized block can be large.

As overlaid grid blocks reside on the same processor for domain-
based algorithms, inter-level communication is eliminated. A complete
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re-partition might be necessary when the grid hierarchy is modified. Be-
cause the computational stencil and base grid resolution impose restric-
tions on subdivisions of higher level patches, the load imbalance is often
high for deep grid hierarchies. Another problem with domain-based al-
gorithms is ”bad cuts”: many and small blocks with bad aspect ratios.
These blocks occur when patches are cut in bad places, assigning only a
tiny fraction of a patch to one processor while the majority of it resides
on another processor.

Both patch-based and domain-based algorithms perform well under
suitable conditions, especially for simple and shallow grid hierarchies [51,
58]. Unfortunately, their shortcomings often make their performance
unacceptable for deep and complex hierarchies [51, 54]. As a remedy, a
hybrid approach can be used. By combining strategies from both the
domain-based and the patch-based approach, it is possible to design a
partitioner that performs well under a wider range of conditions.

Key concepts in Nature+Fable — the hybrid partitioner used in this
thesis — are separation of refined and unrefined areas of the grid and clus-
tering of refinement levels [54]. Separation of unrefined and refined areas
enables different partitioning approaches to be applied to structurally
different parts of the grid hierarchy. Refinement levels are clustered into
bi-levels. A bi-level consists of all patches from two adjacent levels —
patches from refinement level k and the next finer level, k + 1. If the
coarser level is much larger than the finer level, the non-overlaid area of
the coarser level can be removed from a bi-level. Each bi-level is parti-
tioned with domain-based methods. Patch-based methods are used for
all parts of the grid that are not included in bi-levels.

To perform well under a wide range of conditions, the partitioning
process in Nature+Fable is governed by a large set of parameters. Each
parameter setting can be regarded as a separate partitioning algorithm.

Using the hybrid partitioning algorithms adopted in this thesis, less
load imbalances than for domain-based algorithms can be achieved be-
cause patches from at most two refinement levels are partitioned together.
Because inter-level communication only exist between bi-levels, commu-
nication volumes are generally smaller for the hybrid algorithms than for
patch-based algorithms.
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3.3 The meta-partitioner

To get good parallel performance, different partitioning techniques typi-
cally need to be used for different application and computer states. Thus,
one can not select a single partitioning algorithm and expect it to perform
well during a wide range of conditions. Instead, the choice of partitioning
algorithm must be made dynamically during run-time.

In previous work we proposed the development of a meta-partitioner
(MP) [55, 58], which should autonomously select, configure, and invoke
the best partitioning algorithm with regard to the current application
and computer state. When designing the meta-partitioner, the following
properties must be considered.

Generality Ability to be used with different SAMR frameworks.

Fast algorithm selection The algorithm selection decision should be
made as fast as possible to reduce the total execution time.

Complementing algorithms Contain a large set of complementing
candidate partitioning algorithms that together perform well dur-
ing a wide range of conditions.

Adequate characterization All candidate algorithms should be char-
acterized for vastly different application states, else good-performing
algorithms might go unnoticed.

Ease of usage Easy to include and to invoke the meta-partitioner in an
SAMR application.

Expandability Ability to add new partitioning algorithms and charac-
terizations for new application states.

For the meta-partitioner to be efficient and accessible to the average
user, all of these properties must at least be partially fulfilled.

3.4 Characterization of partitioning algorithms

In this thesis we present two performance characterizations of partition-
ing algorithms for SAMR applications. In Paper B, we examine the
partitioning framework Nature+Fable with the goal of gaining a deeper
understanding of how the parameter selection affects partitioning quality.
In Paper C, we use more advanced applications and a large number of par-
titioning algorithms to demonstrate the viability of the meta-partitioner
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concept. Furthermore, the information obtained in Paper C will form a
solid basis for the algorithm selection process in the meta-partitioner.

3.4.1 Paper B

Paper B presents a characterization of the partitioning framework Na-
ture+Fable (described in Section 3.2.1). For the characterization, five
real-world applications were used. The applications represent the fields
of numerical relativity, oil reservoir simulation, and computational fluid
dynamics.

Scalarwave 2D Scalarwave is a numerical relativity application and
solves a set of coupled PDEs. For time stepping, coupled hyperbolic
equations are used and elliptic constraint equations must be satis-
fied at each time step. This kernel is part of the Cactus numerical
relativity toolkit [9].

Buckley-Leverett 2D/3D The Buckley-Leverett model is used in Oil-
Water Flow Simulation (OWFS) software system for simulation of
hydrocarbon pollution in aquifers. OWFS provides for layer-by-
layer modeling of oil-water mixture in confined aquifers with regard
to discharge/recharge, infiltration, interaction with surface water
bodies and drainage systems, discharge into springs and leakage
between layers. This kernel is taken from the IPARS reservoir
simulation toolkit developed at the Center for Subsurface Modeling
at University of Texas at Austin [45, 67].

Richtmyer-Meshkov 2D/3D This is a compressible turbulence appli-
cation that solves the Richtmyer-Meshkov instability. The kernel
was taken from the Virtual Test Facility developed at California
Institute of Technology [60]. The Richtmyer-Meshkov instability
occurs at material interfaces that are accelerated by a shock wave.
The instability plays an important role in the studies of supernova
and inertial confinement fusion.

Starting from a default parameter setting for Nature+Fable, one pa-
rameter at a time was varied to examine the partitioning behavior. To
measure the performance, we used the following metrics: number of
blocks (boxes), load imbalance, data migration, communication volume,
and partitioning time. A subdivided grid patch is called a block and/or
a box. Both terms are used interchangeably. For each parameter setting,
the results are aggregated into mean values.
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We use the results from the parameters Quantum (Q) and Mapping as
examples. Quantum affects the granularity when patches are subdivided.
With a larger Q, it is possible to create smaller blocks. The Mapping

operation strives to reduce inter-level communication by mapping over-
lapping blocks from different bi-levels to the same processor [56]. If the
overlap is below a specified value, a re-mapping algorithm is invoked (a
value of zero corresponds to Mapping not being used).
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Figure 3: Results for Quantum. Load imbalance is decreased for all ap-
plications when a larger Q is used.

For large Q’s, we saw a significant reduction in load imbalance (see
Figure 3). As blocks can be made smaller, it was easier to balance the
load. The lower load imbalance came at the cost of an increased number
of blocks, as the blocks were made smaller. For some applications, the
larger number of blocks resulted in more communication and data mi-
gration. The partitioning time was unaffected by the value of Q. When
Mapping was used, we saw a significant decrease in the amount of com-
munication for all applications (see Figure 4), which is the purpose of
this parameter. The partitioning time was slightly increased when the
Mapping algorithm was used.
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Figure 4: Results for Mapping. The communication is significantly de-
ceased for all applications at the expense of a slight increase in partition-
ing time

We found that by varying the studied parameters, all metrics could
be significantly improved. Parameters with the purpose of affecting a cer-
tain metric were able to improve that metric (e.g. Mapping). Typically,
all parameters affected more than one metric. Furthermore, changes in
other metrics than the desired metric were frequently inconsistent be-
cause of parameter inter-dependencies. One parameter could cause op-
posite behaviors for different applications (see Figure 4 and how the data
migration is increased/decreased for different applications). Thus, it is
hard to predict the outcome of a certain parameter setting, as there does
not seem to exist an elementary translation between a parameter setting,
the application and the resulting performance metrics. Nevertheless, the
results confirmed that Nature+Fable is able to produce good partitions
for a wide range of conditions.
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3.4.2 Paper C

In Paper C, we demonstrate the viability of the meta-partitioner concept
and extend the algorithm characterization to more advanced applications
and a larger number of algorithms. The new applications have larger
problem sizes and more complex refinement patterns. We increase the
number of partitioning algorithms to collect as much performance data
as possible for use in the meta-partitioner. The collected performance
data will play a crucial part for the algorithm selection process within
the meta-partitioner.

For the characterization, we use four 2D applications from the Vir-
tual Test Facility (VTF). VTF, developed at the California Institute of
Technology, is a software environment for coupling solvers for compress-
ible computational fluid dynamics with solvers for computational solid
dynamics [15, 60]. The applications are briefly described below.

Ramp Ramp simulates the reflection of a planar Mach 10 shock wave
striking a 30 degree wedge. A complicated shock reflection occurs
when the shock wave hits the sloping wall. This problem was also
used by Berger and Colella [5].

ShockTurb ShockTurb treats the interaction of two contacting gases
with different densities. When the gases are subject to a shock
wave, the interface between them becomes and the result is called
a Richtmyer-Meshkov instability. In the simulation, an incident
Mach 10 shock wave causes vortices along a sinusoidally perturbed
gas interface. The geometry is rectangular and closed, except at
the left-most end. The gases are air and SF6 (sulfur and fluoride).
The simulation is motivated by physical experiments [63].

ConvShock ConvShock simulates a Richtmyer-Meshkov instability in a
spherical setting. The gaseous interface is spherical and sinusoidal
in shape. The interface is disturbed by a Mach 5 spherical and
converging shock wave. The shock wave is reflected at the origin
and drives a Richtmyer-Meshkov instability with reshock from the
apex.

Spheres In the Spheres application (Figure 5), a constant Mach 10 flow
passes over two spheres placed inside the computational domain.
The flow results in steady bow shocks over the cylinders. This is a
realistic flow problem with complex boundaries.
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For the experiments, we use the domain-based partitioning algorithm
from the SAMR framework AMROC [1] and a large number of algo-
rithms arising from Nature+Fable [54]. The collected performance data
is stored in a data base. At each time step and for each metric, we select
the best performing algorithm from Nature+Fable and compare it with
the domain-based algorithm from AMROC. The result is a comparison
between the domain-based and the hybrid approach as well as an illus-
tration of the performance that can be achieved with dynamic algorithm
selection among the evaluated algorithms.

We use results from the Spheres application as an example (see Fig-
ure 5). When the Mach 10 flow starts to hit the spheres (around time
step 20), a lot of turbulence is created along with a large number of re-
fined patches. After a while, stable bow shocks begin to form behind the
spheres and the initial turbulence, as well as the workload and number of
patches, is decreased. When the bow shocks are fully formed and stable,
the workload and the number of patches have been reduced further and
they remain constant throughout the execution.

The hybrid algorithms resulted in a low and stable load imbalance
(Figure 6). For the domain-based algorithm, the load imbalance was high
in the beginning and low in the end. A careful analysis revealed that
the hybrid algorithms were superior when the refinement pattern was
scattered and sharp, i.e. when we had many distinct refined areas that
were scattered over a large domain. This was the case in the beginning
where the turbulence created many small and scattered patches. The
domain-based algorithms performed better when the refined area was less
scattered, which was the case when the bow shocks had been formed.

We then turn to the predicted computational time (Figure 7). Here,
the load imbalance is scaled with the size of the grid hierarchy and the
amount of computational work for each grid point. The increasing tur-
bulence resulted in a higher workload and more refined patches, which
caused the computational time to increase during the beginning of the
simulation. At time step 50, the bow shocks starts to form and both
the turbulence and the computational time were decreased. From time
step 90, the bow shocks are fully formed and the computational time
was constant. During the first 50 time steps, we saw the influence of the
high load imbalance for the domain-based algorithm. The computational
time during this period was significantly higher for the domain-based al-
gorithm than for the hybrid algorithms. During the last 200 time steps,
the domain-based algorithm resulted in shorter execution times. How-
ever, the aggregate computational time for the domain-based algorithm
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Figure 5: The Spheres application. Plot over the pressure after the bow
shock have been fully formed. Each rectangle represents a grid patch.

was still longer than for the best hybrid algorithm, showing the impor-
tance of a low load imbalance for large workloads.

Taking the results for the other applications into account, we saw
the benefits of having a collection of diverse partitioning algorithms to
choose from. Even though we found that the best-performing partitioning
algorithm varied when the application state varied, there existed good-
performing partitioning algorithms for each application and time step.

As the combined range of possible application and computer states
in theory is infinite, having complementing partitioning algorithms is
essential. With sufficiently many complementing algorithms, there will
be good-performing algorithms for any application and computer state.
The experiments performed in Paper C prove the viability of the meta-
partitioner concept and the examined algorithms together with the col-
lected performance data will form a solid basis for the algorithm selection
process.
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Figure 6: Load imbalance. The domain-based algorithm performs badly
in the beginning when the blocks are small and scattered.

3.5 The future: Implementation of the meta-partitioner

Two important issues need to be addressed before the meta-partitioner
can be implemented. First, how does the meta-partitioner fit in the
big picture of simulation frameworks? Should the meta-partitioner be a
stand-alone application or integrated into an existing SAMR framework?
Second, how should the algorithm selection decision be made? Should
the collected performance data be used during run-time or is it better to
apply rules extracted from the data?

3.5.1 The big picture

The average scientific application is growing both in size and complexity.
Solving todays advanced problems often requires cooperation between
several research groups, each responsible for a part of the problem. The
research groups not only need to focus on their own part of the problem,
they must also spend increasingly more time to make the different parts
work together.
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Figure 7: Predicted computational time for each time step. The peak is
caused by a high workload, originating from heavy turbulence.

If the meta-partitioner is designed and implemented without consid-
eration of its interactions with current SAMR frameworks, chances are
that few people will ever use it. Regardless of the effectiveness of the al-
gorithm selection, a meta-partitioner that is restricted to a certain SAMR
framework or adds a lot of complexity will not be used.

Building the meta-partitioner as a separate application can impose
difficulties for a user. If the meta-partitioner is not tailored for the SAMR
framework preferred by the user, incorporating the meta-partitioner in
a simulation could be hard, or even impossible. On the other hand,
adapting the meta-partitioner to specific SAMR frameworks could be
dangerous as well. Scientists might migrate to other SAMR frameworks,
but migrating the meta-partitioner to new frameworks would require a
lot of work. If the SAMR framework is modified, the meta-partitioner
might also cease to work properly.

A solution is to use component-based software engineering (CBSE)
to enable inter-operability between components developed independently
by different research groups. The Common Component Architecture
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(CCA) [6] is a community based CBSE initiative, specifically target-
ing the needs of parallel, scientific high-performance computing. CCA
presents a general, low-latency model for component inter-operability and
interaction. The components can be written in a number of languages
and use different parallel programming models. Simulations performed
in fields like climate modeling, accelerator modeling, and combustion
have shown that use of CCA can significantly ease the development of
advanced scientific applications [37].

In CCA, significant attention is given to computational quality of
service (CQoS) [36, 42]. CQoS is the ability of a system to ensure that a
scientific problem is solved with the best available hardware and software
tools, which is the core of the meta-partitioner.

We envision the meta-partitioner to be a CCA component. As a com-
ponent, it will be easy to use and incorporate the meta-partitioner into
an application. The meta-partitioner can use CCA interfaces to different
SAMR frameworks. To our knowledge, CCA interfaces for at least two
common SAMR frameworks (GrACE and Chombo) have already been
implemented. To make it easy to expand the meta-partitioner, the parti-
tioning algorithms (or the partitioning framework that they might arise
from) should also be components in CCA.

Both the computational load of the computer and and the utiliza-
tion of the interconnect can significantly influence the performance of a
selected partitioning algorithm. To reach its full potential, the meta-
partitioner must use real-time performance data from the computer sys-
tem and adapt the algorithm selection decision to this data. By con-
verting existing performance measurement tools, like TAU (Tuning and
Analysis Utilities) [52] and NWS (Network Weather Service) [70] into
CCA components, the design and implementation of the meta-partitioner
are made easier.

3.5.2 Selection the partitioning algorithm

We see two main approaches for the meta-partitioner to consistently
select a good partitioning algorithm. In the rule-based approach, we
construct heuristic rules. The data base approach uses stored historical
performance data. Regardless of approach, we need a data base with
performance data from thoroughly characterized candidate partitioning
algorithms. The performance data gathered in Paper C form a solid foun-
dation for such a data base. The parallel performance data management
framework PerfDMF [24] and the performance data mining framework
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PerfExplorer [23] are CCA components and they are suitable for data
storage and evaluation.

For the rule-based approach, we intend to use data mining and ma-
chine learning techniques to distill heuristic rules from the stored per-
formance data. For the rules to be effective, the applications used for
the characterization should cover a broad spectrum of application states.
If not, sub-optimal algorithms will often be selected when application
states not present in the data base are encountered.

The main incentive to use the rule-based approach is speed. By dis-
tilling and compressing the performance data into rules, less information
needs to be stored and processed. This is also the curse of using rules in
this context — information is discarded when the rules are constructed.
The impact of less common application states on the rules will be min-
imal or non-existent, increasing the likelihood of bad selection decisions
when these states are encountered.

In the data base approach, we access the data base during run-
time. When load balancing is called for, the current application state is
matched against the stored applications states in the data base and the
most similar states are selected. For these states, we extract the stored
performance data for all candidate partitioning algorithms. Each candi-
date algorithm is evaluated by using the extracted performance data and
information about the computer system and current application. The
algorithm with the best predicted performance is chosen and invoked.
Because this approach involves queries to the data base, it will be slower
than using heuristic rules. However, as no performance data need to be
discarded, the selection decision can be assumed to be of higher quality.

Ultimately, we belive that a combination of both approaches will
achieve the best overall performance. For common application states,
using heuristic rules will be preferable to the data base approach. The
algorithm selection process is fast and the selected algorithm will gen-
erally be of good quality. When an uncommon application state is en-
countered, the meta-partitioner should switch to the data base approach.
The selection process will take longer but probably result in a partition
of higher quality since the data base has information about more appli-
cation states.

The size of the grid hierarchy and the state of computer system will
influence the choice of partitioning approach. When the grid hierarchy is
large, the impact of a bad-performing algorithm will be much larger than
for a small hierarchy. If parts of the computer system are heavily loaded,
an unbalanced simulation will perform worse than on a lightly loaded
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system. For both of these situations, we prefer the data base approach
as we can access the complete set of performance data when selecting the
partitioning algorithm.

4 Conclusions

In this thesis we have examined methods to characterize and evaluate
parallel PDE solvers. By gaining knowledge and deeper understanding of
the behavior of these applications, their execution times can be reduced.

In the first paper, we used full-system simulation of a parallel com-
puter to get information about the cache memory usage. We executed
three real world PDE solvers on the simulated computer and collected
detailed cache memory performance data for the solvers. We showed how
the collected information can be used to improve the performance of the
solvers.

In the last two papers, we characterized advanced partitioning al-
gorithms for applications using structured adaptive mesh refinement.
Our first goal was to gain a deeper understanding of the behavior of
the partitioning framework Nature+Fable. By varying the partition-
ing parameters, we found that all metrics (load imbalance, communica-
tion etc.) could be significantly improved. Because of parameter inter-
dependencies, a consistent relationship between the parameters and the
partitioning outcome could not be established. However, the results
showed that each metric could be significantly improved and that Na-
ture+Fable is able to produce good partitions for a wide range of condi-
tions.

In the last paper, we extended the characterization to include more
partitioning algorithms and more advanced applications. By selecting
the best performing hybrid algorithm from Nature+Fable at each time
step and comparing it with a domain-based algorithm, we showed the
benefits of using a large number of complementing algorithms.

As the best-performing partitioning algorithm varies when the ap-
plication and computer state vary, it is advantageous to use different
partitioning algorithms for different states. To consistently select good-
performing algorithms, we will implement the meta-partitioner. The
meta-partitioner will autonomously select, configure, and invoke the best
partitioning algorithm with regard to the current application and com-
puter state. To make good algorithm selection decisions, the meta-
partitioner needs access to a data base with performance data for all
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candidate algorithms and a wide range of application states. The per-
formance data obtained from the extended characterization will form a
solid foundation for such a data base.

28



References

[1] AMROC - Blockstructured adaptive mesh refinement in object-
oriented C++. http://amroc.sourceforge.net/index.htm, Oct. 2006.

[2] D. Balsara and C. Norton. Highly parallel structured adaptive mesh
refinement using language-based approaches. Journal of Parallel
Computing, (27):37–70, 2001.

[3] E. Berg and E. Hagersten. SIP: Performance Tuning through Source
Code Interdependence. In Euro-Par-8, pages 177–186, Paderborn,
Germany, Aug. 2002.

[4] E. Berg and E. Hagersten. StatCache: A Probabilistic Approach
to Efficient and Accurate Data Locality Analysis. In Proceedings of
the 2004 IEEE International Symposium on Performance Analysis
of Systems and Software (ISPASS-2004), 2004.

[5] M. Berger and P. Colella. Local adaptive mesh refinement for shock
hydrodynamics. Journal of Computational Physics, 82:64–84, May
1989.

[6] D. E. Bernholdt et al. A Component Architecture for High-
Performance Scientific Computing. International Journal of High
Performance Computing Applications, 20(2):163–202, 2006.

[7] G. L. Bryan. Fluids in the universe: Adaptive mesh refinement in
cosmology. Computing in Science and Engineering, pages 46–53,
Mar-Apr 1999.

[8] B. R. Buck and J. K. Hollingsworth. Using hardware performance
monitors to isolate memory bottlenecks. In Supercomputing ’00:
Proceedings of the 2000 ACM/IEEE conference on Supercomputing,
page 40, 2000.

[9] Cactus Toolkit. http://www.cactuscode.org, Oct. 2006.

[10] M. W. Choptuik. Experiences with an adaptive mesh refinement
algorithm in numerical relativity. Frontiers in Numerical Relativity,
pages 206–221, 1989.

[11] A. T. Chronopoulos and C. W. Gear. s-step iterative methods for
symmetric linear systems. Journal of Computational and Applied
Mathematics, 25:153–168, 1989.

29



[12] T. M. Conte, M. A. Hirsch, and W.-M. Hwu. Combining trace
sampling with single pass methods for efficient cache simulation.
IEEE Trans. Comput., 47(6):714–720, 1998.

[13] F. Dahlberg, M. Dubois, and P. Stenström. Sequential hardware
prefetching in shared-memory multiprocessor. IEEE Transactions
on Parallel and Distributed Systems, 6(7):733–746, 1995.

[14] A. Darte. On the complexity of loop fusion. In Proceedings of the
International Conference on Parallel Architectures and Compilation
Techniques, pages 149–157, 1999.

[15] R. Deiterding, R. Radovitzky, L. N. S. Mauch, J. Cummings, and
D. Meiron. A virtual test facility for the efficient simulation of solid
material response under strong shock and detonation wave loading.
To appear in Engineering with Computers, 2006.

[16] C. C. Douglas et al. Cache optimization for structures and unstruc-
tured grid multigrid. Electronic Transactions on Numerical Analy-
sis, 10:21–40, 2000.

[17] F. Edelvik. Hybrid Solvers for the Maxwell Equations in Time-
Domain. PhD thesis, Department of Information Technology, Upp-
sala University, 2002.

[18] S. Eggers and T. Jeremiassen. Eliminating false sharing. In Interna-
tional Conference on Parallel Processing, volume I, pages 377–381,
August 1991.

[19] M. R. Garey, D. S. Johnson, and L. Stockmeyer. Some simplified NP-
complete problems. In STOC ’74: Proceedings of the sixth annual
ACM symposium on Theory of computing, pages 47–63, 1974.

[20] S. Hawley and M. C. M. Boson stars driven to the brink of black
hole formation. Physic Review, D 62:104024, 2000.

[21] J. L. Hennessy and D. A. Patterson. Computer Architecture : A
Quantitative Approach; third edition. Morgan Kaufmann, 2002.

[22] M. D. Hill and A. J. Smith. Evaluating associativity in CPU caches.
IEEE Trans. Comput., 38(12):1612–1630, 1989.

[23] K. A. Huck and A. D. Malony. PerfExplorer: A performance data
mining framework for large-scale parallel computing. In Proceedings
of ACM/IEEE Supercomputing, 2005.

30



[24] K. A. Huck, A. D. Malony, R. Bell, and A. Morris. Design and
implementation of a parallel performance data management frame-
work. In The 2005 International Conference on Parallel Processing
(ICPP’05), pages 473–482, 2005.

[25] M. Itzkowitz, B. J. N. Wylie, C. Aoki, and N. Kosche. Memory profil-
ing using hardware counters. In Proceedings of the 2003 ACM/IEEE
conference on Supercomputing, page 17, 2003.

[26] A. Jameson and D. Caughey. How many steps are required to solve
the euler equations of steady, compressible flow: in search of a fast
solution algorithm. In Proceedings of the 15th AIAA Computational
Fluid Dynamics Conference, 2001.

[27] T. E. Jeremiassen and S. J. Eggers. Reducing false sharing on shared
memory multiprocessors through compile time data transformations.
In Proceedings of the ACM SIGPLAN symposium on Principles and
practice of parallel programming, pages 179–188, 1995.

[28] K. Kennedy and J. R. Allen. Optimizing compilers for modern ar-
chitectures: a dependence-based approach. Morgan Kaufmann Pub-
lishers Inc., San Francisco, CA, USA, 2002.

[29] R. E. Kessler, M. D. Hill, and D. A. Wood. A comparison of trace-
sampling techniques for multi-megabyte caches. IEEE Trans. Com-
put., 43(6):664–675, 1994.

[30] M. Kowarschik and C. Weiss. An overview of cache optimization
techniques and cache aware numerical algorithms. In Algorithms
for Memory Hierarchies, LNCS, 2625, 2003.

[31] Z. Lan, V. E. Taylor, and G. Bryan. Dynamic load balancing of
samr applications on distributed systems. In Proceedings of 30th
International Conference on Parallel Processing, 2001.

[32] Z. Lan, V. E. Taylor, and G. Bryan. A novel dynamic load balancing
scheme for parallel systems. Journal of Parallel and Distributed
Computing, 62:1763–1781, 2002.
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