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Abstract

We consider computational methods for simulating the dynamics of molec-
ular systems governed by the time-dependent Schrödinger equation. Solv-
ing the Schrödinger equation numerically poses a challenge due to its often
highly oscillatory solutions, and to the exponential growth of work and mem-
ory with the number of particles in the system.

Two different classes of problems are studied: the dynamics of the nuclei in a
molecule and the dynamics of an electron in orbit around a nucleus. For the
first class of problems we present new computational methods which exploit
the relation between quantum and classical dynamics in order to make the
computations more efficient. For the second class of problems, the lack of
regularity in the solution poses a computational challenge. Using knowledge
of the non-smooth features of the solution we construct a new method with
two orders higher accuracy than what is achieved by direct application of a
difference stencil.





Sammandrag

Vi betraktar Schrödingers ekvation för molekylrörelser. Att lösa Schrödinger-
ekvationen numeriskt är utmanande p̊a grund av att svängningar i lösningen
med mycket kort v̊aglängd ofta förekommer, och att beräkningsarbetet växer
exponentiellt när antalet partiklar i systemet ökar.

Vi studerar tv̊a typer av problem: atomkärnors rörelser i en molekyl och en
elektrons rörelser kring en atomkärna. Vi presenterar nya beräkningsmetoder
som utnyttjar relationen mellan kvantmekanik och klassisk mekanik, lämpliga
för problem av den första typen. För problem av den andra typen utgör det
begränsade antalet kontinuerliga derivator i lösningen en utmaning. Genom
att använda vad vi vet om derivatornas diskontinuiteter kan vi konstruera
en ny metod med tv̊a ordningar högre noggranhet än traditionella differens-
metoder.
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Chapter 1

Quantum dynamics and the
Schrödinger equation

1.1 Classical and quantum dynamics

The most well-known model for the laws of nature which govern the dy-
namics of physical objects is known as classical, or Newtonian, mechanics.
It is adequate for most situations which we encounter in our daily lives. It
does however neglect certain effects which are important when the masses of
the objects under consideration are very small. These effects are accounted
for by quantum mechanics, a different model for the same laws which was
developed in the early 20th century. This section gives a brief introduction
to the relation between the two models.

The classical dynamics of a system of N particles, each with mass m and
with positions and momenta q and p, respectively, can be formulated using
Hamilton’s equations of motion [23],

dq

dt
= ∇pH, q, p ∈ R3N , (1.1)

dp

dt
= −∇qH. (1.2)

The Hamiltonian function

H =
|p|2

2m
+ V (q) (1.3)
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gives the total energy of the system, and its two terms correspond to the
kinetic and potential energies, respectively. The quantum dynamics for
the same system is determined by the time-dependent Schrödinger equa-
tion (TDSE) [48],

i~ψt = Ĥψ, x ∈ R3N , t > 0, (1.4)

where ~ is the reduced Planck constant, with the Hamiltonian operator

Ĥ = − ~2

2m
∆x + V (x). (1.5)

Note the similarity with the terms in the Hamiltonian function (1.3), also
the terms of Ĥ correspond to the kinetic and potential energies. The Hamil-
tonian operator is self-adjoint in L2. Therefore, the L2-norm of the wave
function ψ is preserved during propagation. If not explicitly stated other-
wise we will assume that ψ is normalised. We denote the inner product and
norm in L2 by

〈φ | ψ〉 =

∫
φ∗ψ dx, ‖ψ‖ =

√
〈ψ | ψ〉. (1.6)

We will typically consider the Schrödinger equation for nuclear dynamics,
where x represents the coordinates of atomic nuclei. The potential V (x)
then models the electrostatic interactions between the nuclei, and between
the nuclei and the electrons. The electrons may, however, assume different
configurations, electronic states with different energies, for the same nuclear
configuration. An example system with two electronic states is depicted in
Figure 1.1. The system is then described by a system of TDSE, e.g.,

i~
∂

∂t

(
ψ1

ψ2

)
=

(
− ~2

2m
∂2

∂x2
0

0 − ~2
2m

∂2

∂x2

)(
ψ1

ψ2

)
+

(
V1 Vc
Vc V2

)(
ψ1

ψ2

)
, (1.7)

where each component of the wave function correspond to one of the elec-
tronic states. In most nuclear configurations the coupling term of the poten-
tial, Vc, is negligible. Equation (1.7) is then diagonal, and the wave functions
ψ1 and ψ2 evolve independently on their respective potential energy surfaces
V1 and V2. For some nuclear configurations the wave functions may however
couple. This typically happens where V1 ≈ V2. In Figure 1.1, this is the
case near the crossing of the potential curves.

In a quantum mechanical model we cannot determine the position and mo-
mentum exactly due to Heisenberg’s uncertainty relation. We can only know

10



x

V

V1

V2

Figure 1.1: An example of a two-state potential. The wave functions on the
two potential energy surfaces V1 and V2 propagate independently for most
x, cf. (1.7), but interact near where V1 and V2 cross.

their probability densities, given by |ψ(x)|2 and |(Fψ)(ξ)|2, respectively,
where

(Fψ)(ξ) = (2π~)−3N/2
∫
ψe−iξ

T x/~ dx (1.8)

is the Fourier transform of the wave function. As an example, consider a
one-dimensional Gaussian wave function with equal uncertainty in position
and momentum,

ψ0(x) = (π~)−1/4 exp
(
− (x− q)2

2~
+

i

~
p(x− q)

)
. (1.9)

The standard deviations for position and momentum are
√
~/2 ∼ 10−17

m and 10−17 kgm/s, respectively. Heisenberg’s uncertainty relation indeed
says that the product of the standard deviations in position and momentum
always is at least ~/2. This clearly has negligible influence for macroscopic
objects, but leads to new phenomena for very light particles such as atomic
nuclei or electrons. One such phenomenon is tunnelling. Consider a particle
moving towards a barrier. Classically, if its kinetic energy is larger than
the potential energy of the barrier it will cross the barrier, otherwise it
will not. Quantum mechanics however allows it to cross, with a certain
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probability, even if its kinetic energy is too small; it may tunnel through the
barrier. Likewise, it may be reflected even if it has enough energy to cross the
barrier. This kind of behaviour of light particles sometimes contradict our
intuition. We do not see it directly in our daily lives, but we do experience
its consequences. Since it determines the nature of matter, the world would
not look alike without it.

1.2 Reduction of dimensionality

On the atomic scale the TDSE gives a more detailed description, which
better represents what actually happens, than classical mechanics. Resolv-
ing these details, however, comes with a price. For N particles in three-
dimensional space, Hamilton’s equations (1.1)–(1.3) are a system of 6N
ordinary differential equations (ODEs). Such systems are routinely solved
for millions of particles. The TDSE (1.4)–(1.5), on the other hand, is a
partial differential equation in 3N spatial dimensions. If such a TDSE is
discretised in space, using M grid points per dimension, one gets a system
of M3N ODEs. If M = 100, which is modest, we have a million equations
already for a single particle. Because of this exponential growth of the prob-
lem size with the number of particles, it is only possible to solve the TDSE
on a grid for very small molecules.

We will focus our attention on the quantum dynamics of atomic nuclei, with
the goal of solving the TDSE to such accuracy that it is sensible to talk about
errors in L2-norm. We will then have to do some modelling before starting to
crunch numbers. As an example, a water molecule consists of three atomic
nuclei and ten electrons. A complete description of the molecule requires a
TDSE in 39 spatial dimensions, which clearly is out of the range for direct
solution. The first step in order to reduce complexity of the model is to
separate the nuclear and electronic degrees of freedom. This is done using
the Born–Oppenheimer approximation, which in essence says that since the
electrons are much lighter than the nuclei they move much faster, and the
nuclei only feel their average distribution. Finding the average distribution
of electrons is a field of science in itself, called electronic structure theory
or quantum chemistry. The dominant methods, or rather classes of meth-
ods, for quantum chemistry computations are Hartree–Fock [51] and density
functional theory [29, 32]. These methods reduce the dimensionality of the
electronic problem by not considering the electrons individually, but a com-
bined electron density. The electronic structure problem is then reduced
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to a non-linear eigenvalue problem in three dimensions. In this thesis we
will assume that the electronic structure problem has already been solved,
and a potential energy surface V (x) for the nuclear TDSE is available. If
the nuclei have the coordinates x, V (x) is their potential energy. However,
even with the potential energy surface at hand the water molecule has three
nuclei, which yields a TDSE in nine spatial dimensions. It is possible to
reduce this further—we are typically not interested in the absolute location
or orientation of the molecule, but only in how the nuclei are positioned
relative to each other. By only considering the internal degrees of freedom
we get a TDSE in three spatial dimensions, a problem within range for
computational solution.

Another approach, which is not further considered in this thesis, for mak-
ing numerical simulation of big systems tractable starts from the other end.
Sticking to the classical trajectories, one tries to model quantum mechan-
ical phenomena into the method. A first step, common to most of these
methods, is to consider an ensemble of trajectories rather than a single one.
The initial positions and momenta of the classical trajectories are sampled
from an initial quantum state. Functionals of the ensemble are then taken
as approximations of quantum observables. By adding to this modelling,
additional quantum features can be captured. One class of such methods
is surface hopping [37, 57], which models the coupling of different potential
energy surfaces, cf. Figure 1.1. When a particle passes a region of strong
coupling between two electronic states it may ‘hop’ to the other state with
a certain probability. Another method, aiming at taking effects such as tun-
nelling into account, is ring-polymer molecular dynamics [18]. Each particle
is there exchanged for a group of particles forming a ring, each particle in
the ring coupled to its two neighbours. These kinds of methods are feasible
for much bigger systems than fully quantum mechanical methods, since the
number of ODEs increase only linearly with the number of particles.

1.3 A note on units

In this thesis we will often use atomic units. Atomic units are defined by
letting the mass of an electron, the elementary charge, the reduced Planck
constant ~, and Coulomb’s constant 1/(4πε0) all adopt the value 1. For this
reason, ~ does often not appear when the TDSE is stated.

We will also often use so-called semiclassical scaling. Starting in atomic
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units we define the semiclassical parameter ε = 1/
√
m, where m is some

characteristic mass of the system. We then rescale time as t → t/ε, such
that non-trivial dynamics happen on the time scale t ∼ 1, regardless of the
system mass. We may also rescale the spatial coordinates such that they
all correspond to the same mass. The semiclassically scaled TDSE then
appears as

iεut = −ε
2

2
∆u+ V u. (1.10)

A typical solution to this equation is a wave packet with the width O(
√
ε)

and wave length O(ε). The limit ε → 0, in which classical dynamics is
retained, is known as the classical limit.

14



Chapter 2

Computational challenges

When solving the TDSE numerically one faces a rich variety of challenges.
The exponential growth with dimensionality of the computational work and
memory requirements is one of them. In this chapter we will discuss a few
more, and some different approaches to their solution.

2.1 High frequency waves and dispersion errors

In the numerical simulation of wave equations the dominant source of error
is often dispersion error, i.e., that the phase velocity of a frequency compo-
nent differs between the continuous and discretised problems. Consider for
illustration the advection equation,

vt(x, t) + vx(x, t) = 0, x ∈ R, t > 0. (2.1)

This problem can be solved analytically using a Fourier transform in x.
Given any plane wave initial condition, v(x, 0) = eiωx, ω ∈ R, the solution
at time t is v(x, t) = eiω(x−t). This means that waves of all frequencies are
transported with phase velocity 1. If we solve (2.1) using a finite difference
method the high frequencies will be transported too slowly, and the highest
frequency that can be represented on the grid, with only two grid points
per wave length, will not move at all. The phase velocity is approximated
better by higher order methods. If we use a pth order central finite difference
stencil and require that the error should not exceed ε at time t, we need at
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least

Mp = Cp

(ωt
ε

)1/p
(2.2)

grid points per wave length [17, Ch. 3]. The constant Cp does not depend
on ω or ε. This means that the advantage of higher order methods increases
the higher the involved frequencies. Higher order methods are also more
beneficial if the problem is solved over a long time interval.

Consider now the free TDSE, i.e., the TDSE without potential,

ut(x, t) = iuxx(x, t), x ∈ R, t > 0. (2.3)

Also this problem can be solved using the Fourier transform. Given the same
plane wave initial condition, the solution at time t is u(x, t) = eiω(x−ωt). The
phase velocity is here proportional to the frequency. Using a pth order finite
difference method for this problem requires

M ′p = C ′p

(ω2t

ε

)1/p
(2.4)

grid points per wave length in order to keep the error below ε at time t.
Since the frequency appears with a larger exponent in (2.4) than in (2.2),
higher order methods have a stronger advantage for the TDSE than for
first order hyperbolic problems. For this reason, the Fourier pseudospectral
method [14, 34, 35] has become very popular within the chemical physics
community.

In the Fourier pseudospectral method derivatives are calculated by expand-
ing the discrete solution in plane waves, assuming periodic boundary condi-
tions. This can be done efficiently using the fast Fourier transform (FFT).
The derivatives can then be calculated analytically in the plane wave basis,
whereafter an inverse FFT gives the pointwise derivatives. With the Fourier
pseudospectral method, all frequencies that are representable on the grid get
the correct phase velocity—it behaves like an infinite order finite difference
method. Fornberg showed in [12, 13] that if you construct an infinite order
central finite difference stencil, wrapping it around the periodic boundary an
infinite number of times, what you get is indeed the Fourier pseudospectral
method.

In the semiclassical regime, i.e., for heavy particles, solutions to the Schrö-
dinger equation contain very high frequencies. Resolving the oscillations
may then require an unaffordable amount of grid points already in one di-
mension and solving on a grid will be unfeasible, also if a pseudospectral
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method is used. Fortunately, there are approximate, asymptotic methods
which perform well for high frequencies. In the context of the Schrödinger
equation, such methods are called semiclassical. Methods of this kind will
be discussed further in Chapter 3.

2.2 Unbound problems and absorbing boundary
conditions

The Schrödinger equation is posed on an infinite domain. In order to make
computations we must truncate the domain to finite size. In most cases this
truncation introduces artificial boundaries without physical meaning. It is
therefore desirable that they have no or little influence on the results of the
computations.

One can divide quantum molecular dynamics problems into two categories:
bound and unbound problems. In bound problems the wave function stays
localised for all time. Such problems may describe, e.g., the internal vibra-
tions of molecules. Boundary treatment is usually not critical for bound
problems. If the domain is chosen big enough, such that wave function
has negligible amplitude near the boundary, we can use any stable bound-
ary condition without introducing significant error. Unbound problems, on
the other hand, model situations where the wave function moves or spreads
over an extended region. Examples of unbound problems include scattering
and dissociative chemical reactions. For unbound problems we might have
to truncate the domain where the solution is not small in order to have
a domain of reasonable size. This introduces a need for absorbing bound-
ary conditions (ABCs). If the wave function propagates out through the
boundary we do not want it to be reflected. We want it to exit, never to
return. In order to formulate ABCs for the Schrödinger equation we must
assume that the potential is constant in the normal direction at and outside
the boundary. Otherwise it is possible that the solution outside where we
would truncate the domain affects the solution inside. The simulation result
with truncated domain and ABCs will then differ from the solution without
domain truncation.

Exact ABCs can be formulated for the Schrödinger equation, but they are
global in both time and space and therefore of limited use for computations.
Practical, approximate ABCs fall into two main categories, local ABCs and
absorbing layers. Local ABCs attempt to approximate the exact, non-local
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ABC, and was pioneered by Engquist and Majda [9]. Absorbing layers,
which are more widely used for the TDSE, are layers surrounding the do-
main in which the wave function is damped out. In the chemical physics
community this is most often done by adding an imaginary term to the po-
tential [40, 42]. This term is called a complex absorbing potential. A more
sophisticated technique is perfectly matched layers (PMLs), first proposed
by Bérenger for Maxwell’s equations [3]. In this thesis we will most often
use this technique, in particular the modal PML of Nissen and Kreiss [43].

2.3 Time integration

Despite being a wave equation, the TDSE incurs a parabolic-type time step
restriction for explicit Runge–Kutta or multistep methods, i.e., ∆t ≤ C∆x2

is required for stability. For this reason very small time steps are required,
and such methods are normally not efficient for the Schrödinger equation.
Instead splitting methods [11, 49] or methods for approximating the ma-
trix exponential exp(−iH/∆t), where H is a discretisation matrix for the
Hamiltonian operator Ĥ, are more successful.

Multiplying the matrix exponential to the solution vector propagates the
semidiscretised TDSE exactly. Matrix function-vector products can be ap-
proximated by Krylov subspace methods [27, 41]. This is the approach
we most often will use in this thesis. The approximate solution at time
tn+1, ψn+1, is then calculated by computing the Galerkin approximation
of the matrix exponential on the mth order Krylov subspace Km(H,ψn) =
span(ψn, Hψn, . . . ,H

m−1ψn). An orthonormal basis for the Krylov subspace
can be computed using the Lanczos or Arnoldi process [2, 6, 36]. Another
approach, popular within the chemical physics community, is to expand the
matrix exponential in Chebyshev polynomials [53].

In the case of an explicitly time-dependent Hamiltonian the matrix expo-
nential no longer solves the semidiscretised system exactly. See, e.g., [28, 33]
for methods applicable in that case.
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Chapter 3

Semiclassical modelling

Since classical and quantum dynamics model the same kind of physics, one
would expect that they yield similar results in certain parameter regimes.
They indeed do, for heavy particles. This has motivated the construc-
tion of semiclassical methods, which take this property into account, and
thereby perform better the heavier the particles. The validity of semiclas-
sical approximations can, e.g., be understood through Ehrenfest’s theorem
[54, Ch. 4], which relates the evolution of an expectation value 〈â〉 = 〈u | âu〉
of an operator â to its commutator with the Hamiltonian, [â, Ĥ] = âĤ−Ĥâ.
If â does not depend explicitly on time, the theorem reads

d

dt
〈â〉 =

1

iε
〈[â, Ĥ]〉. (3.1)

Applying Ehrenfest’s theorem to the position and momentum operators q̂ =
x and p̂ = −iε∇ yields

d

dt
〈q̂〉 = 〈p̂〉, (3.2)

d

dt
〈p̂〉 = −〈∇V 〉. (3.3)

These relations have apparent similarities with their classical counterparts,
Hamilton’s equations of motion,

d

dt
q = p, (3.4)

d

dt
p = −∇V (q). (3.5)
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Semiclassical methods elaborate on the latter equations. The approximation
here lies in evaluating the gradient of the potential in the classical coordinate
q ∼ 〈q̂〉 rather than averaging it over the probability density |u|2. The
approximation is better if the wave function is localised, which typically
is the case for small ε. Commonly, the wave function spreads over time,
making the classical approximation deteriorate. Error may also accumulate
over time. The time during which the approximation is valid is sometimes
called the Ehrenfest time scale.

3.1 Gaussian wave packets

Many semiclassical methods use Gaussian functions as their basic building
blocks. Assume that we give the TDSE (1.10) a Gaussian initial condition,

u(x, 0) = a exp
( i

ε

(
φ0 + pT (x− q) +

1

2
(x− q)TM(x− q)

))
, (3.6)

and that the potential is harmonic, i.e., a second order polynomial. The
matrix M is complex symmetric with positive definite imaginary part, so
that u(x, 0) really is a Gaussian. Then the solution will stay Gaussian for all
time, and the Gaussian wave packet will be the exact solution to the TDSE
if we let its variables satisfy the system of ODEs

ȧ = −1

2
aTr(M), q̇ = p, (3.7)

φ̇0 =
p2

2
− V (q), ṗ = −∇V (q), (3.8)

Ṁ = −M2 −∇2V (q). (3.9)

The gradient operator ∇ is a column vector, and ∇2V (q) is the Hessian
matrix of the potential at x = q. Note that the equations for q and p co-
incide with Hamilton’s equations of motion. Guided by this observation,
Heller proposed using Gaussian wave packets, defined as above, for building
a computational algorithm [24]. Since the TDSE is linear superpositions of
Gaussian wave packets can be propagated independently. Such superposi-
tions are used to represent more general initial conditions. If the potential
is not harmonic, Gaussian wave packets will not give the exact solution. At
each point in time, the wave packet will propagate according to the second
order Taylor expansion of the potential around x = q. If the potential is
smooth and the wave function is localised, this is a reasonable approxima-
tion. In the semiclassical regime the wave packet is narrow, its standard
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deviation is O(ε1/2). It has been shown, e.g. by Hagedorn [19], that the er-
ror of Gaussian wave packets for Schrödinger equations with non-harmonic
potential is bounded by Ctε

1/2, where Ct is independent of ε.

Heller later proposed the frozen Gaussian approximation [25], where the
spread variable M is kept constant. The method was further developed by
Herman and Kluk [26], and is popular within the chemical physics com-
munity. Error estimates in terms of ε were given by Swart and Rousse in
[50].

The theory for Gaussian wave packets has been developed further by the
numerical analysis community in the context of high-frequency wave propa-
gation. There, the Gaussian wave packets carry the name Gaussian beams.
The focus has been on the wave equation and the Helmholtz equation. By
including more terms in the phase and amplitude expansions, higher order
Gaussian beams can be constructed [55]. The superposition and propagation
error estimates will then depend on higher powers of ε than for the Gaus-
sian wave packet described above, which is a first order Gaussian beam.
Error estimates for arbitrary order Gaussian beams for the TDSE were de-
rived in [38]. An overview of semiclassical methods for the TDSE, including
Gaussian beams, is given in [30].

3.1.1 A hybrid method

Gaussian wave packets are asymptotic in nature, they converge to the exact
solution as ε → 0. Since ε is a property of the problem it always adopts a
fixed, finite value in a practical application. For a given ε, Gaussian wave
packets however work better in some situations than in others, the error
is smaller where the potential varies on a longer length scale. This can be
understood through the locality assumption, the slower the variations of
the potential, the less we lose when we truncate its Taylor expansion. In
Paper II we propose a hybrid method, where we use finite differences on
summation-by-parts form [44, 47] in the vicinity of sharp variation in the
potential, and first order Gaussian beams elsewhere. A similar method was
previously constructed by Jin and Qi [31], and Tanushev et al. used a related
approach for the scalar wave equation [56].

Our approach differs from the method in [31] by the way the interfaces be-
tween the finite difference and Gaussian beam subdomains are handled. The
interface treatment of [31] is robust, but expensive. It relies on extensive
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buffer regions which the grid must cover. In their example problems, the
size of the buffer regions is of the same order as the size of the region where
a grid was considered necessary due to fast variations in the potential. Fur-
thermore, every time a Gaussian beam is spawned, an optimisation problem
needs to be solved in order to determine its variables. Our approach is
less general, but it allows for much more narrow buffer regions, making the
interface treatment more efficient. Moreover, we do not have to solve any op-
timisation problems. A sample domain, illustrating our interface treatment,
is shown in Figure 3.1.

x

V

Figure 3.1: Sketch of how the domain is decomposed. The solid line shows
the potential barrier which is responsible for the nontrivial scattering, and
resides in the finite difference domain. The dotted lines denote the Huygens’
surfaces, where Gaussian beams are transferred to grid representation. The
PMLs reside in the shaded areas, and the new Gaussian beams are created
in the region between the Huygens’ surfaces and the PMLs. The TDSE is
solved on a grid between the outer ends of the PMLs.

In order to translate Gaussian beams to grid representation we use Huy-
gens’ surfaces [52, Ch. 6.5]. This technique is well-known in computational
electromagnetics, but little used elsewhere. The idea is to decompose the
solution in an incident and a scattered part, u = uinc+uscat, while the grid is
decomposed in a part treating the full solution—this is where the non-trivial
scattering happens—and a part treating only uscat. The incident part, uinc,
is considered known, in our method it is solved with Gaussian beams. There
will be a discontinuity over the Huygens’ surface, making it troublesome to
apply difference operators over it. This is remedied by adding, or subtract-
ing, the Gaussian beam solution uinc to, or from, grid points on the other
side of the interface to which the difference stencil extends. In this way
we always apply the difference operator to smooth functions, despite the
discontinuity.
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Eventually, the scattered wave function will come out again through a Huy-
gens’ surface. We prove a superposition result, a variant of [55, Thm. 2.1],
which allows us to translate the grid representation of uscat to a superposi-
tion of Gaussian beams using a buffer region no wider than the difference
operator. This is done right outside the Huygens’ surface. After having
been translated to Gaussian beams, the grid solution is consumed by an
absorbing boundary condition, which we implement using a PML.

Our interface treatment allows us to reduce the buffer regions compared to
[31], a buffer wide as a difference stencil and a PML, typically less than
30 grid points, is sufficient. This gives a considerable increase in efficiency,
but we have to sacrifice some generality. When the wave function exits the
finite difference domain through the Huygens’ surface the potential must not
increase—the wave function must be allowed to continue to the absorbing
boundary condition, and the spawned Gaussian beams must be able to exit
the finite difference grid properly before entering again.

3.2 Hagedorn wave packets

In a series of papers [19, 20, 21, 22], Hagedorn elaborated further on the
Gaussian wave packets. He constructed more general functions, Gaussians
with certain polynomial prefactors, with shape variables evolved by ODEs
similar to those of Gaussian beams. He showed that the constructed func-
tions, which we will call Hagedorn functions, then give the exact solution
for harmonic potentials—they are indeed eigenfunctions of the harmonic os-
cillator. In one dimension, the polynomial prefactors are scaled and shifted
Hermite polynomials. In this section we review the construction of the
Hagedorn functions and their use in a numerical method for the TDSE.
More details can be found in [10], and in the monograph [39]. A related
method is the time-dependent discrete variable representation [1, 4], which
uses collocation with a tensor product basis of Hermite functions.

The Hagedorn functions can be defined recursively using the raising and
lowering operators

R = (Rj)nj=1 =
i√
2ε

(
P ∗(q̂ − q)−Q∗(p̂− p)

)
, (3.10)

L = (Lj)nj=1 = − i√
2ε

(
P T (q̂ − q)−QT (p̂− p)

)
. (3.11)
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The matrices Q and P originate from a factorisation of the matrix M for
a Gaussian beam, M = PQ−1. Application of Rj or Lj raises or lowers
the polynomial degree in the jth dimension. The definition of the Hagedorn
functions reads

ϕ0(x) = (πε)−n/4(detQ)−1/2×

× exp
( i

ε

(
φ0 + pT (x− q) +

1

2
(x− q)TPQ−1(x− q)

))
, (3.12)

ϕk+ej =
1√
kj + 1

Rjϕk, ϕk−ej =
1√
kj
Ljϕk. (3.13)

Here, k is a multi-index, and ej is the standard basis vector in Rn. Q and
P are required to satisfy the compatibility relations

QTP − P TQ = 0, (3.14)

Q∗P − P ∗Q = 2iI. (3.15)

This implies Im (PQ−1) = (QQ∗)−1, which is a symmetric positive definite
matrix. This in turn guarantees exponential decay at infinity of the Hage-
dorn functions. The shape variables for ϕk are propagated according to the
system of ODEs

q̇ = p, Q̇ = P, (3.16)

ṗ = −∇V (q), Ṗ = −∇2V (q)Q, (3.17)

φ̇0 =
p2

2
− V (q). (3.18)

This is equivalent to the propagation of Gaussian beams, (3.7)–(3.9). The
propagation preserves the compatibility relations (3.14) and (3.15). If the
potential is not harmonic, the error will be O(ε1/2) for each of the ϕk [22].
Since the higher order functions are less localised, they have higher error
constants. For this reason it is not practical to propagate a superposition
of higher order Hagedorn functions with constant expansion coefficients, as
you would Gaussian beams. However, a superposition

u =
∑
k∈K

ckϕk (3.19)

with common shape variables, where K is a multi-index set and the ex-
pansion coefficients ck are allowed to be time-dependent, may satisfy error
estimates to higher orders in ε. These estimates have rather complicated de-
pendencies on the problem [16]. We call the superposition (3.19) a Hagedorn
wave packet.
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Given any set of variables {φ0, q, p,Q, P} satisfying (3.14)–(3.15), the Hage-
dorn functions ϕk, k ∈ K, form a closed subspace of L2, and are orthonormal
with respect to the L2 inner product (1.6). Faou et al. constructed a com-
putational algorithm [10] using a Galerkin ansatz over the time-dependent
approximation space spanned by a set of Hagedorn functions. This is coupled
to a symplectic integration scheme for the shape variables which preserves
the relations (3.14)–(3.15). The method is time-reversible and conserves the
L2-norm of the wave packet. The Galerkin condition, that ck should be
propagated such that the error is orthogonal to span{ϕk}, reads∑

k∈K
〈ϕj |

(
iε
∂

∂t
− Ĥ

)
ckϕk〉 = 0, ∀j ∈ K. (3.20)

We decompose the potential in its second order Taylor polynomial around
x = q and a remainder,

V (x) = V (q) + (x− q)T∇V (q) +
1

2
(x− q)T∇2V (q)(x− q) +W (x). (3.21)

Since the functions ϕk evolve such that each of them solve the TDSE with the
harmonic potential V −W exactly, the evolution of the expansion coefficients
ck is determined by the remainder term,

iεċj =
∑
k∈K

ck〈ϕj |Wϕk〉. (3.22)

The error estimates in terms of ε depend on the multi-index set K and on
the regularity of the potential. The exact assumptions and a proof can be
found in [16], or in a different formulation in [22].

The propagation error of Hagedorn wave packets can be bounded from two
directions. On the one hand the method is semiclassical, with error bounded
in terms of ε. On the other hand it is a spectral method, with error decaying
exponentially with the number of basis functions. The reason for this double
nature is that the spectral method is formulated not for the full Schrödinger
equation, but for the deviation from the semiclassical trajectory. We there-
fore do not need to resolve the O(ε) oscillations as long as the wave packet
stays close to its semiclassical trajectory, i.e., on the Ehrenfest time scale.

A potential issue of Hagedorn wave packets is the computational complexity.
With |K| basis functions we need to evaluate ∼ |K|2 integrals 〈ϕj | Wϕk〉,
cf. (3.22), in every time step. The cost is O(|K|3) if a full, tensor product
basis of Hagedorn functions is used. In Paper I we propose to propagate
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the coefficients ck using a collocation ansatz, or a pseudospectral method,
rather than a Galerkin method. With collocation we only need to evaluate
|K| integrals, reducing the computational complexity to O(|K|2). We instead
propagate ck by applying the action of W in coordinate space, and project
the result back to the space spanned by the Hagedorn functions. We show
that this is equivalent to the Galerkin formulation in the limit ∆t→ 0, i.e.,
this is a consistent discretisation of (3.22). The Galerkin formulation for
Hagedorn wave packets feature several attractive conservation properties,
by using collocation we sacrifice time-reversibility and norm conservation.
Moreover, we solve the system of ODEs (3.22) to first order of accuracy,
compared to second order for the Galerkin formulation. This loss of accuracy
is due to the projection to the space spanned by the Hagedorn functions—
it is therefore only significant when the true solution extends outside the
approximation space. We argue that time integration error is not a major
concern in that situation.

In related work, Russo and Smereka [45, 46] construct a semiclassical coor-
dinate transform for the Schrödinger equation, which they call the Gaussian
wave packet transform. They then get a Schrödinger type partial differen-
tial equation for the deviations from the first order Gaussian beam solution.
The situation is much like the case of Hagedorn wave packets, but we are no
longer forced to discretise in space with the Hagedorn functions. In [45, 46]
the Fourier pseudospectral method is used instead.

3.2.1 Beyond the Ehrenfest time scale

The Hagedorn functions are highly oscillatory, the wave length is typically
much shorter than the spacing of the underlying pseudospectral grid. The
applicability of the method relies on the semiclassical nature of the under-
lying physical problem. As long as the classical path is a good approxima-
tion, Hagedorn wave packets are both accurate and efficient. Beyond the
Ehrenfest time scale, however, when the semiclassical approximation does
not hold, a lot of basis functions are needed in order to resolve the wave
function. Moreover, since the approximation space is guided by the clas-
sical path, which is then losing relevance, much of our effort may be put
in less important parts of phase-space. In Paper I we propose an adaptive
pseudospectral method based on Hagedorn wave packets. The aim is to
follow the actual path of the wave packet, whether or not it stays close to
its classical path. We achieve this by estimating the support of the wave
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function and steering the shape parameters q and QQ∗ such that the basis
matches the support of the wave function. We still rely on the wave func-
tion staying localised, but this is the only respect in which the method still
is semiclassical. The semiclassical error estimates in terms of ε no longer
hold—we aim at situations where they would not be of much use anyway.
We therefore rely on resolving the oscillations in the solution. The method is
pseudospectral with a time-dependent basis set, where the evolution of the
basis is determined by the evolution of the solution. This kind of moving
basis adaptivity is sometimes called r-adaptivity. A review of r-adaptive
methods is given in [5].

The position and spread of a Hagedorn basis is determined by q and QQ∗,
respectively. Their time-evolution depends on how we treat the potential—
we are not forced to use the Taylor polynomial. We split the potential in a
second order polynomial and a remainder,

V (x) = V (q) + (x− q)T Ṽ1 +
1

2
(x− q)T Ṽ2(x− q) + W̃ (x), (3.23)

where we may choose Ṽ1 and Ṽ2 as we please. If we exchange ∇V (q) and
∇2V (q) in (3.17) for Ṽ1 and Ṽ2, and propagate the coefficients ck according to
W̃ instead of W , we still get a method which converges in the pseudospectral
sense, i.e., as the number of basis functions is increased. We constrain the
matricesQ and P to be diagonal. The shape parameters are then determined
by the second order ODEs

d2

dt2
q = −Ṽ1 (3.24)

d2

dt2
QQ∗ = 2PP ∗ − 2Ṽ2QQ

∗. (3.25)

By choosing Ṽ1 and Ṽ2 appropriately, using standard tools from automatic
control [15], we can control the values of q and QQ∗. We use a proportional-
derivative controller to keep the values of q and QQ∗ close to time-dependent
reference values, which are given by estimates of the support of the wave
function.

In Paper I we apply the new method to the photodissociation of IBr. The
molecular system has three coupled potential energy surfaces, which are
sketched in Figure 3.2. The IBr molecule, initially in its ground state, is
exposed to a laser pulse. Part of the wave packet is then excited by the
electric field to the first excited state, where it has enough energy to disso-
ciate. Near the point where the two excited potential energy surfaces cross,
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part of the excited wave function transfer to the second excited state. On
all three states the wave function will stay localised, moving as a connected
wave packet. However, during the excitation process, which occurs on a
time scale which is long compared to the oscillations of the wave function,
the wave function is not very similar to a Gaussian. A semiclassical approx-
imation is therefore not valid. Figure 3.3 shows the wave function on the
first excited state at the peak of the laser pulse.

x

V

Figure 3.2: The potential energy surfaces of IBr. The ground state (blue)
is coupled to the first excited state (red) via interaction with a laser beam.
The two excited states (red and green) are coupled near their crossing.
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Figure 3.3: The real part of the wave function in the first excited state of
IBr when the laser pulse peaks. The wave packet is nicely localised, but has
little similarity with a Gaussian.

29



30



Chapter 4

Electron dynamics

In Paper III we consider the dynamics of the electron in a hydrogen atom
subject to a laser beam. Though very similar in structure to the TDSE for
nuclear dynamics, the resulting Schrödinger equation poses challenges of a
different kind. The reason for this is that we now see the Born–Oppenheimer
approximation from the other end. For nuclear dynamics, the electrons move
so fast that the nuclei only feel their average effect, which can be modelled
by a potential energy surface. For the electron the nucleus appears to stand
still. The potential energy surface is then given by the Coulomb potential
of a point charge. In cylindrical coordinates, the resulting TDSE reads

iut = −1

2
∆u− 1√

r2 + z2
u− ze(t)u, (4.1)

where e(t) is the electric field strength of the laser beam. Previously in this
thesis the potential energy surfaces have been smooth, and assuming high
regularity of the wave function has not been a problem. Now, the potential
is singular at the origin, and the lack of regularity of the solution limits the
rate of convergence which can be achieved by standard numerical methods.
Higher order methods are therefore less beneficial.

The situation can be improved by a suitable choice of radial discretisation,
a spectral method over a space spanned by Bessel functions [58, Ch. 18].
We truncate the domain to the cylinder r ∈ [0, Lr] and define the functions

vk(r) =

√
2

LrJ1(xk)
J0

(xkr
Lr

)
, (4.2)
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where Jn is the nth order Bessel function of the first kind, and xk is the kth
zero of J0. These functions are orthonormal,

∫
v∗j (r)vk(r)r dr = δjk, and

eigenfunctions to the radial part of the Laplacian. A Galerkin ansatz over
these functions results in system of Schrödinger equations in z and t with
a potential which is continuous and bounded, but not smooth. If the axial
coordinate is discretised with the Fourier pseudospectral method, second
order accuracy is achieved.

In Paper III we improve the regularity further. We note that the reduction
in regularity of the solution is due to a single jump in the third derivative
of the solution, and derive the magnitude of that jump. By subtracting
the jump prior to applying the spatial differential operator we get increased
convergence rate. One would expect that the order of accuracy would in-
crease by one, to third order, but through a quite technical proof we show
that one actually gets a fourth order accurate method. This is confirmed by
numerical experiments.

This method has applications in the computation of high harmonic genera-
tion [59], a technique for the generation of short pulses of light, consisting
of odd order overtones of the laser frequency. The pulses reside in the spec-
tral range between extreme ultra violet and soft x-ray. Such pulses have
many uses in experimental physics, e.g., for the time-resolved spectroscopy
of electron dynamics [7, 8].
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Chapter 5

Author’s contributions

Paper I

The author of this thesis had the main responsibility for preparing the
manuscript and performed all computations. The ideas were developed by
the author in consultation with the co-authors.

Paper II

The author of this thesis had the main responsibility for preparing the
manuscript and performed all computations. The ideas were developed in
close collaboration between the authors.

Paper III

The author of this thesis is the sole author of the manuscript.
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