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Abstract

Discrete-event models depict systems where a discrete state is
repeatedly altered by instantaneous changes in time, the events
of the model. Such models have gained popularity in fields such
as Computational Systems Biology or Computational Epidemiology due to the high modeling flexibility and the possibility
to easily combine stochastic and deterministic dynamics. However, the system size of modern discrete-event models is growing
and/or they need to be simulated at long time periods. Thus,
efficient simulation algorithms are required, as well as the possibility to harness the compute potential of modern multicore
computers. Due to the sequential design of simulators, parallelization of discrete event simulations is not trivial. This thesis
discusses event-based modeling and sensitivity analysis and also
examines ways to increase the efficiency of discrete-event simulations and to scale models involving deterministic and stochastic
spatial dynamics on a large number of processor cores.
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Chapter 1

Introduction
Discrete-event models depict a system as a sequence of discrete events evolving
over time, each of them marking a change of the model state. In stochastic
discrete-event models, the occurrence time of each event is of stochastic
character, i.e. it is generated by a random variable or function. A typical example is the time series evolved by a continuous-time Markov Chain
(CTMC) on a discrete state space. In the field of Computational Systems
Biology, CTMCs are simulated with sampling methods such as the Gillespie
Algorithm.
The main concern of this thesis is the efficiency of discrete-event simulation (DES). I discuss how to design efficient simulation algorithms as well
as how to parallelize simulations of certain discrete-event models on modern shared-memory computers. In particular, I discuss two models where
different parallelization techniques are required: the simulation of infectious disease spread on spatial networks, and the sampling of the Reaction
and Diffusion Master Equation (RDME). In the first model, synchronization between parallel simulation processes is made at discrete steps of the
model time that is specified in advance. For parallelization of such models, we discuss so-called conservative parallel DES methods. In the second
model, synchronization between parallel simulation processes must be made
at stochastic time steps, where the time increments are exponentially distributed and not bounded from below. For this class of models, we consider
optimistic parallel DES techniques.
The thesis is structured as follows: In §2.1 I start with a brief introduction of DES and the application to the two specific models in §2.2. I
continue in §2.3 by discussing parallel DES at deterministic and stochastic
time steps. Finally, I briefly summarize the contributed papers in §3 and
give a conclusion and outlook on future work in §4.
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Chapter 2

Background
In the following chapter I will give a broad overview of the research areas
this thesis covers. I start with a brief introduction of Discrete-Event simulation (DES) in §2.1, followed by an overview of two application areas; the
simulation of systems governed by the reaction and diffusion master equation in §2.2.1 and a related framework for simulation of infectious disease
spread on networks in §2.2.2. I conclude with the concrete topics of this
thesis: a brief introduction to parallel Discrete-Event simulation (PDES)
in §2.3, and with a discussion of PDES synchronization at deterministic or
stochastic time steps in §2.3.1 and §2.3.2.

2.1

Discrete-Event Simulation

To discuss the area of DES, we first need to introduce the concept of a
discrete-event system. According to Cassandras et al. [4], two characteristic
properties describing a given system as a discrete-event system are;
1. The state space is a discrete set.
2. The state transition mechanisms are event-driven.
A system with a discrete state space is a system with a countable set of
states. Typical examples of discrete state systems include finite-state automata and queues and more generally models of computers, communication
or manufacturing processes.
The second property of a discrete-event system states that system transitions are driven by “events”. Although a formal definition of an event is
difficult to obtain, one can agree that an event is an instantaneous occurrence that changes the state of a system. In a system that is time-varying,
such occurrences are assigned to points in time.
5
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A concrete example of a discrete-event system is a random walk of a
particle on a discrete plane in two dimensions. The state of the system can
be described by the position of the particle X = {(x1 , x2 ) : x1,2 ∈ Z} and a
natural set of events can be given by E = {N, W, S, E}, corresponding to the
action of “taking a step to the north, west, south or east”. Then, a possible
sequence of events in the system starting at an initial state (0, 0) at time
t = t0 can be [W, W, N, N, S, E], occuring at some event times [t1 , t2 , . . . , t6 ].
Note that such a sequence of events can be determined stochastically but
may also be defined by deterministic functions or logical rules.
No uniquely defined methods or algorithms to simulate a DES exist,
but one can agree on certain components which are contained in a typical
discrete-event simulator;
1. State: a data-structure where the complete model state is stored
2. Clock: a variable where the current simulation time is stored
3. Scheduled event list: a data-structure where all scheduled events are
stored in combination with their future occurrence time
4. Initialization routine: a routine which initializes all data structures
(elements 1-3) at the beginning of the simulation run
5. Time update routine: a routine which identifies the next event to occur
and advances the current simulation time to the occurrence of that
event
6. State update routine: a routine which updates the state based on the
event to occur
A typical simulator run consists of an initial call to the initialization
routine which sets the simulation time t = 0. Then, the simulator calls
the time update routine to obtain the next event and its occurrence time
∆t from the scheduled event list and applies the event transition to the
state using the state update routine. Next, the current system time is set
to t = t + ∆t. Afterwards the simulation continues with iterative execution
of both of the before-mentioned routines until a stopping criterion such as
t > Tend is fulfilled and the simulation terminates.
As it is straightforward to introduce randomness in the time or state
update routines of the algorithm, DES-algorithms can be easily adapted to
Monte-Carlo samplers. Next, I will dicsuss how DES-algorithms can be used
in different applications.

2.2. Applications

2.2
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Applications

In this section I will discuss two specific applications of DES. The first application is the numerical simulation of trajectories governed by the reactiondiffusion master equation (RDME) which is an important model in the field
of computational Systems Biology. The second application is a framework
for modeling and simulation of infectious disease spread on networks that
are created from epidemiological data. In both cases, DES is needed to
generate trajectories of a continuous-time discrete-space Markov chain or to
incorporate discrete state changes that are given by data.

2.2.1

Sampling the reaction-diffusion master equation

In order to discuss the RDME we need to introduce the chemical master
equation (CME) first. The CME [16, 22] describes reactions kinetics of molecular species at the mesoscopic level. On this scale, the system is described
by the discrete vector X = X(t), where each entry is the copy number of a
chemical species j = 1 . . . D. This species can take part in r = 1 . . . R different reactions, which are defined with a stoichiometry matrix N ∈ ZD×R
+
and a set of propensity functions ωr (x), r = 1 . . . R. The transition between
states caused by a reaction can be written as
wr (X)

X −−−−→ X − Nr .

(2.1)

The state is thus described until the next reaction happens, in all a continuoustime Markov Chain. As a consequence, the reaction time τr is an exponential
random variable of the rate 1/ωr (X). It is possible to explicitly evolve the
probability density function of such a system using the forward Kolmogorov
equation or CME, which is given by
R

R

X
∂p(X, t) X
=
wr (X + Nr )p(X + Nr , t) −
wr (X)p(X, t)
∂t
r=1

=: Mp,

(2.2)

r=1

(2.3)

where p(X, t) := P (X = X(t)|X(0)) for brevity.
Equation (2.2) can be solved analytically for simple models involving a
small number of species. However, for a realistic set of species and reactions
the curse of dimensionality prohibits an analytical solution and thus the
study of such systems relies on approximations or sampling methods.
One such sampling method is the Gillespie’s direct method [18], commonly known as the stochastic simulation algorithm (SSA) (Algorithm 1).
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Algorithm 1 Gillespie’s direct method (SSA)
1: Let t = 0 and set the state X to the initial number of molecules.
P
2: Compute the total reaction intensity λ =
r wr (X). Generate the time
to the next reaction τ = −λ−1 log u1 where u1 ∈ (0, 1) is a uniform
random number. Determine also the next reaction r by the requirement
that
r−1
X

ws (X) < λu2 ≤

s=1

r
X

ws (X),

s=1

where u2 is again a uniform random deviate in (0, 1).
Update the state of the system by setting t = t + τ and X = X − Nr .
4: Repeat from step 1 until some final time T is reached.

3:

The algorithm uses inverse transform sampling in order to generate exponential random variates and to determine the time τ until the next reaction
fires.
Note that the algorithm generates a single realization or trajectory of the
given stochastic system, but that the histogram of many such realizations
converges to equation (2.2). It should also be clear, that this algorithm has
a similar structure to the typical DES loop presented in §2.1.
A way of representing one realization of the probability density given by
(2.2) is using the random time change representation introduced by Kurtz
[13]. This representation describes the state Xt as a sum of R independent
unit-rate Poisson processes Πr , since t = 0. The representation is given by
Xt = X0 −

R
X
r=1

Z
Nr Πr

t


wr (Xt− ) dt ,

(2.4)

0

where X0 is the initial state, and where Xt− denotes the state before any
transitions at time t.
As shown in [11], an alternative construct to (2.4) is the random counting measure µr (dt) = µr (wr (Xt− ); dt). The measure is associated with the
Poisson process for the rth reaction at rate wr (Xt− ) for any time t. Writing
the counting measures for each reaction as a vector µ = [µ1 , . . . , µR ]T one
can represent (2.4) as
dXt = −Nµ(dt),

(2.5)

which is a stochastic differential equation (SDE) with jumps.
The chemical kinetics discussed so far was assumed to be spatially homogeneous, which means that all molecules in the system are “well-stirred”
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(uniformly distributed) in space. Clearly, this assumption can be restrictive
if more complex structures, such as for example biological cells, are studied. Therefore it is meaningful to extend the mesoscopic description to the
spatially heterogeneous case [27].
Thus, to introduce diffusion, one can divide the domain V into K nonoverlapping voxels ζ1 . . . ζK , which can be ordered in a structured [9] or
unstructured grid [12]. Then, the molecules are assumed to be well-stirred
inside each single voxel ζn . As a consequence, the state space X will now
be of size D × K, and the new type of state transition occurring due to the
diffusion of species i from voxel Vk to another voxel Vj is
qkj Xik

Xik −−−−→ Xij ,

(2.6)

where qkj is a diffusion rate.
The diffusion master equation can be now written as
D

K

K

∂p(X, t) X X X
=
qkj (Xik + Mkj,k )p(X1· , . . . , Xi· + Mkj , . . . , XD· , t)
∂t
i=1 k=1 j=1

−qkj Xik p(X, t) =: Dp(X, t),

(2.7)

where Mkj is a transition vector that is zero except for Mkj,k = −Mkj,j = 1.
For a system with reactions and diffusions, one can combine (2.2) and
(2.7) and write the reaction-diffusion master equation
∂p(X, t)
= (M + D)p(X, t).
(2.8)
∂t
To simulate trajectories from (2.8), we can again apply the previously introduced Gillespie’s Direct Method, although it is not a very efficient method
if the model contains a larger number of cells K. Thus, further developed
methods have been introduced, which improve the simulation efficiency with
the implementation of a priority queue H and a hierarchical grouping of
events [17]. Another factor for improving the simulation efficiency is the
usage of a dependency graph G, which marks the rates that have to be recomputed at the occurence of a given event. This prevents the unnecessary
evaluation of non-dependent events. The structure of one commonly used
algorithm of this type, the Next Sub-volume Method (NSM) [9], is shown
in Algorithm 2.
Further methods to simulate spatial models are spatial Tau-Leaping [19],
Gillespie Multi-particle Method [29], and Diffusive Finite State Projection
[8]. Note, that although some methods may be more efficient than the
NSM, they take different assumptions that can influence the computational
results. For example, solutions computed by the Gillespie Multi-particle
Method have been reported to violate statistical properties, a consequence
of the deterministic processing of diffusion events in the method [21].

10
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Algorithm 2 The next subvolume method (NSM)
1: Let t = 0 and set the state X to the initial number of molecules. Generate
the dependency graph G. Initialize priority queue H. For all j = 1 . . . K
voxels, compute the sum λrj for all reaction propensities ωr (Xj ) and the
sum λdj for all diffusion rates.
2: Generate the initial waiting times τj ' Exp(1/(λrj + λdj ). Store the
values in the priority queue H as ordered key-value pairs.
3: Remove the smallest time τj from H. Generate pseudo-random variable
u1 .
4: if u1 (λrj + λdj ) < λrj then a reaction occured in voxel j. Find out which
one it was as in the Gillespie’s Direct Method (Algorithm 1).
5: if u1 (λrj + λdj ) ≥ λrj then a molecule diffused from voxel j. Sample
uniform random numbers to find out which species diffused to which
voxel.
6: Update the state of the system by setting t = t + τ and X = X − Nr .
7: Draw a new exponential random number τj for the currently occurred
event.
8: Update all rates marked as dependent to the current event in G, and


recompute the next waiting time as τjnew = t + τjold − t

9:

(λrj +λdj )old
.
(λrj +λdj )new

Update H and repeat from step 3 until the final time T is reached.

2.2.2

Modeling of infectious disease-spread on networks

Another application area of DES is in modeling and simulation of infectious
disease spread on spatial networks. Here, the state X ∈ ZD×K
represents the
+
count of some individuals contained in a compartment c = 1 . . . D at some
discrete node i = 1 . . . K. As an example, individuals could be grouped
according to their health state into a susceptible, infected, or recovered
group, as in the commonly used SIR-model [23]. The node index i represents
some discrete location at which no finer spatial information of the individuals
exist, or where it is not meaningful to consider one. Individuals are regarded
as uniformly distributed at every node, similarly as in the spatial RDME
setting discussed in §2.2.1.
The transitions between compartments are stochastic and described by
the transition matrix S ∈ ZD×R as well as the transition intensity R : ZD
+ →
R
R+ , assuming R different transitions.
Using the SDE representation of a Markov process from (2.5) we can
define the change in the state X of all individuals contained in the ith node
as
(i)

dXt = S(i) µ(dt),

(2.9)

2.3. Parallel Discrete Event Simulation
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where µ(dt) = [µ1 (dt), . . . , µR (dt)]T is a vector of random counting measures
for all R transitions, µk (dt) = µ(Rk (X(t−)); dt).
The model can be further extended with interactions over a network,
where each node is a vertex of an undirected graph G. Then, each node i
may affect the state of the nodes in the connected components C(i) of i,
and may also be affected by other nodes j, where i ∈ C(j). This may for
example model a transfer or movement process of individuals between the
nodes. If each such connection is described by the counting measures ν (i,j)
and ν (j,i) , the overall network dynamics is given by
X
X
(i)
dXt = −
Cν (i,j) (dt) +
Cν (j,i) (dt).
(2.10)
j∈C(i)

j; i∈C(j)

Combining (2.9) and (2.10) the overall dynamics of the framework is
X
X
(i)
dXt = Sµ(i) (dt) −
Cν (i,j) (dt) +
Cν (j,i) (dt).
(2.11)
j∈C(i)

j; i∈C(j)

Equation (2.11) can be further extended with other terms, one may
for example add additional discrete or continuous state variables that are
needed in a particular model. Furthermore, as it is discussed in Paper II,
it is possible to extend the model with deterministic dynamics that can be
combined with (2.11).

2.3

Parallel Discrete Event Simulation

Parallel discrete-event simulation (PDES) is a collection of techniques used
to simulate discrete-event models on parallel computers. In general, the
goal is to divide an entire simulation run into a set of smaller sub-tasks that
are executed concurrently. As discussed by Liu [24], the simulation can be
decomposed to parallel work on several levels;
• Replicated Trials: The simplest form of PDES, independently processing multiple instances of a sequential simulation on parallel processors. An example from Computational Systems Biology is the generation of multiple trajectories of a stochastic model. Such computations can be run independently in parallel, for example on multiple
nodes in a cloud infrastructure [1].
• Functional decomposition: Different functions of the sequential simulator, such as the random number generation [26] or the state update
routine are processed in parallel by separate processors, but the main
simulation loop is executed in a serial fashion.
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• Time-parallel decomposition: A division of the time axis into smaller
time intervals, where each of them is simulated in parallel and then reassembled at synchronization steps. In the context of Computational
Systems Biology, an example of such a decomposition is given in [10].
• Space-parallel decomposition The spatial domain is divided into nonoverlapping sub-domains. Each sub-domain is assigned to a processor.
Events affecting several sub-domains have to be communicated between
processors. This is the commonly used decomposition in PDES. In this
thesis I will focus exclusively on this approach.

When space-parallel decomposition is used, the simulation task is distributed onto a group of so-called logical processes (LPs). Each LP is mapped
to a processor core or virtual thread, where it runs a self-contained discreteevent simulator with its own list of scheduled events and an own simulation
clock. Typically, each LP has also it’s own local state (the state of the
sub-domain) that is not shared with other LPs [15].
Hence, LPs are required to communicate with each other in order to
synchronize events that affect the state of two or more sub-domains (residing
on two or more LPs). In order to do this, the LPs exchange so-called timestamped messages. A message contains the specification of the event and the
event occurrence time. The LP receiving the message enters the event into
its input queue (an event list dedicated for received events) and processes it
interleaved with the locally scheduled events.
In general, the design and implementation of PDES must be sensitive to
the computing environment. In the distributed environment, messages are
usually communicated via a network protocol, whereas on multi-cores they
can be written to variables in the shared memory. One implication is that
the issue of transient messages (that are sent by one LP, but not yet received
by the other LP) does not have to be handled in this case. Furthermore,
PDES operated in a cloud environment have to additionally compensate for
the unbalanced workload distribution and communication delays due to the
virtualization layer between the LP and the underlying hardware [25].
A significant challenge in PDES is to reproduce exactly the same end
state as in sequential DES. This is a non-trivial task, as messages could
arrive out-of-order due to the asynchronous processing of events on LPs. As
the event contained in the message should have been executed at an earlier
local simulation time the current state has to be consequently invalidated.
This violation is called a causality error, and it is defined as the violation of
the Local Causality Constraint (LCC), a term coined by Fujimoto [15]:
A discrete-event simulation, consisting of LPs that interact exclusively
by exchanging messages obeys the local causality constraint if and only if
each LP processes events in non-decreasing timestamp order.

2.3. Parallel Discrete Event Simulation
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To satisfy the Local Causality Constraint, different PDES synchronization methods have been proposed which can be generally categorized into
two major classes,
• Conservative synchronization, where causality errors are strictly avoided
by blocking every local or global execution which could lead to such a
violation.
• Optimistic synchronization, where causality errors are initially allowed,
but the system implements some sort of recovery which restores the
valid state once the error is detected.
It is difficult to state which method is the best choice for a computational
problem in general. While a simulation relying on optimistic synchronization
may seem to achieve a high processor utilization, the overhead caused by
the state recovery, or roll-backs, may be vast. Conservative synchronization
on the other hand may create a significant amount of blocking time while
deciding if an event can be processed safely without inducing causality errors
on neighboring domains. As we will discuss later, one may also consider a
class of hybrid-methods which make use of a combination of both approaches.
Next, we will discuss which type of PDES is more suitable for two specific
types of simulations. From the perspective of scientific computing, the key
issue is whether the simulation is carried out at deterministic or stochastic
time steps.

2.3.1

PDES at deterministic time steps

In this section I will briefly review PDES at deterministic time steps. In
this type of simulation, knowledge exists about future events and their exact occurrence times. An LP can use this knowledge to synchronize with
dependent neighbors when needed. As reviewed by Jaffer et al. [20], the
literature distinguishes between two types of approaches for simulation of
such models: synchronous or asynchronous simulation.
In synchronous simulation, the local simulation time is identical on each
LP and evolves on a sequence of time steps (0, ∆t, 2∆t, . . . , i∆t). This approach is suitable for models where events occur exactly at the ith time
step, or models where several continuous time updates occur in the time
interval [i∆t, (i + 1)∆t), but only the final state requires synchronization
with other LPs. Hence, if such a method is used for solutions of the RDME
(as in [8, 2]), it implies a numerical error that occurs due to the disregarded
synchronization of the continuous time state updates.
The implementation of a synchronous simulation engine is rather straightforward. Typically, a single LP evolves the local time until a global barrier
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and broadcasts the new state to the neighboring LPs. As the computations
at each time step are independent of each other, massively parallel architectures as GPUs can be targeted for efficient implementation, see for example
[28] in the context of the RDME.
In asynchronous simulation, the local simulation time differs on each
LP and the time propagation is event-driven; Events are lined up in input
queues and processed in non-decreasing timestamp order. The processing of
each event increases the local time on the LP. If the event generates a new
event on an other LP, the event is being sent as a message and enqueued
in the destination’s input queue. As some knowledge about future events
exists, conservative simulation algorithms such as the Null-message protocol
[5, 3] (Algorithm 3), can be used to process events safely, without validating
the LCC.
Algorithm 3 The Null-message protocol
1: Initialize N input queues for events received from N neighboring LPs
2: while t < Tend do
3:
if Some queue is empty then
4:
Propagate t to the time contained in the Null-Message for the empty
queue.
5:
end if
6:
Remove the event with the smallest time from all input queues.
7:
Process that event and increment t. If the event generates another
event on a different LP, send a message.
8:
Communicate a Null-message containing the lower bound of future
event times to all neighboring LPs.
9: end while
The lower bound of future event times, also termed lookahead, is the
earliest time when the LP communicates new events to a given neighbor.
The lookahead must exist in order to ensure the progress of the simulation,
and needs to be communicated via Null-messages.
Given an input queue is empty, the LP can not continue with the processing of other messages, as causality errors may occur due to straggling
messages ariving in the empty queue at a later simulation time. When the
Null-message for the empty queue is available, the LP can propagate the
local time to the lookahead time contained in the Null-message and safely
process other messages whose time is smaller than the new local time.
In general, asynchronous simulation can also be seen as a scheduling
problem. As shown by Xiao et al. [32], a parallel scheduler can be used
to distribute the processing of events onto several parallel processors while
maintaining the LCC centrally. In such cases, messages do not have to be
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sent explicitely but can, for example, be stored in a memory location shared
between all parallel processors.

2.3.2

PDES at stochastic time steps

From the perspective of computer science, the design and implementation
of PDES at stochastic time steps is a much more challenging task than
the implementation of PDES at deterministic time steps. Nonetheless, this
approach is required if the time stepping is either given by a stochastic
function or by a deterministic function that is not accurately predictable at
previous time steps (e.g. chaotic or given by a complex set of rules), and
thus no lower bound of future event times is available.
As discussed in §2.3.1, if no such lookahead is available, PDES using conservative methods should be avoided. As noted by Dematté and Mazza [7],
this is clearly the case for the exact numerical simulation of RDME models,
where the time increments between events are exponentially distributed and
hence unbounded from below.
Thus, optimistic simulation needs to be applied to this class of problems,
where future events are executed speculatively, and causality errors are resolved using roll-backs. As shown by Wang et. al [31], optimistic simulation
of spatial stochastic systems governed by the RDME is scalable. On the
other hand such approaches are prone to be “over-optimistic”, in the sense
that an overly large number of local events are processed speculatively. This
may hinder the efficiency of the parallel simulation due to two main reasons;
• When a causality error occurs, the local state must be roll-backed to
the timestamp of the message that caused the error. Clearly, if the
amount of speculation is beyond some limit, the amount of roll-backed
events increases. Hence, the larger amount of unnecessary forward
computations and roll-backs will impose a greater overhead on the
processing LP.
• The speculative processing of local events may generate events that
affect the state of neighboring LPs and therefore have to be communicated via messages. If a causality error is detected, the changes in
the neighbors state caused by the messages sent during the speculative
period thus have to be reverted, too. Moreover, the events received at
the neighboring LP could have generated new events that were communicated to other, remote LPs. Hence, the state of the remote LPs
has to be included in the roll-back as well. It should be clear that this
can lead to a long cascade of roll-backs spreading over several LPs,
which are costly to resolve.
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Total cost
Blocking cost

Rollback cost

Blocking window size (in real time)

Figure 2.1: The impact of a static blocking window size on the simulation
cost of an optimistic simulator (freely adapted from [6]).

Therefore, adaptive protocols, which aim to limit the optimistic processing of the simulator, can be beneficial for the performance. In general,
limitations can be imposed on all simulating LPs, or rather on LPs that have
a stronger contribution to over-optimism, e.g. by processing events faster
then their neighbors. For example, the limitations can be implemented by a
reduction of the event processing rate due to a propagated blocking window,
during which the local simulation is suspended for a certain amount of real
time [rt(t) rt(t) + s], where rt() is the real time as a function of the simulation time, t is the local simulation time and s is the size of the blocking
window.
As shown in Figure 2.1, it is a challenge to set a window size that has the
optimal impact on the simulation performance. Assuming the window is of
fixed size (defined in real time units, e.g. micro-seconds) it is optimal when
both, the cost of roll-backs and the overhead due to the additional blocking
time are minimized. In addition, the blocking time should be chosen for
each LP in a way, so that all LPs propagate at the same average event rate
throughout the simulation. Under this condition, the simulation time is
expected to be lower, as causality errors due to straggling messages are less
probable to occur.
Since it is difficult to define an optimal static window size, different
methods to set an adaptive blocking window have been proposed, see for
example [6] for a review by Das. Typically, the adaptivity is based on a
measure of potential over-optimism that is estiamted during the simulation
run. One possibility is to compute the measure globally, e.g. by monitoring
the behaviour of simulating LPs and inferring on the individual progress.
Another example is given by the Elastic Time protocol [30], where the
measure is computed locally based on the simulation time of an LP and the
simulation time of its neighbors. Assuming transient messages do not exist,
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the measure of over-optimism M computes as
M = max(t − α, 0),

(2.12)

where t is the local simulation time of an LP and α is the minimum local
simulation time of its neighbors. The measure M is computed at each iteration of the simulation loop by every LP and translated into applicable
blocking time. Evidently, the computation of α requires ongoing exchange
of time information between LPs.
A different approach to adaptive PDES was proposed by Ferscha with the
Probabilistic Adaptive Direct Optimism Control (PADOC) [14]. In a nutshell, the algorithm applies to an LP that is subject to the incoming messages
mi from its neighbors at simulation time t(m(−2) ), t(m(−1) ), t, t(m1 ), t(m2 ),
where t is the local simulation time on the LP. Then, the method first comˆ where
putes an estimate of the future event arrival time t̂ = t(m(−1) ) + ∆,
ˆ the estimated intert(m(−1) ) is the arrival time of the last message and ∆
event time. With this, the LP computes the probability to block the local
simulation at the current simulation time t as
P (block|t) = 1 + e

−ζ(t−t̂)
t̂

,

(2.13)

where ζ is the scaling of a confidence interval in the range [0 1].
The inter-arrival time estimator can be computed via different statistical
methods, as for example by
n

X
ˆ = 1
∆
t(mj + 1) − t(mj ),
n

(2.14)

j=1

and iteratively propagated as a moving observation window.
In summary, the main goal of both algorithms is to adapt the progress
of LPs to the same average rate. PADOC compares to the Elastic Time
protocol in that it uses statistical estimation of arrived messages in order to
infer on an LPs progress rate in relation to its neighbors. This can be unsatisfactory if the event dynamics change frequently throughout the simulation,
and the prediction of future arrival times fails due to a large statistical error.
In contract, the Elastic Time protocol is based on the observation of the actual model state, but it requires additional information to be communication
between LPs, which introduces further simulation overhead.

Chapter 3

Summary of papers
3.1

Paper I

This paper addresses parameter sensitivity estimation in spatial stochastic
models of chemical kinetics. It proposes a new algorithm which can propagate perturbations effectively through simulations. Furthermore, the algorithm can be used to solve problems of inverse character, for example
in combination with numerical optimization.
In the stochastic setting, the goal of sensitivity estimation is to characterize the mean effect of a function of interest due to some perturbation
c → c + δ. One possibility would be to determine
E[f (X(t, c + δ))] − E[f (X(t, c))],

(3.1)

for example, by computing a sample average. In this case c could be a
reaction rate constant and f a function of the species copy number Xt .
If one solves a parameter estimation task using Monte-Carlo methods,
such as the Gillespie’s method (Algorithm 1), a trivial approach would be
to generate N independent trajectories each of f (X(t, c + δ)) and f (X(t, c))
using independent random numbers and then observing the difference of
their average. This approach can lead to unsatisfactory results as the variance obtained in both simulations can be large in comparison to the average
difference f (X(t, c + δ)) − f (X(t, c)).
A solution of the variance reduction problem is given by a strong coupling
of the two processes X(t, c + δ) and X(t, c). As discussed in this paper,
the previously introduced Next Subvolume Method (Algorithm 2) can not
guarantee such consistency, as the coupling between X(t, c + δ) and X(t, c) is
simply not the intended one. This fact was the inspiration for the creation
of the All Events Method (AEM), which is demonstrated to achieve a better
coupling between processes and therefore reduces the variance significantly
compared to the NSM.
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Figure 3.1: AEM solution of an unperturbed (blue) and increasingly perturbed (red, from left δ = [0.01, 0.5, 0.1]) trajectory.
As an example, take the perturbation of a simple birth-death process of
a species A,
1

∅→
− A,

A(1−δ)

A −−−−→ ∅.

(3.2)

The difference in perturbed and unperturbed trajectories computed with
the AEM is shown in Figure 3.1.
We evaluated the performance of the AEM and NSM in terms of variance
reduction. For this purpose, we constructed a spatial model with strongly
nonlinear reaction dynamics and perturbed a sensitive parameter. We concluded that using the AEM, significantly less trajectories are required in
order to minimize the error in (3.1) at a given tolerance level.
We furthermore used the method in combination with a numerical optimization routine to solve for an inverse formulation. In particular, we found
the optimal amount of a reactant required to obtain a certain quantity of a
product in a chemical reaction network.

3.2

Paper II

This paper contains two contributions. The first contribution is a mathematical framework for modeling of infectious disease spread on spatial networks.
The framework is briefly reviewed in §2.2.2 of this thesis. The second contribution is a sequential and parallel DES algorithm for models formulated
within the framework. We show how the parallel algorithm can be used to
solve a computationally intensive problem: the fitting of model parameters
to given reference data.
Because the spatial dynamics of the model is assumed to be deterministic and given by data, the PDES algorithm makes use of synchronization
approaches as discussed in §2.3.1 of this thesis. In particular, we view the
parallelization as a scheduling problem and make use of a dependency-aware
task-computing library to evolve events concurrently while maintaining the
causality of the model.
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The parallel simulation algorithm using the SuperGlue task-library is
demonstrated to efficiently scale real-world problems on multi-socket sharedmemory computers with up to 32 computing cores. The performance of the
task-based approach is significantly better than traditional parallelization
using OpenMP, provided that the average task size does not drop under a
critical limit.

3.3

Paper III

This paper addresses the parallel numerical solution of spatial stochastic
systems governed by the RDME by sampling statistically equivalent trajectories from a continuous-time Markov chain, as introduced in §2.2.1 of
this thesis. Paper III comes to Paper I in that the parallel algorithm is
based on the All Events Method (AEM), the numerical algorithm presented
and evaluated in Paper I.
As discussed in §2.3.2, the parallel simulation of spatial stochastic systems requires synchronization at stochastic time steps of the model time.
For this purpose, we propose a hybrid synchronization protocol for simulation on shared-memory multicores, which uses a mixture of optimistic and
conservative PDES techniques.
The reason why the algorithm is based on the AEM is because it enables
the extraction of future diffusion event times stored in an LPs event list.
The times are communicated as a “probabilistic lookahead’ to neighboring
LPs, where the estimate is used to control the optimism by introduction of
an adaptive blocking window. This process is demonstrated to significantly
reduce the probability of roll-backs and thus to improve the overall efficiency.
Further contributions include a selective roll-back function, which additionally increases the parallel performance by lowering the overall cost of
roll-backs and therefore enabling a more speculative simulation regime.
Overall, we show that the presented simulator is able to achieve a parallel efficiency of up to 80% at the simulation of certain RDME models
on 64 parallel processes. Furthermore, the method achieves a significantly
better speedup in comparison to previously published parallel simulation algorithms based on the Gillespie method, tested on the same benchmark. We
also analyze the influencing factors of the performance on a wide selection
of differently constructed spatial models and present a statistical evaluation
of so-called performance indicators.

Chapter 4

Conclusions
In this thesis I described the applications and concepts that have been considered in our research so far. I introduced two application areas and several
sequential and parallel discrete-event simulation methods.
I conclude that discrete-event modelling is a useful and flexible concept
applicable in many areas of computational science. The main advantages of
DES are that models may consist of discrete and continuous state variables
and that the dynamics can be given by both, stochastic and deterministic
terms.
I have discussed several practical issues regarding the simulation of discreteevent models. For example, if the aim is to estimate parameter sensitivity
of stochastic models, caution has to be taken in the choice of the simulation
method, as the effect of parameter perturbations may not be observable
when a less suitable method is employed.
Regarding the efficiency of DES, I conclude that the parallelization of
such algorithms is not trivial, as they typically consist of a sequential simulator loop where the state updates are causally dependent on each other.
Hence, PDES techniques have to be used, where decomposed parts of a
model are simulated concurrently and some kind of synchronization exists
for events that affect several processors.
PDES methods can be categorized into optimistic and conservative approaches. Conservative methods can be used if a model is simulated at
deterministic time steps. As discussed in this thesis, such simulators can
also be implemented using task-based processing, where causality of state
updates is maintained by a dependency-aware scheduler.
Optimistic PDES is necessary if a model is simulated at stochastic time
steps. In such case it is important that the simulation regime does not become “over-optimistic” in the sense that roll-backs dominate the total simulation cost. Adaptive methods have been proposed that attempt to find a
23
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trade-off between optimistic and conservative execution. Results shown in
this thesis suggest that such methods are very suitable for parallel simulation of spatial stochastic systems, as for example systems governed by the
reaction-diffusion master equation.

4.1

Outlook

I am looking forward to further extend my research in the areas discussed
in this thesis, and here I present a short outlook on future work.
A challenging task is the parallelization of the Next-subvolume method
(NSM), which is a different task than the parallelization of the AEM as there
is no explicit information of future diffusion events available. However, I believe that this is an important step in the current research, as the algorithm
finds frequent use in the Computational Systems Biology community and
efficient multi-core implementations are therefore demanded.
Another challenging aspect is the consideration of an approximative parallel simulation of systems governed by the RDME, which allows for some
controlled error taken in the simulation of a trajectory. Such a method
would likely improve the efficiency of parallel simulations, as small deviations from temporal causality would not necessarily lead to roll-backs in
affected sub-domains.
Lastly, a natural progression of the work presented in Paper II is to
analyse the scaling of the task-based approach in a distributed memory environment. This task is motivated by ongoing extensions of the underlying
modeling framework which substantially increase the computational intensity of simulations.

Bibliography
[1] M. Aldinucci, M. Torquati, C. Spampinato, M. Drocco, C. Misale,
C. Calcagno, and M. Coppo. Parallel stochastic systems biology in
the cloud. Briefings in Bioinformatics, 15(5):798–813, 2014.
[2] G. Arampatzis, M. A. Katsoulakis, P. Plechac, M. Taufer, and L. Xu.
Hierarchical fractional-step approximations and parallel kinetic Monte
Carlo algorithms. Journal of Computational Physics, 231(23):7795–
7814, 2012.
[3] R. E. Bryant. Simulation of packet communication architecture computer systems. Technical report, Massachusetts Institute of Technology,
Cambridge, MA, USA, 1977.
[4] C. G. Cassandras and S. Lafortune. Systems and models. In Introduction to Discrete Event Systems, pages 1–51. Springer US, 2008.
[5] K. M. Chandy and J. Misra. Asynchronous Distributed Simulation via
a Sequence of Parallel Computations. Commun. ACM, 24(4):198–206,
Apr. 1981.
[6] S. R. Das. Adaptive protocols for parallel discrete event simulation.
The Journal of the Operational Research Society, 51(4):385–394, 2000.
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Paper I

Sensitivity estimation and inverse problems in
spatial stochastic models of chemical kinetics
Pavol Bauer and Stefan Engblom1
Pavol Bauer and Stefan Engblom, Division of Scientific Computing, Department
of Information Technology, Uppsala University, pavol.bauer, stefane@it.uu.se
Abstract. We consider computational stochastic modeling of diffusion-controlled
reactions with applications mainly in molecular cell biology. A complication from
the traditional ‘well-stirred’ case is that our models have a spatial dimension. Our
aim here is to put forward a practical algorithm by which perturbations can be
propagated through these types of simulations. This is important since the quality
of experimental data calls for frequently estimating stability constants. Another
use is in inverse formulations which generally relies on being able to effectively and
accurately judge the effects of small perturbations.
For this purpose we present our implementation of an “all events method” and
give two concrete examples of its use. One case studied is the effect of stochastic
focusing in the spatial setting, the other case treats the optimization of a small
biochemical network.

1

Introduction

In the classical case of non-spatial stochastic modeling of chemical kinetics,
the reaction rates are understood as transition intensities in a continuoustime Markov chain Xt≥0 . When spatial variability is important, space may be
discretized in voxels. Between voxels, diffusion-, or more generally, transport
rates become transition intensities in a Markov chain which now takes place
in a much larger state space.
This is the point of view taken in the software framework URDME [2,5]
where fairly large-scale spatial stochastic reaction-diffusion models can be
simulated. We have developed a solver for sensitivity analysis which allows
us to compare single trajectories under arbitrary perturbations of input data
and opens up for computing stability estimates as well as optimizing models
under various conditions.
For a given parameter perturbation c → c + δ the task is to characterize
the mean effect on some function of interest,
E[f (X(T, c + δ)) − f (X(T, c))],

(1.1)

for example, by computing a sample average. As a prototypical application,
c is a rate constant and f a measure of the molecular population Xt .
The obvious way to carry out this is to conduct two Monte Carlo simulations using independent random numbers and generating N trajectories
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each of f (X(T, c + δ)) and f (X(T, c)), and then taking the average. Two
factors can lead to unsatisfactory results with this approach. Firstly, with
independent samples, the variance of f (X(T, c + δ)) and f (X(T, c)) can be
large compared to the difference f (X(T, c + δ)) − f (X(T, c)). This is the variance reduction problem which has been discussed in the well-stirred setting
by others [10]. Secondly, a slightly more subtle point has been pointed out in
[10]; solver algorithms related to Gillespie’s Direct Method [8] are not suitable to compute the difference between two processes X(T, c + δ) and X(T, c)
as their coupling is simply not the intended one. This would be a problem
for instance, if (1.1) were to be replaced by
E[f (X(T, c + δ) − X(T, c))],

(1.2)

and f some nonlinear function. In fact, a popularly used algorithm for solving
spatial stochastic models, the Next Subvolume Method (NSM) [3], belongs
to this class of algorithms and can therefore not be used.
In this paper we present the “All Events Method”; a variant of the socalled Common Reaction Path method [10], extended for spatial models in
URDME and meeting both the criteria above for an efficient and sound estimation of (1.1)–(1.2). In §2 we give a brief overview of the modeling involved,
in the non-spatial as well as in the fully spatial setting, and we also sketch
a theory for perturbations, including some implementation aspects of our
AEM-solver. In §3 we discuss two applied examples and show how this solver
can be conveniently used in the sense of both forward- and backward formulations.

2

A viable “All Events Method”-implementation

After a brief review of stochastic reaction-diffusion modeling we will here
summarize the logic behind URDMEs AEM-solver.
2.1

Spatial stochastic chemical kinetics

According to classical well-stirred stochastic modeling of chemical kinetics,
reactions are transitions between states x ∈ ZD
+ , counting the number of
molecules of each of D distinct species. The transition intensity defines the
probability per unit of time for the transition from the state x to x + Sr ;
wr (x)

x −−−−→ x + Sr ,

(2.1)

where the transition vector Sr ∈ ZD is the rth column in the stoichiometric
matrix S. Eq. (2.1) defines a continuous-time Markov chain Xt≥0 on ZD
+.
For spatially extended problems, a stochastic model can be defined by
first discretizing space in voxels. Molecular transport can then be handled as
a “reaction” which brings a molecule of the lth species from voxel i to j,
aij xli

Xli −−−−→ Xlj ,

(2.2)
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where xli is the number of molecules of species l in subvolume i. When
space is discretized by general unstructured meshes, suitable rate constants
can be obtained by a numerical discretization of the diffusion equation. The
consistency in this approach hinges on the fact that the expected value of the
concentration converges to the deterministic numerical solution [5].
2.2

Path-wise analysis of Perturbations

Without loss of generality, we consider the well-stirred case (2.1). Let the state
X(t) ∈ ZD
+ count the number of molecules of the D species. The associated
Markov chain can be written in the convenient jump SDE form
dXt = Sµ(dt),

(2.3)

with counting measure µ = [µ1 , . . . , µR ]T . According to this compact notation the time to the arrival of the next reaction of type r is exponentially distributed with intensity wr (Xt− ). A perhaps more familiar notation is Kurtz’s
random time change representation [6, Chap. 6.2], in which the path is characterized in terms of unit-rate Poisson processes Πr ,
Z t

R
X
Xt = X0 +
Sr Πr
wr (Xs− ) ds .
(2.4)
r=1

0

This naturally gives rise to the term operational time for the argument to
each of the R Poissonian processes.
Let a trajectory Y (t) be a perturbed version of X(t) in the sense that
the former is driven by modified rates vr (Yt ), but otherwise has an identical
reaction topology S. To compare the two trajectories we write
h
i
dXt = S µ(0) (w(Xt− ), v(Yt− ); dt) + µ(δ) (w(Xt− ), v(Yt− ); dt) ,
(2.5)
h
i
dYt = S µ(0) (w(Xt− ), v(Yt− ); dt) + µ(δ) (v(Yt− ), w(Xt− ); dt) ,
(2.6)

in terms of the base (superscript 0) and remainder counting measures (su(δ)
(0)
perscript δ), respectively. The intensities for µr and µr are given by
wr (x) ∧ vr (y) and wr (x) − (wr (x) ∧ vr (y)) .

(2.7)

As indicated in the order of the arguments in (2.5) and (2.6), there is an
asymmetry in the remainder measure.
To analyze Zt := kXt −Yt k2 we apply a form of Itô’s formula [1, Chap. 4.4.2],
(δ)
2 (δ)
(δ)
dZt = 2(Xt− − Yt− )T S[µ(δ)
w,v − µv,w ](dt) + S [µw,v + µv,w ](dt).

(2.8)

Taking expectation values and ignoring the martingale part we get, after
determining the drift parts of the relevant measures,


d/dt EZt = E 2(Xt − Yt )T S[w(Xt ) − v(Yt )] + S 2 |w(Xt ) − v(Yt )| . (2.9)
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At this point we need some assumption on the dynamics of the process and
on the perturbation. Let the rates be locally Lipschitz and let the magnitude
of the relative perturbation be δ. Then for kxk ∨ kyk ≤ P ,
kw(x) − v(y)k ≤ kw(x) − w(y)k + kw(y) − v(y)k

≤ LP kx − yk + δkw(y)k ≤ CP (δ + kx − yk).

(2.10)

Working similarly, we find from (2.9) that for some constant CP ,
d/dt EkXt − Yt k2 ≤ E CP (δ + kXt − Yt k2 ),

(2.11)

where we used the simple observation that for integers n, knk ≤ knk2 . From
Grönwall’s inequality, assuming X0 = Y0 , we get under a stopping time t ≤
τP := inf t≥0 {kXt k ∨ kYt k > P } that
EkXt − Yt k2 ≤ δ(exp(CP t) − 1).

(2.12)

Thus, for bounded systems, (2.12) predicts a RMS perturbation which behaves
as δ 1/2 . For unbounded systems, the only immediate generalization is that the
limit as δ → 0 is zero, see [4] and the references therein.
2.3

Simulation using consistent Poisson processes

To motivate our approach to evolving two or more trajectories which can be
path-wise compared, consider first the diffusion approximation of (2.3),
dXt = Sw(Xt ) dt + Sw(Xt )1/2 dW t .

(2.13)

Two comparable replicas of (2.13) can clearly be constructed using the same
Wiener process W (t). In discrete time this boils down to using the same
sequence of normal random numbers. This idea can be transferred to the
current setting by simply using the same sequence of random numbers when
simulating different trajectories, and it leads to the Common Random Numbers method [9].
However, we see from the representation (2.4) that two trajectories formed
by identical Poisson processes are stronger candidates to being similar than
any dependency on identical random numbers may generate. This is the motivation behind the Common Reaction Path method [10]. Here all R reaction
channels access their own stream of random numbers such that a consistent
operational time in the sense of (2.4) is continuously well-defined. In practise
we implement this by storing generator seeds si for every channel i and use
these for every update of the corresponding Poisson process. For the current
case of spatial models this implies that all reaction events and all transport
events must be associated with a consistent Poisson process. This in contrast
to the NSM [3] where only a ‘total event’ process per voxel is available.
A remark on continuity is made in [10, Appendix B]. When a zero rate is
encountered a discontinuity typically forms which is due to the fact that in
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most implementations, a zero rate will lead to discarding the previous operational time. A new, uncorrelated waiting time is drawn whenever the rate
becomes non-zero again. In our implementation we circumvent this problem
by storing the pre-zero operational time τ inf and associated non-zero rate
winf . When the channel is re-activated we compute the next waiting time
τ new using the rescaling (essentially proposed in [7]),

τ new = tcurrent + τ inf − tcurrent winf /wnew .
(2.14)
For more information on implementation of solvers in URDME, consult [2].

3

Sample applications

We shall now consider two sample applications of our URDME solver; one
example in the ‘forward’ mode, i.e. propagating a definite perturbation, and
one example in the ‘backward’ (or inverse) setting. Due to the computational
complexity involved, the inverse problem we choose to consider is non-spatial.
However, it is clearly possible to, at an increased computational cost, also
target fully spatial formulations.
3.1

Spatial stochastic focusing

As a basic but informative example we consider the following enzymatic law,
k c·e

C + E −−−→ P + E,

(3.1)

in which E is an enzyme and C an intermediate complex which matures into
a product P . The model is completed by adding the in- and outflow laws
∅

αC
βC c

∅

C,

αE
βE e

E,

βP p

P −−→ ∅.

(3.2)

Stochastic focusing [12] is a non-linear stochastic effect under which an input
signal is strongly amplified, and notably much more effectively so than for
the corresponding mean field model. In the present case this effect can be
observed in the response of the number of intermediate complexes C when
the birth rate αE is perturbed according to αE → αE (1 − δ) (Fig. 1, left). A
spatial version of (3.1) and (3.2) can be defined in the geometry Ω = [0, 1]
with diffusion of the species. We generate an ‘unperturbed’ trajectory C1 (t)
for which αE = c is constant and a ‘perturbed case’ C2 (t) for which αE is
replaced by the space dependent function αE (x) = c(1/2 + x). Note that this
preserves the total production rate in the sense that
Z
αE (x)dV = c.
(3.3)
Ω
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We combine the reactions with varying diffusion ε and observe a phenomenon
which can be referred to as Spatial stochastic focusing (Fig. 1, center/right).
In the table below we determine at two different perturbations δ and for
several values of TOL, the number of realizations N √= 10, 20, ... needed to
bring the standard Monte Carlo error estimate std/ N below TOL. This
for the case of estimating E[C2 (1) − C1 (1)] using either the Next Subvolume
Method [3] or the solver proposed by us.
δ \ TOL
1/2
1/32

NSM
1/4 1/8 1/16 1/32
1480 3470 6990 33010
1350 2780 5630 14970

AEM
1/4 1/8 1/16 1/32
30 600 3630 12870
10 20 60 3190

E[C1]

C1, C2 (0D)

E[C1,2]

50

45

500

Tsteady

40

C

35

30
20

C1
0

10
0

0

1/2

1
ε=1/20
ε=2/20
ε=1/2
ε=3/4
ε=1

E[C2]
50

10

30
20

0

10

0

Ω

10
5

10

E[(C −C )2]

10

1

0

1/2
Space

Time

50
0

∫ C dV

C

ODE

Tsteady

40

SDE

15

E[C −C ]
2

25
20

0

100
∫Ω C dV

C

30

C2

∫Ω C dV

40

1

0
5
x 10

2

1

2
1
0

0

10
Time

Fig. 1. Left: ODE and mean SDE solutions of the unperturbed (C1 , red ) and perturbed (C2 , blue) model (3.1)–(3.2) in the well-stirred case (δ = 1/2). Center: SDE
solutions with spatial perturbation and varying diffusion. Each point represents
the mean of C at steady-state. Right: traces of C1 (dashed) and C2 (solid) inte4
grated over space and plotted over
√ time. All SDE solutions are averages of N = 10
trajectories, error bars are std/ N .

3.2

Enzymatic control

Consider again the model (3.1)–(3.2) but with the enzyme E under control,
∅

s(t)
βE e

E,

(3.4)

with s(t) a time-dependent signal. We define a payoff function ϕ(P ) by
ϕ(P ) = (P − c− )[c− < P ≤ C+ ] + (C+ − c− )[C+ < P ]

(3.5)

with c− /C+ suitable cutoff values. Reasonable constraints are that ks(t)k∞
and ks(t)k1 are bounded. After adding a regularization term the target functional becomes
Z
T

M[P ] :=

ϕ(Pt ) dt + [s(t)]0≤t≤T ,

0

(3.6)

Sensitivity and inverse problems in URDME
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with [·] the total variation. Thus the overall formulation is “Find s(t) such
that in expectation, M[P ] attains it maximum subject to the constraints”.
Here P = P (t) is the solution to (3.1)–(3.2) and (3.4) with P (0) = E(0) = 0.
We solve the optimization problem both in the deterministic ODE setting and
in the stochastic setting using URDME/AEM. The optimization algorithm
applied was the Nelder-Mead simplex method [11] and results for two sets of
cutoff-values are shown in Fig. 2.
ODE

c−

# Molecules

0

c−

MODE=2158, MSDE=1866
c+

c+

20
0

c−
0

c−
50
Time

0.5

0
100

50

40

1
40

20
0

B

MODE=487, MSDE=521

1
MODE=487, MSDE=522

0.5

20
0

0

1

MODE=2135, MSDE=1880

40
0.5

0
100

50

0

0
100
1

0.5

20

0

50
Time

s(t)

40

SDE
c+

s(t)

A

# Molecules

c+

0
100

Fig. 2. A: optimal solution s(t) for cutoff values c− = 30 and C+ = 50, for the case
of a deterministic ODE (left), and an SDE (right). These cutoff values yield similar
“all-or-nothing” optimal strategies in both cases. B: here c− = 5 and C+ = 30,
and the optimal solutions are clearly different for the two cases. Legend : P (red ),
C (green), E (blue), signal s(t) (black, dashed ). Values of the target functional for
the optimal s(t) are also indicated.

4

Conclusions

We have presented a viable simulation algorithm for continuous-time Markov
chains which relies upon a self-consistent use of Poisson processes. This computationally intensive technique enables perturbations in the input parameters to be propagated and opens up for several relevant applications. To the
best of our knowledge none of the applications considered here have been
addressed previously.
Through straightforward perturbation calculations in the ‘forward’ mode
we have reported results for spatial stochastic focusing, where the strong
focusing effect can be uniquely attributed to the spatial dimension. In a
nutshell, the existence of a gradient implies an increase of outgoing products
which cannot be explained through well-stirred and/or deterministic analysis.
As an example of an interesting inverse formulation we studied a simple
chemical network and defined an arguably quite open criterion for optimality.
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By wrapping our simulator with a simple external optimizing routine we were
able to find optimal control signals which realizes this optimality. In one case
the signals found clearly differ from their deterministic versions.
While developing computational algorithms simultaneously with challenging applications requires some care, it is our hope that this report shows the
value of this approach.
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Abstract
We present a computational modeling framework for data-driven simulations and analysis of infectious disease spread in large populations. For
the purpose of efficient simulations, we devise a parallel solution algorithm
targeting multi-socket shared memory architectures. The model integrates
infectious dynamics as continuous-time Markov chains and available data
such as animal movements or aging are incorporated as externally defined
events.
To bring out parallelism and accelerate the computations, we decompose the spatial domain and optimize cross-boundary communication using dependency-aware task scheduling. Using registered livestock data at
a high spatio-temporal resolution, we demonstrate that our approach not
only is resilient to varying model configurations, but also scales on all
physical cores at realistic work loads. Finally, we show that these very
features enable the solution of inverse problems on national scales.
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Introduction

Modeling and simulation of infectious disease spread is becoming increasingly
important in the field of veterinary epidemiology [27]. Stochasticity is often
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used to account for certain unknown factors of the infection dynamics, as for
example the precise movement of individuals or the exact details in pathogen
transmission [19]. Spatial models that include proximity to infected farms with
local clustering of disease spread gained popularity during the Foot-and-mouth
disease epidemic in 2001 [22, 27, 34]. Another important route for disease spread
is animal trade, creating a temporal network of contacts between farms [30]. It
has been shown that the topology and connectivity of the network has great
impact on the disease spread and on the effect of control measures [6, 33].
Stochastic models on discrete state-spaces are typically simulated using Discrete Event simulation (DES), a general approach to evolve dynamical systems
consisting of discrete events including, in particular, continuous-time Markov
chains (CTMCs) [8]. As most realistic epidemiological models are formulated
on a large state-space and/or need to be studied over comparably long periods
of time, parallelization is desirable. The highest degree of parallelism is typically achieved by a decomposition of the spatial information, often represented
as a graph or network, into a set of sub-domains [15]. It is then up to the strategy for event handling at domain boundaries how well the concurrent execution
scales and which overall degree of parallelism is extractable. As it may hinder
scalability, a constraint that plays a crucial role in the design of parallel DES is
to maintain the sequential ordering of events, that is, to preserve the underlying
causality of the model.
In general, there are two types of boundary events that can occur during a
simulation, which hence ultimately decide what will be the optimal parallelization strategy. Those which are deterministic and essentially of fully predictable
character, and those which are stochastic and not predictable at an earlier simulation time [16]. To parallelize events that belong to the latter group, sophisticated approaches such as optimistic parallel DES algorithms have been proposed
[24]. These approaches may use speculative execution to enable scalability but
must implement rollback mechanisms in case the event causality is violated [7].
Alternatively, in simulations where the domain crossing events are deterministic
and thus predictable, conservative simulation may be used as it is possible to
avoid causal violations altogether [15]. In particular, a parallel scheduler [12]
can be used to create an execution order which guarantees causality.
In this paper we present a computational framework for modeling and simulation of infectious disease spread which makes use of a mixture of stochastic
simulation and integration of deterministic events from reported data. The way
the model is defined allows us to predict future boundary events at any simulation time, and hence we are able to create parallel execution traces which
respect causality. In particular, we find that dependency-aware task computing
can be used to implement this approach with high efficiency, as all the necessary information to maintain spatial and temporal causality of events can be
specified via dynamic creation of tasks and dependencies.
In practice, we make use of an external scheduling library which maintains a
dependency list for each task and triggers execution whenever all dependencies
are met. Thus, the approach can be implemented using common dependency
aware task schedulers (e.g.. OpenMP 4.0, OmpsS [13], or StarPU [4]), however
2

in this study we perform computational experiments using the task-parallel
run-time library SuperGlue [35]. Using our simulator on models with realistic
work-loads, we demonstrate scalability on a multi-socket shared-memory system
and investigate when this approach is preferable in comparison to traditional
parallelization techniques. As the achievable scalability clearly depends on the
properties of the individual model, we in particular choose to investigate the
influence of the model’s connectivity pattern.
The manuscript is organized as follows. In §2 we introduce the mathematical foundation for our framework. In §3 we discuss the sequential simulation
algorithm and the strategy for parallelization. In §4 we present numerical experiments carried out on benchmarks consisting of a recently proposed epidemiological model incorporating large amounts of registered data. We also include
an example of an inverse problem for an epidemic model on national scales.
Finally, in §5 we offer a concluding discussion around the central themes of the
paper.

2

Epidemiological modeling

We consider in this section a highly general approach to epidemiological modeling. Proceeding stepwise we start with a description of single-node stochastic
SIR-type models in the form of continuous-time Markov chains, using a compact
notation that also encompasses externally defined events. We next couple an ensemble of such single-node models into a network with prescribed transitions in
between the nodes to arrive at a global description. Finally, since most realistic
models on multiple scales will typically incorporate also quantities for which a
continuous description is more natural, we consider a mixed approach in which
continuous-time Markov chains are coupled to ordinary differential equations
(ODEs).

2.1

Discrete states

We shall use a compact notation for jump stochastic differential equations (jump
SDEs) as follows. We assume a probability space (Ω, F, P) where the filtration
Ft≥0 contains Poisson processes of any finite dimensionality. The time depenc
dent state vector Xt = X(t; ω) ∈ ZN
+ , with ω ∈ Ω, counts at time t the number
of individuals of each of Nc different categories, or compartments. Since the
random process is of discrete character, the map t → X(t) is right continuous
only; by X(t−) we therefore denote the value of the state before any events
scheduled at time t.
c
Given a rate function r : ZN
+ → R+ and a stoichiometric coefficient s ∈
Nc
Z , we write a continuous-time Markov chain in the form
dXt = sµ(dt),

(2.1)

with scalar counting measure µ(dt) = µ(r(X(t−)); dt). This notation expresses
a dynamics consisting of events with exponentially distributed waiting times of
3

intensities r(X(t−)); specifically E[µ(dt)] = r(X(t−)) dt. An event at time t
implies that the state is to be changed according to the prescription X(t) =
X(t−) + s. In (2.1), note that if some stoichiometric coefficient si < 0, then we
must have that r(x) = 0 for xi small enough, or otherwise the chain will reach
negative states with positive probability.
The generalization of (2.1) to non-scalar counting measures is straightforward. Assuming Nt different transitions specified by a vector intensity R :
Nt
Nc ×Nt
c
, we simply write
ZN
+ → R+ and a stoichiometric matrix S ∈ Z
dXt = Sµ(dt),

(2.2)

with µ(dt) = [µ1 (dt), . . . , µNt (dt)]T and, for each k, µk (dt) = µ(Rk (X(t−)); dt).
As a concrete example, consider the classical SIR-model [28]
)
β
S+I −
→ 2I
(2.3)
γ
I −
→R
With state vector X = [S, I, R] this can be understood as


−1
S= 1
0


0
−1  ,
1

R(x) = [βx1 x2 , γx3 ]T .

(2.4)
(2.5)

With one small additional convention the above notation also encompasses
events that have been defined externally. Suppose, for example, in the SIRmodel, that susceptible individuals are to be added one by one at known deterministic times (ti ). To accomplish this we replace (2.4) with


−1
0 1
S =  1 −1 0  ,
(2.6)
0
1 0
and additionally define in terms of the Dirac measure,
µ3 (dt) =

X

δ(ti ; dt).

(2.7)

i

Eq. (2.2) now evolves the full dynamics of the coupled stochastic-deterministic
model. Note that when removing individuals using this scheme, some care is
required to be able to guarantee a non-negative chain.

2.2

Network model

Although the previous discussion is of completely general character it makes
sense to handle the collective dynamics of a possibly very large collection of
4

nodes in a slightly more streamlined fashion. Assuming Nn nodes in total we
Nc ×Nn
and evolve the local dynamics by a
consider the state matrix X ∈ Z+
version of (2.2),
(i)

dXt = Sµ(i) (dt).

(2.8)

Given an undirected graph G each node i is modeled to affect the state of
the nodes in the connected components C(i) of i, and in turn, to be affected
by all nodes j such that i ∈ C(j). The interconnecting dynamics can then be
written as
X
X
(i)
dXt = −
Cν (i,j) (dt) +
Cν (j,i) (dt).
(2.9)
j∈C(i)

j; i∈C(j)

Note that in (2.9), global consistency is enforced as follows. The kth “outgoing”
event is a change of state according to X(i) (t) = X(i) (t−) − Ck , and, for some
j ∈ C(i), X(j) (t) = X(j) (t−) + Ck . By inspection the intensity for this transition
(i,j)
(i,j)
is E[νk (dt)] = Nk (X(i) (t−)) dt, say, where the dependency is only on the
state of the “sending” node i.
Using superposition of (2.8) and (2.9) the overall dynamics becomes
X
X
(i)
Cν (i,j) (dt) +
Cν (j,i) (dt).
(2.10)
dXt = Sµ(i) (dt) −
j∈C(i)

j; i∈C(j)

As before we conveniently allow externally defined deterministic events to be
included in this description using the equivalent construction in terms of Dirac
measures.

2.3

Continuous states

In the previous description we assumed essentially that individuals were counted,
such that a discrete stochastic model was needed to accurately capture the
dynamics of a possibly small and noisy population. In a multiscale model,
however, it makes sense to allow also continuous state variables, representing, for
example, environmental properties more naturally described in a macroscopic
language.
Assuming an additional continuous state matrix Y ∈ RNd ×Nn to be available
we find that a general model corresponding to (2.10) is
dY (i) (t)
= f (X(i) (t−), Y (i) (t))
dt
X
−
g(X(i) (t−), Y (i) (t)) +
j∈C(i)

(2.11)
X

g(X(j) (t−), Y (j) (t)).

j; i∈C(j)

Importantly, with this addition (2.10) can now depend on the continuous state
variable,
(i)

E[µk (dt)] = Rk (X(i) (t−), Y (i) (t)) dt,
(i,j)
E[νk (dt)]

=

(i,j)
Nk (X(i) (t−), Y (i) (t)) dt,
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(2.12)
(2.13)

where of course k is in the range where the dynamics is stochastic rather than
defined externally from a database.
Eqs. (2.10), (2.11), and (2.12)–(2.13) form the basis for our epidemiological
computational framework, next to be described.

3

Implementation

In the following section we discuss the implementation details of our computational framework. We begin with indicating how numerical methods can be
consistently designed to approximate the mathematical model arrived at previously. A description of the sequential solution algorithm and a presentation of
the chosen parallelization strategy based on domain decomposition then follows.
We propose to process events that cross domain boundaries as tasks and thus
conclude with the introduction of dependency aware task computing and an
associated scheduling scheme.

3.1

Numerical Methods

Discretizing time as 0 = t0 < t1 < · · · , we write the epidemiological model in
(2.10)–(2.11) in integral form, using a global notation which incorporates the
whole network,
Z tn+1
Xn+1 = Xn +
GΛ(ds),
(3.1)
Yn+1 = Yn +

Z

tn
tn+1

F (X(s), Y (s)) ds,

(3.2)

tn

with the understanding that (X, Y )n = (X, Y )(tn ).
Typical numerical approaches to (3.1)–(3.2) are constructed via operator
splitting and finite differences [? ]. As a representable example we take
Xn+1 = Xn +
Yn+1 = Yn +

Z

Z

tn+1

tn
tn+1

tn

GΛ(X(s−), Yn ; ds),

(3.3)

F ([Xn + Xn+1 ]/2, Y (s)) ds.

(3.4)

In (3.3) we freeze the variable Y at a previous time-step and integrate the
stochastic dynamics only. Next, in (3.4) we insert an average effective value of
X and integrate the deterministic part using any suitable deterministic numerical
method.
To describe a more concrete numerical method, some assumptions are in
order. Firstly, in (2.10) we assume that events connecting two nodes have been
externally defined. In particular, this assumption is satisfied for the important
case of domesticated herds of animals who move between nodes due to human
interventions only. Secondly, in (2.11) we put g = 0 and thus remove all direct
6

influence between continuous variables in connected nodes. This is reasonable
for macroscopic variables that are not easily transported, like bacterias in soil,
but could of course be violated for other media like groundwater or air.
For this scenario we can write down a concrete numerical method per node
i as follows,
Z tn+1
(i)
X̃n+1 = X(i)
+
Sµs(i) (X̃(i) (s−), Yn(i) ; ds),
(3.5)
n
tn

(i)

(i)

Xn+1 = X̃n+1 +
−
+

Z

Z

tn+1

tn
tn+1

tn

Z

X

(i,j)

Cν d

(3.6)

(X(i) (s−), Yn(i) ; ds)

j∈C(i)

tn+1

tn

(i)

(i)

Sµd (X(i) (s−), Yn(i) ; ds)

X

(j,i)

Cν d

(X(i) (s−), Yn(i) ; ds),

j; i∈C(j)
(i)

Yn+1 = Yn(i) + f (X̃n+1 , Yn(i) ) ∆tn .

(3.7)

In (3.5) the stochastic part (subscript s) of the measure is evolved in time to
produce the temporary variable X̃. Next, (3.6) incorporates all externally defined deterministic events (subscript d), both locally on the node, and according
to the connectivity of the network. Finally, (3.6) is just the usual Euler forward
method in time with time-step ∆tn = tn+1 − tn evolving the continuous state
Y . The particular splitting method (3.5)–(3.7) forms the basis for much of the
results reported in §4.

3.2

External events

Similar to the epidemiological events (2.4), the external events modify the discrete state according to a transition vector (2.6), but at a pre-defined time t.
We divide external events into two types; events of type E1 operate on the
state of a single node, while events of type E2 operate on the states of two
nodes. It is meaningful to distinguish between these types of events as they are
processed differently by the parallel algorithm discussed later. They are defined
by a set of attributes
E1 = {R, t, n, i},

E2 = {R, t, n, i, j},

(3.8)
(3.9)

where t is the time of the event, R the transition vector, n the number of
individuals affected and i and j the indices of the affected nodes. This is a
minimal set of attributes which can be further extended for specific models. As
an example, within the context of the SIR model (2.3) we can define a birth
event {R, t, n, i} of type E1 with the transition vector R = [1, 0, 0]T .
In the actual implementation, the transition vector is a column of the stoichiometric matrix (2.6) that is indexed by the event. When the event is pro7

cessed at time t, it changes the state of node i according to
(i)

(i)

Xt+1 = Xt + Rn.

(3.10)

The overall spatial domain of the model can be understood as a graph G =
(V, E). The edges E result from events of type E2 acting on source and destination nodes X(i) and X(j) .

3.3

Sequential simulation algorithm

The sequential simulation algorithm is divided into three parts; the processing of stochastic events (3.5), hereafter referred to as the stochastic step, the
processing of external events (3.6), or deterministic step, and the update of the
continuous state variable (3.7). These steps are processed repeatedly in the
above-mentioned order until the simulation reaches the end.
The stochastic step (Algorithm 1, p. 26) is an adaptation of Gillespie’s Direct
Method [18]. The algorithm generates a trajectory from a continuous-time
(i)
Markov chain. At first, the rates ωn for all stochastic events n = 1 . . . Nt
are evaluated in all nodes Xi , i = 1 . . . Nn . Then, in each node we sum up
Pn (i)
transition rates into λ(i) =
ωn . Next, the algorithm uses inverse transform
sampling to obtain an exponentially distributed random variable representing
the next stochastic event time τ (i) for each node X(i) ,
τ (i) = − log(rand)/λ(i) .

(3.11)

Here, rand denotes a uniformly distributed random number in the range (0, 1).
To obtain the index of the stochastic event that occurred within the node X(i)
we generate a new random number rand and find n such that
n−1
X
j=1

ωj (X(i) ) < λ(i) rand ≤

n
X

ωj (X(i) ).

(3.12)

j=1

When n is found, we compute the state update according to the transition
(i)
(i)
matrix (2.4), setting Xt+τ = Xt + Sn and simulation time t = t + τ (i) . Finally,
(i)
to obtain the new next event time, the rate ωn of the event just occurred and
all its dependent events need to be re-computed as in (3.11). For fast execution,
these dependencies are stored in a dependency graph that is traversed at this
stage. The algorithm repeats until a defined stopping time is reached, where
the external events will next be processed.
The deterministic step works as a read and incorporate algorithm. It moves
through the list of external events and processes them at the defined event time.
In particular, if the event specifies a single compartment where the transition
occurs, it can be directly applied to X(i) .
Finally, the continuous state variable is updated. As discussed in §3.1, in this
step different numerical methods can be applied. Note that the thus updated
continuous state generally affects the rate of stochastic events λ(i) . Thus, before
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the simulation proceeds with the next iteration of the stochastic step, the event
times need to be be rescaled [17] using

 λ(i)
(i)
(i)
old
τnew
.
= t + τold − t (i)
λnew

(3.13)

The implementation of the algorithm is written in C. The overall design is inspired and partly adapted from the Unstructured Mesh Reaction-Diffusion Master Equation (URDME) framework [11, 14].

3.4

Parallel simulation algorithm

The parallelization starts with a decomposition of the spatial domain of the
model understood as a graph G = (V, E). The target of this graph partitioning
problem is to divide the set of vertices V of size Nn into k approximately equally
sized sub-domains V1 , V2 , .., Vk . The cutting of edges E follows straightforwardly
from the consecutive assignment of vertices to sub-domains. This partitioning
strategy does not guarantee a minimum amount of edge cuts, but as the distribution of edges is predominantly homogeneous in our data, we believe that
the partitioning will not benefit from more sophisticated approaches. Nonetheless, if edges are distributed heterogeneously, a Minimum Bisection algorithm
[1] may generate an optimized cut that contributes to a better performance of
the parallel solver.
After partitions V1..k are defined, the preprocessing algorithm continues to
rearrange the external events into a structure that is more convenient for parallel
processing. Firstly, the external events of type E1 are assigned to k lists E1k ,
such that all E1 events affecting the nodes X(i) ∈ Vk are stored in the kth list.
Second, external events of type E2 are divided in two categories; external
events of type E2 where the source and destination nodes lie within the same
sub-domain Vk are assigned to lists E2k . Events in lists E1k and E2k can be processed by a thread assigned to the kth sub-domain in private. Events of type
E2 where the source node and destination node do not lie within the same subdomain Vk , are assigned to a second list E2c . This list then contains domain
crossing external events that have to be handled by the simulator in a special
way.
The complexity of the data-rearrangement is O(n), where n is the number
of external events. Although n can be large, the workload is typically negligible
for real-scale models. For example, in the national scale model presented in
§4.1, the operation takes ∼ 0.1% of the total simulation time on one core and
∼ 1% of the simulation time on 32 cores, respectively. Moreover, re-arranged
lists can be stored and re-used for models that are simulated using the same
decomposition, as is done in the simulation study in §4.3.
Finally, the decomposed problem can be simulated in parallel. For simplicity,
let us assume that each sub-domain k is bound to one computing thread. Then
every thread processes the stochastic step (3.5) and the update of the continuous
variable (3.7) on private nodes of Vk , as well as the deterministic step (3.6) on
9

external event lists E1k and E2k (Algorithm 2, p. 27). These computations are
embarrassingly parallel, since no communication between neighboring threads is
necessary. The potential bottleneck of the simulation lies in the simulation of
the cross-boundary events in E2c .
In our study we handle events in E2c in different ways. The first possibility
is to compute them entirely in serial. This is a valid approach if there are very
few events in E2c in relation to the private events as the scaling of the private
computations will not be affected. On the other hand, if the overall simulation
is dominated by the processing of E2c events, it can be regarded as serialized, as
little concurrency will be extractable using such an approach. Hence we focus
on an intermediate ratio of private and global work, where events in E2c occur
at every deterministic time step ∆t, but at a lower frequency than the other
private events. We will also investigate if scaling in this regime is achievable if
E2c events are scheduled using dependency-aware task-computing.

3.5

Task-based computing

An increasing amount of scientific computations are parallelized using taskbased computing [5, 20, 31]. In order to apply this pattern the programmer
typically has to divide a larger chunk of work into a group of smaller tasks
which can be processed asynchronously. A run-time library is then used to
create an execution schedule of the tasks on the available parallel hardware.
If the granularity of tasks is sufficiently fine, the schedule will be denser and
the idle time shorter. On the other hand, the scheduler synchronizes a larger
number of small tasks which usually implies more overhead.
If the scheduler supports dependency-awareness, the programmer can further
define a number of task dependencies. This is a critical feature if data is shared
between tasks and therefore a processing order has to be enforced. The scheduler
then manages the dependencies in the form of a Directed Acyclic Graph (DAG)
and spawns tasks whenever all dependencies are met.
We believe that the usage of task-based computing is beneficial in our computational framework, as a small granularity of processes is given by the underlying
modeling. In our approach we aim to divide our computations into tasks and
define a scheduling policy which guarantees causality of events although they
are processed in parallel.
These scheduling rules can be implemented on any dependency aware task
scheduler. In our computational experiments, we make use of the run-time library SuperGlue [35]. In SuperGlue, dependencies are assigned to data and expressed via data versioning [36]. If a chunk of data is being processed by a task,
a version counter representing the data access will be increased. Other tasks
that are dependent on the chunk will be spawned whenever the new version becomes available. SuperGlue has demonstrated to be an efficient shared-memory
task-scheduler, that it is capable of operating at a comparably low synchronization overhead. The processing of dependencies and spawning of tasks is
dynamic, and SuperGlue additionally supports load balancing by work stealing
from over-utilized threads.
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3.6

Scheduling and dependencies

We now define the tasks and their dependencies that are used in the taskbased implementation of the parallel algorithm. Task TS (k, n) executes private
computations on the decomposed data of the kth sub-domain (lines 5 and 6 of
Pseudo-code 2). That is the stochastic step (3.5) on all nodes Xn ∈ Vk , the
processing of the private external events in lists E1k and E2k (3.6), as well as the
update of the continuous variables (3.7). The counter n indicates the iteration
of the time window tn+1 = tn + ∆tn .
Task TM processes state updates due to the domain crossing events stored in
list E2c . In order to estimate the possible impact of granularity of TM tasks, we
compare two different scheduling policies; if the task is constructed for coarsegrained processing, we compute all E2c events occurring at the nth time window
∆t in one single task. Thus, the task takes only one argument, TM (n).
If tasks are constructed for fine-grained processing, we schedule each event
in E2c as a distinct task. We then denote the task by TM (k1 , k2 , i), where k1
and k2 are the sub-domains subject to an E2 -event update, in which two nodes
X(n) ∈ V1 and X(m) ∈ V2 are affected. The counter i now denotes the total
order of the E2 events in E2c as given by the model input. This implies that if
1 . . . n events exist in the window [tn , tn+1 ], they have to be processed by the
task in this order.
Both tasks TS and TM are scheduled repeatedly until the simulation reaches
its end time. Precedence dependencies between tasks are expressed using the
‘≺’-operator. For example, TS (k1 , n) ≺ TS (k1 , m) means that task TS (k1 , n)
must complete its execution before task TS (k1 , m) is spawned. Our task-based
implementation contains the following dependencies:
1. TS (k, n) ≺ TS (k, m) if n < m, to maintain the causality of private updates
of sub-domain Vk .
2. To maintain the causality of domain crossing events:
(a) TM (n) ≺ TM (m) if n < m, at coarse-grained processing,

(b) TM (ka , kb , n) ≺ TM (kc , kd , m) if n < m and kc ∈ {ka , kb } or kd ∈
{ka , kb }, at fine-grained processing.
3. To maintain the causality between private sub-domain updates and domaincrossing events:
(a) {TS (k1 , m), TS (k2 , m), . . . , TS (kn , m)} ≺ TM (m) for all sub-domains
V1 , . . . Vn that will be affected by an E2 events processed in task
TM (m), at coarse-grained processing,

(b) {TS (ka , n), TS (kb , n)} ≺ TM (kc , kb , i) if i ∈ [tn , tn+1 ] and kc ∈ {ka , kb }
or kd ∈ {ka , kb }, at fine-grained processing.
The presented processing policies lead to a different utilization of the task
scheduler. Firstly, the task TM will be of different size, which leads to a different
11

Figure 3.1: Scheduling trace of the task-based approach; Tasks TM (red color)
are processing aggregated or single E2 events while tasks TS (other colors) compute private work on partitioned sub-domains. As coarse-grained tasks control
a higher number of dependencies, blocking may occur. Fine-grained scheduling
leads to better interleaving but higher overhead cost.
synchronization behavior. Second, rules 3(a) and 3(b) imply that a different
amount of dependencies will be created for each single task TM . In the finegrained case, a task TM is spawned when two dependencies are met. In the
coarse-grained case, the number of dependencies per task is set dynamically at
runtime and can potentially be larger. This can clearly have an impact on the
bookkeeping overhead.

4

Computational experiments

In the following section we present results of computational experiments of our
simulator. The following measurements were obtained on Sandy; a Dell Power
Edge R820 computer system equipped with four Intel Xeon E5-4650 processors
and 8 cores on each socket. We restricted the execution to available physical
cores, as timing results on hyper-threads were strongly fluctuating. We begin
with a real-world simulation using animal movement data on national scales,
followed by a synthetic benchmark for scalability at varying connectivity load,
and we conclude with a compute-intensive parameter estimation example.

4.1

National scale simulation of VTEC bacteria spread

Verotoxigenic Escherichia coli O157:H7 (VTEC O157) is a zoonotic bacterial
pathogen with the potential to cause severe disease in humans, notably children
[25, 26, 32]. Cattle infected with VTEC O157 are an important reservoir for
the bacteria and they shed the bacteria in the feces without any signs of clinical
disease [21]. Reducing the prevalence of infected cattle in the population could
potentially reduce the number of human cases. However, the epidemiology
of VTEC O157 in cattle is complex and targeted interventions to control the
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bacteria require a thorough understanding of the source and transmission routes
[21].
To explore the feasibility of national scale simulations to improve the understanding of the underlying disease spread mechanisms, we have created a model
of the VTEC O157 dynamics, using the presented framework. European Union
legislation requires member states to keep register of bovine animals including
the location and the date of birth, movements between holdings, and date of
death or slaughter [2, 3]. These records enable data-driven disease spread simulations that include spatio-temporal dynamics of the cattle population with
regard to age structures, births, herd size, slaughter, and trade patterns.
The present computational experiment is based on all cattle reports to the
Swedish Board of Agriculture over the period 2005-07-01 to 2013-12-31. From
these reports, three types of E1 external events (enter, exit, aging), and a single
type of E2 event (animal movements) were condensed. In total there were
∼ 108 external events processed during the total runtime of T = 3106 days. We
let each integer in 0, 1, . . . , T represent a synchronization window for external
events, where in each window 3707 ± 670 E1 events and 235 ± 104 E2 events
were processed. A subset of the spatial network consisting of Nn = 37221 nodes
is visualized in Figure 4.1.
Most infected cattle shed the bacteria less than 30 days before returning
to the susceptible state, but calves shed for a longer period than adult cattle
[9, 10]. To capture this we let the intensity of the transitions between the states
depend on the jth age category,
Sj
Ij

ηj

−→ Ij ,
γj
−→ Sj .

(4.1)

The rate for a susceptible individual on the ith node to become infected per
unit of time is given by
ηj = uυj ϕi (t),
(4.2)
for i = 1, . . . , Nn and j ∈ {calves, young stock, adults}. In turn, the expected
time an infected individual is in an infected state before it returns to the susceptible state is
γj =

u
,
δj

(4.3)

where δ = [28, 25, 22] and υ = [8, 7, 1] × 10−3 are age-dependent constants. The
factor u can be understood as a time-scale and is difficult to estimate accurately;
in our experiments it is in fact varied such that u = 1 closely resembles the
parameterization of the model found in [? ].
Finally, the continuous variable ϕi represents the environmental bacterial
concentration that asserts an infectious pressure on each individual at the ith
node. A suitable model is given by
P
α j Ii,j (t)
dϕi
=P
− β(t)ϕi (t).
(4.4)
dt
j Si,j (t) + Ii,j (t)
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Figure 4.1:
Visualization
of
cattle
movements
in the VTEC O157
disease spread simulation (§4.1). The
arcs shown are a
random subset of
the complete dataset
of ∼ 108 recorded
events. The source
of the data is the national cattle register
at the Swedish Board
of Agriculture.
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Figure 4.2: Performance measurements of the VTEC O157 model simulation
on Sandy at varying scheduling approaches, task sizes, and scale factor u. The
number of tasks k is chosen to be proportional to the number of threads c.
In the Open-MP parallelization (“omp”), cross-boundary events are processed
entirely in serial.
Again, i = 1, . . . , Nn are the nodes and Si,j and Ii,j refers to the number
of susceptible and infected individuals in the jth age compartment at the ith
node, respectively. The constant α is the average shedding rate of bacteria to
the environment per infected individual, while β captures the decay and removal
of bacteria. In our experiments we used the constant value α = 1 while β(t)
varied according to the season,

log(2)/14 :
0 ≤ (t mod 365) ≤ 91



log(2)/26 : 91 < (t mod 365) ≤ 182
β(t) =
(4.5)
log(2)/20 : 182 < (t mod 365) ≤ 273



log(2)/12 : 273 < (t mod 365) ≤ 364

We first parallelized the simulation by spreading tasks TS over multiple cores
using OpenMP and serially processing the intermediate E2c events, hereafter referred to as the OpenMP approach. Next, we simulated the model using the taskbased approach, scheduling tasks with coarse-grained and fine-grained policies
as described in §3.6. We chose the number of sub-domains k to be a multiple of
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Figure 4.3: Parallel efficiency of the VTEC O157 model simulation on Sandy at
varying factor u. For all task-based approaches the task size k = 16c.
the number of threads c. Note that this is also the number of tasks TS scheduled
for each time window ∆t. As a higher factor u creates a higher load for the tasks
TS , we vary u to inspect boundary regions of the parallel performance.
The scaling of the different approaches is shown in Figure 4.2. For the case
of u = 1, we find that task sizes are too small to be efficient in both task-based
approaches, and thus the OpenMP approach reaches a higher efficiency.
At u = 10, we observe that coarse-grained processing performs better than
the OpenMP-parallelization, optimally at task sizes k = 16c and k = 32c. In case
of fine-grained task processing, we found that the choice of k has a strong impact
on the performance scaling. While all task densities scale strongly at a lower
thread count, only the k = 16c density reaches a high efficiency of 0.58 at full
thread consumption. Thus the efficiency is more than doubled in comparison
to the efficiency of the OpenMP-parallelization, which was found to be 0.23.
The dependency of the parallel efficiency on the factor u is further detailed
in Figure 4.3. We observe that scheduling overhead and small task sizes prohibit
a high efficiency of both task-based approaches if u < 1 while the full potential
of the approaches is extractable at u > 1 and a larger thread count.
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Figure 4.4: Parallel efficiency for the different methods on the synthetic benchmark.

4.2

Synthetic benchmark

The results in §4.1 indicate a delicate performance dependency on the balance
between the local events and the effective connectivity of the network. To
further investigate this a synthetic benchmark with a fixed load of local events
was created. This model consists of two compartments S and I only, both
residing on Nn = 1000 nodes. The transitions are simply
S
I

1

−
→ I,
1
−
→ S,

(4.6)

where the initial population size of each compartment Ii and Si was set to
1000. This model is considered at times t = [0, ∆t, 2∆t, . . . T ], with ∆t = 1 and
T = 1000, thus generating about 2000 local events per synchronization time
window ∆t and node i.
The nodes were arranged into k sub-domains and a total of ρk(k − 1)/2 distinct E2 events were generated at the end of each time window, each connecting
two randomly sampled nodes X(i) and X(j) belonging to different sub-domains.
Hence ρ = 1 means that all sub-domains have to communicate with all other
sub-domains at each synchronization point. The number of tasks for the coarsegrained and fine-grained approach was set to the number of threads (k = c).
The measurements obtained on the Sandy computer system at full thread
consumption are presented in Figure 4.4. The parallel efficiency of all methods
lies at ∼ 0.7 for ρ ≤ 0.1 and remains there even when ρ → 0 and so we
deduce that the problem is memory bound. The coarse-grained task-based
implementation and the OpenMP approach scale very similarly with increasing
connectivity ρ. The fine-grained task-based approach attains the highest parallel
efficiency at ρ ≤ 0.1, but the performance drops at a higher global connectivity.
This phenomenon arises because each TM -task creates dependencies on two
subsequent TS -tasks at every synchronization window, thus creating a higher
overhead and limiting asynchronous task execution.
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4.3

Feasibility of parameter estimation

A usually very compute intensive load case is the fitting of model parameters,
typically using numerical optimization of some kind. The problem can briefly
and ideally be described as follows; unknown is the set of parameters k ∗ and
an observed time-series of data X(t; k ∗ ). The parameters k ∗ are estimated by
repeatedly simulating a whole family of trajectories with parameters k, where
k is modified until input data and simulations match up in some suitable sense.
The framework’s feasibility of fitting an epidemiological model is of course very
important, since the modeling process at some point or the other will involve
calibration of parameters with respect to reference data.
To demonstrate the feasibility of parameter estimation in the current context, we use the epidemiological model introduced in §4.1 and first identify the
set of parameters [k1 , k2 , k3 ] that have a high degree of observability. A suitable
such set is
kj = υj δj , j ∈ {calves, young stock, adults}.

(4.7)

We let a reference solution be given by a single trajectory X(t; k ∗ ), with δ ∗ =
[28, 25, 22], υ = [8.8, 3.2, 1] × 10−3 , and with α and β = β(t) as in §4.1.
To obtain a robust procedure, some kind of smoothing statistics should be
considered. We chose to aggregate counts of animals in neighboring nodes into
larger regions. To be precise, the overall domain was divided into 21 areas
(coinciding with the Swedish county codes), after which the goodness of fit
G(k) was defined by
2

G(k) =

Z

0

T

X
j

x̄j (t; k) −

X

2
(l)

∗

X (t; k )

dt,

(4.8)

l∈C(j)

with
x̄j (t; k) =

N
1 X i
x̄ (t; k),
N i=1 j

(4.9)

and where the individual sample trajectories are given by
x̄ij (t; k) =

X

X(l) (t; k, ωi ),

(4.10)

l∈C(j)

where N is the number of trajectories and C(j), j ∈ {1, . . . , 21} is the set of
nodes X(l) that belong to county j. To quantify the uncertainty in G(k) we
compute the variance as
Z TX
V G(k)2 =
σ̄j2 (t; k) dt,
(4.11)
0

j
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where
σ̄j2 (t; k) =

1 X i
kx̄j (t; k) − x̄j (t; k)k2 ,
N −1 i

(4.12)

√
and use ±2V G(k)/ N as a measure of the uncertainty.
Next, the parameter estimation problem is approached by solving the minimization problem
k̂ = arg min G(k)2 .

(4.13)

k

In practice we make use of the Pattern Search routine in [23], which conceptually resembles the Golden Section search [29] in its narrowing of the searchspace. The numerical optimization routine evaluates (4.8) until the residual
error reaches a defined threshold. In our tests we varied the initial guess of
the parameters k0 but found that the results did not vary substantially. In the
results below, we conveniently put k0 = 1.6k ∗ .
Since an increasing number of trajectories yields better estimates of the mean
and variance, we simulate using different number of trajectories. We measure
the total solver time on 12 and 32 computing cores, respectively, and we let the
total number of iterations to be N = 20 in all cases. The results are presented
in Table 4.1 where the relative residual is defined as
|G(k) − G(k ∗ )|
.
(4.14)
R(k) =
|G(k ∗ )|

The optimization landscape of the goal function (4.8), and hence the definiteness
of the setup itself, is visualized in Figure 4.5. Due to the simple bisection search
behavior of the numerical routine, the obtained parameters k are in fact the
same for all displayed cases, although the relative residuals differ considerably.
Trajectories
10
20
40

Rel. residual
0.1738
0.0900
0.0363

Time (c=12)
46.6 min
94.2 min
189.3 min

Time (c=32)
30.2 min
61.5 min
123.7 min

Table 4.1: Solver time of the parameter estimation problem on 12 and 32 cores,
respectively, and using a different number of simulated trajectories.
Note that the obvious approach of parallelization by computing the N independent trajectories using separate threads by a sequential algorithm is unfavorable here, for two related reasons. Firstly, each executable needs to store
a rather large state space in working memory. Secondly, each simulation must
also access the complete database of externally scheduled events.

5

Conclusions

We have presented a computational framework for modeling and efficient simulation of infection dynamics at national scales. The simulation involves two
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Figure 4.5: Goal function G(k) in the form of confidence intervals G(k) ±
2V G(k), visualized for each parameter kj , j = {1, 2, 3}, when the other parameters ki , i 6= j, are held at the target value ki∗ . Vertical lines indicate the
target k ∗ and the obtained estimates k1...3 . The parameter ranges have been
normalized for ease of comparison.
processes. Firstly, the algorithm evolves stochastic dynamics of the disease process. Secondly, a list processor incorporates database events such as entering,
exit, or movement of individuals into the model state. The framework is highly
flexible in that most conceivable epidemiological models are either directly expressible, or the framework may be straightforwardly extended to encompass
also non-standard models. As a concrete example it would be relatively easy to
include intervention strategies such as vaccination programs in order to simulate
the impact on the global dynamics.
We have explored different strategies to parallelize the simulator on multisocket architectures. Firstly, we decomposed the spatial information and the list
of deterministic events. We then observed that the decomposed problem can be
simulated at a high parallel efficiency, which is limited only by the processing of
cross-boundary events. We then created three parallel implementations of the
simulator core; we used OpenMP to only parallelize private computations, while
cross-boundary events were processed in serial. Two further implementations
use a dependency-aware task scheduler to create execution traces that interleave
cross-boundary events and private computations with respect to their dependencies. We find that this strategy allows us to exploit shared-memory parallelism
at a higher degree than the OpenMP approach if task sizes are sufficiently large.
We benchmarked our simulator using a model of the spatio-temporal spread
of VTEC O157 bacteria in the Swedish cattle population. The model contains
37221 nodes and evolves ∼ 108 external events from register data. We found that
at a low private work load, the OpenMP approach performs best, mainly due to
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the scheduling overhead of the task-based approaches. For higher private work
loads, the simulation benefits from task-based computing, doubling the parallel
efficiency on 32 cores in comparison to the OpenMP approach.
To further inspect the performance dependency on network properties, we
constructed a synthetic benchmark where cross-boundary events were generated
randomly. Here we found that the performance of the OpenMP approach and
the coarse-grained task approach scales well with a growing amount of crossboundary events. Notably, the performance of the fine-grained task processing
depends more strongly on the connectivity of boundary crossing events, favoring
a more fragmented network.
In a final example we used the simulator to carry out an experimental parameter fitting within the VTEC O157 bacteria spread model. We emphasize
the high computational complexity of this task with multiple unknown parameters to fit and the need to use several full simulation runs to evaluate each
parameter candidate. A similar load case results when different intervention
strategies are to be evaluated. For example, even when several interventions reduce the infectious spread globally, a policy maker could be interested in finding
the most cost-efficient strategy. With this work, we provide a powerful, highly
general and freely available software, that can contribute to a rapid and more
efficient development of realistic large-scale epidemiological models.
Future research will encompass studies of larger inverse problems, including more realistic data input, and more complex dynamics. Yet another point
for future study is the scalability of the task-based approach in a distributed
environment.
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A. E. Hill, B. A. Corso, W. B. McNab, C. I. Cartwright, and M. D. Salman.
The north american animal disease spread model: A simulation model to
assist decision making in evaluating animal disease incursions. Preventive
Veterinary Medicine, 82(3–4):176–197, 2007. doi: 10.1016/j.prevetmed.
2007.05.019.
[23] R. Hooke and T. A. Jeeves. Direct search: Solution of numerical and
statistical problems. Journal of the ACM, 8(2):212–229, 1961. doi: 10.
1145/321062.321069.
[24] D. R. Jefferson. Virtual time. ACM Transactions on Programming Languages and Systems, 7(3):404–425, 1985. doi: 10.1145/3916.3988.

23

[25] M. A. Karmali, M. Petric, C. Lim, P. C. Fleming, and B. T. Steele. Escherichia coli cytotoxin, haemolytic-uraemic syndrome, and haemorrhagic
colitis. Lancet, 2(8362):1299–1300, 1983.
[26] M. A. Karmali, B. T. Steele, M. Petric, and C. Lim. Sporadic cases
of haemolytic-uraemic syndrome associated with faecal cytotoxin and
cytotoxin-producing escherichia coli in stools. Lancet, 1(8325):619–620,
1983.
[27] M. J. Keeling. Models of foot-and-mouth disease. Proceedings of the Royal
Society B: Biological Sciences, 272(1569):1195–1202, 2005. doi: 10.1098/
rspb.2004.3046.
[28] W. O. Kermack and A. G. McKendrick. A contribution to the mathematical
theory of epidemics. Proceedings of the Royal Society, London A, 115:700–
721, 1927.
[29] J. Kiefer. Sequential minimax search for a maximum. Proceedings of
the American Mathematical Society, 4(3):502–506, 1953. doi: 10.1090/
S0002-9939-1953-0055639-3.
[30] N. Masuda and P. Holme. Predicting and controlling infectious disease
epidemics using temporal networks. F1000prime reports, 5, 2013. doi:
10.12703/P5-6.
[31] Q. Meng and M. Berzins. Scalable large-scale fluid–structure interaction
solvers in the uintah framework via hybrid task-based parallelism algorithms. Concurrency and Computation: Practice and Experience, 26(7):
1388–1407, 2014. doi: 10.1002/cpe.3099.
[32] L. W. Riley, R. S. Remis, S. D. Helgerson, H. B. McGee, J. G. Wells,
B. R. Davis, R. J. Hebert, E. S. Olcott, L. M. Johnson, N. T. Hargrett,
P. A. Blake, and M. L. Cohen. Hemorrhagic colitis associated with a rare
escherichia coli serotype. New England Journal of Medicine, 308(12):681–
685, 1983. doi: 10.1056/NEJM198303243081203.
[33] M. D. Shirley and S. P. Rushton. The impacts of network topology on
disease spread. Ecological Complexity, 2(3):287–299, 2005. doi: 10.1016/j.
ecocom.2005.04.005.
[34] M. A. Stevenson, R. L. Sanson, M. W. Stern, B. D. O’Leary, M. Sujau,
N. Moles-Benfell, and R. S. Morris. InterSpread plus: a spatial and stochastic simulation model of disease in animal populations. Preventive Veterinary Medicine, 109(1–2):10–24, 2013. doi: 10.1016/j.prevetmed.2012.08.
015.
[35] M. Tillenius. SuperGlue : A shared memory framework using data versioning for dependency-aware task-based parallelization. Technical report,
Department of Information Technology, Uppsala University, 2014.
24

[36] A. Zafari, M. Tillenius, and E. Larsson. Programming models based on data
versioning for dependency-aware task-based parallelisation. In Proceedings
of the 2012 IEEE 15th International Conference on Computational Science
and Engineering, CSE ’12, pages 275–280, Washington, DC, USA, 2012.
IEEE Computer Society. doi: 10.1109/ICCSE.2012.45.

25

A

Algorithms

Algorithm 1 Sequential simulation loop
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

Initialize: Compute all stochastic rates ωi in all nodes X(i) , i = 1, . . . , Nn .
while t < TEnd do
for all nodes i=1 to Nn do
while t < (tn + ∆t) do
Compute the sum λ of all transition intensity functions.
Sample the next stochastic event time by τ = −log(rand)/λ using a
uniformly distributed random variable rand.
Determine which event happened. Sample the next event (by inverPn−1
Pn
sion); find n such that j=1 ωj (X(i) ) < λ rand ≤ j=1 ωj (X(i) )
Update the state X(i) using the stoichiometric matrix S.
Update ωn using the dependency graph G to recalculate only affected
stochastic rates.
end while
end for
tn+1 = tn + ∆tn
Incorporate externally defined events in lists E1,2 .
Loop over all nodes X(i) and update the continuous state variable Y (i) .
end while
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Algorithm 2 Parallel simulation loop
1: Initialize: Decompose the nodes V into k sub-domains Vk . Re-arrange the
external events of type E1 into private lists E1k of each sub-domain k, where
all n affected nodes Xn ∈ Vk . Further divide all E2 events into the private
list E2k or the list of domain-crossing events E2c .
2: while t < TEnd do
3:
for all i=1 to k do
4:
% Parallel task TS ;
5:
Execute line 14 of Algorithm 1 for all nodes in sub-domain Vk if n > 1.
6:
Execute lines 3-10 of Algorithm 1 for all nodes in sub-domain Vk evolving time t ∈ [tn , tn + ∆tn ].
7:
Execute line 13 of Algorithm 1 for all events in lists E1k and E2k at time
t ∈ [tn , tn + ∆tn ].
8:
% End of parallel task TS
9:
end for
10:
% Parallel task TM ;
11:
Execute line 13 of Algorithm 1 for all events in the list E2c at time t ∈
[tn (tn + ∆tn )].
12:
% End of parallel task TM ;
13:
tn+1 = tn + ∆tn
14: end while
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ABSTRACT

science and engineering. To improve the capacity and performance of DES simulators, several techniques for Parallel
DES (PDES) were developed in the 90’s [26, 20, 25, 15]. Parallelization made it possible to simulate large system models,
but it was challenging to achieve good speedup corresponding to the number of employed processors. A major difficulty was that PDES requires fine-grained synchronization
between processing elements, which was not easy to realize
efficiently on multiprocessors at that time, given the comparatively long communication delays between processing
elements. With the current advent of multicore processors,
these delays have decreased, triggering the development of
new techniques for PDES targeting multicores (e.g., [7, 27,
35]).
In PDES, the simulation model is partitioned onto logical
processes (LPs), each of which evolves its sub-model along
a local simulation time axis. LPs exchange timestamped
events to incorporate inter-LP dependencies. Each LP must
ensure that the processing of incoming events is correctly
interleaved with local events. The problem with incoming
events that violate an LP’s local timestamp ordering (socalled stragglers) can in principle be handled in two ways:
conservative approaches allow an LP to process an event
only when it is guaranteed that no straggler will later arrive [26]; optimistic approaches allow stragglers by invoking
suitable corrective action (rollback) [20, 25]. In purely conservative approaches, local execution of LPs may be blocked
excessively unless inter-LP events can always be predicted
long in advance (e.g., when simulating networks with long
communication latencies), which most often is not possible.
On the other hand, in optimistic approaches, performance
may be damaged by excessive numbers of rollbacks. Many
approaches to PDES therefore allow stragglers, but control
the optimism by various heuristic techniques, based on, e.g.,
observed frequency of rollbacks [29, 8], patterns of past interLP messages [14], etc.
In this paper we present a new technique for controlling
optimism in PDES. It is particularly designed for high efficiency when simulating models in which the time intervals
between successive inter-LP events are highly variable and
have no lower bounds. Such models pose severe difficulties
for both conservative and existing variants of optimistic approaches. Our technique, called Dynamic Local Time Window Estimates (DLTWE), exploits the opportunities for fast
multicore inter-LP communication. DLTWE assumes that
an LP can reasonably estimate timestamps of its next k outgoing inter-LP events, where k is a tuneable parameter of
our technique. Each LP continuously communicates these

We present a new technique for controlling optimism in
Parallel Discrete Event Simulation on multicores. It is designed to be suitable for simulating models, in which the
time intervals between successive events between different
processes are highly variable, and have no lower bounds.
In our technique, called Dynamic Local Time Window Estimates (DLTWE), each processor communicates time estimates of its next inter-processor event to (some of) its
neighbors, which use the estimates as bounds for advancement of their local simulation time. We have implemented
our technique in a parallel simulator for simulation of spatially extended Markovian processes of interacting entities,
which can model chemical reactions, processes from biology,
epidemics, and many other applications. Intervals between
successive events are exponentially distributed, thus having
a significant variance and no lower bound. We show that
the DLTWE technique can be tuned to drastically reduce
the frequency of rollbacks and enable speedups which is superior to that obtained by other works. We also show that
the DLTWE technique significantly improves performance
over other existing techniques for optimism control that attempt to predict arrival of inter-process events by statistical
techniques.

Categories and Subject Descriptors
I.6.8 [Simulation and Modeling]: Types of simulation—
Discrete Event,Parallel

Keywords
Parallel Discrete-Event Simulation, PDES, Optimism control, Multicore, Spatial Stochastic Simulation
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Discrete Event Simulation (DES) is an increasingly important tool for evaluating system models in all fields of
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2. RELATED WORK

estimates to its corresponding neighboring LPs, which use
the estimates as bounds for advancing their local simulation
time. Since the communicated timestamps are merely estimates, DLTWE does not rule out the occurrence of stragglers, meaning that each LP must perform rollbacks when
needed. If the estimates are sufficiently accurate, then the
number of rollbacks should be small, allowing the simulator
to operate with high efficiency.
We have developed the DLTWE technique in the context
of stochastic spatial simulation of models governed by the
mesoscopic reaction-diffusion master equation (RDME) [4].
Here the model’s geometry is discretized into small subvolumes (a.k.a., voxels), each of which contains a discrete
number of species (e.g., molecules). In each subvolume the
species obey prescribed stochastic reaction laws and the
species may move (by diffusion) to other neighboring subvolumes. When simulating an RDME model using PDES,
the subvolumes are partitioned onto LPs. Hence, a diffusion event between two boundary subvolumes causes interLP communication. By the Markovian nature of the model,
the waiting time of any event is an exponentially distributed
random variable; thus the waiting time has a significant variance and no lower bound.
In the present paper we show that the DLTWE technique
has small overhead when implemented on a shared-memory
multicore processor. In our simulator, each LP maintains a
list of future events, whose occurrence times have already
been sampled; this is already a component of our technique
for simulating RDME models [3]. We show how the DLTWE
technique can be tuned by limiting how far into the future
DLTWE estimates will be provided: The cost of providing
more accurate DLTWE estimates further into the future can
be tuned, both against the cost of rollbacks caused by poor
estimates and against achieving limited optimism in contexts
where rollbacks are relatively inexpensive.
In the paper, we also demonstrate the effect of a technique
to limit the cost of rollbacks by reversing only those processed events that are causally dependent on the straggler
that caused the rollback in the first place. Less costly rollbacks also allow more optimism in the simulation, thereby
limiting waiting and increasing overall simulation efficiency.
In our evaluation, we show how our implementation of
the DLTWE technique enables speedups in parallel simulation of RDME models, which is superior to that obtained by
other works. We support this comparison by a detailed profiling of the simulator behavior, which shows how DLTWE
significantly reduces both the cost of unnecessary blocking
and of excessive rollbacks. In particular, we compare the
DLTWE technique against other existing techniques for optimistic control, such as the Probabilistic Adaptive Direct
Optimism by Ferscha [14], and show that employing the
DLTWE results in at least a doubling of parallel efficiency.
After reviewing related work in the next section, we review
the class of spatial stochastic simulation models considered
by our simulator in Section 3. A detailed description of our
parallelization algorithm, including the DLTWE technique,
is given in Section 4. Section 5 contains a detailed evaluation of the performance of our parallelization technique, including a detailed breakdown of the simulation effort, and a
comparison with other techniques for optimism control. Section 6 contains conclusions and directions for future work.

Numerous methods for synchronization in PDES have been
proposed. Extensive surveys are provided in [15, 9, 18]; here
we can only review a selection.
Synchronization methods can be coarsely classified into
conservative [26] and optimistic [20, 25]. Each approach
has its drawbacks, which subsequently proposed techniques
aim to mitigate. For instance, conservative time windows [1]
are used to increase parallelism in a purely conservative approach: this assumes that there is always a guaranteed lower
bound on the delay until the next inter-LP event, which does
not exist in stochastic simulations that we consider.
Optimistic approaches [20, 25] have the potential to achieve
higher parallelism, but performance may be damaged by
excessive rollbacks. Many techniques have been developed
for controlling the optimism and limiting the frequency of
rollbacks. One idea is to employ dynamically moving time
windows that bound how far each LP can advance its local time (e.g., [31, 33]). Synchronization between time windows typically assumes frequent calculation of global virtual
time (GVT), which is an expensive global calculation, for
which a special high-speed network is recommended. A further development of these approaches is the class of “nearperfect” state information (NPSI) protocols, including the
elastic time algorithm [32]. Here, the bound is based on
GVT and information about future messages to neighboring
LPs, which is computed and communicated over a special
high-speed network. Our DLTWE approach is also based
on controlling optimism by information propagated between
LPs; however, we show how such an idea can be realized on a
modern multicore without using such a high-speed network.
There are also approaches where optimism control can
be performed by LPs based on locally available information, not requiring a special high-speed network. In some of
these techniques, each LP autonomously regulates its event
processing speed against parameters, such as frequency of
rollbacks [29, 8]. Another approach is to use the pattern of
past incoming inter-LP messages [14] to predict the time of
the next incoming message by statistical techniques, thereby
obtaining a bound for advancement of local time. We compare this approach to our technique in Section 5.5. A study
where model-specific information has been used to extract
additional synchronization information (in the form of an extended lookahead) is presented in [24]. In our approach we
also make use of model-specific knowledge; we extract relevant entries from the event queue and communicate them
to neighbors as DLTWEs.
Other performance-enhancing techniques in optimistic
PDES include to avoid rollbacks due to out-of-timestamporder when this is possible. Chen and Szymanski [6] introduce a “lookback”, a limited history of recent events. When
a straggler event arrives, it is checked against the history,
and if no causality error is found, the event is processed as if
arriving in order. Leong et al. [23] view the processes in the
simulator as objects of abstract data types, and messages
as operations being performed on the objects. Some of the
operations commute with each other, and hence rollbacks
can be avoided. Recently, techniques for PDES that specifically target multicores have been developed. One approach
is to allow each subdomain to be accessed by several cores
(e.g., [7, 27]), thereby achieving better load balancing.
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We conjecture that for our work, this benefit would be
more than outweighed by the cost needed for synchronizing
accesses to shared data. Wang et al. [35] present a multicore
NUMA-aware modification of the general optimistic simulator ROSS [5]. We believe that our simulator would gain from
being optimized for a NUMA architecture as well, such an
improvement is however orthogonal to what we present here.
Parallel simulation of RDME models using exact numerical methods was previously addressed by [21, 34, 10]. The
simulators are implemented in MPI, where each LP is mapped
to an MPI process. Each LP simulates a subvolume [10,
34] or a larger subdomain [21]. As discussed by Dematté
and Mazza [10], conservative simulation of RDME models
is infeasible due to the lack of precise lookahead. Hence,
simulators rely on optimistic protocols. A reduction of rollback cost for RDME models was previously implemented by
a static time window from the GVT [21] or adaptive protocols, such as Breathing Time Warp [34]. A more general
class of diffusive systems can also be represented in CellDEVS, parallel simulation of such models has been studied
by Jafer et al. [19].

3.

population of preys in neighboring subvolumes i and j, then
qij

Bi −−→ Bj ,

SPATIAL STOCHASTIC SIMULATION

In this section, we review the class of spatial stochastic
simulation models considered by our simulator.
The reaction-diffusion master equation (RDME) is a framework to describe the dynamics of spatially extended Markovian processes of interacting entities. As the name suggests, the RDME is a suitable model for chemical reactions
in a diffusive environment, but processes from biology, epidemics, and many other applications may also be successfully treated. In particular, the RDME is particularly suitable for systems where discrete effects (due to small populations) and thermal noise should not be neglected.
The spatial domain of interest is divided into subvolumes,
each of which maintains a copy number (discrete count) of
all participating species. The dynamics of the model is then
a continuous-time Markov chain over the state space consisting of all copy numbers in all subvolumes. The state
transitions fall in one of two categories, (i) a reaction event
acts in a single subvolume by removing a combination of
species and replacing it with a different combination, (ii) a
diffusion event moves a single unit of one species from one
subvolume to a neighboring subvolume, and hence changes
the state of two subvolumes. The waiting time for each transition is exponentially distributed with an intensity that is
proportional to the product of the copy numbers of the involved species.
As a concrete example, a reaction from the Lotka-Volterra
predator-prey model described in Section 5.1 reads
r

→ 2C,
B+C −

(2)

expresses the event that one unit of prey in the ith subvolume moves to the jth. The waiting time for this event is
equal to the product of Bi and the transport rate constant
qij . Depending on the scaling of this constant versus the
spatial units, different types of transport may in principle
be modeled. In this work we consider the diffusive scaling
regime, in which qij ∝ h−2 , with h a length-scale (e.g., a radius) of the subvolumes. Notably, with a finer discretization
(i.e., h → 0), the number of diffusion events will increasingly
dominate the Markov chain.
It was Gillespie [17] who popularized simulating independent samples from master equations in general. For RDMEs
one of the first practical sampling algorithms was proposed
in [12], the Next Subvolume Method (NSM). The NSM is a
spatial extension of Gillespie’s Direct Method, incorporating features of the Next Reaction Method [16], which was
the first sampling algorithm using a sorted event queue for
efficiency.
In this work we consider a related method, the All Events
Method (AEM) [3]. The algorithm generates next event
times for each reaction and diffusion in all subvolumes and
stores them in an event queue. It proceeds by repeatedly
selecting the event with the smallest time from the event
queue, processes it by updating the state, and finally updates the event queue by sampling the next time for the
event just processed. Also, at this stage, those rates which
have changed due to the state update need to be rescaled
(see [3] for details).
Being essentially a spatial extension of the Common Reaction Path method [28], the AEM has the benefit of defining a
consistent stochastic flow in the sense of dynamical systems.
This means that the result from different simulation runs,
e.g., with slightly different model parameters, using the same
stream of random numbers will be comparable in a path-wise
sense. Besides implying a much reduced variance in statistical estimators, this is also required when evaluating the
effect of small perturbations or coefficient uncertainties in a
path-wise sense (e.g., root-mean-square, see [3]).
Of relevance to the current application, the AEM stores
the waiting times for the next instance of each reaction or
diffusion event such that it is possible to estimate with reasonable precision when specific events will happen, notably
including diffusion events between subvolumes. Another feature of more practical nature is that, by seeding the random
number generators in an identical way, the parallel simulations yield identical results independently on the number of
LPs, thus ensuring correctness. These features come at a
certain cost, however, as the AEM requires to store more
entries in the event queue compared to, e.g., the NSM.

(1)

4. PARALLEL IMPLEMENTATION

that is, in a particular subvolume one unit of B (prey) is
consumed and one unit of C (predator) is produced. The
intensity for this event is proportional to the product of the
number of B’s and C’s, where r is the constant of proportionality, later referred to as the reaction rate constant. At
any time t, the waiting time to the next event is exponentially distributed with this intensity.
In a spatial context, prey in one subvolume can escape
by moving to another subvolume. If Bi and Bj denote the

In this section we detail our parallelization of the All
Events Method (PAEM), which implements the DLTWE for
a general class of RDME models.
In our parallel simulator, the subvolumes of the simulation
model are partitioned into subdomains, each of which is assigned to an LP. Each LP evolves the state of its subdomain
while maintaining three main data structures: (i) the subdomain state, i.e., for each subvolume, the number of entities
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• SubvolumeState represents the state of each subvolume in the subdomain, i.e., the number of entities of
each species in each subvolume, as well as the timestamp of the last event affecting the subvolume,

of each species (the copy number) as well as the timestamp
of the last event affecting the subvolume, (ii) a time-sorted
event queue, containing the next occurrence of each event
type (reaction or diffusion) for each subvolume in its subdomain, and (iii) a rollback history, which is a time-sorted
sequence of events already processed by this LP.
Each LP advances the simulation by processing events
that affect its subdomain. The LP repeatedly finds the next
event for processing, either in its event queue or in a message from another LP, and processes it by (i) updating the
states of affected subvolumes, (ii) adding the event to its
rollback history, and (iii) adding the next event of the same
type and subvolume to its event queue. If the event is a
diffusion event which crosses a subdomain boundary, then a
message is transmitted to the neighboring LP; each pair of
LPs is connected by a FIFO channel in each direction.
Whenever an LP receives a diffusion message that causes
a causality violation (i.e., it is a straggler ), it must perform a
rollback to the time immediately before the straggler’s timestamp, using its rollback history. We have implemented two
different versions of the rollback operation: a more costly
simple rollback and a less costly selective rollback. The selective rollback is described further below. In the simple
rollback, the local time of the LP is reset to the time immediately preceding the timestamp of the straggler, and the
events in the rollback history that occur after this timestamp
are processed “backwards”. All diffusion messages that had
been sent by the LP during the rollback interval must be
undone by sending corresponding anti-messages to the corresponding LPs. An anti-message cancels any event that
was sent earlier with the same or a later timestamp. The
receipt of an anti-message triggers rollbacks at the receiving
LPs if it cancels a message that has already been processed.
Since rollbacks triggered by stragglers hurt performance,
an LP should try not to advance its local simulation time
past the timestamp of any diffusion message that will be
received in the future. For this purpose, we have developed
the DLTWE (Dynamic Local Time Window Estimate) technique, whereby each LP communicates to a subset of its
neighboring LPs an estimate of the timestamp of the next
diffusion to respective LP; these estimates are obtained from
the current contents of the event queue. An LP does not
advance its local simulation past the time of the earliest incoming time estimate. The optimism of the simulation is
controlled by the tuning of the DLTWE computation, as
described in more detail in Section 5.4.
To reduce the impact of rollbacks, we have developed a
technique for selective rollback. An LP that receives a straggler or an anti-message performs a refined analysis before
executing a rollback. Rather than merely comparing the
timestamp of the incoming diffusion message with its local
simulation time, the receiving LP finds the causality violations that are incurred by the incoming message. The LP
finds the processed events that are causally dependent on the
straggler or anti-message using the trace. Only these events
are rolled back. The cost of selective rollback is typically
significantly lower than the cost of simple rollback.

4.1

• History is a time-sorted sequence of events already processed by the LP; old events are regularly removed
from the history by fossil collection, which we do not
further describe here,
• Channels contains an incoming message channel for
each neighboring LP, and
• Dltwej,i consists of a DLTWE estimate from LPi to
LPj , defined for each pair of neighboring LPs.
For an event e, we let e.time denote its timestamp; for a
diffusion event e, we let e.dest denote its destination subvolume. For a subvolume s, we let dom(s) denote the index of
the LP to which s belongs.
The main simulator loop consists of two phases. The first
phase (lines 8–18), finds the next event to be processed, as
follows. First, for each incoming channel, the first message
that is not canceled by a later anti-message in the channel,
is retrieved by means of the function RetrieveMsg. Intuitively, the retrieved message is the first one in the channel that should be processed after all rollbacks induced by
anti-messages have been performed. The earliest of these
messages is assigned to emsg . If emsg is a straggler which
violates causality in its destination subvolume (checked at
line 9) then a rollback is performed. Second, the earliest
event elocal in the event queue is read. If emsg is earlier than
elocal (line 12), then emsg is assigned to e for processing.
Otherwise, the event elocal is assigned to e for processing,
but only if no DLTWE estimate is violated (line 15). If a
DLTWE estimate is violated, the LP blocks until the expected message or a message from another neighbor is received, at which time the main loop is restarted, in order to
process the message (line 17).
The second phase (lines 19–30) updates the subdomain
state of the LP by processing the event e that was selected
in the first phase. It starts by checking whether e is a “local
straggler”, i.e., a local diffusion event (between subvolumes
of the same LP) that would cause a local causality error
(line 19), in which case a rollback is necessary. Thereafter, e
is processed by adding it to the event history (line 21), updating the states of affected subvolumes, and updating the
times of future events in the event queue that are affected
by the state change(s) (lines 22 through 26). If e is a diffusion to another subdomain, a message is sent (line 28) to
the appropriate LP. After that, the DLTWEs are updated
(line 30) to inform the neighboring LPs of the estimated
times of the next diffusion events.
DLTWEs are computed based on outgoing diffusion events
that can be found in a prefix of the event queue, thus not
considering diffusion events that are scheduled far into the
future. If no relevant diffusion events for a specific LP are
found in the prefix, the corresponding DLTWE is set to infinity. The length of the considered prefix is a tuneable parameter of our approach. A short prefix induces less effort
for DLTWE computation, but will generate DLTWE estimates for only a subset of neighboring LPs, inducing more
optimism in the simulation; too much optimism may result
in high cost for rollbacks. A long prefix, on the other hand,
costs more effort for DLTWE computation, and will avoid
excessive cost of rollbacks, but may in some context also in-

The simulator main loop

Algorithm 1 is a pseudocode description of the main loop
executed by each LP. Lines 2 through 6 define the main
data structures. These are
• EventQueue is a time-sorted priority queue containing
the scheduled local events;
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Algorithm 1: Main loop of Parallel AEM Simulator, executed by each LP.
1: LPs are indexed 1 . . . N , Subvolumes of LPi are indexed 1 . . . ni .
Each LP contains:
2:
EventQueue
. Time-sorted priority queue of scheduled events
3:
SubvolumeState[1 . . . ni ]
. Current state of subdomain
4:
History
. Event history, used for rollbacks
5:
Channels[neighbor LPj s]
. Incoming message channels, one for each neighboring LP
Additionally, LPs communicate via global DLTWEs:
6:
Dltwej,i
. A DLTWE from LPj to LPi (defined for each pair of neighboring LPs)
7: while true do
. First phase: find the next event to process
8:
emsg ← earliest message in {RetrieveMsg(chan) | chan ∈ Channels} . Retrieve, but do not pop, the earliest process9:
if emsg .time < SubvolumeState[emsg .dest].time then
. able incoming message.
10:
SelectiveRollback(emsg )
. If emsg is a straggler, then a rollback must be performed.
11:
elocal ← earliest event in EventQueue
12:
if emsg .time ≤ elocal .time then
. If m precedes any local event
13:
e ← pop emsg from its message channel
. The event e to be processed is from the incoming channels
14:
else
15:
while ∃ neighboring LPj s.t. Dltwej,i < elocal .time do . If next event is later than some DLTWE
16:
if ∃enew ∈ Channels[LPj ] or
exists message in other channel earlier than Dltwej,i then
17:
goto 8
. restart loop from line 8
18:
e ← pop elocal from event queue
. Otherwise the event to be processed is the next local one
. Second phase: process selected event
19:
if e is a local diffusion event and SubvolumeState[e.dest].time > e.time then
20:
SelectiveRollback(e)
21:
add e to History
22:
update state of SubvolumeState[e.subvol]
23:
update timestamps of affected future reactions/diffusions in EventQueue
24:
if e is a diffusion then
25:
if e.dest is local then
26:
update SubvolumeState[e.dest]
27:
else
28:
send diffusion message to owner of e.dest
29:
for each neighbor LPj do
30:
Dltwei,j ← min ({ediff .time | ediff ∈ prefix(EventQueue) and ediff .dest is in the domain of LPj } ∪ ∞)
duce too little optimism. How to tune the prefix length to
make this trade-off is examined in Section 5.4.
As an optimization, the updates of the DLTWEs at line 30
are performed only when necessary, i.e., when the estimated
time of some future inter-LP diffusion event is updated. The
DLTWE estimates are communicated using a single memory cell per direction and neighboring LP-pair, which is only
written to when this results in a new value, to avoid unnecessary coherence traffic.

4.2

D instead contains all destination subvolumes of messages
received from dom(ecause ) after time ecause .time, and their
respective time (line 6). Thereafter, D is completed to contain all hsubvolume, timestampi pairs that are causally dependent on ecause . More precisely, for every diffusion event
between any two subvolumes s, s0 of this LP at time t00 , we
have that if hs, ti ∈ D and t < t00 , there exists hs0 , t0 i ∈ D
such that t0 ≤ t00 (line 7). In the main while loop, the subset of the history H is traversed backwards in time, event
by event (line 8). Each event being incident on some subvolume occurring in D, after the corresponding time t, is rolled
back. An event e is reverted by reversing the state changes
of the affected subvolumes, and updating the intensity of the
corresponding reaction or diffusion accordingly. If the rollback was initiated by an anti-message, and e is an incoming
diffusion originating from a neighbor LP that did not send
this anti-message, then e will be pushed back to the top of
its originating message channel (checked at line 12). If one
or more diffusion events have been sent to a neighbor LPj
during the rollback interval, a single anti-message will be
sent, containing the timestamp of the earliest message sent
to LPj after t (starting at line 14).

The SelectiveRollback function

The function SelectiveRollback(ecause ), shown in Algorithm 2, reverses the effect of all events processed by an
LP at or after time ecause .time, that are causally dependent
on ecause . If a causally dependent event has been sent to a
neighbor, a corresponding anti-message will be sent. Different subvolumes may be rolled back to a different timestamp.
First, we let H contain the part of the history that may be
rolled back (line 2). After that we define a set D of subvolume timestamp pairs, hsubvolume, timestampi. Each pair
hs, ti defines the time t to which subvolume s has to be rolled
back. Initially, if ecause is a straggler, D must at least contain
hecause .dest, ecause .timei (line 4). If ecause is an anti-message,
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• How does our technique scale with the number of LPs?
In Section 5.2 we determine the speedup obtained on
benchmarks, and investigate the dependency on model
parameters.
• How does the parallelized simulator behave? In Section 5.3 we describe how the computation effort is
spent on different activities, exposing potential bottlenecks.
• How should the DLTWE technique be tuned? In Section 5.4 we describe how to tune the cost for the computation of the DLTWE estimate against the gain in
reduced rollback frequency.
• How does the DLTWE technique compare to other
techniques? In Section 5.5, we compare the DLTWE
technique to adaptive optimism control techniques, that
are based on local history. In Section 5.6, we compare
our parallel simulator to other existing simulators for
RDME models.
The performance was evaluated on three sets of benchmarks,
described in more detail in Section 5.1. All experiments were
run on a 4-socket Intel Sandy Bridge E5–4650 machine, each
socket having 8 cores and a 20 MB shared L3-cache. Hyperthreading was used, resulting in a total of 16 hardware
threads per processor. An LP is always assigned to a single thread. Speedup is defined as the wall-clock time of the
sequential algorithm (AEM) over the wall-clock time of parallel algorithm (PAEM). Three-dimensional geometries were
constructed using Comsol Multiphysics 4.3 and converted to
computational models using the URDME framework [11].
The two-dimensional structured meshes used in the spatial predator and prey model were constructed using custom Matlab scripts. The resulting meshes were divided into
subdomains using the multilevel k-way partitioning method
provided by the Metis library [22]. Metis optimizes the
partitioning for minimal number of diffusions crossing subdomain boundaries, while maintaining an equal number of
subvolumes in each subdomain. The partitioning provides a
balanced simulator workload, which we believe has an impact on the parallel performance.

Algorithm 2: Rollback events at or after time t.
1: function SelectiveRollback(event ecause )
2:
H ← {e | e ∈ History and e.time ≥ ecause .time}
3:
if ecause is straggler then
4:
D ← {hecause .dest, ecause .timei}
5:
else
. ecause is an anti-message
6:
D ← {he.dest, e.timei | e ∈ H, dom(e.subvol) =
dom(ecause .subvol)}
7:
D ← extend D under causal dependence
8:
while e ← pop latest event in H do
9:
if ∃hs, ti ∈ D s.t.
e.subvol = s and e.time ≥ t then
10:
revert e
11:
Pop e from History
12:
if e.subvol ∈ LPj and not (isanti(ecause ) and
dom(ecause .subvol) = LPj ) then
13:
push e back to front of Channels[LPj ]
14:
for each neighbor LPj do . send anti-messages
15:
ediff ← earliest rolled back diffusion to LPj
16:
send anti-message with time ediff .time to LPj

4.3

The RetrieveMsg function

The function RetrieveMsg(chan) returns the first message in the incoming channel chan that can be meaningfully
processed, i.e., it is not undone by a corresponding antimessage already present in chan. The function starts by
finding the timestamp of the earliest anti-message in the
channel (line 3). Thereafter, messages are popped and discarded from the channel, until either the first message preceding the earliest anti-message is encountered, or until the
anti-message itself is encountered (lines 4–7). In the former
case, the function returns the message immediately without
popping it from chan. In the latter case, a rollback corresponding to the anti-message is performed (line 8) and the
procedure is repeated. Thus, there are two possible states
of the channel after the completion of the function: a) either there are no anti-messages left in the channel, or b) the
first message in the channel is a diffusion event and has a
time earlier than the time of the earliest anti-message in the
channel.

5.1

Algorithm 3: Locating the first processable message.
1: function RetrieveMsg(channel chan)
2:
while chan contains anti-messages do
3:
eanti ← earliest anti-message in chan
4:
for e ← first message in chan do
5:
if e.time < eanti .time then return e
6:
pop e from chan
7:
if e = eanti then goto 8
8:
SelectiveRollback(eanti .event)
9:
return first message in chan

5.

Benchmarks

We investigated the behavior of our simulator on three
benchmarks. In the first benchmark we evaluated the scaling as a function of the geometry and the ratio of diffusion
to reaction events (D:R). The D:R was measured during a
sequential profiling run. The second benchmark is a spatial
predator and prey model in two dimensions, which was previously used for performance evaluation by others [34]. The
last benchmark is the simulation of the Min-protein system
in a three-dimensional model of the E. Coli bacterium.

5.1.1

Reversible isomerization

We created spatial models from different three-dimensional
geometries, namely a sphere, a disc, and a rod, all of equal
volume. The RDME model considered consists of two freely
diffusing species, A and B, each with initial copy numbers
of 1000 per subvolume. We prescribed the simplest possible
reversible isomerization
c

A−
→ B,

PERFORMANCE EVALUATION

c

B−
→ A,

(3)

where the reaction rate c is selected such that the D:R is 1
when both species diffuse at a diffusion rate of 1. The diffusion rates of both species were varied in {1, 100}, thereby

In this section, we evaluate the performance of our parallelization technique. The aim is to answer the following
questions.
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increasing the D:R. We also varied the volume of the geometries in {1, 10, 100}. For the sphere and the disc we did this
by increasing the radius, keeping the height of the disc at the
constant value 0.2. For the rod, the radius was kept at the
value 0.2 while the length was increased. As all discretization parameters remained the same for all model configurations, the number of subvolumes in each model grew to
approximately {1500, 15000, 150000}. In the following, we
refer to the specific model configurations as [vx,dy], denoting that the model has a volume of x and that the diffusion
rates for both species are y.

5.1.2

Figure 1: The spatial discretization of the E. coli
bacterium geometry; coarse-grained (A) and finegrained (B) tetrahedral meshes.

Spatial predator-prey model

This benchmark is the spatial extension of the LotkaVolterra model, proposed by Schinazi [30]. We use the model
parameters proposed by Wang et al. [34]. The system contains three species, A, B, and C, where the initial copy
number for each is set to 1000 per subvolume. The model
reads
A+B
B+C
C

reactions into the ratio, but this yielded a worse indicator. We discuss the impact of reactions separately
under the D:R.
In Table 1 we present an overview of the benchmark configurations together with the introduced indicators. As the
indicators inter-LP diffusion ratio and the average degree
depend on the number of partitions, the values are listed for
the partitioning to 16, 32 and 64 subdomains. We also list
the sequential and parallel wall-clock time measured for all
model configurations. Note that to measure the sequential
time we used the sequential version of the algorithm (AEM),
thus no parallelization overhead is included in the measurement. Moreover, the simulated time range was freely varied
for each configuration, thus no direct relationship exists between wall-clock times shown in different rows.
Lastly, we list the parallel efficiency for all experiments
and the same set of partitions. The parallel efficiency calculates as T1 (TN ∗ N )−1 , where T1 is the sequential simulation
time and TN the parallel simulation time using N LPs.
We investigated the relationship of the introduced indicators to the measured parallel efficiency. To study the influence of the inter-LP diffusion ratio (inter-LPD) we observe
the scaling of the rod, disc and sphere models at the [d1]
configuration shown in Figures 2a, 2b and 2c. We see that
large models (v100) scale significantly better than models of
medium (v10) and small size (v1). As shown in Table 1, a
large model size leads to a high private work-load per LP
and thus a low inter-LPD. Furthermore, large models with
a lower inter-LPD (e.g., rod) achieve a higher parallel efficiency than models with a higher inter-LPD (e.g., sphere).
The inter-LPD increases at an increasing LP-count, as the
average subdomain size and the number of internal diffusions
decreases. This noticeably affects the scaling of small models (v1), where doubling the LP-count significantly reduces
the parallel efficiency. Hence, we find that the inter-LPD
is an accurate indicator for the parallel performance of our
simulator.
To study the impact of an increasing diffusion to reaction ratio (D:R) we present the scaling of the sphere model
at configurations [d1] and [d100] shown in Figure 4. Here
we find that the difference in parallel performance due to
the increased D:R is small (< 10%). Furthermore, for large
models (v100) we observe that the parallel performance is
independent of the D:R, as shown in Table 1. This is an unexpected finding, as we assumed that the D:R has a stronger
influence on the scaling due to its effect on private workload.
To study how the parallel efficiency depends on the average degree in isolation, we compare different configurations

0.01

−−→ A + 2B,
0.01
−−→, 2C
1
−
→ ∅.

(4)

Note that the count of species A is not changed in the first
reaction, but A is a factor of the total reaction intensity. The
geometry is a two-dimensional square with a varying side of
length {64, 200, 400} units and with square subvolumes of
unit area. The diffusion rates of species B and C are either
d1B = 2.5 and d1C = 5, or d2B = 5 and d2C = 10, while dA = 0
in all cases. In the first case, the D:R is approximately 1,
and about 2 in the second.

5.1.3

A model of the Min-protein system

As a rather challenging benchmark we used a model of
a Min-protein system in a three-dimensional model of an
E. Coli bacterium [13]. The model contains five chemical
species interacting in a system of five reactions. The geometry is pill-shaped, resulting from the union of a cylinder with
two spheres (Figure 1). The complete set of reaction- and
diffusion-rates can be found in [13], and the model is also
available for download in the current release of URDME [2].
We simulated the model at two different mesh resolutions,
hence at two different ratios of reaction to diffusion events
since the diffusion rate is inversely proportional to the square
of the subvolume length. The coarse mesh (Figure 1A) contained 1555 subvolumes and the D:R was approximately 250.
In the fine mesh (Figure 1B) the system consisted of 13307
subvolumes, and the D:R was about 1400.

5.2

Scalability

In this section, we evaluate how the simulator performance
scales with increasing LP-count, and how the scaling depends on the particular model. In order to relate the models
better to the measured performance we identify four potential performance indicators:
• Subvolume count: The number of subvolumes in the
model.
• The diffusion to reaction ratio (D:R): The ratio of simulated diffusion to reaction events.
• Average degree: The average number of neighbors of
each LP.
• Inter-LP diffusion ratio (Inter-LPD): The number of
diffusions crossing subdomain boundaries over the total number of diffusions. We also tried including the
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Model

Conf.

#Subvol.

D:R

Avg. Degree
16 32
64

Inter-LPD.%
16 32 64

Seq.

Time [s]
16
32

64

Efficiency
16
32
64

Sphere

[v1,d1]
[v1,d100]
[v10,d1]
[v10,d100]
[v100,d1]
[v100,d100]

1437
1437
13575
13575
135228
135228

1
105
1
107
1
109

7.6
7.6
7.8
7.8
7.9
7.9

8.8
8.8
8.8
8.8
9.8
9.8

10.3
10.3
10.8
10.8
10.8
10.8

24
24
12
12
6
6

32
32
15
15
8
8

42
42
21
21
10
10

198.7
216.4
259.8
293.7
545.1
476.1

34.7
45.5
37.7
43.3
64.1
53.3

29.9
40.5
23.1
28.2
31.1
24.5

21.9
37.9
13.7
17.1
12.6
11.6

0.36
0.3
0.43
0.42
0.53
0.56

0.21
0.17
0.35
0.33
0.55
0.61

0.14
0.09
0.3
0.27
0.68
0.64

Disc

[v1,d1]
[v1,d100]
[v10,d1]
[v10,d100]
[v100,d1]
[v100,d100]

1555
1555
13452
13452
125537
125537

1
91
1
85
1
82

4.1
4.1
4.4
4.4
4.2
4.2

5
5
4.7
4.7
4.6
4.6

5.7
5.7
5.2
5.2
5.1
5.1

15
15
5
5
2
2

22
22
8
8
3
3

33
33
11
11
4
4

186.9
190.2
203.4
204.4
376.9
282.7

31.3
33.5
27.3
26.8
45.7
34.2

23.7
26.8
14.9
15.9
20.1
14.9

23.1
30
8.8
9.7
7.4
5.5

0.37
0.36
0.47
0.48
0.52
0.52

0.25
0.22
0.43
0.4
0.59
0.59

0.13
0.1
0.36
0.33
0.8
0.8

Rod

[v1,d1]
[v1,d100]
[v10,d1]
[v10,d100]
[v100,d1]
[v100,d100]

1429
1429
14000
14000
139139
139139

1
90
1
90
1
91

1.9
1.9
1.9
1.9
1.9
1.9

1.9
1.9
1.9
1.9
1.9
1.9

2.8
2.8
2
2
2
2

13
13
1
1
0
0

27
27
2
2
0
0

54
54
5
5
0
0

174.7
177.6
224.2
232.6
325.5
357

27.1
31.1
28
27.7
40.1
42.2

22.9
30.1
14.7
15.6
18
19.7

27.1
33.8
8.3
9.3
6.4
6.9

0.4
0.36
0.5
0.53
0.51
0.53

0.24
0.19
0.48
0.47
0.56
0.57

0.1
0.08
0.42
0.39
0.79
0.81

Pred.Prey

[n64,d1]
[n64,d2]
[n200,d1]
[n200,d2]
[n400,d1]
[n400,d2]

4096
4096
40000
40000
160000
160000

1
2
1
2
1
2

4.1
4.1
4.1
4.1
4
4

4.7
4.7
4.6
4.6
4.6
4.6

4.9
4.9
5
5
5.1
5.1

6
6
2
2
1
1

10
10
3
3
2
2

14
14
5
5
2
2

203.5
324.6
371.2
592.6
286.1
387.1

29.2
51.6
44.2
72.3
31.5
50.5

22.8
41.2
22.7
34.6
13.8
22.2

12.2
33.4
11
20.9
5.8
9.1

0.44
0.39
0.53
0.51
0.57
0.48

0.28
0.25
0.51
0.54
0.65
0.54

0.26
0.15
0.53
0.44
0.78
0.67

[coarse,–]
MinSystem [fine,–]

1555
13307

304
1517

5.2
4.9

7.5
7.3

8.7
8.9

20
10

27
14

38
20

126
539.9

29.7
80.4

23
53.1

24
34.1

0.27
0.42

0.17
0.32

0.08
0.25

Table 1: Overview of benchmark characteristics and results.
of geometries with the same Inter-LPD. Namely, the models disc [v10,d1] and sphere [v100,d1], both of which have
a Inter-LPD of 8% at the partitioning on 32 LPs. We find
that the sphere model has a higher average degree than the
disc model and the parallel efficiency is likewise increased.
Nonetheless, as the models are of different subvolume sizes,
we can not rule out the influence of unknown factors that
correlate with the average degree.
Lastly, we observe the effect of the subvolume count indicator. It can be seen in Table 1 that a correlation with the
Inter-LPD and thus the parallel efficiency exist. Furthermore, the efficiency for simulation of large models (v100)
increases at increasing LP-count, which is not the case for
small or medium size models. We suspect that this outcome
is attributable to cache effects, as the partitioned model may
fit better into core-local cache levels.
To visualize the correlation of the inter-LP diffusion ratio and subvolume count indicators to the parallel efficiency
we applied least-squares curve fitting to the data for all [d1]
models simulated on 64 LPs, as shown in Table 1. In Figure 3 we see the inter-LPD to parallel efficiency data fitted
with a negative exponential function, and the subvolume
count to parallel efficiency correlation fitted by a log-linear
relationship.

5.3

64 threads
parallel efficiency

1

0.5

0
0

10

20

30

40

50

60

Inter-LP diffusion ratio
parallel efficiency

0.8
0.6
0.4
0.2
0
7

8

9

10

11

12

log(subvolume count)

Figure 3: Curve fitting of the inter-LPD and
subvolume-count indicators to the parallel efficiency
for all [d1] models simulated on 64 LPs.

the best performance for each model; hence the degree of
optimism varies, and as a consequence the allocation of effort may be distributed differently. To measure the different parts of the effort, a lightweight instrumentation of the
simulator was performed. The instrumentation allows us to
break down the execution time into six parts of interest (line
numbers refer to Algorithm 1):

Detailed Behavior

In this section, we study in detail how the effort of the
simulator is allocated. The DLTWEs were tuned to achieve

190

10

20

30

40

50

60

55
50
45
40
35
30
25
20
15
10
5
0

v1
v10
v100

10

20

30

Speedup

v1
v10
v100

Speedup

Speedup

55
50
45
40
35
30
25
20
15
10
5
0

40

50

Number of threads

Number of threads

(a) Rod[d1]
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Figure 2: Speedup for different configurations of the geometries rod, disc and sphere, the size is varied.
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Figure 4: Speedup for the sphere[v10] model, D:R
d1 and d100.
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Number of threads

• Waiting: Time spent on blocking due to DLTWEs.
(lines 15–17)
• Rollbacks: Time spent on processing anti-messages
and rollbacks. (lines 8,9 and 20).
• Redo: Time spent on redoing work that has been undone by a preceding rollback. We estimate that the
forward processing time is roughly equal to the backward processing time of an event, thus we estimate this
value to be the same as Rollbacks.
• Local work: Time spent on processing of local events,
other than events that could be attributed to Redo.
(roughly lines 21–28, when e originates from the local
event elocal at line 18)
• Messaging: Time spent on processing of diffusion
messages other than anti-messages and messages that
could be attributed to Redo. (roughly lines 21–28,
when e originates from the message m at line 13)
• DLTWE computation: Time spent on computing
new DLTWEs, including scanning of the event queue.
(line 30)
Of the above, Local work and Messaging are considered useful work, and the other parts are referred to as non-work.
The results of the breakdown analysis for the rod[d1],
disc[d1] and sphere[d1] models, large size (v100), are shown
in Figure 5. We see that the non-work part is completely
dominated by blocking due to DLTWEs. Only a lesser part
of the time is spent on rollbacks. Hence, the DLTWEs lead
to a largely conservative execution for these models. For
the sphere model, more time is spent on the processing of
messages in relation to the other models. This difference is
explained by the increased connectivity of the sphere model,

Figure 5: Breakdown of the execution time for the
rod, disc and sphere models, size v100 and D:R d1.
whose average degree is the double of that of the disc model,
and five-fold in comparison to the rod.
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Figure 6: Breakdown of the execution time for the
rod, disc and sphere models, size v1 and D:R d1.
In Figure 6, a corresponding breakdown analysis for the
small models (v1) is shown. Here we see that a much larger
portion of the non-work time is spent on rollbacks, for the
disc and the sphere models. The DLTWEs have been tuned
for optimal performance in each case. For the small models
(v1), we see that for the best performance, a more optimistic
(i.e., allowing for more rollbacks) simulation is better. Over-
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all, more time is spent on parallel overhead for small models,
which is in line with our expectation, as the amount of private work per LP is very small.

5.4

son to the non-selective rollbacks. The optimal k is different
for the two techniques, using selective rollbacks it is substantially shorter. This is because the effort of rollbacks is much
smaller, and thus the performance improves, as optimism increases, even though the number of stragglers increase. We
also see that in general, the best performance is achieved
when quite a modest percentage of the DLTWEs between
the LPs are known.

Tuning the DLTWE Computation

In this section, we discuss how to tune the DLTWE computation, and we show how the selective rollback technique
affects the performance in comparison to using non-selective
rollbacks.
The EventQueue of Algorithm 1 is implemented as two
separate queues, one for reactions and one for diffusions.
The diffusion queue contains both local and inter-LP diffusion events. The DLTWEs are produced by scanning the
events in the diffusion queue (line 30 in Algorithm 1). The
length of the prefix being scanned is a tunable parameter of
our simulator, that affect the number of neighbors of each
LP for which the DLTWEs are updated. Scanning a longer
prefix of the diffusion queue results in a greater fraction of
the DLTWEs being updated, and thus a more conservative
simulation; furthermore, it requires more effort to update
the DLTWEs. Scanning a shorter prefix results in fewer
DLTWEs being updated (and thus set to infinity), and a
more optimistic simulation.

5.5

Time [s]

Avg. % of DLTWEs present
0.10
0.12 0.26
0.48
0.67
45
Selective rollbacks
40
35
Non-selective rollbacks
30
25
20
15
10
5
0
0
1
2
3
4
5
6
7

Comparison to other techniques.

In this part we compare the DLTWE-synchronization technique to an adaptive protocol guided by the LP’s local history, namely the Probabilistic Adaptive Direct Optimism
Control (PADOC) proposed by Ferscha [14]. PADOC was
implemented in our simulator, replacing the DLTWE synchronization. We have used non-selective rollbacks in this
comparison, as it was more efficient when using the PADOC
algorithm.
The PADOC algorithm relies on message arrival statistics
that are continuously collected on each LP. At each advance
of the local simulation time, the LP computes an estimate
of the next message arrival time based on the statistics and
the last arrival time. Depending on the distance from the
current simulation time to the estimate, the LP decides to
block for a constant amount of real time or or to proceed
with optimistic execution of local events. To be exact, the
decision is made by sampling of a sigmoidal probability density function described by a mean at the estimated future
arrival time. The steepness of the probability distribution
function is scaled with a constant in the range [0 1], where
a value closer to 1 implies a stronger confidence in the estimator. In our experiments PADOC obtained the best performance at a scaling constant of 0.1. This suggest a large
variance of the message arrival times in the simulations. We
used the arithmetic mean as the estimator of message arrival
statistics.
We evaluated PADOC on two benchmarks; the spatial
predator and prey model at the [n400,d1] configuration, and
the Min-system at the [fine] configuration. The speedup for
both models simulated using the PADOC or DLTWE protocol is shown in Figure 8a, 8c. For both models, the DLTWE
outperforms PADOC by a large margin. The breakdown of
the execution time is shown in Figure 8b and 8d. For each
LP-count, the execution time is normalized to the DLTWE
time, the left bar. We see that in general, DLTWE keeps
the time spent on rollbacks at a very modest level. It should
be noted that in the breakdown figures, the relative portion
of the waiting time is slightly bigger for the DLTWE than
if selective rollbacks would have been used. For PADOC,
waiting for neighbors and performing rollbacks takes up a
greater part of the total execution time. As the number of
LPs increases, the failure to accurately predict arrivals of
messages carries an increasingly significant cost.

8

number of outgoing inter-LP diffusions k

Figure 7: Total execution time for varying number of outgoing inter-LP diffusion events k being
scanned, and average percentage of DLTWEs computed on the Predator-Prey[n200,d1] benchmark, on
64 threads.
We analyze how the performance depends on the number of outgoing inter-LP diffusions k found while scanning
a prefix of the diffusion queue, and also how this dependency is affected by the total cost of performing rollbacks
during a simulation. For this, we run simulations under a
range of scan prefix lengths, on the Predator-prey[n200,d1]
model, both using the selective rollback technique and using the non-selective rollbacks. The results are displayed in
Figure 7. On the x-axis above the plot, the performance
is related to the average percentage of DLTWEs being updated. On the x-axis below, the performance is related to
the number of outgoing inter-LP diffusions k. The execution
time of the simulation using selective rollbacks and using
non-selective rollbacks are shown for different lengths of the
scan prefix (and hence for different k). For a smaller k, the
performance of the non-selective rollback starts to decline
when the percentage of the DLTWEs being updated passes
below 50%. For the selective rollback, the performance does
not start to decline until 5%.
We see that in general the selective rollback technique always results in a superior or similar performance in compari-

5.6

Relation to other works

In this section we discuss the performance of our simulator using the DLTWE technique in relation to other works.
We would like to point out that is difficult to make a fair
comparison to other approaches, as previously used methods
differ from our approach (e.g., other numerical algorithms
or distributed instead of shared-memory). The single previously published RDME benchmark that can be found in
the literature for the amount of LPs considered by us was
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Figure 8: Comparison of DLTWE and PADOC on the Predator-Prey[n400,d1] and Min-System[fine] models.
In (a) and (c) the speedup of the DLTWE and the PADOC method is shown. In (b) and (d) a breakdown of
how the time is spent is shown.
the spatial predator and prey model presented by Wang et
al. [34]. The parallel simulator used in the study is the
Abstract Next Subvolume Method (ANSM), a distributedmemory implementation of the NSM using the Breathing
Time-Warp protocol for synchronization. Our speedup and
the ANSM speedup taken from [34], Figure 2b, are shown
in Table 2.
Simulator (Protocol)
ANSM (BTW)
PAEM (DLTWE)

8 LPs
4x
4.5x

16 LPs
6x
8.4x

32 LPs
11x
16.4x

With our implementation we have shown that the DLTWE
technique is well suited to the setting of spatial stochastic
simulations, and that it performs well on realistic problems
in a shared memory environment. Notably, the DLTWE enables a parallel scaling which compares favorably to other
inter-LP synchronization techniques described in the literature, as well as other parallelization efforts that have been
reported in the literature.

64 LPs
20x
33.9x
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Table 2: Speedups obtained on the spatial predator
prey model on a 200 x 200 grid using the ANSM
and PAEM simulators.
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