
IT Licentiate theses
2016-009

Inflow Generation for Scale-Resolving
Simulations of Turbulent Boundary Layers

TIMOFEY MUKHA

UPPSALA UNIVERSITY
Department of Information Technology





Inflow Generation for Scale-Resolving
Simulations of Turbulent Boundary Layers

Timofey Mukha
timofey.mukha@it.uu.se

September 2016

Division of Scientific Computing
Department of Information Technology

Uppsala University
Box 337

SE-751 05 Uppsala
Sweden

http://www.it.uu.se/

Dissertation for the degree of Licentiate of Philosophy in Scientific Computing

c© Timofey Mukha 2016
ISSN 1404-5117

Printed by the Department of Information Technology, Uppsala University, Sweden





Abstract

Generating inflow fields for scale-resolving simulations of turbu-
lent flow is crucial for a wide range of applications and is an active
area of research. In this thesis, a method for inflow generation
employing a precursor turbulent channel flow simulation is pro-
posed. A procedure for determining the parameters of the pre-
cursor simulation based on the properties of the inflow is given.
To evaluate the performance of the method, results from a sim-
ulation of a flat-plate zero-pressure-gradient turbulent boundary
layer are analysed. The adaption length is quantified in terms
of the development of integral quantities and the statistical mo-
ments of the velocity field. The performance is also compared
with that of a state-of-the-art rescaling method for the genera-
tion of inflow data. It is shown that both approaches result in
adaption lengths of comparable sizes, which makes the proposed
method an attractive alternative due to its conceptual simplicity
and robustness.

As part of the work on inflow generation, a Python package,
eddylicious, was developed. The purpose of the package is to
be a framework within which various generation methods can be
implemented. The package is available online under an open-
source license. An overview of the architecture and currently
implemented functionality of the package is given in this thesis.

Furthermore, the results of a preparatory study on large-eddy
simulation of wall-bounded turbulent flows are discussed. Fully-
developed turbulent channel flow is used as a model problem,
and the general-purpose computational fluid dynamics solver
OpenFOAM is employed. The accuracy of the results with re-
spect to the resolution of the computational mesh is analysed.
Several modelling approaches for the subgrid scale stresses are
considered.

i



ii



Acknowledgments
Firstly, I would like to thank my main supervisor Mattias Liefvendahl for
his continuous support and guidance. I would also like to thank my second
supervisor, Gunilla Kreiss, for her active engagement in the project and
fruitful discussions. Another big thank you goes to my friend and colleague
Saleh Rezaeiravesh, whose knowledge on black holes is key for the success
of our research.

It would be much harder to complete this thesis if not for the friendly
atmosphere in the office where I work. Therefore a big thanks goes to all
my current and former office-mates.

The office is important, but the coffee-lounge is not to be underestimated
either. Thus the whole division of Scientific Computing is acknowledged
for providing a great working environment and being number one in the
elaborate art of “fika”.

The Swedish National Infrastructure for Computing (SNIC) is gratefully
acknowledged for providing the possibility to perform simulations demand-
ing hundreds of computational cores. In particular, the machines at Uppsala
Multidisciplinary Center for Advanced Computational Science (UPPMAX)
and the PDC Centre for High Performance Computing were used.

The work was supported by Grant No 621-2012-3721 from the Swedish
Research Council.

Finally, I would like to thank my family for always being there for me.

iii



iv



List of Papers
This thesis is based on the following papers

I T. Mukha and M. Liefvendahl. Large-Eddy Simulation of Turbulent
Channel Flow. Technical Report 2015-014, Department of Information
Technology, Uppsala University, 2015.

II T. Mukha and M. Liefvendahl. The Generation of Turbulent In-
flow Boundary Conditions Using Precursor Channel Flow Simulations.
Submitted.

III T. Mukha and M. Liefvendahl. Eddylicious: A Python Package for
Turbulent Inflow Generation. Submitted.

v



vi



Contents

1 Introduction 3

2 Computational Fluid Dynamics 7
2.1 Equations of Fluid Motion . . . . . . . . . . . . . . . . . . . . 7
2.2 Large-Eddy Simulation . . . . . . . . . . . . . . . . . . . . . . 8

2.2.1 Scale Separation via Filtering . . . . . . . . . . . . . . 8
2.2.2 Modelling the Subgrid Stresses . . . . . . . . . . . . . 9

2.3 Numerical Methods . . . . . . . . . . . . . . . . . . . . . . . . 11

3 Two Wall-Bounded Turbulent Flows 15
3.1 Turbulent Boundary Layer . . . . . . . . . . . . . . . . . . . . 15
3.2 Turbulent Channel Flow . . . . . . . . . . . . . . . . . . . . . 18

4 Inflow Generation 21
4.1 Review of Existing Approaches . . . . . . . . . . . . . . . . . 21
4.2 Strong Recycling of Channel Flow for TBL Simulations . . . 26

4.2.1 Definition of the Method . . . . . . . . . . . . . . . . 26
4.2.2 Determination of the Precursor Parameters . . . . . . 28

5 Eddylicious: A Python Package for Inflow Generation 31
5.1 Motivation and Purpose . . . . . . . . . . . . . . . . . . . . . 31
5.2 Architecture of the Package . . . . . . . . . . . . . . . . . . . 32
5.3 Implemented Functionality . . . . . . . . . . . . . . . . . . . 33

6 Numerical Experiments 37
6.1 Turbulent Channel Flow . . . . . . . . . . . . . . . . . . . . . 37

6.1.1 Grid Resolution Study . . . . . . . . . . . . . . . . . . 38
6.1.2 Subgrid Stress Model Study . . . . . . . . . . . . . . . 41

6.2 Turbulent Boundary Layer . . . . . . . . . . . . . . . . . . . . 45

7 Summary and Future Work 49

1





Chapter 1

Introduction

Turbulent flows play a significant role in many branches of engineering.
Examples include the aeronautic, automotive, marine, oil and gas, and other
industries, where predicting the properties of fluid flow plays a crucial role in
product development. From an academic perspective, turbulence continues
to be a physical phenomenon the properties and behaviour of which are
incompletely understood. For these reasons, the study of turbulent flows
is an active area of research driven by both public institutions and private
companies.

In the recent decades the role of computer simulations in the study and
prediction of turbulent flows has rapidly grown. The main cause for this is
the increase in the power and availability of computational resources. Also,
programming languages have evolved, and the internet has allowed for easy
collaborative development of large software packages. Thus, robust libraries
dedicated to fluid flow simulations have been created. An example of such
a library is OpenFOAM1, which is used for the simulations presented in this
thesis.

Currently, Computational Fluid Dynamics (CFD) is already a mature
field. However, accurate prediction of turbulent motion still remains a chal-
lenge. Its multi-scale nature makes it often impossible to directly resolve all
the turbulent motion in a simulation. This problem is especially prolific in
the case of wall-bounded flows. For example, in [29] flow around a model-
scale ship is simulated using approximately a billion grid points, but the
spatial resolution is still not high enough to capture the smallest turbulent
scales. Therefore, instead of simulating turbulence directly its effects are
often modelled. A large number of turbulence models have been developed,
some of them applicable to a wide range of flow cases.

Nevertheless, the desire to simulate more complex physical phenomena,

1www.openfoam.com
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Figure 1.1: A sketch of a T-junction, the red dotted lines represent the
boundaries of the computational domain.

poor performance of turbulence models in certain cases, and the ever growing
availability of computational resources lead to the search of a compromise
between modelling turbulent motion and resolving its scales directly. An
approach that has found wide-spread use is Large-Eddy Simulation (LES). It
combines the modelling of small turbulent structures with direct simulation
of the larger energy-containing eddies. This simulation technique is used in
the computations that are presented in this work. It is anticipated, that the
role of such scale-resolving simulations will continue to grow rapidly in the
upcoming decades [40].

In a CFD simulation, the spatial domain of the studied problem is al-
ways bounded. In engineering this may correspond to some component of a
more complex device or system. In academic research this may be a finite
approximation of a theoretically infinite geometry (e.g. in the case of chan-
nel flow). The behaviour of velocity, pressure and other flow values on the
boundaries of this computational domain has to be modelled in such a way
that it accurately represents the real-life behaviour of the flow.

As an example, consider the T-junction of two pipes featured in fig-
ure 1.1. Assume that the domain is bounded by the red dotted lines. The
treatment of the flow variables at the outflow boundaries should ensure that
the flow can propagate out of the computational domain. A far more chal-
lenging problem, however, is the modelling of the inflow boundary. For
instance, consider the velocity values. When turbulence is modelled and
no turbulent fluctuations are resolved, prescribing the inflow velocity boils
down to assigning the correct mean values. They can be obtained either
from experimental data or, in some cases, from known analytical expres-
sions. However, when a significant part of the turbulent scales is resolved,
the turbulent fluctuations should be prescribed at the inflow as well. This
means that the prescribed values should change with time and contain struc-
tures that are an accurate representation of the upstream turbulent flow in
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question.
This issue, generation of turbulent inflow for scale-resolving simulations,

is the main topic addressed in this work. In particular, inflow turbulent
boundary layers (TBLs) are focused on. Next to a streamlined body there
exists a thin boundary layer, where the fluid velocity transits from zero
(relative to the body) at the wall of the body to the free-stream velocity
of the surrounding fluid. For a very extensive range of industrial applica-
tions, the boundary layer is turbulent. Many canonical flows also include a
TBL. Examples are the flows around a backward-facing step [22] and over
a contoured ramp [1].

The existing methods for inflow generation for LES can be classified into
two categories [47, 48]: precursor simulation based methods and synthesis
methods. The former rely on an auxiliary simulation, referred to as the
precursor, to generate the inflow. The latter generate the data stochastically.
Precursor-based methods offer the best accuracy [47, 19] but at the cost of
the overhead of the extra simulation. One of the main contributions of this
thesis is the proposal of a framework that uses channel flow as a precursor
simulation for generating inflow for simulations with a TBL at the inflow.

This thesis is structured as follows. Chapter 2 describes the governing
equations of fluid flow, introduces LES in a more formal way, and discusses
the numerical algorithms used in the simulations which were performed as
part of this work. Chapter 3 gives a short summary of the physics of two
wall-bounded flows that play a central role in this thesis, namely, the flat-
plate TBL and fully-developed turbulent channel flow. Chapter 4 contains a
detailed overview of the existing precursor-based methods for inflow genera-
tion and presents an inflow generation method based on a precursor channel
flow simulation. Chapter 5 gives an overview of the architecture and func-
tionality of a Python package for inflow generation, which was developed
by the author. Chapter 6 contains results from numerical simulations of
channel flow and of a TBL. Finally, chapter 7 summarises the thesis and
speculates regarding possible future work.





Chapter 2

Computational Fluid
Dynamics

2.1 Equations of Fluid Motion

In this thesis, it is assumed that the modelled fluid is incompressible. Spe-
cifically, the density, ρ is considered to be constant. This assumption leads to
a simplification of the equations governing the motion of the fluid. Conser-
vation of mass implies that, in this case, the velocity field must be solenoidal,

∂ui
∂xi

= 0. (2.1)

Here, ui are the Cartesian components of the velocity field and xi are the
spatial coordinates, summation over repeated indices is implied.

The conservation of momentum of a viscous fluid is described by the
Navier-Stokes equations,

∂ui
∂t

+
∂

∂xj
(uiuj) = −1

ρ

∂p̃

∂xi
+ ν

∂2ui
∂xj∂xj

(2.2)

where p̃ is the pressure, and ν is the kinematic viscosity. For brevity, the
modified pressure p = p̃/ρ will be further referred to as the “pressure”.

Equations (2.1) and (2.2) must be complemented with initial and bound-
ary conditions. In simulations of turbulent flow, the role of initial conditions
is commonly to introduce perturbations that will facilitate the development
of turbulence. Also, for statistically steady flows, accurate initial conditions
can lead to faster convergence. In this work, uniform values of pressure and
velocity are used as initial conditions, unless stated otherwise. The perturb-
ations introduced by the dispersive nature of the numerical schemes used
for discretization (see section 2.3) were found to be sufficient to trigger the
development of turbulence.

7



8 Chapter 2. Computational Fluid Dynamics

It was mentioned in the introduction that inflow boundary conditions,
in particular the velocity values prescribed at the inlet, are the central topic
of this thesis. Mathematically, the boundary condition at the inlet can be
classified as a “velocity inlet”, that is, a combination of an inhomogeneous
Dirichlet condition for the velocity field and a homogeneous Neumann con-
dition for the pressure. Other boundary conditions that will be employed
in this work are the following. At outflow boundaries the “pressure out-
let” condition is used, which is homogeneous Neumann for the velocity and
homogeneous Dirichlet for the pressure. At boundaries that correspond to
walls the “no-slip” condition is applied. Since no moving walls are considered
in this work, this entails a homogeneous Dirichlet condition for velocity and
a homogeneous Neumann condition for the pressure.

Some notation that will be used throughout this thesis is now intro-
duced. A Cartesian coordinate system (x, y, z) will be employed. The three
coordinates correspond to the streamwise, wall-normal and spanwise dir-
ections, respectively. The associated components of the velocity field are
(u, v, w). Angular brackets 〈〉 will be used to denote the average value,
where the averaging is performed both in time and along statistically ho-
mogeneous spatial directions. The fluctuating component of some quantity
will be denoted by a prime, e.g. u′ = u−〈u〉 is fluctuation of the streamwise
velocity. Bold font will be used to denote vectors.

2.2 Large-Eddy Simulation

2.2.1 Scale Separation via Filtering

In chapter 1, it was mentioned that, in the case of turbulent flow, solv-
ing (2.1) and (2.2) on the computer is often impossible due to the computa-
tional power that this would require. Large-eddy simulation was pointed out
as an alternative approach which combines the modelling of small turbulent
structures and direct simulation of larger ones.

It stems from this informal definition that at the heart of LES is a
procedure that allows to perform a separation of scales. The turbulent
structures are somehow categorized into “small” and “large”. This is not
trivial, because in turbulent flows energy is distributed continuously over
the whole range of existing scales. In LES the separation is achieved by
applying a filtering operation [35],

φ̄(x, t) =

∞∫∫∫

−∞

φ(x, t)G (x− ξ,∆) d3ξ. (2.3)

Here, φ is some flow variable, φ̄ is its resolved part, G is the kernel of the
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filter, and ∆ is a characteristic length-scale also referred to as the filter
width. The scales that are filtered out in (2.3) are referred to as subgrid
scales (SGS).

The definitions of G and ∆ dictate what turbulent motion is resolved and
what is modelled. In practice, it is common that the choice of these filter
parameters is tightly connected to the discretization practices employed in
the process of solving the equations of motion. The discussion of filtering will
therefore be continued in the next section, which is dedicated to numerical
methods.

The filtering operation defines a new set of unknowns, namely the filtered
velocity ūi and the filtered pressure p̄. In order to derive the equations
governing these quantities, filtering is applied to (2.1) and (2.2). This gives
the following result.

∂ūi
∂xi

= 0, (2.4)

∂ūi
∂t

+
∂

∂xj
(uiuj) = − ∂p

∂xi
+ ν

∂2ūi
∂xj∂xj

. (2.5)

Note that the term uiuj is not readily expressible in terms of the new un-
knowns. By adding and subtracting ūiūj to uiuj we get,

∂ūi
∂t

+
∂

∂xj
(ūiūj) = − ∂p̄

∂xi
− ∂Bij

∂xj
+ ν

∂2ūi
∂xj∂xj

, (2.6)

where

Bij = uiuj − ūiūj (2.7)

is the SGS stress tensor. Physically, it represents the dynamic coupling
between the resolved and subgrid turbulent fluctuations. The SGS stress
tensor has to be modelled in order to close the system of equations. A brief
review of some of the existing approaches is given in the next section.

2.2.2 Modelling the Subgrid Stresses

A rich variety of approaches to modelling Bij has been developed. A thor-
ough description of many of them can be found in [35]. However, only a
limited number of the models proposed in the literature has found its way
into general-purpose CFD packages. Some models that have found wide-
spread use are described below.

A common approach to SGS-modelling is to employ the Boussinesq ap-
proximation, which is the hypothesis that the subgrid stresses can be mod-
elled in a way structurally similar to the viscous stress, [35]. This boils
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down to adding a space- and time-dependent subgrid viscosity, νsgs, to the
kinematic viscosity ν in the viscous term of the filtered Navier-Stokes equa-
tions (2.5).

The task is then to obtain a way of calculating νsgs. This is possible
under the hypothesis, that a characteristic length scale lsgs and time scale
tsgs are sufficient to describe the subgrid scales, [35]. Dimensional analysis
leads to the SGS viscosity being calculated as

νsgs ∼
l2sgs
tsgs

= usgslsgs, (2.8)

where usgs is the corresponding velocity scale. A natural choice for lsgs is
the filter width ∆. The velocity scale usgs is conveniently represented as the
square root of the SGS turbulent kinetic energy ksgs.

One popular approach is then to solve a transport equation to obtain
ksgs. This was proposed independently by several researchers, [13, 20, 37,
50, 51, 46]. The equation is as follows,

∂ksgs
∂t

+
∂ūiksgs
∂xi

= 2νsgsDijDij − Ce
k

3/2
sgs

∆
+

∂

∂xi

(
νsgs

∂ksgs
∂xi

)
+ ν

∂2ksgs
∂xi∂xi

,

(2.9)
where Dij is the filtered rate of strain tensor, and Ce = 1.048 is a model
constant. The expression for νsgs is then taken to be

νsgs = Ck∆
√
ksgs, (2.10)

where, Ck = 0.094, is another model constant.

Physically, the four terms on the right-hand side of (2.9) represent, re-
spectively, the production of turbulence by the resolved scales, turbulent
dissipation, turbulent diffusion, and viscous dissipation. More details on the
derivation of (2.9) and the employed modelling assumptions can be found
on page 128 in [35]. The combination of (2.9) and (2.10) will be further
referred to as the one-equation model.

Another popular approach, known as the Smagorinsky model [41], is to
use Dij as the inverted time scale 1/tsgs. This leads to

νsgs = (Cs∆
2)Dij , (2.11)

where Cs = 0.15 is the Smagorinsky constant.

A known downside to both the one-equation and the Smagorinsky model
is that they suffer from incorrect behaviour of νsgs in the limit y → 0, where
y is the distance from the wall. Namely, the values of the νsgs get over-
predicted. This can be rectified by introducing a damping function. A
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commonly used function is the one proposed by van Driest [7]. It can be
implemented as a modification of ∆ near the wall,

∆vD =
κ

C∆
y
(

1− e−y+/A+
)
. (2.12)

Here, κ = 0.41, is the von Karman constant, y+ is the distance to the wall
scaled with the viscous length-scale, C∆ = 0.158, and, A+ = 26.

A further development of SGS modelling was the invention of so called
dynamic models. These models addressed the issue of the model constants,
such as Cs, actually being flow dependent. Instead of demanding a choice
of a global value, dynamic models treat the model constants as time- and
space-dependent parameters, which can be calculated during the simulation
via a certain procedure. In the framework of the Smagorinsky model, this
procedure was developed by Germano [10] and later improved by Lilly [24]
and Meneveau [27]. The way of obtaining the constants dynamically will
not be presented here, instead the reader is referred to [35] and chapter 13
in [31].

A drastically different approach to SGS modelling is to rely on the extra
dissipation introduced by the used numerical methods instead of adding it
explicitly. This approach is known as implicit LES (ILES) [11]. The study [9]
provides comparison between ILES and conventional SGS modelling. In par-
ticular, flux limiting schemes are shown to give an error term consistent with
the structure of conventional SGS models. For the considered case studies,
it is shown that ILES gives results that are at least not worse than those
obtained with conventional models, such as the Smagorinsky model. One
aspect that makes ILES attractive is that it removes the need for computing
νsgs, which for some models such as the one-equation model, means remov-
ing an extra transport equation from the system. This can mean a notable
increase in the performance of the solver.

2.3 Numerical Methods

In this section, the numerical methods used to solve (2.4) an (2.6) are dis-
cussed. All the simulations presented here were performed using the freely
available general-purpose CFD library OpenFOAM. Therefore, the methods
presented below describe a part of the capabilities of this software. For a
more detailed description of the numerical algorithms behind OpenFOAM and
their implementation the interested reader is referred to [16], [5], and [34].

To discretize the governing equations, OpenFOAM uses the finite volume
method (FVM). The computational domain is decomposed into a large num-
ber of polyhedral cells, also called control volumes. The continuous flow field
is represented by the values of the flow variables in the centroids of the cells.
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Within each cell the flow variables are considered constant and equal to
the values in the centroid. It can be shown [8] that storing the values in
the centroid leads to it being a second-order accurate approximation of the
average value across the volume of the cell.

Note that, by construction, using the FVM implies that we cannot re-
solve turbulent scales that are smaller than the local cell-size. This intro-
duces a natural length-scale that can be used to specify the filtering opera-
tion (2.3). Let V be the (local) volume of the computational cell. Then if

∆ is defined as V
1
3 and the top-hat filter

G =

{
1/∆3, x ∈ V
0, otherwise,

(2.13)

is employed, the resolved part of any flow variable is equal to the local cell-
average. As explained above, the latter is in turn approximated by the value
in the centroid. What this means is that no explicit filtering procedure needs
to be performed.

Coupling the filtering with discretization is extremely common [35] due
to the simplifications introduced by eliminating the need for explicit filter-
ing. Recall, for instance, that the stresses due to the filtered out turbulent
motion are referred to as subgrid, which implies a connection between filter-
ing and the grid. However, such a coupling means that the computational
mesh is a part of the definition of the governing equations. Consequently,
it becomes impossible to study the properties of LES independently of the
used discretization procedure. For instance, it is impossible to show grid
independence, since, strictly speaking, changing the grid means solving a
different set of equations.

In order to discretize the governing equations using the FVM it is neces-
sary to obtain the values of the convective and diffusive fluxes through the
faces of each computational cell [8]. Since the values of the flow variables
are only stored in the cells’ centroids, the face values have to be obtained
via interpolation. The choice of interpolation schemes affects the order of
accuracy of the discretization, as well as numerical stability. To obtain reli-
able results, maintaining at least second-order accuracy is highly desirable.
In this work, linear interpolation was used to compute both the convective
and diffusive fluxes.

Time integration was performed using a second-order accurate implicit
backward-differencing scheme, see [16] for details.

The solution of the governing equations involves two steps which form the
PISO1 pressure-velocity coupling algorithm [14, 8]. First, the momentum
equation (2.6) is solved in order to obtain the velocity field. This field

1PISO: Pressure Implicit with Splitting Operator.
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is, however, not necessarily divergence free. The second step is solving
a Poisson-type equation for the pressure. The obtained pressure values
are then used to correct the velocity field and enforce incompressibility.
Commonly, the second step needs to be repeated multiple times to ensure
convergence. In the simulations presented here, 3-4 repetitions were used
depending on the flow case.





Chapter 3

Two Wall-Bounded
Turbulent Flows

Two flows play a central role in this thesis: the fully-developed turbulent
channel flow and the turbulent boundary layer. In this chapter these flows
are defined, and a short analysis of the physics of the flows is given. The
main objective of the chapter is to set the stage for the discussion of inflow
generation methods in chapter 4 and the simulation results in chapter 6. For
a comprehensive discussion of wall-bounded turbulent flows see chapter 7
in [31].

3.1 Turbulent Boundary Layer

Consider a uniform-velocity non-turbulent stream that encounters a smooth
flat plate of infinite length and width, aligned with the direction of the flow.
This set-up gives rise to the most simple of boundary layer type flows: the
zero-pressure-gradient turbulent boundary (ZPG-TBL) over a flat plate.

At the plate, the fluid loses momentum due to friction. But at some
distance δ, referred to as the boundary layer thickness, the velocity is un-
disturbed by this and is equal to the velocity of the free stream U0. Gradu-
ally, more and more momentum is lost at the wall, therefore leading to the
growth of δ with x. The flow is thus spatially developing and statistically
inhomogeneous in both the streamwise and wall-normal directions. In the
spanwise direction, however, the statistics remain unchanged. The ZPG-
TBL is therefore statistically two-dimensional. A snapshot of the velocity
magnitude taken from an LES of a ZPG-TBL is shown in figure 3.1. The
resolved turbulent structures can be clearly seen.

The boundary layer thickness δ is a theoretical quantity which is im-
possible to measure. Therefore, three alternative ways to define a charac-

15



16 Chapter 3. Two Wall-Bounded Turbulent Flows

Figure 3.1: Snapshot of the velocity magnitude, scaled with the free-stream
velocity U0, from an LES of a ZPG-TBL attached to a flat plate located at
y = 0. Cut-plane in the spanwise direction.

teristic length-scale for the boundary layer exist.

• δ99 — the value of y where 〈u〉 = 0.99U0.

• θ =
∫∞

0
〈u〉
U0

(
1− 〈u〉U0

)
dy — the momentum thickness, which is a meas-

ure of the loss of the momentum flux in the boundary layer.

• δ∗ =
∫∞

0

(
1− 〈u〉U0

)
dy — the displacement thickness, which is a meas-

ure of the loss of the mass flux in the boundary layer.

Since one needs to measure a small velocity difference to compute δ99, the
quantity is quite poorly conditioned. Both θ and δ∗ are, on the other hand,
well conditioned.

It is possible to form a non-dimensional quantity, the Reynolds number,
based on the characteristic length and velocity scales of the flow and the
kinematic viscosity ν. Using the length-scales defined above, the following
Reynolds numbers are formed:

Rex =
U0x

ν
, Reδ99 =

U0δ99

ν
, Reθ =

U0θ

ν
, Reδ∗ =

U0δ
∗

ν
. (3.1)

Each of these Reynolds numbers fully defines the state of the boundary layer.
At the leading edge of the flat plate (x = 0) the boundary layer is laminar

and remains as such until a certain critical Reynolds number is reached from
which transition to turbulence begins. After some distance downstream of



3.1. Turbulent Boundary Layer 17

that location (Rex ≈ 5 · 105) the flow is fully transitioned to the turbulent
regime. The study of the transition process is outside of the scope of this
thesis, therefore the TBL is further assumed to be fully turbulent.

Figure 3.2 shows the mean velocity profile obtained from a Direct Nu-
merical Simulation (DNS) [36], that is, a simulation where all the turbulent
scales are resolved. A thin region near the wall where the velocity gradi-
ent is large is clearly visible. The origin of this region can be explained
in the following way. Away from the wall the extra mixing introduced by
turbulence smooths out the velocity gradient, making the profile flatter. At
the same time, the no-slip boundary condition enforces both the velocity
and the turbulent stresses to be zero at the boundary. This results in the
transition to the flatter profile further away from the wall being rapid and
steep.

Figure 3.2: The mean velocity profile of a TBL at Reθ = 4060, DNS data
by Schlatter and Örlü [36].

In the wall-normal direction, the flow can thus be considered divided into
two overlapping regions: the inner layer where the flow is independent of δ
and U0, and the outer layer where the effect of ν is negligible and turbulent
stresses are dominant. The part of the profile which is part of both the inner
and the outer layers is called the overlap region.

The wall shear stress, τw, can be used to define so called viscous scales
that can be used to describe the flow in the inner layer. The velocity scale
for the inner layer can be obtained as uτ =

√
τw/ρ. It is referred to as
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the friction velocity. Further, the viscous length-scale, or wall unit, can be
defined as δν = ν/uτ . The wall-normal coordinate expressed in wall units is
defined as y+ = y/δν . It is also referred to as the inner coordinate and can
be interpreted as a local Reynolds number. In fact, setting y to δ gives the
definition for Reτ = δuτ/ν, which can also be used to define the state of the
TBL along with the Re-numbers introduced earlier in (3.1).

The analysis above implies that in the inner layer the flow can be ex-
pressed as a function of y+, whereas in the outer layer a function of y/δ (the
outer coordinate) should be used:

〈u〉/uτ = Φ1(y+), (3.2)

(U0 − 〈u〉)/uτ = Φ2(y/δ). (3.3)

Here, Φ1 and Φ2 are some functions. The theory can be developed further.
However, this will not be needed for the discussions in this thesis and the
interested reader is therefore referred to [31], for instance.

The multi-layered nature of the TBL is characteristic of all wall-bounded
turbulent flows. The steep velocity gradient near the wall leads to a high
production of turbulence in the region. It therefore becomes crucial to ac-
curately resolve this region in a scale-resolving simulation, and that, in turn,
is the reason why such simulations demand such a vast amount of compu-
tational resources [2, 3, 33].

3.2 Turbulent Channel Flow

Channel flow is defined as a flow between two infinite parallel plates driven
by a constant mean pressure gradient. A snapshot of the velocity magnitude
taken from an LES of channel flow is shown in figure 3.3. The geometry of
the channel is fully defined by the channel height h = 2δ, i.e. the distance
between the plates. Due to the infinite length and width of the plates, the
velocity statistics are independent of x and z and vary only in the wall-
normal direction. In other words, the flow is statistically one-dimensional.

To characterise the flow, the following velocity scales can be defined.
The bulk velocity is defined as

U =
1

h

∫ h

0
〈u〉 dy. (3.4)

The centreline velocity, Uc, is defined as 〈u(δ)〉. As a wall bounded flow,
channel flow shares the multi-layered structure of the TBL, and hence in
the inner layer the friction velocity uτ is the relevant characteristic velocity.
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Figure 3.3: Snapshot of the velocity magnitude, scaled with the bulk velocity
U , from an LES of channel flow. Cut-plane in the spanwise direction.

The velocity scales together with the kinematic viscosity of the flow ν
and the length-scale defined by the height of the channel form the following
Re-numbers:

Reb =
hU

ν
, Rec =

Ucδ

ν
, Reτ =

uτδ

ν
. (3.5)

Each of them fully defines the flow. As with the boundary layer, channel
flow can be laminar, undergoing transition or fully turbulent. The latter
regime is obtained for Reb > 1800 [31].

Figure 3.4 shows the mean streamwise velocity profiles for channel flow
and a ZPG-TBL at Reτ ≈ 1000. A logarithmic scale is used for the abscissa
in order to enlarge the near-wall region. It is evident that the agreement
between the two flows in the inner layer is excellent, the two curves are
nearly indistinguishable. This collapse of the profiles in the inner layer was
observed in an abundant amount of experimental and computational results,
and not only for channel flow and the TBL, but also for pipe flow [31].
Mathematically, this means that the function Φ1 in (3.2) is universal.

By contrast, in the outer layer, beyond the overlap region, the agreement
between the two flows is poor. This is not surprising, since at the edge of
the boundary layer the turbulence interacts with the free stream, whereas
in channel flow the dynamics are different.
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Figure 3.4: Mean velocity profiles, taken form a DNS of a TBL [36] and
channel flow [23], both at Reτ ≈ 1000.



Chapter 4

Inflow Generation

This chapter is dedicated to the discussion of inflow generation. The first
section gives an overview focusing on existing precursor-based approaches.
In the second section a new framework for generating inflow for a TBL
simulation is presented.

4.1 Review of Existing Approaches

As was briefly mentioned in chapter 1, it is possible to distinguish two main
approaches to generating turbulent inflow. One approach is based on using
another simulation, a precursor. The methods that fall into this category
are called precursor simulation methods [47] or recycling methods [48, 26].

The other class of methods is based on using a stochastic process. Com-
monly, this involves imposing some a priori known values of one- and two-
point statistics of the generated velocity fields. The methods based on this
approach are referred to as synthesis or synthetic methods [47, 48, 15].

In the present study the main object of investigation is a precursor sim-
ulation based method, which is presented in the next section. Thus, only
methods of this type will be reviewed here. The reader interested in a sub-
stantial review of synthesis methods is referred to [47, 48, 15, 35].

Note that the idea of using an auxiliary simulation to generate the inflow
only makes sense if the auxiliary simulation itself does not require an inflow
generation procedure. A class of flows that fall into this category are those
with periodicity in the streamwise direction. In particular, fully-developed
turbulent channel and pipe flows have received a lot of attention.

It is therefore most straightforward to apply a precursor-based method
to a simulation for which it makes sense to prescribe inlet velocity values
taken directly from some periodic flow. In that case, the velocity field from
the precursor simulation is sampled from a plane perpendicular to the flow

21
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Figure 4.1: Schematic representation of using velocity values from a pre-
cursor simulation of periodic pipe flow as inflow for a simulation of an
axisymmetric turbulent jet.

direction and directly mapped to the inlet of the main simulation. This way
of prescribing the inflow is referred to as strong recycling [48].

An example of such a configuration is sketched in figure 4.1 which il-
lustrates the application of turbulent pipe flow for generating inflow for a
simulation of an axisymmetric turbulent jet. A precursor channel flow has
been used similarly, for example, for simulating a plane diffuser [12].

In spite of the conceptual simplicity of strong recycling, several aspects of
this procedure are not yet fully understood. One is the relationship between
the grids in the precursor and at the inlet of the main simulation. Ideally,
the grids should be identical since in that case no interpolation is needed to
map the data from the precursor to the main simulation, and the turbulent
inflow only contains structures that are resolvable on the mesh used at the
inlet. However, reusing a precursor for multiple simulations using different
grids would be highly beneficial. Also, being able to compute the precursor
on a grid that is coarser than the one used at the inflow would decrease
the relative cost of the precursor compared to the main simulation. That is
important, since the computational overhead is one of the main down-sides
of precursor-based methods, as compared to synthetic ones.

In [19], the authors analyse the effects of applying a low-pass filter to
the velocity fields sampled from a precursor before using them as inflow.
This roughly corresponds to using a coarser grid in the precursor. It is
found that filtering out eddies of size smaller than the integral length-scale
has a negligible effect on the adaption length, which is a measure of the
distance after which the flow recovers to the correct physical behaviour.
In [38], instead of using a periodic flow, a precursor simulation of a spatially-
developing TBL using a coarser grid was used to provide inflow data for a
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DNS of a TBL. The adaption length in the DNS was found to be very short.
These studies indicate that using a coarser grid in the precursor simulations
is feasible. However, to the author’s best knowledge, no extensive evaluation
of this possibility has been published to date.

An alternative way of bringing down the computational overhead asso-
ciated with the precursor would be to develop a procedure allowing to use
a small precursor database for generating inflow for a larger time-span.

The study of Chung and Sung [4] attempts to develop a method for doing
that. As a model problem, they consider fully-developed turbulent channel
flow. A precursor simulation with cyclic boundaries in the streamwise dir-
ection is used to provide inflow for a channel flow simulation with identical
geometry, but employing inlet-outlet boundaries. The authors point out that
instead of sampling the velocity fields from a given plane at each time-step
(temporal sampling), it is possible to employ Taylor’s frozen field hypothesis
and use spatial sampling instead. In that case, at some given time ts the
velocities are obtained by sweeping a sampling plane through the domain
in the direction of flow. If Uc is a characteristic velocity associated with
convection by the mean velocity and L is the length of the domain, spatial
sampling is equivalent to time sampling over a period of L/Uc. The obvi-
ous problem with this approach is that L/Uc is typically not a very large
value, therefore providing a very limited amount of sampled fields. The au-
thors therefore propose a new method which combines spatial and temporal
sampling. First spatial sampling is applied, followed by temporal sampling
over some period ∆t which is sufficiently large for the velocity values to
become uncorrelated with those at the time the spatial sampling was used.
Then spatial sampling can be performed again, and so on. The authors show
that the method leads to a considerable saving of CPU time and the result
is comparable to using temporal sampling only.

Another approach to saving CPU time and storage size would be to
produce a precursor database spanning some limited time frame and then
loop through the sampled values several times if velocity values for a larger
time span are needed. Some blending procedure would have to be applied to
provide a smooth transition between the velocity values in the beginning and
the end of the sampled database. In [21], such a procedure is discussed within
the context of concatenating results from two independent simulations of
homogeneous isotropic turbulence in a periodic box.

The work of Nikitin [28] analyses another problem with utilizing a stream-
wise-periodic precursor. Using turbulent pipe flow as a model problem, the
author shows that the periodic structure of the solution to the precursor
problem is transferred to the main simulation thus leading to spurious, non-
physical periodicity. This behaviour is shown to be independent of the
initial conditions used in the main simulation. This effect can, however, be
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anticipated to be less prominent when the main simulation is not simply a
spatially-developing version of the precursor [48].

The discussion of precursor-based inflow generation methods is now con-
tinued with an overview of methods dedicated to simulations of spatially-
developing TBLs. In 1988, Spalart [42] presented a way to simulate a tur-
bulent boundary layer at a single Reynolds number using periodic boundary
conditions in the streamwise direction. This was made possible by choosing
a coordinate system that was “fitted” to account for the growth of the TBL,
therefore making the boundary layer thickness and the viscous length-scale
independent of x. In particular, the new wall-normal coordinate, η, was
defined as a weighted average of y+ and y/δ.

The key assumptions that had to be made is that in the streamwise
direction the growth of the inner and outer length-scales of the boundary
layer, and also the change in the mean and variance values of velocity, is
slow. The components of velocity could then be represented as

ui(x, η, z, t) = 〈ui〉(x, η) +Ai(x, η)ui,p(x, η, z, t), (4.1)

where Ai(x, η) are proportional to the standard deviation of the values of
the velocity components, and ui,p represent the fluctuations. By assump-
tion, 〈ui〉 and Ai are slow-varying functions of x. Contrary to this, the
functions ui,p are fast-varying. By definition, their mean values is zero and
the standard deviation values are independent of x. It is therefore possible
to apply streamwise-periodic boundary conditions to ui,p.

Expressing the Navier-Stokes and continuity equations in the new co-
ordinate system leads to a large amount of extra source terms. This makes
implementing Spalart’s method in a general-purpose CFD code a tedious
job, and is probably the reason why it didn’t find wide-spread use [49, 26].
However, it is an accurate way to generate inflow corresponding to a TBL
at a particular Re.

Wu et al [49] used the ideas of Spalart [42] presented above to develop
a method which is suitable for a conventional simulation of a spatially-
developing TBL which does not require the introduction of special terms in
to the governing equations.

The key idea of the method is to use the velocity values from a plane
located downstream of the inlet in order to obtain the inflow. The plane is
commonly referred to as the recycling plane and in the review [48] methods
based on this idea are called weak recycling methods.

The authors of [49] propose that at each time-step the velocity field at the
recycling plane is decomposed according to (4.1). The similarity coordinate
η is defined as in [42]. The “periodic” part of the signal, ui,p, is then copied
to the inflow plane. Under the assumption of slow change of the mean and
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standard deviation values of ui with x, the derivatives of these statistical
quantities with respect to x can be considered constant. This provides a way
to evaluate them at the inlet. For the mean velocity components it follows
that

〈ui〉(xmid, η, t)− 〈ui〉(xin, η, t+ ∆t)

〈ui〉(xrec, η, t)− 〈ui〉(xin, η, t+ ∆t)
=
xmid − xin

xrec − xin
, (4.2)

where the index ’mid’ refers to the location half way between the inlet and
the recycling plane, the index ’in’ refers to the inlet, and the index ’rec’
refers to the recycling plane. A similar relationship can be written out for
the values of the standard deviations. Together with the periodic part ui,p
this gives all the components to reconstruct the signal at the inflow according
to (4.1).

The same authors, Lund, Wu, and Squires, later introduced another
weak recycling method [26], sometimes referred to as the LWS method in the
literature. Here, the velocity signal is instead decomposed using Reynolds
decomposition into a mean and fluctuating part. The coordinate η is not
employed. Instead, the velocity values themselves are scaled using inner and
outer coordinates to produce two separate profiles.

The rescaling for the mean streamwise velocity is inferred from equa-
tions (3.2) and (3.3). Since these equations are valid for any x it follows
directly that

〈u〉inner
in (y+

in) = γ〈u〉inner
rec (y+

in), (4.3)

〈u〉outer
in (ηin) = γ〈u〉outer

rec (ηin) + (1− γ)U0, (4.4)

where γ is the ratio of friction velocities, uτ,in/uτ,rec, and η = y/δ is the
outer coordinate. The mean wall-normal velocity values are treated in a
more ad hoc manner,

〈v〉inner
in (y+

in) = 〈v〉inner
rec (y+

in), (4.5)

〈v〉outer
in (ηin) = 〈v〉outer

rec (ηin). (4.6)

This is motivated by the relative unimportance of the wall-normal compon-
ent compared to the streamwise. The fluctuations are assumed to scale with
uτ throughout the whole TBL,

(u′i)
inner
in (y+

in) = γ(u′i)
inner
rec (y+

in), (4.7)

(u′i)
outer
in (ηin) = γ(u′i)

outer
rec (ηin). (4.8)

The inner and outer profiles are blended using a weighting function.
The LWS weak recycling method is widely used and has been extended

to work with compressible flows, environmental flows and flows with surface
roughness, see [48] for references.
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In spite of the success of weak recycling methods, they suffer from some
inherent down-sides. One issue that has received significant attention is
the choice of the location for the recycling plane. The plane should be
placed sufficiently far away for the distance to be larger than the size of the
largest coherent structures present in the TBL. Otherwise, there is a risk
of introducing non-physical periodic forcing. In [39] the authors place the
recycling plane as far as 850θin to avoid this problem. To rectify this issue,
in [44] a shift of the velocity values in the spanwise direction was added to
the rescaling procedure, and in [17] the velocity values are instead mirrored.

The weak coupling mechanism can also give rise to problems in the
beginning of the simulation, since the non-physical values at the recycling
plane get copied to the inlet and therefore remain inside the domain. In [25]
this issue was addressed by making the placement of the recycling plane
dynamic.

What is also important is that while the rescaling procedure shrinks the
turbulent structures in the wall-normal direction to account for the growth
of the TBL, the spanwise lengths remain unchanged. This means that the
turbulent structures are distorted via this “compression” in y, and the inflow
is no longer a solution to the LES equations (2.4) and (2.6). The distortion
is proportional to the distance to the recycling plane.

4.2 Strong Recycling of Channel Flow for TBL
Simulations

4.2.1 Definition of the Method

In this section a new framework for generating inflow conditions for a flow
problem with a spatially developing TBL is described. In chapter 3, the
similarities between the TBL and channel flow were discussed. Specifically,
it was shown that the mean velocity profiles are close to being identical in
the inner layer. This suggests that velocity values taken from a precursor
channel flow simulation can be a good candidate for an inflow condition for
a TBL. However, several issues have to be mentioned.

Firstly, the mean wall-normal velocity is zero in fully-developed channel
flow, and not so in the TBL. Possibly this is not a very serious issue due to the
small magnitude of the wall-normal velocity as compared to the streamwise
component. Recall that a similar argument was made in [26].

Secondly, while in the inner layer channel flow and the TBL agree well,
this is no longer true in the outer layer. This concerns both the mean stream-
wise velocity and the Reynolds stress tensor (the second order statistics).
In particular, for channel flow the Reynolds stresses remain non-zero even
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in the core of the channel, whereas for the TBL they decay to zero as the
flow approaches the free stream.

The above discrepancies can be expected to lead to the presence of an
adaption region. The analysis of its length and how this length compares
to that produced by a weak recycling method is one of the main focuses of
Paper II.

sampling planex

y

main simulation,
turbulent boundary layer

precursor,
channel flow

θθ

Figure 4.2: Schematic picture illustrating the use of a channel flow precursor
simulation to generate inflow conditions for the main simulation. The pre-
cursor simulation is set up to match the desired momentum thickness of the
main simulation, as described in section 4.2.2.

The proposed procedure is illustrated schematically in figure 4.2. The
parameters of the channel flow are determined from those of the main sim-
ulation. It is assumed that the inlet of the main simulation is rectangular,

0 < y < bm, 0 < z < hm,

where bm denotes the width of the inlet, and hm its height. The inflow TBL
is assumed to be attached to the wall located at y = 0. The velocity com-
ponents are prescribed at the inlet using values obtained from the precursor
simulation without any additional manipulation.

As discussed in chapter 3, the TBL is fully characterized by one of the
Re-numbers listed in (3.1). Here, it is assumed that Reθ is provided, and
thus the momentum thickness of the TBL, θin, is known, but the proposed
framework can easily be reformulated for the case when Reδ∗ , Reδ99 or Reτ
is defined instead. The full list of parameters specifying the inflow is

(bm, hm, U0, θin, ν).

The main task is now to formulate the most appropriate channel flow
precursor simulation, to provide time-resolved inflow data for the main sim-
ulation. The proposed solution is to match Reθ, so that it is identical for
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the precursor simulation and the inflow of the main simulation. Momentum
thickness is not commonly used as a characteristic length-scale for channel
flow, but it can nevertheless be computed. The upper limit of the integ-
ral defining θ should be set to the channel half-height δ, which roughly
corresponds to the boundary layer thickness. The closest analogue to the
free-stream velocity U0 is then the centreline velocity Uc. Hence, for channel
flow the momentum thickness based Re-number is defined as

Reθ =
Uc
ν

∫ δ

0

〈u〉
Uc

(
1− 〈u〉

Uc

)
dy. (4.9)

To make the set-up of the precursor easier, a way of determining Reb
given Reθ is provided below. The full list of precursor parameters that need
to be determined therefore consists of the three quantities constituting Reb
and the length and width of the computational domain:

(lp, bp, δ, U, νp).

4.2.2 Determination of the Precursor Parameters

A procedure in four steps to determine the parameters (lp, bp, δ, U, νp) for
the precursor simulation, from the parameters (bm, hm, U0, θin, ν) of the main
simulation, is now proposed.

Step 1 The width of the channel, the kinematic viscosity, and the mo-
mentum thickness are taken to be the same as for the main simulation,
i.e. bp = bm, νp = ν, and θp = θin.

Step 2 The bulk velocity for the precursor simulation is determined as fol-
lows. The centreline velocity of the precursor is matched to the free-
stream velocity of the main simulation, i.e. Uc = U0. The bulk velocity
is then determined by the relation,

Uc

U
= f1(Reθ), (4.10)

for channel flow. To obtain a computable semi-empirical expression,
the ansatz, f1(Reθ) ≈ 1 + α1Re−β1θ , is fitted to the DNS data of [23],
which includes channel flow simulations at five different Re-numbers.
The resulting coefficient values are given in table 4.1, and the fit to
data is illustrated in figure 4.3.

Step 3 The length-scale of the precursor simulation is defined by δ, which
is determined from the relation,

δ

θ
= f2(Reθ), (4.11)
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Figure 4.3: Illustration of the functions f1 and f2. The full lines are given by
the semi-empirical expressions, with coefficients from table 4.1. The DNS
values are taken from [23].

for channel flow. To obtain a computable semi-empirical expression,
the ansatz f2 ≈ γ2 + α2Reβ2θ , is fitted to the DNS-data of [23]. The
resulting coefficient values are given in table 4.1, and the fit to data is
illustrated in figure 4.3.

Table 4.1: Coefficients in the semi-empirical expression for f1 and f2. The
coefficient values are obtained by a least-squares fit of the two ansatzes to
the DNS-data from [23].

i αi βi γi
1 0.3427 0.1287 1.000
2 2.603 · 10−4 0.9834 11.28

Step 4 The length of the channel flow domain is determined to be propor-
tional to the channel’s height. In Paper I, the analysis of two-point
correlations shows that the value, lp = 8δ, can be considered suffi-
ciently large.

Since the precursor simulation is set up based on the requirements of the
main simulation, it is natural to also do this with the grid generation. It
is thus recommended that the grid on the inflow patch matches the grid on
the sampling plane of the precursor simulation, and that the same time-step



30 Chapter 4. Inflow Generation

is used in the two simulations.



Chapter 5

Eddylicious: A Python
Package for Inflow
Generation

This chapter is dedicated to the description of a Python package for turbu-
lent inflow generation developed by the author. The presented material is
based on Paper III. In the first section the purpose of the package is dis-
cussed. This is followed by a section presenting the architecture of the code
and then a section outlining the currently implemented functionality.

5.1 Motivation and Purpose

In the previous chapter an overview of the existing approaches towards inflow
generation was presented. Naturally, it is important to assess which methods
perform best. Several papers [19, 47, 32, 6, 18] investigate this, but each
study typically considers a relatively small number of methods. One reason
for this is that the inflow generation methods are usually implemented within
a framework of a specific CFD solver. This makes the task of testing a large
set of methods tedious, since it involves a large amount of programming.

It is, however, possible to bypass this issue in the following way. Most
modern CFD solvers support reading boundary data from files stored on the
hard-drive. Therefore, it is possible to create a solver-independent inflow
generation library, which would save the inflow fields to one or multiple
files. The task of making all the implemented methods available to a certain
solver would then boil down to implementing the ability to save the fields
in a file-format that the solver supports.

The success of this approach relies on a collaborative effort to fill up
the developed code with various inflow generation techniques. A research
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group with sufficient experience with a given method should thus be able
to contribute the source code implementing this method to the library. It
is therefore imperative that the code of the library is open-source and that
third-party contributions are welcome.

With these ideas in mind, the Python package eddylicious was cre-
ated1. It is free software, provided under the GNU General Public Licence.
The currently implemented functionality of the package, as well as its prin-
ciple components, are discussed further in this chapter.

One downside of the proposed framework is that it is impossible to im-
plement methods that somehow interact with the flow-field inside the com-
putational domain. This includes weak recycling methods, such as the LWS
method [26]. Another example is the method developed in [45] which relies
on introducing extra body-forces to the momentum equations.

Also, the size of the produced database of inflow velocities can potentially
take up to several hundreds of gigabytes on the hard-drive. The size is
directly proportional to the density of the computational mesh at the inlet
and the number of time-steps for which the velocities are being generated.

Nevertheless, eddylicious has the potential to grow into a compre-
hensive library of inflow generation methods, compatible with several CFD
solvers. Since eddylicious is written in Python, developers have access to
a plethora of excellent libraries for scientific computing. This allows rapid
implementation of existing methods or prototyping new ones. Furthermore,
the programming is simplified because of the fact that such issues as geo-
metry decomposition and similar solver-related difficulties do not have to be
considered.

5.2 Architecture of the Package

In order to fulfil its purpose, the architecture of eddylicious has to allow
for easy accommodation of new inflow generation methods and input/output
(I/O) functionality. To this end, the package is decomposed into three sep-
arate modules: readers, writers, and generators.

The generators module contains the various inflow generation methods.
The writers module implements the output of the generated velocities to
different file-formats. Finally, the readers module consists of functions for
reading previously saved velocity fields from the hard-drive. This function-
ality is needed for those methods that use a precursor simulation.

It is important that all the present generators support all the output
formats that are in the writers module and, where it is needed, all the input
formats from the readers module. A common interface for all readers and

1https://github.com/timofeymukha/eddylicious
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writers has to be defined in order for this to work smoothly as the package
grows. Currently, however, the interface is not yet defined since the amount
of I/O methods is still quite small.

The three modules described above are well suited to build up a library of
inflow generation methods and associated I/O. However, it is also necessary
to provide the users a convenient way of using the library. This is done with
the help of executable Python scripts that accept user input via configuration
files. Each method in the generators module has an associated script. The
user can then configure what I/O formats should be used as well as provide
any other input that the generation method requires. Besides for the scripts
associated with the inflow generators, the package also provides some utility-
scripts that simplify certain routine tasks.

It is anticipated that the potential contributors to the package are not
professional programmers, but rather researches and other CFD profession-
als. Therefore, it is written using procedural programming. More advanced
paradigms such as object-oriented programming were avoided.

5.3 Implemented Functionality

Currently the package includes several I/O formats and a single inflow gen-
eration method. All of them assume that the only quantity that has to be
generated is the velocity field.

An important limitation is the way the geometry of the inlet is currently
represented inside the code. It is currently assumed that the inlet is a
rectangle aligned with the y-z plane, and that it is meshed using a structured
rectilinear grid. This allows storing velocity fields as two-dimensional arrays,
and the row and column numbers to be used to determine the geometrical
position. Each row corresponds to a certain y and each column to a certain
z. This type of inlet geometry is common for a range of canonical turbulent
flows, but limits the usability of eddylicious for industrial applications.

Two output file-formats are supported. The first one is a format suppor-
ted natively by OpenFOAM . The velocity fields are kept in a readable text file,
essentially as an ordered list of values. A single file is output per time-step.
This is a major downside of the format, because hundreds of thousands of
files may have to be created, depending on the time frame of the simulation.
Such a big amount of files is difficult to handle. A file containing a list of
spatial coordinates is also saved, it contains the centres of the faces forming
the inlet boundary.

Eddylicious also supports outputting the generated fields to a single
HDF5 file. HDF stands for Hierarchical Data Format. It was developed
specifically for storing large amounts of scientific data. The format supports
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defining named datasets which can, if needed, be classified into groups. So
called attributes can also be defined, which serve as meta-data for the data-
sets stored in the file. Perhaps most importantly, HDF5 supports parallel
I/O via the Message Passing Interface (MPI) which makes it well-suited
for CFD solvers which always employ some way of distributing the solution
process across several processors. The ability to read boundary data from
an HDF5 file was added to OpenFOAM since it is not natively supported2.

The currently implemented input functionality is similar. In OpenFOAM

one can choose to save sampled plane-data into several different file formats.
One of them, called foamFile, is supported by eddylicious. OpenFOAM

saves the sampled data to a separate file at each time-step. Therefore the
problem of the huge amount of created files is present here as well.

The remedy is, again, using HDF5. Instead of adding support for HDF5-
output to OpenFOAM, a utility for converting a precursor database saved as
multiple foamFile-formatted files to a single HDF5 file was created. The
produced file can then be used as input to eddylicious.

The implemented inflow generation method is now presented. It is based
on the rescaling procedure from the LWS method [26]. As mentioned above,
weak recycling methods can’t be directly implemented in eddylicious be-
cause the fields are generated prior to the execution of the simulation. How-
ever, the rescaling used in [26] can be seen as a general way of transforming
a given database of velocity fields sampled from a precursor TBL or channel
flow simulation to match certain desired integral characteristics.

Also, note that if the properties of the inflow are chosen to be matched to
those of the precursor, the rescaling boils down to simply using the precursor
velocity fields as inflow without any modification. In other words, no res-
caling is actually performed. This allows to use the implemented generation
method for the procedure described in section 4.2

Consider a number of possible usage patterns.

• A precursor channel flow simulation at a given Reτ is performed and
used to generate a database of velocity fields. A simulation of a plane-
diffuser is performed, using the precursor fields as inflow. This is
achieved by setting the parameters of the inflow field to match those
of the precursor in the configuration file.

Alternatively, the precursor fields can be rescaled to a different Reτ
using the rescaling defined by the LWS method thus allowing a single
precursor to be used for several diffuser simulations (at the expense
of a longer adaption length). Note, that the grids in the precursor
and in the inlet of the diffuser simulation don’t have to match; spatial
interpolation will automatically be employed.

2https://bitbucket.org/lesituu/timevaryingmappedhdf5fixedvalue
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• The workflow defined in section 4.2 for generating inflow for a TBL
simulation is straightforward to apply.

• A TBL simulation can be used to sample velocity fields at a station
corresponding to a certain Reθ.

A backward-facing step (BFS) simulation, for instance, can use the
sampled fields as inflow. However, it may occur that the same Reθ for
the BFS is achieved via a different combination of dimensional para-
meters. In this case the rescaling procedure in [26] can be employed by
eddylicious to transform the inflow fields to a new set of dimensional
parameters but preserving Reθ.

This is not an exhausting list of scenarios, but these three cases provide
a good illustration of the possibilities the inflow generation method gives.
The reader interested in learning how to configure and use eddylicious

is referred to the online documentation3. It contains a user guide with an
exhaustive description of all the existing functionality and guidelines for how
to use the package. A tutorial for using eddylicious with OpenFOAM is also
provided.

3http://eddylicious.readthedocs.io/





Chapter 6

Numerical Experiments

In this chapter, several numerical experiments performed using OpenFOAM

will be considered. The first section presents the results from two stud-
ies on LES of fully-developed turbulent channel flow. One analyses the
performance of several SGS models, and the other how the accuracy of the
computed profiles is influenced by the resolution of the computational mesh.
In the second section, results from a TBL simulation employing the inflow
generation method proposed in section 4.2 are given. Also, results from
a simulation with inflow generated using the rescaling procedure defined
in [26] are presented. The adaption lengths associated with both methods
are analysed.

6.1 Turbulent Channel Flow

Here, different aspects of simulating turbulent channel flow using LES are
discussed and results from associated simulations performed in OpenFOAM

are presented. In particular, the meshing strategy and choice of the SGS
model are addressed in detail. The conclusions should be applicable to any
solver employing discretization practices similar to OpenFOAM. Also, it is
anticipated that the guidelines developed for channel flow can be used as a
starting point for simulations of other wall-bounded flows.

Paper I is a technical report that presents the results from channel flow
simulations at Reτ ≈ 395. The motivation behind the performed work was to
find what level of accuracy one could expect from an LES of a wall-bounded
flow performed in OpenFOAM and evaluate roughly how it depends on the
grid-size. A natural step at that point was to base most modelling choices
on a tutorial for LES of channel flow that is shipped with OpenFOAM. A grid
refinement study using three grids was performed. Additionally, the meth-
odology for computing higher order moments in OpenFOAM was developed
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which allowed to compute such quantities as skewness and flatness. Two-
point correlations in space were also computed which allowed to determine
the integral length-scales of the flow.

The findings and developments recorded in Paper I served as a base
for further investigation of wall-bounded flows in our research group. In
the following two years additional studies were performed regarding several
modelling parameters, which allowed to further improve the methodology for
using OpenFOAM for LES. Results from these studies, to date not published
elsewhere, are presented below.

In section 2.3 it was pointed out that a major complication when it comes
to the choice of modelling parameters in LES is the coupling between the
filtering and the local size of the computational cell.

The choice of the cell-size and its distribution is directly connected to
the size of the turbulent structures that will be resolved in the LES. This,
in turn, dictates how “active” the chosen SGS model will be and therefore
its effect on the resulting pressure and velocity distributions.

On the other hand, as with any numerical simulation, the cell-size con-
trols the magnitude of the numerical errors. In particular, numerical dissip-
ation. Combined with the fact that SGS models based on the Boussinesq
approximation introduce extra dissipation as well, it becomes extremely
complicated to decide what combination of numerical schemes, SGS mod-
elling and grid resolution to choose. Naturally, the available computational
resources are yet another aspect to consider.

This interdependency between various simulation choices makes it hard
to analyse the effect of a single modelling parameter. In the simulations
presented here the numerical schemes are chosen to maintain second-order
accuracy, as discussed in 2.3. This can be considered standard for general-
purpose CFD solvers and is therefore something that can be kept fixed.
This leaves grid resolution and SGS model choice as the two main modelling
aspects that have to be considered. To this end, two studies were performed.
In the first study, explicit SGS modelling is not employed at all (i.e. ILES
was used), and different grid resolutions are tested. In the second study,
the grid resolution is fixed, and various SGS models are considered. In both
studies channel flow at Reτ ≈ 550 is simulated. DNS data from [23] is used
for reference in the figures with results below.

6.1.1 Grid Resolution Study

The choice of the cell-size distribution is closely connected to the physics
of wall-bounded flows presented briefly in chapter 3. In the outer layer
the relevant length-scale is the channel half-height δ. This region does not
contain steep gradients and can therefore be discretized with cells of size
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≈ δ/25, [43]. In the inner layer the relevant length-scale is δν � δ. The flow
physics in this near-wall region is complex and is not fully understood to
date. What is known, however, is that the region is populated by complex
interacting coherent structures [31]. In particular, streaks of relatively slowly
moving fluid are observed for y+ < 40, see figure 6.1. These streaks can be
500-1000δν long and the spacing between them is 80-120δν [31].

Figure 6.1: Snapshot of the velocity magnitude, scaled with the friction
velocity uτ , from an LES of channel flow, x-z cut-plane located at y+ ≈ 20.
Streaks of slow-moving fluid are visible.

The streaks interact with the flow above in a manner that leads to a
high production of turbulence in this region. This means that, in order to
correctly model the flow, this region has to be well-resolved.

All the meshes used in the study are structured and hexahedral. Three
combinations of span- and streamwise cell-sizes are considered.

• ∆x+ = 50, ∆z+ = 20, Ncells ≈ 1.7 million — the coarsest considered
grid.

• ∆x+ = 50, ∆z+ = 10, Ncells ≈ 3.4 million — investigates the effect of
refining in the spanwise direction.

• ∆x+ = 25, ∆z+ = 20, Ncells ≈ 3.4 million — investigates the effect of
refining in the streamwise direction.

• ∆x+ = 25, ∆z+ = 10, Ncells ≈ 6.8 million — the finest grid considered,
further refinement would lead to the simulation being unaffordable.
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For every simulation ∆x+ and ∆z+ is kept constant throughout the do-
main. In the wall-normal direction the cell-size varies. In chapter 13 of [31],
Pope proposes the following parametrized expression for the distribution of
the cell-height.

∆y = min

[
max

(
y+

1

Reτ
, ηinη

)
,

1

y+
out

]
δ, (6.1)

where y+
1 , ηin and y+

out are constants and η = y/δ. Pope does not suggest
any values for the constant parameters nor their physical meaning. The
following interpretation and choice of values was obtained by the author
from Saleh Rezaeiravesh through personal communication.

• y+
1 — this is the location of the first cell-centre scaled with δν . The

value of 1 is chosen in order to resolve the near-wall physics properly.

• ηin — the location of the end of the inner layer scaled with δ. This is a
Re-number dependent quantity, but the value of 0.1 gives good results
for a wide range of cases [30].

• 1/y+
out — the location of the beginning of the outer layer scaled with

δν . This is also Re-dependent, however, the value of 30 works across
a wide range of Re [31].

Equation (6.1) implies the following cell-size distribution. Up to the
overlap region the cell-size is constant and equal to y+

1 /(Reτδ). Then the
size gradually grows until the value of δ/y+

out is reached, which is used up
to the centreline of the channel. The distribution above y = δ mirrors the
one below it. The typical number of cells across the whole channel height is
100-150, depending on Reτ . For Reτ = 550, the number is 104.

Figure 6.2 shows the mean streamwise velocity in inner and outer co-
ordinates. In the outer coordinates, it is clear that the results are highly
dependent on the streamwise resolution. Both curves corresponding to
∆x+ = 25 show excellent agreement with DNS data, while ∆x+ = 50 res-
ults in a flatter profile. When the data are represented in inner coordinates
it is easy to observe that simulations with ∆z+ = 10 perform very well in
the inner layer, while for ∆z+ = 20 the values get over-predicted in the
overlap region. In the outer layer, it is clear that ∆x+ = 50 is insufficient to
capture the correct form of the profile, as was already observed in the plot
in outer coordinates. It is possible to conclude that all the considered grids
give a reasonably good agreement with DNS for the mean velocity profile.
While improving the resolution along a single axis improves the quality of
the solution, it is necessary to go down to ∆x+ = 25, ∆z+ = 10 in order to
get results that are almost indistinguishable from DNS.
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Figure 6.2: Mean streamwise velocity for different span- and streamwise
mesh resolutions. In outer coordinates (left), in inner coordinates (right).

Figure 6.3 shows the non-zero components of the Reynolds stress tensor.
The streamwise component gets over-predicted on all meshes besides the
finest one. The coarsest mesh gives the largest over-prediction which is not
surprising.

The behaviour for the wall-normal and spanwise components is similar.
The meshes with ∆z+ = 10 perform well, whereas using a coarser spanwise
resolution leads to a larger under-prediction. The turbulent shear stress is
very well predicted using all meshes.

It is possible to conclude that decreasing ∆x+ while keeping the same
∆z+ has very little effect on all the Reynolds stresses, with the exception
of the streamwise component. There, refining from ∆x+ = 50 to 25, while
keeping ∆z+ = 10 gives a big boost in accuracy. On the other hand, a
similar refinement but with ∆z+ kept at 20 does not lead to an equally
large improvement.

The overall conclusion of the study is that using ∆x+ = 25, ∆z+ = 10
along with the used cell-size distribution in the wall normal direction leads to
very accurate results for both first- and second-order statistics. If coarsening
is necessary, it is better to coarsen ∆x+ rather then ∆z+, as the latter has a
larger effect on the accuracy in the inner layer. However, a small ∆x+ does
lead to a better prediction in the outer layer for the mean velocity profile.

6.1.2 Subgrid Stress Model Study

Here, a study analysing the performance of several SGS models is presen-
ted. For that purpose the grid resolution is fixed, namely ∆x+ = 50 and
∆z+ = 20 will be used for the cell-size in the stream- and spanwise direc-
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Figure 6.3: The components of the Reynolds stress tensor for different span-
and streamwise mesh resolutions.

tions respectively. In the wall-normal direction the distribution (6.1) will be
used. This rather coarse mesh is chosen so that the SGS modelling has a
significant effect on the results. In the previous section it was shown that us-
ing no SGS model with this resolution leads to a profile which over-predicts
the mean velocity in the inner layer and under-predicts it in the core of the
channel. Possibly, an SGS model can improve on that result.

The following models are considered in the study (see section 2.2.2 for
definitions).

• ILES, i.e. no SGS model at all.

• The Smagorinsky model, see (2.11).

• The one-equation model, see (2.9).
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• The one-equation model with near-wall damping using the van Driest
damping function (2.12).

• A dynamic version of the one-equation model.

It is important to note that the models were not tuned in any way with
respect to the values of the constants that they depend on. Default values
suggested in OpenFOAM were used.

Figure 6.4 shows the mean streamwise velocity profiles obtained with
the considered models. The difference in the results is more easily observed
in the inner coordinates. The ILES and the dynamic model perform very
similarly to each other. The one-equation and the Smagorinsky model also
perform equally and significantly worse than the other models. However, the
large discrepancy seen in the plot in inner coordinates is mostly due to the
over-predicted value of the friction velocity. The shape of the profile is not
that significantly different from those produced by ILES and the dynamic
models. Applying a damping function improves the performance of the one-
equation model significantly. It is hard to judge whether it performs better
or worse than ILES, the overall error in the profile is of similar magnitude,
but its distribution is different.
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Figure 6.4: Mean streamwise velocity for different SGS models. In outer
coordinates (left), in inner coordinates (right).

Figure 6.5 shows the computed non-zero components of the Reynolds
stress tensor. The observed trends are mostly similar to that exhibited by
the mean velocity profile. The dynamic model performs similar to the ILES.
The Smagorinsky and one-equation models perform significantly worse. In-
terestingly, the one-equation model with damping only differs in perform-
ance from the undamped version in the accuracy of the 〈u′u′〉 profile. There,
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the damping slightly improves the result; in fact, the model gives the best
prediction of this component among all the considered models.
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Figure 6.5: The components of the Reynolds stress tensor for different SGS
models.

The conclusion that can be drawn from this study is that the considered
SGS models, at least as they are implemented in OpenFOAM, do not offer
significant improvement over not using any model at all and relying on
numerical dissipation. Only the dynamic one-equation model performed
on par with ILES, but no improvement that would justify the associated
increase in simulation time was observed.

While this study is too limited to draw any general conclusions regarding
SGS modelling, it can serve as a guideline for users of OpenFOAM and other
solvers employing similar numerical techniques. It shows that simply not
using an SGS model can be a justifiable decision and a possibility that is
worth investigating.
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6.2 Turbulent Boundary Layer

In this section, results from a ZPG-TBL simulation using the inflow gener-
ation method proposed in section 4.2 is presented. For comparison, results
from a simulation which uses an approach based on the rescaling procedure
proposed by Lund et al in [26] will also be shown. The material presented
here is essentially a short summary of Paper II, therefore a more detailed
description of the study can be found there.

In order to generate the inflow, a channel flow simulation needs to be
conducted. To this end, a simulation for Reτ ≈ 550 was performed using
a grid with ∆x+ = 50, ∆z+ = 20 and (6.1) for the cell-size distribution
in the wall-normal direction. No SGS model was employed. The results
of the simulation are essentially identical to what has been presented in
the grid resolution study above for the corresponding grid. Velocity values
where sampled from a plane perpendicular to the streamwise direction and
eddylicious was used to create a database of inflow fields taken from the
bottom half of the sampling plane.

In the TBL simulation, a resolution close to that in the precursor channel
flow simulation was used in the stream- and spanwise directions. In the wall-
normal direction the same distribution as in precursor was used up to y = δ.
The cell-size was then maintained unchanged for another interval of size δ
and then rapidly increased towards the top of the domain. Again, no SGS
modelling was employed.

The domain size for the TBL simulation was chosen to be large enough
to nullify the effect of the boundary conditions on the top and sides of the
domain. The chosen length resulted in a simulation covering a range of Reθ
from ≈ 835 to ≈ 2400.

sampling planex

y

main simulation 1

precursor,
channel flow

θ

θ

sampling plane

main simulation 2

θ

rescaling as defined in the LWS method

Figure 6.6: Schematic showing the performed simulations and the associated
inflow generation procedures.

Additionally, the conducted TBL simulation was used to sample velocity
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values at a location sufficiently far downstream of the inlet (Reθ ≈ 1300).
The sampled values were then rescaled with eddylicious using the rescaling
procedure defined by the LWS method [26] to approximately match the Reθ
at the inflow of the first TBL simulation. The obtained values were then used
as inflow for the second TBL simulation, see figure 6.6. This set-up mimics
the weak recycling method defined in [26], however, instead of obtaining
the inflow values dynamically, they are computed using a database from a
precursor TBL simulation. Apart from the inflow generation method the
set-up of the second TBL simulation is identical to that of the first one.

Figure 6.7 shows the evolution of the friction coefficient, cf , and the
shape factor, H = δ∗/θ, as a function of Reθ. For cf it is clear that the
adaption length for the proposed method is very short, while the rescaling-
based inflow generation leads to a dip in cf before recovery happens. For
the shape factor, the overall agreement with DNS is worse for both methods.
The under-prediction of H can, however, be anticipated based on the results
for channel flow shown in the previous section. Indeed, for the chosen grid
resolution the produced mean velocity profiles were flatter than the DNS
data, which corresponds to an under-predicted shape factor. Regarding the
adaption length, it is clear that for the proposed method the behaviour of
H stabilises faster. The curve corresponding to the LWS rescaling exhibits
a steep decline over a significant part of the domain, which is not consistent
with the behaviour of the DNS data.

Figure 6.7: Evolution of the friction coefficient, cf , and the shape factor, H,
as a function of Reθ.

Figure 6.8 shows the mean streamwise velocity at three Reθ for which
DNS data are provided in [36]. The overall accuracy of the profiles is in line
with what could be expected based on the grid resolution study for channel
flow. An important result is that at Reθ ≈ 1420 the profiles corresponding
to the two inflow generation methods are already in excellent agreement
with each other. Noticeably, in the inner layer the agreement is fairly good
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even at Reθ ≈ 1000, which reflects the fact that channel flow and the TBL
have a similar flow structure in that region.

Figure 6.8: Profiles of the streamwise component of velocity at Reθ ≈ 1000,
Reθ ≈ 1420, Reθ ≈ 2000. The profiles are shifted by 〈u〉/u+

τ = 5 upwards
for increasing Reθ.

The overall conclusion is that the correct flow behaviour is recovered
at Reθ somewhere in the range 1200-1300. The corresponding range in
terms of the momentum thickness of the inflow TBL is 270θin-370θin. For
the rescaling method, the adaption length is of comparable size. Based on
these results it is possible to conclude that the performance of the proposed
inflow generation method is on par with other precursor-based approaches.
Combined with its simplicity and robustness, this makes it an attractive
alternative to methods based on weak recycling.





Chapter 7

Summary and Future Work

The work presented in this thesis can be seen as consisting of three parts.
The first part is the development of the methodology for computing LES
of wall-bounded flows using a general-purpose CFD solver. To that end,
turbulent channel flow was chosen as a model problem. Various aspects of
the simulation set-up and modelling choices where analysed such as the con-
struction of the computational grid and the SGS modelling. Several further
developments are possible here. One is to consider the possibility of using
unstructured grids. While this is not needed for most academic applications
where the geometry of the flow is commonly simple, unstructured grids are
the standard in industrial applications. A different possibility is to consider
nested (embedded) structured grids. The fact that OpenFOAM can use arbit-
rary polyhedral cells makes this idea especially attractive. The benefit of
using a nested grid would be the ability to make the stream- and spanwise
resolutions of the grid a function of y. This would lead to large savings in
computational resources, especially for higher Re-number flows.

The second major contribution of this work is the software package
eddylicious. Multiple ways of expanding the package are possible. This
includes adding support for other CFD solvers, implementing more inflow
generation methods, and supporting arbitrary inlet geometry. Perhaps most
importantly, further promotion of the package among the CFD community
has to be done, since the implementation of the above mentioned function-
ality is only possible as a collaborative effort.

The third part of this thesis is the work on the proposed inflow genera-
tion method. A framework for using channel flow as a precursor simulation
for generating inflow for a TBL simulation was presented. While the meth-
odology is established, it is necessary to see how the method performs for a
wider range of flows. Of particular interest for our research group are flows
with a separating boundary layer. As mentioned in chapter 4, numerous
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issues with strong recycling methods such as the one proposed here remain
unsolved. In particular, no concrete guidelines exist for how the grids of the
precursor and the main simulations should be related besides for the general
conclusion that it is best that they coincide. Also of interest is to test the
range of applicability of the LWS method and its variations. For instance,
the difference in the Re-number between the rescaled flow and the inflow
that can be allowed is still not known [19].
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Chapter 1

Introduction

Results and analysis are reported from a simulation campaign, using large-eddy simulation
(LES), of fully developed turbulent channel flow. Channel flow is a classical model problem for
the investigation of wall-bounded turbulence, and it has been extensively studied using both ex-
perimental and computational methods, [11, 7]. The flow takes place between two infinite parallel
planes, and it is driven by a constant pressure gradient. Due to the particularly simple geometry,
specially designed spectral methods can be applied to the problem, [9, 7, 10, 3, 5], which provides
extremely good accuracy and allows for direct numerical simulation (DNS), i.e. without turbulence
modelling, up to moderate Reynolds numbers (at least Reτ > 2000).

The purpose of the present study is to evaluate the predictive capability of the numerical methods
and turbulence modelling (a particular LES-subgrid model is tested) implemented in the general-
purpose CFD-software OpenFOAM1. The subgrid model is based on the ideas first proposed in [14],
and relies on a subgrid viscosity which is computed using an additional transport equation for the
subgrid kinetic energy, see section 2.3 for a detailed description. One Reynolds number is investi-
gated, Reb = 13 350, which roughly corresponds to Reτ = 395, see the discussion in section 3.1, for
the parameters of the problem and the definition of these numbers. Corresponding simulations are
carried out on three grid refinement levels in order to investigate grid convergence, and how the
subgrid model behaves with varying grid size. The coarsest grid contains 135 000 cells and the finest
grid 8.65·106 cells. The results obtained are naturally not as accurate as those obtained by spectral
methods, at the same computational cost. But, since the methods employed here can be applied to
general configurations/geometries, it is essential to have a good understanding of their predictive
capability for wall-bounded turbulence, and channel flow is an ideal case for this investigation.

A wide range of turbulence statistics are computed, and are included in the mesh refinement
study. Due to the geometry/symmetry of the problem, all statistics only depend on the wall-normal
coordinate. The resulting profiles are presented for the following statistical quantities. The mean
(streamwise) velocity and all components of the Reynolds stress tensor, hence including the level of
turbulent fluctuations of the velocity components. Higher order statistical moments, skewness and
flatness, are also computed for all three velocity components. Profiles of the vorticity fluctuations
are included as well. For all these quantities, the statistics are computed using time series at a given
spatial location. In addition to this, the two-point correlations of velocity fluctuations have been

1Disclaimer: this study is not approved or endorsed by OpenCFD Limited, the producer of the OpenFOAM software
and owner of the OPENFOAMR© and OpenCFDR© trade marks.
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computed, at a number of wall-normal distances. The results are compared with DNS-data, [10], and
the analysis provides detailed information on the accuracy obtained for the computed turbulence
statistics and how this depends on the mesh resolution.

This study should be useful for CFD-users of OpenFOAM, and similar software, and provides
detailed information concerning grid requirements, and other settings, for problems where turbulent
boundary layers play an important role. All of the data presented in the report is made available
online2 along with complete OpenFOAM simulation case set-up files.

2https://bitbucket.org/lesituu/channel flow data

4



Chapter 2

Turbulence modelling and
numerical methods

The mathematical model and numerical methods employed in the study are described in this
chapter. This includes a description of the underlying governing equations, the approach used
towards turbulence modelling, the numerical methods employed for discretizing the equations, and
the algorithm employed by the solver program to take the pressure-velocity coupling into account.

2.1 Governing equations

The momentum equation for an incompressible viscous fluid is the (incompressible) Navier-
Stokes equation which, in the absence of external forces, is given by,

∂u

∂t
+∇ · (u⊗ u) = −1

ρ
∇p̃+ ν∆u. (2.1)

Here u is the velocity of the fluid, ρ is the density, p̃ is the pressure, and ν is the kinematic viscosity.
The incompressibility of the fluid is expressed by,

∇ · u = 0. (2.2)

Equations (2.1) and (2.2) constitute the governing equations which fully describe the fluid flow.
Note that ρ and ν are assumed constant. Below, p = p̃/ρ will be referred to as the “pressure” for
brevity. Both the notation, (u, v, w), and the notation, (u1, u2, u3) will be used for the Cartesian
components of the velocity vector.

2.2 Large-eddy simulation

The need for a different approach in turbulent fluid flow simulation rather then attempting
to solve (2.1)-(2.2) directly stems from the fact that resolving all the relevant scales of turbulent
motion requires both spatial and temporal resolutions that are incompatible with the computational
resources currently available.
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The key idea of LES is to directly calculate the evolution of only those eddies that are associated
with length scales larger than a certain given length scale ∆. This makes using reasonably coarse
computational meshes possible as well as increasing the time-step. Formally, the separation of
scales is achieved via a filtering operation which is mathematically expressed as a convolution of
the relevant flow field with a chosen filter kernel,

φ(x, t) =

∫∫∫ ∞

−∞
φ(x, t)G (x− ξ,∆) d3ξ, (2.3)

where G is the kernel and ∆ is the filter’s cut-off width, which is a parameter that defines the size
of the scales that are filtered out. Throughout the report we will use the over-bar to denote filtered
variables. The unresolved part of the flow field, which is left out after the filtering is defined as,

φ′′(x, t) = φ(x, t)− φ(x, t). (2.4)

The length scales associated with the unresolved part are commonly referred to as subgrid scales (SGS).
A large variety of filters with different properties is described in the literature. For an in-depth

discussion of the most important such filters, we refer to, [11, 13]. In spite of the large number of
filters available, most of them are difficult to apply in a general-purpose CFD-code. The filter most
commonly used in conjunction with finite volume discretization is the top-hat filter, see page 99
of [16],

G (x− ξ,∆) =

{
1/∆3, |x− ξ| ≤ ∆/2

0, otherwise.
(2.5)

It is evident from (2.5) that the filtering gives a value which is an average over a rectangular volume
∆3. A common choice for ∆ is the cubic root of the volume of the (local) computational cell,

∆ = 3
√

∆x∆y∆z, (2.6)

where ∆x, ∆y and ∆z are the cell-sizes along the corresponding coordinate axes. This choice of ∆
conveniently makes φ equal to the average value of φ in the computational cell. This implies that
no explicit filtering needs to be performed during the computational procedure, instead the filtering
is built into the discretization method itself. Due to this attractive property the combination of the
top-hat filter (2.5) and the ∆ defined as (2.6) is used in the channel flow simulations described in
this report.

By formally applying the filtering operation to the continuity equation (2.2) and Navier-Stokes
equations (2.1) it is possible to derive conservation laws for the filtered flow variables. When doing
this, it is convenient to use indicial tensor notation, which leads to more compact expressions.

Due to the linearity of the continuity equation, applying the filtering is straightforward. The
form of the equation remains unchanged,

∂ui
∂xi

= 0. (2.7)

This result implies that the SGS velocity field u′′ is also solenoidal. Filtering the Navier-Stokes
equations results in the following.

∂ui
∂t

+
∂

∂xj
(uiuj) = − ∂p

∂xi
+ ν

∂2ui
∂xj∂xj

(2.8)
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The main complication here is that the advection term in (2.8) cannot be expressed in terms of ui.
The common way to address this issue is to introduce the so called SGS stress tensor B, the
components of which are defined by,

Bij = uiuj − uiuj . (2.9)

Inserting this into equation (2.8) leads to,

∂ui
∂t

+
∂

∂xj
(uiuj) = − ∂p

∂xi
− ∂Bij

∂xj
+ ν

∂2ui
∂xj∂xj

. (2.10)

In order to close this system of equations, B has to be modelled.

2.3 Subgrid stress modelling

A rich variety of approaches to modelling B has been developed. A thorough description of
many of them can be found in [13]. Only a small amount of the models proposed in the literature
has been implemented in general-purpose CFD packages. The reason is that the implementation of
some of the models is often difficult, or impossible, to combine with the general framework of the
code or the discretization practices the code is based on.

A common approach to SGS-modelling it to employ the Boussinesq assumption, which is the hy-
pothesis that the SGS-stress can be modelled in a structurally similar way to the viscous stress, [13].
The analogous idea is also used in most RANS turbulence models. Mathematically it can be ex-
pressed as,

B =
1

3
Tr(B)I + νsgs

(
∇u +∇Tu

)
, (2.11)

where Tr(B) stands for the trace of the tensor B, I is the identity matrix, and νsgs is the so called
SGS viscosity which, in turn, is to be computed from the filtered velocity field.

Assuming (2.11), the task is then to obtain a way of calculating νsgs. In order to be able to
do that, one has to adopt the hypothesis, that a characteristic length scale lsgs and time scale tsgs
are sufficient to describe the subgrid scales, [13]. Then, based on dimensional grounds, the SGS
viscosity can be calculated as

νsgs ∼
l2sgs
tsgs

= usgslsgs, (2.12)

where usgs is the corresponding velocity scale. A natural choice for lsgs is the filter cut-off width ∆.
The choice of usgs is less obvious and different models use different approaches.

Here we use a model based on solving a transport equation for the subgrid turbulent kinetic
energy ksgs, which was proposed independently by several researchers, [2, 6, 14, 18, 19, 15]. The
natural choice for the characteristic velocity scale is then usgs =

√
ksgs.

The transport equation for ksgs is,

∂ksgs
∂t

+
∂uiksgs
∂xi

= 2νsgs|Dij |2 − Ce
k

3/2
sgs

∆
+

∂

∂xi

(
νsgs

∂ksgs
∂xi

)
+ ν

∂2ksgs
∂xi∂xi

, (2.13)
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where Dij is the filtered rate of strain tensor, and Ce = 1.048 is a constant. The expression for νsgs
is then taken to be,

νsgs = Ck∆
√
ksgs, (2.14)

where, Ck = 0.094, is another model constant.
Physically the four terms on the right-hand side of (2.13) represent, respectively, the production

of turbulence by the resolved scales, turbulent dissipation, turbulent diffusion, and viscous dissi-
pation. More details on the derivation of (2.13) and the employed modelling assumptions can be
found on page 128 in [13]. Note that, ksgs = Tr(B)/2, and therefore can be used for calculating the
isotropic subgrid stresses.

When defined as (2.4), νsgs does not exhibit correct behaviour in the limit y → 0, where y is
the distance from a wall. To rectify this problem a damping function can be employed. In the
simulations presented here the van Driest damping function is used. It has the following form.

f =
κ

C∆

(
1− e−y+/A+

y
)

(2.15)

Here, κ = 0.41, is the von Karman constant, C∆ = 0.158, and, A+ = 26.

2.4 Discretization and interpolation methods

As many other contemporary CFD codes, OpenFOAM is based on the finite volume method
for disretizing partial differential equations. The method itself, and its application to the Navier-
Stokes equations, are thoroughly described in a large number of monographs dedicated to numerical
methods and fluid flow modelling. In particular the books, [16, 1], provide a good introduction to
the method in the context of CFD, and a detailed OpenFOAM-oriented discussion can be found
in, [4, 12, 17]. In this section only a short overview of the method will be presented.

The finite volume method is based upon dividing the computational domain into many small
non-intersecting polyhedra called control volumes (CVs). Different approaches exist, but in OpenFOAM

all variables are stored at the centroids of the control volumes. The value at the centroid represents
the whole CV. This can be easily shown to be a second order accurate approximation, see [1].

Derivation of the descretized form of the equations begins with integrating the original equations
over a control volume and a time interval ∆t. Then, where it is applicable, the Gauss theorem is
used to convert volume integrals into surface integrals.

The procedure can be illustrated using a convection-diffusion equation for some quantity φ,

∂φ

∂t
+∇ · (uφ) = ∇ · (Γ∇φ), (2.16)

which is integrated to,

∫ t+∆t

t

(
∂

∂t

∫

CV

φ dV +

∮

SCV

φu · n dS −
∮

SCV

Γ∇φ · n dS

)
dt = 0. (2.17)

The equation above is an integral form expressing the conservation of the quantity φ. If this is
summed over all the control volumes a conservation law for the whole domain is obtained. As
a consequence, the finite volume method is intrinsically conservative, which is one of its most
attractive properties.
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In order to get algebraic equations, the volume integral in (2.17) is approximated as, φPVCV,
while surface integration is approximated as a sum over the faces of the control volume:

∮

SCV

φu · n dS ≈
∑

f

(uf · n)Sfφf , (2.18)

∮

SCV

Γ∇φ · n dS ≈
∑

f

(∇fφ · n)SfΓf . (2.19)

The index f in the above equations stands for the value in the centroid of the face with the
corresponding index. These values are unknown and have to be interpolated using the values in
the centroids of the cells.

Choosing spatial interpolation and time-marching schemes has to be done with care in order to
have a good balance between accuracy and stability. In the simulations presented here a second
order backward differencing scheme was used for time marching. To calculate the time derivative
in (2.17), the scheme uses the unknown value of φ from the current time-step, φn, and the values
from the two preceding time-steps, φn−1 and φn−2,

∂φi
∂t
≈

3
2φ

n − 2φn−1 + 1
2φ

n−2

∆t
, (2.20)

where ∆t is the time-step. The time integrals of the convective and diffusive terms in (2.17) are
approximated by the (to be determined) values at the current time-step, which makes the time-
marching scheme fully implicit. Additional information on the second order backward differencing
scheme can be found in [4]. The OpenFOAM-keyword for this scheme is backward.

The time-step ∆t was chosen to be small enough to keep the Courant number below one. For
meshes M1 and M2 the value of, ∆t = 0.2s, was sufficient, but for the finest mesh M3 it had to be
lowered down to 0.08s.

The face-fluxes of momentum were calculated using a linear interpolation scheme (referred to
as linear in OpenFOAM). The same scheme was also used to evaluate the values of the gradients in
the centroids of the faces.

The face-fluxes of the subgrid scale turbulent kinetic energy were calculated using a TVD inter-
polation scheme based on upwind and central differencing, (linearLimited 1 in OpenFOAM). The
scheme is based on a flux limiter of the form, max(min(2r, 1), 0), where r is the ratio of successive
gradients.

2.5 Solver algorithm

The solver pimpleFoam, provided as part of OpenFOAM, was used to solve the equations derived
in sections 2.2 and 2.3. The solver is capable of treating a variety of different flow problems and
employ different types of turbulence modelling approaches. Here we give a short overview of the
principal components of the underlying algorithm. More information can also be found in [4].
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Figure 2.1: Essential steps of the algorithm implemented in the pimpleFoam-solver.

The algorithm implemented in the solver is based on a blend of the transient SIMPLE and PISO
algorithms, a thorough description of which can be found in [16, 1]. The most important steps of
the algorithm solver are shown in figure 2.1.

At the beginning of each time-step, the algorithm increases the current simulation time by the
value of the time-step. Then the pressure-velocity coupling loop is executed. Inside the loop, the
momentum equation is solved first, after which the corrector loop is entered. Inside the corrector
loop, the pressure equation is solved and the velocity field is corrected ensuring that it is divergence-
free. Finally, all equations related to turbulence modelling are solved.

It is possible to regulate how many times the pressure-velocity coupling loop is executed. In
case only a single iteration is performed, pimpleFoam’s algorithm is identical to the PISO-algorithm.
Analogously, it is possible to change the number of times the corrector loop is executed. If the loop
is executed only once, pimpleFoam implements the transient SIMPLE-algorithm.

Increasing the number of iterations inside the pressure-velocity coupling loop, in combination
with heavy under-relaxation, makes using larger time-steps possible, which can decrease the total
computation time. As indicated above, in the simulations presented in this report, the time-step
was set to be small enough to keep the Courant number below one in the whole domain. Therefore,
the number of the coupling loop’s iterations was set to one. The number of corrector loop iterations
was set to two.
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Chapter 3

Simulation case set-up

The formulation of the continuous problem and the computational set-up, including physical
and numerical parameters, are described in this chapter. The mesh generation and the simulation
campaign are also summarized.

3.1 The continuous problem and the physical parameters

Fully developed channel flow is a theoretical construct consisting of a flow between two infinite
parallel planes, driven by a constant pressure gradient. It is convenient to describe the flow using the
cartesian coordinate system shown in figure 3.1. Let the x-axis be in the direction of the negative
pressure gradient. This direction coincides with that of the mean flow and will therefore be referred
to as the streamwise direction. The y-axis is taken to be orthogonal to the walls of the channel,
pointing from the lower wall to the upper. This direction is referred to as wall-normal. Finally,
the z-axis is chosen so that (x, y, z) forms an orthonormal coordinate system. The z-direction is
referred to as spanwise.

Since the walls are of infinite size, the geometry of channel flow is fully characterized by one
parameter, h, the channel width. However, in a computational experiment, the domain has to
be bounded in the streamwise and spanwise directions as well (more on this in section 3.3). The
introduction of this artificial truncation introduces two more geometrical parameters, the streamwise
truncation length, lx, and the spanwise truncation length, lz. The values of lx and lz should be
large enough to fit the largest existing turbulent structures inside the domain. The values used in
the simulations presented here are adopted from [9, 7]. Their adequacy is also confirmed by an a
posteriori analysis of two-point autocorrelations of the velocity field presented below, in section 4.7.

The physical parameters of the flow are the driving pressure gradient and the kinematic viscosity
of the fluid, ν. When these parameters are specified, the problem is well-defined. As an alternative
to the pressure gradient, the (mean) bulk velocity,

Ub =
1

h

∫ h

0

〈u〉dy, (3.1)

can be prescribed instead. The benefit of using Ub would be that the bulk Reynolds number,
Reb = Ubh/ν, then would be defined by the input parameters.
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Figure 3.1: Illustration of the channel configuration, the computational domain and the coordinate
system.

In addition to the bulk velocity, another characteristic velocity scale is commonly introduced in
connection with channel flow. The friction velocity, uτ , is defined in terms of the wall shear stress,
τw, and the fluid density, ρ, according to,

uτ =
√
τw/ρ.

The friction Reynolds number is then defined as,

Reτ =
uτδ

ν
,

where, δ = h/2, is the channel half-width. It is easy to show, see page 267 of [11], that the gradient
of the pressure and the wall shear stress are related,

− dp̃

dx
=
τw
δ
. (3.2)

Consequently, prescribing the pressure gradient strictly defines Reτ . The conclusion is that the
choice between the pressure gradient and the bulk velocity as the defining parameter should, at
least theoretically, be based on whether it is desirable to have Reτ or Reb defined as input. The
quantity that is undefined will then have to be computed.

As discussed in section 4.1, the benchmark for evaluating the accuracy of the simulations is
DNS data from [10], computed at Reτ = 395. This suggests using the same Reτ as an input
parameter. However, important practical considerations suggested doing the opposite. Namely,
the computational procedures associated with choosing Ub as input (see section 3.4) were already
implemented in OpenFOAM and tested by the community. Therefore in the simulations reported
here, Reb is defined and Reτ is computed.
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As a consequence, the value of Reb had to be chosen to be corresponding to the target value
of, Reτ = 395. This was not straightforward because, in [10], the authors do not provide infor-
mation regarding Ub or Reb. However, in [17], the author also compares results from channel flow
simulations to a DNS database computed for, Reτ = 395, and provides the used Ub and ν. Here
the same values are used. The values of Reτ that were computed in the simulations are presented
and discussed in chapter 4, the conclusion is that the chosen value of Reb is adequate.

The geometrical and physical parameters are summarized in table 3.1.

Quantity Notation Value Unit Expression
Channel width h 2.0 m 2δ
Streamwise length lx 6.0 m - - -
Spanwise length lz 3.0 m - - -
Kinematic viscosity ν 2 · 10−5 m2/s
Bulk velocity Ub 0.1335 m/s - - -
Bulk Reynolds number Reb 13 350 - - - Ubh/ν

Table 3.1: Physical and geometrical parameters.

3.2 Mesh generation

The geometrical simplicity of channel flow makes it easy to construct structured hexahedral
computational meshes. One of the major goals of this study is to investigate the effects of the grid
size on the results of the simulation. Three different computational meshes are used. These meshes,
as well as the simulations that use them, will be referred to as M1, M2 and M3. Using the same
name for the meshes and the simulations does not introduce confusion, since the mesh is the only
parameter that distinguishes the simulations from one another.

Mesh M1 is the coarsest of the three. Mesh M2 contains eight times more cells, the grid spacing
along each axis being reduced by a factor of two, as compared to M1. Mesh M2 is refined in the
same way, leading to the finest grid M3, with eight times more cells than M2. The mesh information
is summarized in table 3.2. Note that ∆x+, ∆z+ and y+ are calculated using a theoretical value
of uτ , based on the value of Reτ = 395.

Name Cells along axes Total size ∆x+ ∆z+ y+, first cell
M1 60×50×45 135 000 39.50 26.30 1.90
M2 120×100×90 1 080 000 19.75 13.16 0.96
M3 240×200×180 8 640 000 9.88 6.58 0.47

Table 3.2: The computational meshes used in the simulations.

In order to increase the resolution of the turbulent structures, and the large gradients occurring
in the near-wall region, a bias was applied to the y-grading of the meshes, see figure 3.2. The bias
was defined through the ratio between the largest and the smallest cell-size along y, which was set
to 10.7028.
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Figure 3.2: Cell size as function of y, for the computational meshes M1, M2 and M3 respectively.
The points show the locations of the cell centers.

3.3 Boundary conditions

In order to simulate a domain of infinite size in the streamwise and spanwise directions, two pairs
of periodic boundary conditions are introduced. The first pair connects the boundaries at x = 0
and x = lx, and the second the boundaries at z = 0 and z = lz. The remaining two boundaries
represent walls. For the resolved velocity field, u, the wall induces a no-slip boundary condition,

u = 0.

This implies a von Neumann condition for the pressure. The no-slip condition also applies to the
unresolved fluctuations of velocity, u′′i , which entails that ksgs = 0 everywhere on the wall.

Field Type Value
ui Dirichlet 0
ksgs Dirichlet 0
p von Neumann 0

Table 3.3: Boundary conditions at the walls.

3.4 Modelling the pressure gradient

As explained above, the pressure gradient is not used as a defining parameter for the simulations.
Instead, the bulk velocity Ub is. However, the pressure gradient has to somehow be computed, and
its effect taken into account. The problem is resolved by introducing an additional external force
term into the momentum equation. This artificial force drives the flow, and the magnitude of the
force is determined by the prescribed bulk velocity. At each time step, the actual Ub is re-calculated,
and an adjustment to the magnitude of the external force is made, to correct the value.
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3.5 The simulation campaign

Before time averaging could be started, all the transient processes related to initial conditions
had to pass away. The simulation for each mesh size therefore consisted of two phases. During the
first, preliminary phase, the sampling of the statistical quantities of interest was not performed.
During the second, averaging phase, the time averaging was started, and the flow was simulated
until the sampling time interval was large enough to make statistical errors insignificant.

Table 3.4 summarizes the durations of both phases of all three simulations. Time is given in
three different units. Seconds, non-dimensional units, tuτ/δ, and the number of flow-through times
based on bulk velocity, #Tf−t. The theoretical value of uτ , based on the target friction Reynolds
number, Reτ = 395, was used for calculating the non-dimensional time.

Mesh Preliminary phase duration Averaging phase duration
t[s] tuτ/δ #Tf−t t[s] tuτ/δ #Tf−t

M1 10 000 79 222.5 90 000 711 2003
M2 20 000 158 445 90 000 711 2003
M3 10 000 79 222.5 31 000 245 690

Table 3.4: Meshes and simulation times used in the simulation campaign.

The reason for the preliminary phase to be double as long for simulation M2 compared to the
other simulations is simply because the initial data for time, 20 000s, was already available due to
some prior experimentations with the code. The duration of the averaging phase for M3 is shorter
than that of M1 and M2 due to the computational expenses associated with transient simulations
on a mesh that large. However, it was sufficient for all the relevant statistical quantities to converge.
The simulation times of M1 and M2 can thus be considered excessive.
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Chapter 4

Results

In this chapter the results obtained from the conducted simulations are presented and discussed.
Before proceeding, a number of preliminary remarks are made.

• The definitions of the statistical quantities investigated here are collected in the appendix A.
In the appendix, the computational procedure for the statistics, using temporal and spatial
averaging, is also described.

• In order to assess the accuracy of the results, data from a DNS, reported in [10], is used. The
data corresponds to Reτ = 395, and is available online.1

• All of the quantities were calculated using only the filtered part of the velocity field, u. The
contribution of the subgrid scales was thus not explicitly taken into account. To simplify the
notation, the over-bar used to denote the filtered quantities will be dropped in this chapter,
but it will always be implied. Angular brackets 〈·〉 will be used to denote the average value,
and a single prime will be used for the fluctuations.

• Where appropriate, the obtained results will be shown both as a function of y/δ and as a
function of y+. In the literature, this is sometimes referred to as presenting the data in,
respectively, global and wall coordinates, [7]. As the names suggest, the former is more
convenient for accessing overall behaviour, and the latter for investigating the behaviour near
the wall. Due to the fact that all of the profiles are either symmetric or anti-symmetric around
the plane y = δ, it suffices to plot the data over the interval [0, 1] in global coordinates.

4.1 Global flow quantities

By global flow quantities, we mean computed scalar variables characterizing the flow, such as
friction velocity and mean center-line velocity. This is the starting point of our analysis, and these
results are summarized in table 4.1. The most important of them is the computed average friction
velocity uτ or, equivalently, the Reynolds number Reτ based on that velocity. Note that we will
skip the averaging brackets, 〈·〉, and always denote the averaged friction velocity simply by uτ .

1http://turbulence.ices.utexas.edu/MKM 1999.html
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Recall that the target value of Reτ was 395, because that corresponds to the data from the DNS
simulations used for benchmarking the results.

As evident from the table, Reτ is under-predicted in all the simulations. However, the results
improve significantly with the refinement of the mesh, so there is a reason to believe that upon
further refinement the computed value would eventually converge to 395.

Parameter M1 M2 M3 Comment
Average friction velocity uτ , m/s 0.00724 0.00746 0.00766 Target value is 0.0079

Average centreline velocity Uc, m/s 0.15174 0.15210 0.15381 —
Reτ 362 373 383 Target value is 395
Rec 7587 7605 7690 —
Ub/uτ 18.44 17.90 17.43 Target value is 16.90
Uc/uτ 20.96 20.39 20.08 —
Uc/Ub 1.14 1.14 1.15 —

Viscous length scale δν = ν/uτ 0.00276 0.00268 0.00261 Target value is 0.00253

Table 4.1: Computed global flow parameters.

In the following sections, most of the results are presented as scaled with uτ . The results of each
simulation are scaled with the value of uτ obtained from that simulation. That is, a different scaling
factor is applied to the results from each of the simulations. The non-dimensional wall distance
y+ is proportional to uτ . The values of y+ used for presenting the results are computed for each
simulation individually, using the obtained values of uτ . This means that data points located at an
equal value of y+, for all three simulations, are actually located at different values of y.

4.2 Mean velocity profiles

This section will be devoted to the inspection of the obtained profiles of the average streamwise
velocity. Other components are not considered, since their mean value is zero in the entire domain.
The normalized profiles of 〈u〉 are presented in figure 4.1.

In the graph on the left side of the figure, the profiles are presented in global coordinates, scaled
with the bulk velocity Ub. It is somewhat hard to distinguish between the results computed on the
three different meshes, but the curve corresponding to M1 does stand out from the other two. For
y/δ < 0.2 it lies beneath the two other profiles, but then intersects them and lies above instead.
Finally, at y/δ ≈ 0.7 it crosses the M3-curve again and nearly coincides with the profile from M2.

To further address the issue of accuracy, it is necessary to view the same results, but in wall
coordinates and scaled with the friction velocity. This representation of the data is given in the
right plot in figure 4.1.

We start the analysis in the viscous sub-layer. The coarsest mesh M1 has only two points located
there and thus cannot resolve it adequately. But the values predicted at the two existing points
are nevertheless in excellent agreement with DNS. Simulations M2 and M3 improve on the results
obtained for M1, due to the increase in mesh resolution. In M3 the viscous sub-layer is resolved
well enough for linear interpolation between the computed points to accurately represent the DNS
data across the whole sub-layer.

In the buffer region the results from all three simulations begin to diverge from the DNS data,
specifically, the values are under-predicted. The profiles from M2 and M3 are indistinguishable in
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Figure 4.1: Profiles of the mean of the normalized streamwise component of velocity.

this region, and M1 performs slightly worse, leading to a larger under-prediction.
In the log-law region the simulation using finest mesh M3 gives results that are in very good

agreement with DNS across the whole region. Both M2 and M1 produce results that over-predict
the velocity values, but the results from M2 are more accurate.

We can conclude that the positive effect of grid refinement is evident from the gradual increase
in the accuracy of the obtained results. However all three meshes, even M1, are fine enough to
produce a mean velocity profile which would be accurate enough for most engineering applications.

4.3 Velocity fluctuations

The components of the Reynolds stress tensor are the primary quantities describing the turbulent
fluctuations. In this and the following section, the predictions for each component of the tensor
will be analysed in detail.

We begin the inspection with the diagonal components. Statistically, these components, 〈u′2i 〉,
are the variances of the components of velocity. However, it is customary to consider the standard
(root-mean-square) deviations, urmsi =

√
〈u′2i 〉, of ui instead. Figures 4.2-4.4 show the distribution

of the standard deviation of the three components of velocity in the wall-normal direction. A
common result for all three components is that the profiles converge towards the DNS data as the
mesh gets refined.

The simulation on the finest mesh M3 accurately estimates the location of the maxima of the
root-mean-square values. The peak-values, however, are under-estimated. Using coarser meshes
leads to under-prediction of the maxima even more, and the locations of the maxima get shifted
away from the wall. The peaks are also more diffused, the coarsening of the mesh prevents the
sharp gradients from getting resolved. This behaviour is more pronounced for the the wall-normal
and spanwise components of velocity, v and w respectively.

Closer to the core region of the channel, for y/δ > 0.5, the difference in the results obtained on
the different meshes is less definite. For all the components, the profiles lie slightly under the DNS
data, with the exception of the profile of urms, obtained from M1, which lies above the DNS.
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Figure 4.2: Profiles of the normalized standard deviation of the streamwise component of veloc-
ity, urms/uτ .

0.0 0.2 0.4 0.6 0.8 1.0

y/δ

0.0

0.2

0.4

0.6

0.8

1.0

vr
m
s
/u

τ

M1
M2
M3
DNS

100 101 102

y+

0.0

0.2

0.4

0.6

0.8

1.0

vr
m
s
/u

τ

M1
M2
M3
DNS

Figure 4.3: Profiles of the normalized standard deviation of the wall-normal component of veloc-
ity, vrms/uτ .
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Figure 4.4: Profiles of the normalized standard deviation of the spanwise component of veloc-
ity, wrms/uτ .

4.4 Turbulent shear stress

We continue the analysis with the off-diagonal components of the Reynolds stress tensor. The
symmetry of channel flow implies that the xz and yz components of the Reynolds stress tensor are
equal to zero. Therefore the only component left to analyse is the xy component, the negative of
which is referred to as the turbulent shear stress.

It can be easily shown analytically that for channel flow the profile of the total shear stress, i.e.
the sum of the viscous and turbulent shear stresses varies linearly across the channel, see page 267
of [11]. However, viscous stresses play a significant role only in the viscous wall region, y+ < 50,
and consequently, outside that region, the profile of the turbulent shear stress alone can be expected
to be of linear form.
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Figure 4.5: Profiles of the normalized turbulent shear stress, −〈u′v′〉/u2
τ .

The profiles of the computed turbulent shear stress are presented in figure 4.5. The results are in
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good agreement with the theoretical analysis presented above. The profile from the DNS database
has a peak at y+ = 30, and assumes a linear profile for higher y+-values. The results obtained with
the finest mesh M3 predict the location of the peak with very good accuracy, but under-estimate
the values of the shear stress in the viscous wall region. The results obtained with M1 and M2 are
less consistent with the DNS data. Note also that the difference in accuracy between M1 and M2
is significantly larger than between M2 and M3. For y+ > 100, all three meshes produces a linear
profile that is in very good agreement with DNS data.
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Figure 4.6: Profiles of the negative of the correlation coefficient of u and v, −〈u′v′〉/(urmsvrms).

It is possible to look at the turbulent shear stress from a different angle by scaling it differently.
The stress -〈u′v′〉 is the negative of the covariance of u′ and v′. Thus normalizing it with urmsvrms

will give the negative of the correlation of u′ and v′. The term correlation coefficient is also used
to describe the same quantity, see page 57 in [11].

Figure 4.6 shows the graphs of the obtained profiles of the negative of the correlation coefficient.
It is interesting, that there is a local peak near the wall, followed by a local minimum. In [7], the
presence of the peak is explained by the presence of certain “organized motion” in that region. The
peak can be observed in the graphs of the profiles obtained from all three simulations. Moreover, the
obtained peaks are exaggerated, and are global maxima, whereas in the DNS data the peak is only a
local maximum. The simulations M3 and M2 give more accurate results in general. Specifically, they
also produce the local minimum following the peak, whereas M1 fails to reproduce that behaviour.

Interestingly, M1 does perform better than the simulations on the finer meshes further away
from the wall. The gain in accuracy, compared to M3, is marginal, but compared to M2, the
improvement is quite significant. However, the analysis of the quantities that form the correlation
coefficient, namely 〈u′v′〉, urms and vrms, that has been presented in the previous sections of this
chapter, showed that for each component individually, the results from M1 are less accurate than
those obtained from M2 and M3. Therefore the apparent superiority of the results from M1 for the
correlation coefficient should be regarded as accidental.
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4.5 Skewness and flatness

We now turn to statistics of higher order, namely the skewness and flatness of the three com-
ponents of velocity. Skewness measures the asymmetry of the probability density function (PDF)
or, in other words, it allows to tell which tail of the PDF, the left or the right, is “fatter” or longer.
Physically, this allows to conclude whether it is the high or the low values of velocity that give a
larger contribution to the deviation from the mean value. Flatness can be seen as a measure of
the “heaviness” of the tails. Thus, high flatness indicates that more variance is a result of strong
infrequent deviations. Physically, this can be interpreted as high intermittency of the flow.
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Figure 4.7: Profiles of the skewness of the spanwise component of velocity, Sw.
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Figure 4.8: Profiles of the skewness of the streamwise component of velocity, Su.

We first consider the skewness of the spanwise component of velocity. Due to symmetry, we
should have, Sw = 0, throughout the channel, therefore this is a good measure of statistical conver-
gence. The obtained profiles of Sw are shown in figure 4.7. Evidently, all three simulations produced
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Figure 4.9: Profiles of the skewness of the wall-normal component of velocity, , Sv.

a satisfactory result. However, the DNS data is far from accurate. Especially for y/δ > 0.5 the
deviation from zero is large. There is no information on the sampling time in the DNS database.
This result, for Sw, however indicates how far the DNS results are from being converged, and that
the time interval used there is shorter than what we have employed here. It should be noted, that
higher order moments converge slower, and the results in previous sections leave no doubt that the
DNS data is accurate for averages and second order statistical moments.

Figure 4.8 shows the profiles of the skewness of the streamwise component of velocity. The
profiles from all the simulations are in acceptable agreement with the DNS data, but only M3
reproduces all the features of the profile such as the local maximum at y/δ ≈ 0.25. The values of
Su are positive near the wall, but become negative at y+ ≈ 10. The following interpretation of
this fact is found in [9]. Positive skewness indicates that the right tail of the PDF is long or fat,
therefore the deviation of u from the mean is primarily due to the arrival of high-speed fluid from
the core of the channel. Away from the wall the opposite occurs, and it is the low-speed fluid from
the near-wall region entering the core of the channel that is responsible for most of the occurring
fluctuations.

The obtained profiles for Sv are also in good agreement with the DNS data across the whole
channel, aside from the viscous sub-layer. But, since the accuracy of the DNS results are subject to
some doubt for higher statistical moments, it is hard to draw definite conclusions on whether the
simulations have actually failed to reproduce the correct behaviour.

The computed flatness factors have their peak values in the vicinity of the wall, see figures
4.10-4.12. Especially Fv assumes high values there. This indicates that the flow near the wall is
highly intermittent.
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Figure 4.10: Profiles of the flatness of the streamwise component of velocity, Fu.

0.0 0.2 0.4 0.6 0.8 1.0

y/δ

0

10

20

30

40

50

F
v

M1
M2
M3
DNS

100 101 102

y+

0

10

20

30

40

50

F
v

M1
M2
M3
DNS

Figure 4.11: Profiles of the flatness of the wall-normal component of velocity, Fv.
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Figure 4.12: Profiles of the flatness of the spanwise component of velocity, Fw.
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As with the other quantities in this section, it is difficult to evaluate the accuracy of the flatness
predictions since the DNS data, which serves as benchmark, is not necessarily accurate itself for this
statistical quantitiy. The agreement between the DNS and the LES profiles is quite good, which
indicates that, in general, the behaviour of the flatness is represented correctly.

4.6 Vorticity fluctuations

Another quantity of interest is the standard deviation of the components of the vorticity vec-
tor, ω = ∇× u. Analysis of vorticity profiles can lead to additional insights regarding the nature
and behaviour of the vortical structures present in the flow in question.
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Figure 4.13: Profiles of the normalized standard deviation of the streamwise component of vortic-
ity, ωrmsx ν/u2

τ .

The profiles of the standard deviation of the three components of vorticity are shown in fig-
ures 4.13-4.15. As with the previously analysed quantities, all three simulations adequately repro-
duce the main features found in the DNS data. However, the accuracy of the predicted values is
not equally good. Even the results from M3 quite heavily under-predict the values for all three
components of the fluctuations, and the results from M1 differ from the DNS data as much as by
a factor of 5 at certain points.

A possible explanation for the loss of accuracy in the results, as compared to the previously
discussed accuracy of the predictions of the velocity fluctuations, is discussed in [9]. The authors
note that the relative contribution of the small scales to vorticity fluctuations is significantly higher
than to the velocity fluctuations. Applied to LES, this means that the fact that we do not resolve
the subgrid scales introduces a large error to the calculation of vorticity fluctuations as opposed to
velocity fluctuations, where the introduced error is less significant. In the same paper the authors
reason that all three components of ωrms have similar magnitude away from the channel walls due
to the fact that the small scales tend to be isotropic in that region. This can also be used as an
explanation for why the errors in the obtained results are relatively small in the core of the channel,
as the subgrid scales are easier to model there.

In [9, 7], the authors also address the existence of the local minimum in ωrmsx near the wall,
which is immediately followed by a local maximum. The given explanation for this behaviour is
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that there exists a near-wall, streamwise vortical structure, that has its center (in average) located
at the local maximum of ωrmsx , and its edge at the local minimum.
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Figure 4.14: Profiles of the normalized standard deviation of the wall-normal component of vortic-
ity, ωrmsy ν/u2
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Figure 4.15: Profiles of the normalized standard deviation of the spanwise component of vortic-
ity, ωrmsz ν/u2

τ .

4.7 Two-point velocity correlations

We conclude the analysis by considering the spatial two-point autocorrelations of the velocity
components Rui . The significance of these quantities lie in the fact that they can be used to
compute integral length scales of the turbulent structures present in the flow, and their connection
to the velocity spectrum. Additionally, Rui

can be used to assert the adequacy of the chosen size
of the computational domain. The domain is large enough, if the two-point correlations become
negligibly small on the length scale of the domain, in the respective directions.
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In figures 4.16-4.21, autocorrelations in both the streamwise and the spanwise direction are
shown. Calculation of the autocorrelations was done at the following y+-values: 10, 40, 150 and
392. Therefore, each figure contains four graphs, corresponding to the different y+-values. Note
that here the theoretical value of uτ corresponding to, Reτ = 395, was used to compute the values
of y+.

Table 4.2 contains the values of the integral length scales, Lx and Lz, calculated from the profiles
displayed in the figures.

Lx Lz

y+ M1 M2 M3 DNS M1 M2 M3 DNS

uu

10 1.91 0.97 0.67 0.57 0.08 0.03 0.01 0.02
40 1.75 0.81 0.71 0.66 0.07 0.04 0.02 0.04
150 1.11 0.63 0.74 0.80 0.09 0.06 0.05 0.05
392 0.84 0.62 0.66 0.49 0.19 0.16 0.14 0.14

vv

10 0.84 0.34 0.19 0.16 0.03 0.01 0.01 0.01
40 0.88 0.34 0.22 0.18 0.04 0.01 0.01 0.02
150 0.48 0.18 0.17 0.15 0.07 0.07 0.08 0.07
392 0.24 0.13 0.08 0.09 0.19 0.19 0.20 0.19

ww

10 0.75 0.36 0.27 0.22 0.06 0.04 0.04 0.04
40 0.53 0.24 0.14 0.13 0.12 0.10 0.08 0.09
150 0.27 0.11 0.08 0.08 0.24 0.15 0.16 0.13
392 0.26 0.18 0.10 0.14 0.33 0.25 0.22 0.24

Table 4.2: Integral length scales Lx and Lz.

The figures indicate that the chosen size of the domain is large enough to fit all the relevant
turbulent structures. The curves from M3 all decay towards values very close to zero, with the
exception of Ru(x) at y+ equal to 40, 150 and 392. The latter results are in relatively good
agreement with the DNS-curves however.

All of the plots in figures 4.16-4.21 indicate that M1 over-predicts the two-point correlations and
therefore the integral length scales. This is especially clear in the plots of Ru(x), at y+ equal to 10
and 40, where the value of Ru(x) is close to 0.4 at the domain’s boundary. The M2-results are, in
general, in very good agreement with DNS, and are often only marginally less accurate than those
obtained from M3. The only exception is Ru(x), at y+ = 10, where the value at the boundary is
over-predicted quite significantly.

From table 4.2, it is evident that, near the wall, the turbulent eddies are elongated along the
streamwise direction. This is indicated by the fact that the integral length scales Lz are significantly
smaller than the scales Lx. This is a well-documented result, and a thorough discussion can be
found in [9]. Conversely, in the core of the channel Lx and Lz are of the same order of magnitude.
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Figure 4.16: Profiles of the spatial autocorrelations of the x component of velocity along x. From left to right: y+ = 10, y+ = 40, y+ = 150, y+ = 392.
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Figure 4.17: Profiles of the spatial autocorrelations of the y component of velocity along x. From left to right: y+ = 10, y+ = 40, y+ = 150, y+ = 392.
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Figure 4.18: Profiles of the spatial autocorrelations of the z component of velocity along x. From left to right: y+ = 10, y+ = 40, y+ = 150, y+ = 392.
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Figure 4.19: Profiles of the spatial autocorrelations of the x component of velocity along z. From left to right: y+ = 10, y+ = 40, y+ = 150, y+ = 392.
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Figure 4.20: Profiles of the spatial autocorrelations of the y component of velocity along z. From left to right: y+ = 10, y+ = 40, y+ = 150, y+ = 392.
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Figure 4.21: Profiles of the spatial autocorrelations of the y component of velocity along z. From left to right: y+ = 10, y+ = 40, y+ = 150, y+ = 392.
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Chapter 5

Conclusions

This report presents results and analysis from a simulation campaign, using LES and OpenFOAM,
of channel flow at Reb = 13 350 (which corresponds to, Reτ ≈ 395). One particular subgrid
model has been used, see section 2.3, and simulations have been carried out on a sequence of three
successively refined computational grids. The coarsest grid contains 135 000 cells and the finest
grid 8.65·106 cells. The primary purpose of the study is to evaluate the predictive capability of
the numerical methods and turbulence modelling employed. Channel flow has been chosen since it
is a very well documented test case with wall-bounded turbulence, and we use DNS-data, [10], to
validate our LES results.

The results include profiles for an extensive list of statistical quantities, up to fourth order
moments of the velocity components, see chapter 4. For all profiles, we include LES-results obtained
on all three mesh refinement levels, as well as DNS-results. The analysis is focused on assessing the
predictive accuracy for the different statistical quantities, and how it improves with mesh refinement.
A general conclusion, clearly supported by the results, is that the coarsest grid provides a reasonably
good prediction of the mean velocity profile, whereas for higher order statistical moments, the gain
of using finer grids is evident. Furthermore, the convergence of the results, with grid refinement, is
essentially regular. In connection with each set of results, these statements are quantified, and the
specifics of the discrepancies are discussed in detail. Two important observations are high-lighted
here. (i) For most quantities, the extrema is located in the vicinity of the wall. Using a coarse grid
shifts the location of the extrema further away from the wall. (ii) For vorticity, which depends more
markedly on the small scales, the prediction of the level of fluctuations (second order moments of
components) is less accurate than the corresponding statistical measure for the velocity.

Two-point autocorrelations of the velocity components are also included, in addition to the
profiles of statistical moments just discussed. The autocorrelations have been computed at different
wall-normal locations, in the streamwise and spanwise directions, for all velocity components and
for all grid refinement levels. The integral length scales based on the autocorrelations have also been
computed, and are compared with DNS-results. Grid refinement level has a significant effect on
the autocorrelations, the integral length scales being much over-predicted on the coarsest grid. The
autocorrelations are also used to assess the choice of spatial extent of the computational domain
in the streamwise and spanwise directions (in which periodic boundary conditions are employed).
The conclusion is that these lengths are sufficiently large, not to negatively affect the results. At
least for the finest grid, for which the prediction of the autocorrelations is acceptable. Although in

30



the streamwise direction, the margin is not very large. The largest streamwise integral length scale
is, Lx ≈ 0.8 m, at y+ = 150, and the domain streamwise length is lx = 6.0 m.

The report also includes an overview of the turbulence modelling and the particular subgrid
model used. The finite volume method is shortly reviewed and an outline is given of the overall
algorithm implemented in the OpenFOAM solver program. All of the data presented in the report is
made available online1 along with complete OpenFOAM simulation case set-up files. In conclusion,
we would like to emphasize two features of this study. (i) It presents thoroughly validated results
for an important canonical flow with wall-bounded turbulence, obtained with a software which can
be used for general purpose CFD, with complicated geometries. (ii) The simulation cases are made
publicly available and the results can be easily reproduced with this open-source software. For these
reasons, in particular, the authors hope that the study will be useful for researchers and CFD-users
of OpenFOAM, and similar software.

1https://bitbucket.org/lesituu/channel flow data
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Appendix A

Definitions and methods of
computation for statistical
quantities

All definitions of the statistical quantities have been collected in this appendix. The use of
time-series, and the symmetry properties of channel flow, in the method of computation is also
described.

A.1 Averaging

For any quantity φ(x, t), we use the following notation for the decomposition into its mean
component, and fluctuations around the mean.

φ(x, t) = 〈φ(x, t)〉+ φ′(x, t) (A.1)

Observe that, in this report, φ typically is a (space-)filtered flow quantity. Due to the symmetry
of channel flow, and the fact that we are interested in the statistically steady state, the mean (and
other statistics) only depend on the wall-normal coordinate, 〈φ(x, t)〉 = 〈φ(y)〉. Finally, we remark
that we discuss the mean both in the sense of an ensemble average, [11], and an average accumulated
by time- and space-integration, as described above.

A.1.1 Temporal averaging

In practice, based on time-resolved simulations, the averages for statistically stationary quanti-
ties are typically calculated by averaging of time series. For this purpose, we introduce the temporal
average, of some quantity φ(x, t), over the time interval [t1, t2], as,

〈φ(x, t)〉[t1,t2] =
1

t2 − t1

∫ t2

t1

φ(x, τ) dτ. (A.2)

34



We have the following limit (for statistically stationary quantities).

lim
T→∞

〈φ(x, t)〉[t,t+T ] = 〈φ(x, t)〉

In fact, this does not hold true for all turbulent flows, but it is certainly the case for channel flow.
The length of the time interval is crucial for the quality of the computed averages. The time interval
used in the simulations presented in this report are given in table 3.4. The (time) convergence of
the statistics can be considered to be extremely good for meshes M1 and M2, and as very good for
the finer grid M3. The simulations using M3 are naturally associated with a significantly higher
computational cost.

In the case with discrete time, as in the simulations, the temporal average is approximated by
a sum according to,

〈φ(x, t)〉[t1,t2] ≈ 〈φ(x, t)〉N =
1

N

N−1∑

n=0

φ(x, tn), (A.3)

where, tn = t1 + n∆t, and, ∆t = (t2 − t1)/(N − 1).
A direct, “brute force”, evaluation of the expression (A.3) would require the storage of 3D data

at a large number of time steps. This would lead to excessive requirements on data storage. Instead,
the average is accumulated at each time step of the simulation, by updating the current estimate
of the mean in the following way.

〈φ(x, t)〉n+1 =
φ(x, tn+1) + n〈φ(x, t)〉n

n+ 1
(A.4)

In this way the storage requirement problem is resolved.

A.1.2 Spatial averaging

Spatial averaging can be used, in addition to temporal averaging, for channel flow, due to its
symmetry (statistics only depending on the y-coordinate). For this purpose, we introduce the
spatial average, over a cross-section parallel to the walls, as,

〈φ(x, t)〉X×Z =
1

lxlz

∫ lx

0

∫ lz

0

φ(x, t) dxdz.

For the computation of the average, we thus use both temporal and spatial averaging,

〈φ(x, t)〉 = 〈φ(y)〉 ≈ 〈φ(x, t)〉[t1,t2]×X×Z .

In the practical computation, the temporal average is first accumulated during the simulation, as
described above, then the spatial averaging is carried out during the post-processing stage. The fact
that channel flow allows for the procedure of spatial averaging leads to great savings in simulation
time since the convergence of the statistics is very much accelerated.

A.2 Higher order statistical moments

The definition and method of computation of the standard deviation, the flatness and the
skewness are described in this section. These are based on the second, third and forth (central)
statistical moments respectively which are defined by,
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µ2(φ) = 〈φ′2〉 = 〈(φ− 〈φ〉)2〉 = 〈φ2〉 − 〈φ〉2, (A.5)

µ3(φ) = 〈φ′3〉 = 〈φ3〉 − 3〈φ〉〈φ2〉+ 2〈φ〉3, (A.6)

µ4(φ) = 〈φ′4〉 = 〈φ4〉 − 4〈φ〉〈φ3〉+ 6〈φ〉2〈φ2〉 − 3〈φ〉4. (A.7)

The above expressions are used in the calculation, which then also must include the averaging of
powers of φ, which are calculated as described above, using both temporal and spatial averaging.
The standard deviation is defined as the square root of µ2(φ) and skewness and flatness are the
following normalizations of µ3(φ) and µ4(φ).

Sφ =
µ3(φ)

〈φ′2〉3/2 , (A.8)

Fφ =
µ4(φ)

〈φ′2〉2 (A.9)

The calculation of covariances of two quantities φ and ψ (e.g. non-diagonal components of the
Reynolds stress tensor) can be seen as a generalization of (A.5),

cov(φ, ψ) = 〈φ′ψ′〉 = 〈(φ− 〈φ〉) (ψ − 〈ψ〉)〉 = 〈φψ〉 − 〈φ〉〈ψ〉. (A.10)

A.3 Two-point correlations

The definition and method of computation of the two-point correlation of two quantities, φ and
ψ, are described in this section. The definition is as follows.

Rφψ(x, r) =
〈φ′(x, t)ψ′(x + r, t)〉
〈φ′2〉1/2〈ψ′2〉1/2 (A.11)

For the special case, φ = ψ, the function, Rφ = Rφφ, is referred to as the spatial autocorrelation
of φ. Due to the symmetry of channel flow, we have,

Rφψ(x, r) = Rφψ(y, r).

The calculation of the correlations rely on simultaneous values of the functions in different points.
In order to obtain the values, we have introduced a number of points, referred to as probes, in which
the complete time history of the flow variables is stored. The correlations are then calculated at the
post-processing stage which means that the probe placements limits the possibilities for evaluating
the correlations. We have introduced lines of probes parallel to the x- and z-axis respectively, and
located at four different y-coordinates, see section 4.7. Each of the eight lines contains 51 probes,
evenly distributed through half of the computational domain.

Based on this data, we compute Rφ(yi, xex) and Rφ(yi, zez). Here yi is one of the four selected
y-vales for probe lines, φ is one of the velocity components, ex is the unit vector in the x-direction,
and ez is the unit vector in the z-direction.

The spatial autocorrelation can be used to define an integral length scale in a direction er. The
definition is as follows.

Lφ(x) =
1

Rφ(0)

∫ ∞

0

Rφ(x, rer) dr. (A.12)

For the evaluation of these integrals, we applied the Simpson’s rule.
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Abstract

The use of a precursor simulation of fully developed turbulent channel flow for the generation of turbulent
boundary layer (TBL) inflow data is investigated. Based on the desired properties of the TBL, a complete
procedure is described for how to specify the precursor simulation. The key feature of the specification
is to match the momentum thickness of the precursor to that of the inflow TBL. The inflow data is then
constructed from time- and space-dependent flow data in a cross-plane of the precursor. The proposed
procedure removes the need to rescale the flow data and thus violate the governing equations, as is common
practice in other state-of-the-art inflow generation methods for TBLs. The adaption length of the generated
TBL is investigated using near-wall resolved large-eddy simulation (NWR-LES) for a zero-pressure gradient
(ZPG-)TBL, with a momentum thickness Reynolds number in the interval 830–2 400. The results are
compared with a solution obtained using a standard rescaling procedure for the inflow data. The adaption
length is shown to be similar for the two methods. Practical differences and advantages of the proposed
of method, as compared to other inflow generation techniques, are assessed. These involve the role of the
auxiliary simulation, channel flow in the present case, in the overall computational procedure, as well as
data handling, initial transients and adaption lengths.

Keywords: Inflow conditions, Turbulent boundary layers, Large-eddy simulation, CFD

1. Introduction

Accurate prescription of turbulent inflow data is a crucial component for a wide range of simulation tech-
niques and cases. The issue is particularly important and complex for scale-resolving simulation techniques,
such as direct numerical simulation (DNS) and LES. The case considered here consists of a statistically
steady ZPG-TBL at the inflow plane of the computational domain of the simulation. A wide range of meth-
ods have been proposed for inflow generation, and they can be classified as ’precursor simulation’ methods
and ’synthesis’ methods, following the terminology of the review [18]. Precursor simulation methods involve
an auxiliary flow simulation, from which the inflow data to the main simulation are constructed. Synthesis
methods rely on a stochastically generated inflow data, which is required to have specified spectral proper-
ties, and are parametrized using desired properties of the flow, such as turbulence intensity and associated
length scales. It is accepted that precursor simulation methods generally are more accurate than synthetic
methods, [9, 6, 18], the main reason being that the inflow is obtained from solutions to the Navier-Stokes
equations. At the same time, precursor simulation techniques are more complex and involve additional
computational cost, due to the necessity of computing an additional case.

The precursor simulation technique for ZPG-TBL, which is most widely used and was first described
in [9], relies on recycling and rescaling of TBL flow data. In the original paper [9], it is described in two
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versions: (i) The use of a relatively short precursor simulation with a recycled TBL, from which plane data
is extracted as inflow data to the main simulation; (ii) Recycling and rescaling of data from a downstream
cross-plane of the main simulation to the inflow plane. The numerical experiments presented in [9] employed
the first version. There are a number of parameters and possible variations with this approach, including
the rescaling expressions and the necessary length of the computational domain of the auxiliary simulation.
Another issue is the recycling which is essentially a feed-back loop with associated dynamics. Improvements
concerning the recycling were suggested in [1] and [8].

In the present paper, the use of fully developed channel flow as precursor simulation is investigated. A
novel approach is described for how to specify the precursor parameters based on the desired properties of
the TBL. The key feature is the matching of the momentum thicknesses for the channel flow and the TBL.
As compared to recycling methods, the proposed approach has several attractive features. The use of a
matched channel flow simulation alleviates the need to rescale the velocity field, which is a procedure that
leads to inflow fields not satisfying the Navier-Stokes equations. On the other hand, the matching of the
channel flow data to the (uniform) free-stream introduces an error, which affects the adaption length of the
TBL, and which is investigated in the present paper. Another attractive feature is that channel flow is the
case of wall-bounded turbulence which has been most thoroughly investigated. This implies that when the
precursor is carried out with the same CFD-methods as the main simulations, the expected errors induced
by numerics and turbulence modelling can be assessed already for the precursor. One more advantage
with avoiding recycling is that there is no feed-back loop involved, with the associated dynamics and initial
transients which may be computationally costly. The use of channel flow as a precursor is reported in
several papers, see for instance [6, 18, 12]. The present study is the first however to focus entirely on the
applicability to the important case of ZPG-TBL and to provide the complete specification procedure of the
precursor simulation. Furthermore, it provides a more comprehensive investigation of the adaption length,
and the numerical tests include a wider range of Reθ = U0θ/ν, where U0 is the free-stream velocity, θ is the
TBL momentum thickness, and ν is the kinematic viscosity.

The structure of the paper is as follows. The precursor and main simulation problems are first formulated,
independently of numerical methods and turbulence modelling. Then the determination procedure for the
precursor parameters is described, and practical aspects of the implementation and use of the method are
discussed. Then, in section 3, the CFD-methods which are used in the numerical experiments are described.
The turbulence modelling is NWR-LES, and the discretization of the governing equations is based on the
finite volume method (FVM). The numerical experiments, designed to assess the adaption length of the
TBL, are then presented in section 4. The case considered is a ZPG-TBL, with Reθ = 835 at the inflow,
and a computational domain which allows for its development to Reθ ≈ 2 400. For comparison, the same
CFD-methods and computational grid are used to generate a benchmark solution for which the inflow is
obtained by rescaling data from a downstream cross-plane of the main simulation. The rescaling formulas
of [9] are employed, and the benchmark solution is thus indicative of what is obtained with state-of-the-art
recycling methods. The conclusions concerning the adaption length are summarized in section 5 together
with a discussion of the open source implementation of the method and practical aspects of its use.

2. Generation of inflow conditions using a precursor simulation

The generation of inflow conditions is first treated as a mathematical problem, i.e. considering solutions
to the incompressible Navier-Stokes equations. The method is generally applicable for simulations employing
a range of scale-resolving techniques for turbulence modelling.

The starting point is a flow problem, which is referred to as the main simulation case, for which inflow
conditions are needed. This inflow is assumed to consist of a turbulent boundary layer at a wall, and non-
turbulent flow with (constant) free-stream velocity U0 outside of the TBL. Based on this, a channel flow case
is set up which is used to generate the inflow conditions. The parameters of the channel flow are determined
from those of the main simulation. The channel flow case is referred to as the precursor simulation case.
The procedure is illustrated schematically in Fig. 1.

A fully developed ZPG-TBL is characterized by the Reynolds number, Reθ = U0θ/ν. Note that Reθ is
locally defined and increases along the developing boundary layer. A fully developed turbulent channel flow
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Figure 1: Schematic picture illustrating the use of a channel flow precursor simulation to generate inflow conditions for the
main simulation. The precursor simulation is set-up to match the desired momentum thickness of the main simulation, as
described in section 2.2.

is characterized by the Reynolds number, Reτ = uτδ/ν, where uτ = (τw/ρ)1/2 is the friction velocity, τw is
the wall-shear stress, ρ is the density, and δ is the channel half-height.

Complete mathematical formulations of the precursor and main simulation cases are given in section 2.1.
Then, in section 2.2, a description is given of the proposed procedure for setting up the precursor simulation,
based on parameters for the main simulation case. Practical remarks concerning the use of the methods are
included in section 2.3.

2.1. Framework for the precursor and main simulation

The part of the boundary of the domain of the main simulation, on which the inflow is prescribed, is
referred to as the inflow patch. It is assumed that the inflow patch is rectangular,

0 < y < bm, 0 < z < hm,

where bm denotes the width of the patch, and hm its height. A Cartesian coordinate system is used, with x
in the main flow direction, y in the wall-normal direction, and z in the spanwise direction. The inflow TBL
is assumed to be attached to a wall wall located at y = 0. It is assumed that the height hm is significantly
larger than the TBL thickness. The inflow patch is located at x = 0. The TBL is specified by the momentum
thickness at the inflow patch, θi. Finally, the kinematic viscosity is also specified, leading to the following
set of parameters for the main simulation.

(bm, hm, θi, U0, ν)

Note that this implies that Reθi is given at the inflow patch.
The main problem is now to formulate the most appropriate channel flow precursor simulation, to

provide time-resolved inflow data for the main simulation. The proposed solution is to match Reθ, so that it
is identical for the precursor simulation and the inflow of the main simulation. Channel flow is determined by
a single Reynolds number (e.g. Reτ ). However, in order to set up a simulation, using dimensional quantities,
the following parameters must be specified. The size of the simulation domain,

0 < x < lp, 0 < y < hp = 2δ, 0 < z < bp.

It is assumed that periodic boundary conditions are employed in the x- and z-directions, whereas boundaries
at y = 0 and y = hp are treated as walls. The constant pressure gradient that drives the flow in the channel
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or, alternatively, the bulk velocity which is defined as,

U =
1

hp

∫ hp

0

〈u(y)〉dy,

where u is the x-component of the velocity and the brackets, 〈·〉, denote the averaging (ensemble or in time).
Finally, the kinematic viscosity νp must also be given. In summary, the following parameter set defines the
precursor simulation case.

(lp, bp, δ, U, νp)

The following notation is introduced for the mean velocity at the centre of the channel.

Uc = 〈u(x, y = δ, z, t)〉.
The mean centre velocity is also used to define the Re-number based on the momentum thickness for the
channel flow, Reθ = Ucθ/νp.

2.2. Determination of the precursor parameters

A procedure in four steps to determine suitable parameters (lp, bp, δ, U, νp) for the precursor simulation,
from the parameters (bm, hm, θi, U0, ν) of the main simulation, is now proposed. The main idea is to match
the momentum thickness of the boundary layers. The procedure is formulated in dimensional quantities.

Step 1: The width of the channel, and the kinematic viscosity, are taken to be the same as for the main
simulation, i.e. bp = bm, and νp = ν.

Step 2: The velocity scale of the precursor simulation is defined by the bulk velocity, which is determined
as follows. The mean centre velocity of the precursor is matched to the free-stream velocity of the main
simulation, i.e. Uc = U0. The bulk velocity is then determined by the relation,

Uc

U
= f1(Reθ) (1)

for channel flow. To obtain a computable semi-empirical expression, the ansatz, f1(Reθ) ≈ 1 + α1Re−β1

θ ,
is fitted to the DNS data of [7], which include channel flow simulations at five different Re-numbers. The
resulting coefficient values are given in Table 1, and the fit to data is illustrated in Fig. 2.

Table 1: Coefficients in the semi-empirical expression for f1 and f2, defined in equations (1) and (2) respectively. The coefficient
values are obtaind by a least-squares fit of the two ansatzes to the DNS-data from [7].

i αi βi γi
1 0.3427 0.1287 1.000
2 2.603 · 10−4 0.9834 11.28

Step 3: The length scale of the precursor simulation is defined by the channel half-height, which is deter-
mined from the relation,

δ

θ
= f2(Reθ), (2)

for channel flow. To obtain a computable semi-empirical expression, the ansatz f2 ≈ γ2 + α2Reβ2

θ , is fitted
to the DNS-data of [7]. The resulting coefficient values are given in Table 1, and the fit to data is illustrated
in Fig. 2.

Step 4: The length of the channel flow domain is determined proportionally to the channel height. The
value, lp = 4hp, is considered sufficiently large to avoid spurious coupling between the inflow and outflow
patches of the precursor simulation.

Steps 1-4 above form a complete algorithm to determine the parameters of the precursor simulation,
from the parameters of the main simulation. The key steps are to determine the velocity and length scale of
the precursor simulation, using the relations (1) and (2). Semi-empirical analytical expressions are obtained
for the two relations by a data fit involving DNS of channel flow.
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Figure 2: Illustration of the functions f1 and f2, defined in equations (1) and (2) respectively. The full lines are given by the
semi-empirical expressions, with coefficients from Table 1. The DNS values are taken from [7].

2.3. Practical remarks

During the precursor simulation, the flow field is sampled at every time step on a transversal surface
extending from the wall to the middle of the channel,

x = x0, 0 < y < δ, 0 < z < bp.

This data is then used for the TBL, for 0 < y < δ, on the inflow patch in the main simulation. In the
free-stream, δ < y < hm, of the main simulation, a constant velocity, U0, is used.

Since the precursor simulation is set up based on the requirements of the main simulation, it is natural
to also do this with the grid generation. It is thus recommended that the grid on the sampling plane of
the precursor simulation matches the grid on the inflow patch, and that the same time step is used in the
two simulations. This is the case in the test simulations described in section 4. It is, however, straight-
forward to use interpolation to handle the case with non-matching grids between the precursor and the main
simulations.

3. Computational fluid dynamics methods

The inflow generation procedure proposed in this paper can be used in connection with both DNS
and a range of scale-resolving turbulence modelling approaches including LES. The LES approach and the
numerical methods used to generate the test results presented in the next section are briefly described here.
Near-wall resolved (NWR-)LES was chosen for the testing since it is a robust approach with relatively low
level of modelling influence, while at the same time allowing for appropriate Reθ-values of the tested TBL,
without the very high computational cost involved in DNS.

3.1. Large-eddy simulation approach

Spatial filtering of the incompressible Navier-Stokes equations leads to the corresponding fundamental
LES-equations [13]. It is assumed, as is commonly done, that the terms arising from non-commutativity of
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filtering and differentiation can be neglected. The resulting equations take the following form in Cartesian
coordinates, with summation over repeated indices implied.

∂ūi
∂t

+
∂

∂xj
(ūiūj) = −1

ρ

∂p̄

∂xi
+ ν

∂2ūi
∂xjxj

− ∂Bij
∂xj

(3)

∂ūi
∂xi

= 0 (4)

Here ūi denotes the (filtered) velocity components, p̄ the pressure, ρ the density, ν the kinematic viscosity,
and Bij = uiuj − ūiūj , the subgrid stress. The LES subgrid modelling consists of providing a computable
expression for Bij . The subgrid kinetic energy is by definition, k = Bii/2. For the class of subgrid-viscosity
models, the subgrid stress takes the form,

Bij =
2

3
kδij − νsgs

(
∂ūi
∂xj

+
∂ūj
∂xi

)
,

where δij is the Kronecker delta, νsgs denotes the subgrid viscosity, and the first term in the right-hand side
can be incorporated in the pressure term of equation (3). The fact that the truncation error for a range of
numerical schemes takes the form of numerical diffusion (or viscosity) leads to the fundamental idea of ILES
(Implicit LES), [2]. In an ILES computation there is no explicit subgrid modelling (i.e. explicit expression
for νsgs) instead the (subgrid) numerical viscosity is relied on to provide the correct level of subgrid diffusion.
In the present paper ILES is employed, and the numerical schemes are described in section 3.2. In the rest
of the paper, the overbar is not used in the notation for the filtered quantities for convenience.

The structure of turbulence, and hence the requirements on the modelling of it, is significantly different
close to walls, in a TBL. The specialized subgrid modelling of the near-wall flow should also be considered
in connection with the grid resolution relative to the scales of the TBL. In terms of the wall-shear stress τw,
a velocity scale and a length scale can be formed as follows. The friction velocity is given by uτ = (τw/ρ)1/2,
and the viscous length scale by δν = ν/uτ . In the present paper, NWR-LES is applied. In this approach,
the computational grid is adapted to the viscous length scale δν . This approach is more robust (but also
more computationally expensive) than the application of a near-wall model, since for NWR-LES, the flow
in the inner part of the TBL is resolved in the LES-sense. The specific grid resolution (relative to δν) is
given in section 4 in connection with the description of the set-up of the precursor and main simulations.

3.2. Numerical methods

The inflow generation method described above was implemented within the framework of the general-
purpose CFD library OpenFOAM1. The object-oriented software design of the library was first described
in [19]. The library uses the finite volume method to discretize the governing equations. The discretization
relies on storage of the flow variables in the cell-centre positions in the computational grid. Arbitrary
polyhedral cells are supported and the grid is treated as unstructured. The momentum equation is treated
in a segregated manner, solving sequentially the three components of the momentum equation within each
time step of the simulations. A domain decomposition technique, applied to the grid, in combination with
a set of efficient parallelised linear solvers is used for running on parallel computers.

The finite volume discretizations involved are of second-order accuracy, with the possible exception
when flux limiting is applied to the convective term, which reduces locally the formal order of accuracy
near sharp gradients. In the simulations reported below, linear interpolation was used to obtain the fluxes,
thus maintaining second order accuracy. This choice was mainly motivated by two factors: (i) Since the
computational domains for both the precursor and the main simulations are orthogonal blocks, an “ideal”
grid can be employed, with orthogonal hexahedral cells. This alleviates the need of numerical diffusion
for stability reasons. (ii) For the precursor simulation, different flux limiting schemes were experimented

1www.openfoam.com
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with. The best agreement with channel flow DNS was however obtained using the linear scheme. A second-
order backward differencing scheme was employed for the time discretization. It is referred to [5] for more
information concerning the numerical schemes.

In each time step, the PISO pressure-velocity coupling method, [3], is employed. The solution process
is split into a predictor step and multiple corrector steps. In the predictor step, the momentum equation
is solved to obtain a provisional velocity field, which is not necessarily divergence-free. A Poisson equation
for the pressure is then solved, and the resulting pressure is used to correct the provisional velocity field, to
ensure incompressible flow. A number of corrector steps involving the solution of the Poisson equation are
carried out within each time step.

The same same software package is used for both the precursor and the main simulations. The boundary
of the computational domain is divided into several patches on which the boundary conditions are prescribed,
and each patch consists of a set of finite volume cell faces. In the simulations included in the present paper,
the grid on the inflow patch of the main simulation is the same as the grid on the sampling patch of the
precursor simulation. This is not a strict requirement. If the grids do not match, interpolation is necessary.
The patch data from the precursor simulation results in a large data set. In the current implementation, this
is handled using the file format HDF (Hierarchical Data Format). The complete time-history of the precursor
patch data is stored into one single HDF-file. The inflow boundary condition of the main simulation is then a
(time and space dependent) Dirichlet condition, which is easily implemented using the existing functionality
in the OpenFOAM-library.

3.3. A velocity rescaling method for recycling of turbulent boundary layers

For comparison, a second inflow generation method, closely related to that proposed in [9], is also
considered in this work. The method is based on rescaling of the TBL velocity field and is therefore referred
to as the rescaling method. The use of this method is briefly described in this section. Note, however, that
the purpose of including it in the present paper is only to have a relevant benchmark for the adaption length.

sampling planex

y

main simulation 1

precursor,
channel flow

θ

θ

sampling plane

main simulation 2

θ

rescaling

Figure 3: Schematic view of the performed simulations.

In order to use the method, time-resolved velocity data sampled from a TBL simulation is required. To
this end, a TBL simulation is employed, which uses the inflow generation method proposed in section 2
above, see Fig. 3. The location of the sampling plane is chosen to be sufficiently far away from the inlet
patch to avoid any influence of the boundary condition on the sampled values. Afterwards, the saved data
is rescaled by the procedure proposed in [9] and is be prescribed at the inflow boundary of the second TBL
simulation.

4. Numerical experiments

Numerical experiments, designed to assess the adaption length of the boundary layer generated by the
proposed method, are described in this section. The main simulation case considered is a flat plate ZPG-
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TBL, with Reθ = 835 at the inflow and a relatively long domain in order to allow for the development of
the boundary layer up to Reθ ≈ 2 400.

The set-up and results are first described for the precursor channel flow simulation, and then for the
main simulation case. In order to assess the results of the main simulation, an additional NWR-LES was
performed using the same grid and methods, but with inflow data taken from a downstream plane of
the first simulation. The inflow data of the additional simulation is obtained by the rescaling method as
described in section 3.3, thus providing a benchmark with a state-of-the art recycling method. Included in
the comparisons are also DNS results for the respective cases, channel flow for the precursor, [7], and the
flat plate ZPG-TBL for the main simulation, [14].

4.1. The precursor simulation

The algorithm for choosing the parameters of the precursor simulation, as proposed in section 3, provides
the bulk Reynolds number Reb, based on a given Reθ for the inflow of the main simulation. However, for the
purpose of testing the adaption length, it is expedient to choose a precursor simulation case which is well
documented, i.e. for which there are DNS-data available. The value of Reθ at the inflow is then determined
by the chosen precursor.

The choice Reb = 10 000 was made, which corresponds to Reτ ≈ 550 and Reθ ≈ 835. DNS-data
are available for this case, [7], and is used as a reference solution below. The parameters of the precursor
simulation are given in Table 2. The computational domain is a box of dimensions 9δ×2δ×6δ, with channel
half-height, δ = 1m. Since the width of the precursor and main computational domains are matched, the
width, bp = 6δ, must be chosen to accommodate the largest turbulent structures in the main simulation.

Table 2: Physical and numerical parameters of the channel flow precursor simulation (Reb = 10 000).

Quantity Notation Value Unit

Length lp 9.0 m
Height hp 2.0 m
Width bp 6.0 m

Bulk velocity U 1.0 m/s
Kinematic viscosity ν 10−4 m2/s
Cell size (x) ∆x 0.091 m
Cell size (z) ∆z 0.036 m
Time step ∆t 0.01 s
Averaging interval T 4000 s

A grid with hexahedral cells was used for discretizing the computational domain. The finite volume cell
size is uniform in the streamwise and spanwise directions, aiming for ∆x+ ≈ 50 and ∆z+ ≈ 20. The value
of uτ = 0.055, based on the target value of Reτ = 550, was used at the pre-processing stage to compute the
viscous length scale, δν . The cell size in the wall-normal direction varies, and is constructed to be suitable
for NWR-LES. The grid consists of three layers. In the inner layer (next to the wall), ∆y is proportional
to δν , in the outer layer, ∆y is a fixed fraction of δ. These two layers are matched by an intermediate layer
in which ∆y grows linearly. This can be expressed as,

∆y = min

[
max

(
y+1
Reτ

, ηinη

)
,

1

y+out

]
δ, (5)

where y+1 is the location of the first cell centre and η = y/δ, see e.g. [11]. The following parameter values
are used, y+1 = 1, ηin = 0.1, and y+out = 1/30. The resulting cell-height distribution is plotted in Fig. 4. The
resulting total number of cells is approximately 1.6 · 106.

The flow is driven by a source term, uniform in space, which is added to the momentum equation. The
desired bulk velocity U is an input parameter to the solver. At each time step, the current bulk velocity
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Figure 4: The distribution of the cell size in the wall-normal direction (∆y) for 0 < y < δ. Linear scale and dimensional values
to the left, and wall-units and logarithmic horizontal scale to the right. Markers show the locations of the cell-centres.

is computed and the source term is adjusted in order to enforce U . The simulation was carried out in two
stages. First, the simulation is carried on until a statistically steady state of the flow is reached, i.e. until
initial transients have disappeared. Then it was simulated for T = 4 000s, corresponding to ≈ 220δ/uτ , and
flow data was sampled on a cross-plane, for later used as inflow data for the main simulation. During the
second simulation stage, flow statistics was also computed using time averaging.

Next, the results of the precursor simulation are assessed. This is particularly important since the same
methods and a comparable grid resolution was used for the main simulation. Hence the accuracy of the
channel flow results are indicative of what can be expected for the main simulation.

Figure 5: Mean streamwise velocity for the precursor channel flow simulation (red), and DNS-results from [7] (black). Plotted
in outer coordinates to the left, and inner coordinates to the right.

The mean streamwise velocity is shown in Fig. 5. The profile is slightly flatter for the NWR-LES, as
compared to the reference DNS. This is reflected by the shape factor H which is 1.37 for the NWR-LES,
while DNS gives the value 1.41, which corresponds to an under-prediction of 2.8%. Results for the four non-
zero components of the Reynolds stress tensor are given in Fig. 6. The wall-normal and spanwise velocity
fluctuations are slightly under-predicted. For the streamwise velocity fluctuations, there is an over-prediction
of the peak at y+ ≈ 12, whereas the agreement is good for the rest of the profile. The turbulent shear stress
profile is in very good agreement with the DNS results.

Overall, the assessment of the precursor simulation is that the results achieve the expected accuracy
considering the turbulence modelling, numerical methods and grid resolution employed. This conclusion
is also supported by other published NWR-LES of channel flow. In e.g. [4], comparable grid resolution is
used and similar level of accuracy, and trends in the discrepancies with DNS, are reported, both for the
mean velocity profile and the components of the Reynolds stress tensor. Even better agreement with DNS
would be obtained with a higher grid resolution, at a rapidly growing computational cost. However, the

9



Figure 6: Profiles of the second-order statistics of the velocity field for the precursor channel flow simulation (red lines), and
DNS-results from [7] (black lines). The streamwise velocity fluctuations are shown in the first row of graphs, the wall-normal
in the second, and the spanwise in the third. The turbulent shear stress is shown in the fourth row of graphs. In the left
column of graphs, the horizontal axis represents the outer coordinate in linear scale, and in the right column, the horizontal
axis represents the inner coordinate in logarithmic scale. In each row of graphs, the vertical axis represents the same quantity
and has the same scale.

grid resolution used here was judged to be appropriate for the purpose of assessing the adaption length of
the proposed method for inflow generation, which is addressed in the next section.

4.2. The set-up of the main simulations

Two simulations are presented here for the flat plate ZPG-TBL. The set-up is identical in all respects
except for the method used to prescribe inflow velocity fields. In the first main simulation, the proposed
method employing channel flow is used for the inflow data. In this simulation, the flow is also sampled in
a downstream cross-plane, x = xs. These sampled data are then rescaled and used as inflow for the second
simulation as described below.

The simulation parameters are given in Table 3. The computational domain is a box which, in terms
of the inflow momentum thickness, has the dimensions, 1 135θi × 107θi × 80θi. The height of the domain
is chosen so that the boundary layer never occupies more than approximately one-third of the domain, see
Fig. 8 for an illustration of the flow and the domain. The computational grid is approximately matched to
that of the precursor simulation. This implies a matching for, 0 < y < δ, on the inflow patch. In the layer,
δ < y < 2δ, the wall-normal grid resolution is maintained constant, and for y > 2δ it is rapidly coarsened
towards the top boundary of the domain. A uniform cell size is used in the streamwise and spanwise
directions, except for a 5m long section at to the outflow, where a coarser grid is used in order to ensure a
stable behaviour of the simulation at the outflow. The wall-normal grid distribution is illustrated in Fig. 7,
and the dimensional values of the stream- and spanwise cell sizes are given in Table 3. The total number
of cells is approximately 20.4 · 106, which is more than 10 times larger than for the precursor simulation.
The boundary conditions are as follows. No-slip is prescribed at the wall, i.e. zero velocity and zero normal
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Table 3: Physical and numerical parameters of the main simulation of the flat plate ZPG-TBL (Reθi = 835).

Quantity Notation Value Unit

Length lm 85.0 m
Height hm 8.0 m
Width bm 6.0 m

Free-stream velocity U0 1.12 m/s
Kinematic viscosity ν 10−4 m2/s
Inflow momentum thickness θi 0.0749 m
Sampling plane xs 26.6 m
Cell size (x) ∆x 0.098 m
Cell size (z) ∆z 0.038 m
Time step ∆t 0.01 s
Averaging interval T 2000 s

gradient of the pressure. On the top boundary, y = hm, and the outlet, pressure is prescribed to be zero,
and all components of the velocity have zero normal gradient. Periodic boundary conditions are applied on
the sides of the domain. Finally, at the inlet the normal gradient of the pressure is set to zero, and the
prescribed velocity values depend on the method used for their generation.

Figure 7: The distribution of the cell size in the wall-normal direction (∆y) in the main simulations. Linear scale and
dimensional values to the left, and wall-units and logarithmic horizontal scale to the right. Markers show the locations of the
cell-centres.

As with the precursor simulation, the two simulations presented here were run in two stages. The flow-
through time, based on the free-stream velocity, is, Tft = lm/U0 ≈ 76s. The time interval of the first
simulation stage is approximately 3.3Tft, and it is used to convect initial transients out of the domain. In
the second stage the flow is simulated for approximately 26Tft, and during this interval flow statistics are
computed using time averaging.

Having described the common parameters of the two simulations of the flat plate ZPG-TBL, attention is
now turned to the inflow boundary conditions. For the first simulation, the method proposed in the present
paper is used, and the velocity field at the inflow is taken from the channel flow precursor simulation. To
obtain inflow data for the second simulation, the data sampled (at x = xs) in the first simulation is rescaled
as described in section 3.3. There is a trade-off involved in the choice of xs. By choosing a location further
downstream, the flow has adapted more to the flat plate ZPG-TBL conditions. On the other hand, choosing
a location closer to the inflow means that the rescaling less affects the velocity field, since there is a smaller
difference between the assumed TBL thickness and shape at the inflow and rescaling planes. The choice,
xs = 26.6m, was made with this trade-off in mind. Next, the resulting first and second order statistical
moments of the resulting inflows are analysed. Included in this comparison are also profiles obtained from
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Figure 8: Illustration of the computational domain and flow of the main simulations. On the cross-planes, the normalized
instantaneous streamwise velocity, u/U0, is shown. The thickness of the TBL grows approximately with a factor of three as it
develops through the domain.

DNS. To the authors’ knowledge, no DNS dataset is available at Reθ = 835. Instead, the reference profiles
are obtained by linear interpolation of data at Reθ = 670 and Reθ = 1 000 from the DNS dataset [14]. In
the interpolation, the inner coordinate, y+, was used as the independent variable.

Figure 9: Profiles of the mean streamwise and wall-normal components of the inflow velocity for the two flat plate ZPG-TBL
simulations, at Reθ = 835. Also shown are DNS-results, [14], interpolated to this Reθ-number.

Fig. 9 displays the mean streamwise and wall-normal velocity profiles prescribed at the inflow. For the
proposed method, the mean streamwise velocity is simply equal to the one obtained in the precursor. In
comparison, the profile generated using rescaling has a slightly shorter log-law region and somewhat more
pronounced wake. The level of agreement with DNS data is on par for both profiles. Near the wall, for
approximately y+ < 30, the profiles of the two methods are nearly identical. The mean flow is close to
parallel to the wall, with 〈v〉 below 0.3% of 〈u〉. In the proposed method, the direct use of the channel
flow implies a mean flow parallel to the wall. The growth rate of the TBL thickness is associated with a
restoration of the momentum balance. The corresponding adaption length for the mean vertical component
is investigated below. There is a significant discrepancy for the mean velocity component obtained by the
rescaling method, as compared to the interpolated DNS data. In this connection, it is noted that the
rescaling method is sensitive to the values of the parameters of the procedure, such as uτ at the inlet, see [9].

The profiles of the velocity components are shown in Fig. 10. The cut-off at the edge of the TBL of
the proposed method is seen to occur at δ ≈ 1.2δ99, where δ99 is the wall distance at which the axial
mean velocity is 99% of the free-stream value. The rescaling method produces profiles with an artificial
local minimum at y+ ≈ 80. It was experimented with small perturbations of the rescaling parameters, but
the local minimum is still produced. Aside from this local minimum, the rescaling procedure gives profiles
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Figure 10: Profiles of the second-order statistical moments of the velocity components prescribed at the inflow boundary, at
Reθ = 835. The proposed inflow generation method based on the precursor channel flow simulation (red lines). Rescaling of
data from the first simulation at x = xs (blue lines). DNS-results, [14], interpolated to this Reθ-number (black lines). In the
left column of graphs, the horizontal axis is normalized with the 99% thickness of the TBL, and in the right column, the inner
coordinate is used.

which are in closer agreement with the interpolated DNS. Recall however, that the velocity field is rescaled
in the y-direction and unchanged in the z-direction, hence leading to unphysical flow structures. The flow
structures of the proposed method on the other hand, are solutions of the Navier-Stokes equations, but for
this method it is necessary with the unphysical cut-off at the edge of the TBL.

Figure 11: Development of the TBL-thickness, in terms of Reθ, as a function of the streamwise coordinate (x).

4.3. Main simulation results

The results from the two ZPG-TBL simulations are analysed with the purpose of assessing the adaption
length of the TBL generated by the proposed method. DNS data, [14], are also included in the analysis. In
Fig. 11, the growth in the boundary layer thickness is shown. Since mean inflow of the proposed method
is parallel to the wall, there is an initial section of length x ≈ 10m, before momentum balance is restored.
Downstream of this point, the two methods demonstrate the same TBL-thickness growth rate.

The development of the friction coefficient cf , is shown in Fig. 12. After the adaption length, there is
good agreement with DNS for the simulations with both inflow generation methods. The adaption length
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Figure 12: Development of the friction coefficient cf (left) and shape factor H (right), as a function of Reθ.

of the proposed method is very short, with correct prediction of cf almost immediately downstream of the
inlet. For the rescaling method on the other hand, the correct behaviour of cf is achieved from Reθ ≈ 1 000.
As can be inferred from Fig. 11, in terms of the streamwise coordinate x, the adaption length for cf is
approximately 10m for both methods. The shape factor is also shown in Fig. 12. As was discussed in
connection with Fig. 5, for the precursor channel flow, an under-prediction of 3% can be expected for the
shape factor, using NWR-LES and the present grid resolution relative to the TBL. This is also what is
roughly observed for H in Fig. 12, after the flow has adapted. For the proposed method, the H-behaviour is
well established at Reθ ≈ 1 000, which corresponds to the streamwise coordinate, x ≈ 14m. The behaviour
of H for the simulation using the rescaling method is less regular, with slightly larger under-prediction of H
for the developed flow, and slightly higher rate of decrease of H, as compared to DNS. Based on the results
for H, the adaption length can be estimated to Reθ ≈ 1 000 for the proposed method, and Reθ ≈ 1 300 for
the rescaling method.

Figure 13: Profiles of the mean streamwise component of velocity, at Reθ ≈ 1 000, Reθ ≈ 1 420, and Reθ ≈ 2 000 respectively.
The profiles are shifted vertically by 5uτ for increasing Reθ.

The mean velocity profiles are shown in Fig. 13, at three downstream stations. To enable the com-
parison with DNS-data, the stations are taken at fixed values of Reθ. Hence there are small differences
in the streamwise coordinate (x), compare Fig. 11. It can be seen that, at Reθ ≈ 1 000, the profiles from
the simulation using the proposed inflow generation method and from the one using rescaling are still in
significant disagreement in the wake region of the TBL. In the inner part of the TBL however, the solutions
are much more similar. It is generally acknowledged [17, 6, 15] that the large scales of the flow, which occupy
the outer layer, are slowest to recover, so such a development can be expected. For the profiles taken at
Reθ ≈ 1 420 and Reθ ≈ 2 000, the simulations with the two inflow generation methods give essentially the
same profile. There is still a notable discrepancy with the DNS results, as explained in the discussion of the
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results for the shape factor above.

Figure 14: Mean wall-normal velocity. Left: Development of its free-stream value as a function of Reθ. Right: Contour plot of
the mean wall-normal velocity as function of x and y, for the simulation with inflow generated by the method proposed in this
paper.

In Fig. 14, the mean normal velocity is plotted, as well as its free-stream value in wall-units,

V +
0 (x) = 〈v(x, y = hm)〉/uτ .

For the proposed method, 〈v〉 = 0 at the inlet. The wall-normal mean velocity then rapidly increases,
and for the free-stream, it can be estimated that the adaption is complete at, Reθ ≈ 1 200. The increase
in V +

0 for Reθ > 2 300 can be disregarded in the analysis, since it is caused by the region with coarse grid
next to the outflow boundary. For this quantity, the rescaling method naturally exhibits a shorter adaption
length since the initial values are closer to the correct ones. The contour plot in Fig. 14 also illustrates the
relatively rapid adaption of the mean wall-normal velocity for the simulation with the proposed method for
inflow generation. At x = 15m, which corresponds to Reθ ≈ 1 030, the correct mean wall-normal velocity is
established. In a small region near the inlet, for y ≈ δ = 1m, oscillations in 〈v〉 can be seen. This pertains
to the cut-off employed at the inlet, with channel flow data used for y < δ, and the constant free-stream
used for y > δ. Traces of these oscillations persists up to x ≈ 10m.

The last flow quantities which are analysed with respect to their adaption length, are the second order
statistical moments of the velocity field at cross-planes in the computational domain, see Fig. 15. As for the
mean velocity, the planes are taken at (the same) fixed values of Reθ. The expected level of discrepancy with
DNS should be compared with the corresponding results for the precursor simulation, see the discussion in
connection with Fig. 6. Comparing the results from the proposed method, and from the rescaling method,
the profiles converge in the downstream direction. This behaviour is quite similar for all four statistical
moments shown in Fig. 15. At Reθ = 1 000, the difference between the profiles is clearly noticeable, in
particular in the outer part of the boundary layer. At Reθ = 1 420, the difference is very much decreased,
but a small difference is still visible in the outer part of the boundary layer. Finally, at Reθ = 2 000, the
profiles of the proposed method and the rescaling method are essentially coinciding.

In summary, the adaption length of the TBL, in the simulation employing the proposed method for inflow
generation, was investigated by analysing both integral quantities and statistical moments of the velocity
field. Based on the thickness (in terms of Reθ), friction coefficient, and shape factor, the adaption length is
estimated to x ≈ 15m, which corresponds to Reθ ≈ 1 030. Based on the mean values and level of fluctuations
of the velocity field, the adaption can be considered complete before the DNS data point at Reθ = 1 420.
Hence, the above analysis indicates that the simulated TBL has adapted at Reθ in the range 1 200–1 300.
This corresponds to an adaption length of 20m-28m, and in terms of the initial boundary layer momentum
thickness, 270θi–370θi. This is consistent with the investigation presented in [16], where it is concluded that
the “first few hundred” θi are influenced by the inflow, due to the physics of the TBL, independently of what
inflow generation method is used. The rescaling-based method has in general performed similarly to the
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Figure 15: Profiles of the second order statistical moments of the velocity field. Each column corresponds to a fixed Reθ, as
indicated at the top of the column. Each row of plots corresponds to the quantity indicated on the vertical axis in the left-most
graph. Results from the simulation with inflow generated by the method proposed in the paper (red lines), from the simulation
with inflow generated by rescaling (blue lines), and from DNS, [14] (black lines).
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proposed method in terms of the adaption lengths of the analysed quantities. Hence, the method proposed in
the present paper can be considered to be competitive with other precursor-based inflow generation methods.

5. Summary and conclusions

A complete description is given of a novel methodology for using a precursor channel flow simulation
to generate turbulent boundary layer inflow conditions. A key feature of the procedure is to match the
momentum thickness of the precursor simulation to the momentum thickness of the inflow TBL of the main
simulation case. In section 2.2, it is described how to determine the parameters of the precursor simulation
from those of the main simulation.

The computational cost of the proposed method is on par with other precursor simulation methods, [1,
4, 6, 8, 9, 12], in that it requires an auxiliary flow simulation to be carried out. The number of grid cells in
the precursor simulation presented in this paper is 1.6 · 106, which is to be compared with the grid of the
main simulation which consists of 20.4 · 106 cells. Hence, the cost of the precursor simulation is very much
lower than that of the main simulation. The ratio of the cost of the two simulations may, however, be quite
different, depending on the requirements of the main simulation. An advantage of the proposed method, as
compared to methods based on TBL-recycling, is that channel flow is the most extensively investigated wall-
bounded flow. Therefore, the simulation accuracy of the precursor can be assessed, which is of particular
practical importance for scale-resolving simulations (as opposed to DNS).

It is important for an inflow generation method to be robust and relatively easy to apply to different
simulation cases. The proposed method is implemented as an open source software, and the solver employed
in the numerical experiments2 is widely used and also open source. The design of the inflow generation
software, [10], is intended to facilitate its extension with other methods as well. Furthermore, I/O-interfaces
to different solvers are straightforward to program, and they are modular with respect to the inflow gener-
ation methods. This allows for ease of use and also, potentially, for an increased standard in the testing of
inflow generation techniques, allowing for more comprehensive tests with different methods implemented in
the same software.

The most important aspect of an inflow generation method is, however, that it must be possible to
produce a TBL with the desired properties. The momentum thickness is considered here to be the most
robust and appropriate measure of the TBL thickness. With any inflow generation method, there is a
certain adaption length, before the TBL can be considered to be fully developed, and the defects caused
by the inflow data have waned. In section 4, the adaption length of the proposed method is investigated in
detail using NWR-LES of a flat plat ZPG-TBL. Both integral quantities (boundary layer thickness, friction
coefficient and shape factor) and first and second order statistical moments of the velocity field are used
in the assessment of the adaption length. The results indicate that the adaption length is approximately
350θi, where θi is the momentum thickness at the inflow. This is on par with what is reported for the
most widely used, state-of-the art inflow generation methods based on TBL-recycling, [16]. This relatively
short adaption length, and associated low cost of the auxiliary simulation, combined with the robustness
and conceptual simplicity of the method, makes it an attractive alternative to other approaches.
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Abstract

A Python package for generating inflow for scale-resolving computer sim-
ulations of turbulent flow is presented. The purpose of the package is to
unite existing inflow generation methods in a single code-base and make
them accessible to users of various Computational Fluid Dynamics (CFD)
solvers. The currently existing functionality consists of an accurate inflow
generation method suitable for flows with a turbulent boundary layer inflow
and input/output routines for coupling with the open-source CFD solver
OpenFOAM.

Keywords: Inflow generation, Turbulence, CFD, Boundary conditions

1. Motivation and significance1

Scale-resolving approaches to simulating turbulent flow, such as Large-2

Eddy Simulation (LES), are currently not only actively used in academic3

research but also in industrial CFD, whenever conventional turbulence mod-4

elling fails to provide accurate results. As larger computational resources5

continuously become available, scale-resolving simulations can be expected6

to become increasingly common in the coming decades [1].7

Fluid flow can be described mathematically by a set of partial differential8

equations. To obtain a unique solution, the equations must be complemented9

by initial and boundary conditions.10

For a wide range of flow cases, a significant challenge is prescribing data at11

the inlet boundaries. If a scale-resolving simulation approach is adopted, the12
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problem becomes especially involved. All such simulations are by definition13

transient, and thus time-dependent turbulent motion has to be prescribed at14

the boundary. A large variety of methods has been developed to tackle this15

complex problem. A review of several can be found in [2, 3, 4, 5].16

Currently, the spread of both old and newly developed methods is limited17

by the fact that they are commonly implemented within the framework of18

a concrete CFD solver. Thus different methods are available in different19

solvers, with different languages and approaches used for implementation.20

In this paper, the Python package eddylicious is presented. The long-21

term goal of the package is to unite the existing inflow generation methods22

under one roof. The generated inflow fields are saved by eddylicious to23

disk. This requires storing large datasets on the hard-drive, but also allows24

to detach the generation methods themselves from concrete CFD software25

solutions. A given CFD solver can take advantage of all the methods im-26

plemented in the package simply by reading the boundary data from the27

hard-drive. Since most solvers expect the data to be stored in a particular28

format, eddylicious provides various routines for input/output (I/O) of the29

inflow fields that cover a range of file formats.30

2. Software description31

2.1. Software architecture32

It is possible to split a Python package into several modules. In the case33

of eddylicious, it is natural to separate the implementation of the inflow34

generators and of the I/O routines. Thus, the packages consists of three35

modules: readers, writers, and generators.36

As the names imply, the generators module is dedicated to the various37

inflow generation methods, the writers module to the routines for output to38

different file formats, and the readers module to functions for reading in the39

geometry specification of the inlet and also reading previously saved velocity40

fields from the hard-drive. The latter is needed for those inflow generation41

methods that rely on using data generated by another simulation.42

The user interacts with the package via executable Python scripts that43

accept user input via a configuration file. Each method in the generators44

module has an associated script that parses the configuration file and calls45

the appropriate functions associated with the I/O and inflow generation that46

was chosen by the user. The configuration file is simply a text file with a47

parameter-name/value pair on each line. The parameters that need to be48

specified depend on what inflow generation and I/O methods are used.49

Additionally, the package provides some utilities that simplify certain50

routine tasks, such as conversion from one file format to another.51
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The potential contributors to the package are likely not to be professional52

programmers, but rather researchers and other CFD professionals. Therefore53

the implementation of the package is done using procedural programming,54

which is the paradigm that amateur programmers are most familiar with.55

Each subroutine is extensively documented using NumPy-style docstrings1.56

Since eddylicious is written in Python, an extensive set of state-of-the-art57

libraries for scientific computing is available to the developers. All of these58

factors make eddylicious an excellent platform for rapid prototyping of new59

inflow generation methods.60

2.2. Software functionalities61

Currently, the package includes support for several I/O formats and a62

single inflow generation method. It is assumed that the only quantity that63

has to be considered is the velocity field. This limits, at the current stage,64

the application of eddylicious to simulations of incompressible flow. For65

compressible flow several thermodynamic quantities commonly have to be66

prescribed at the inlet as well.67

Two output file formats are supported. The first one is a format native68

to the freely available general-purpose CFD solver OpenFOAM2. The instanta-69

neous velocity fields are saved as text files, each containing an ordered list70

of triples. A triple corresponds to the three Cartesian coordinates of the71

velocity vector. Notably, a single file represents each time step, which is a72

major downside of the format, because hundreds of thousands of files may73

have to be created, depending on the time frame of the simulation. A file74

containing a list of spatial coordinates is also saved, it contains the centres75

of the faces forming the inlet boundary.76

Eddylicious also supports outputting all the generated fields to a single77

HDF5 file. HDF stands for Hierarchical Data Format [6]. It supports parallel78

I/O via the Message Passing Interface (MPI) which makes it well-suited for79

CFD solvers which always employ some way of distributing the workload80

across many processors.81

The functionality of the readers module is similar. In OpenFOAM sampled82

data can be written to disk in specific format called foamFile. Input of83

data in this format is supported by eddylicious. Also, a utility-script for84

converting a database of sampled velocity values saved as multiple foamFile85

files into a single HDF5 file is available to the users. The produced file can86

then be used as input to eddylicious.87

1https://github.com/numpy/numpy/blob/master/doc/HOWTO DOCUMENT.rst.txt
2www.openfoam.com
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An inflow generation method suitable for simulations of TBLs is presented88

in [7]. It is based on applying a rescaling procedure to the instantaneous ve-89

locity values from a sampling plane located downstream of the inlet. The90

rescaling procedure ensures that the inflow satisfies certain desired charac-91

teristics, such as the values of the boundary layer thickness and the friction92

velocity. This rescaling procedure is implemented in eddylicious.93

The rescaling process only operates on the velocity values corresponding94

to a single time step. Thus it is easy to parallelise the inflow generation95

process, which is done in eddylicious using MPI. Linear spatial interpola-96

tion is also built into the rescaling process. Therefore, the locations of the97

rescaled values and the produced ones are not required to coincide. In [7],98

the values to be rescaled are assumed to be taken from a TBL simulation.99

In eddylicious, however, it is also possible to rescale velocity values from a100

simulation of turbulent channel flow.101

An important current functional limitation is that the inlet is assumed to102

be a rectangle, and that it is meshed using a structured rectilinear grid. This103

type of inlet geometry is common for a range of turbulent flows, but limits104

the usability of eddylicious for industrial applications. Generalizing the105

code for support of other grid types and geometry configurations is a high106

priority.107

3. Illustrative examples108

It is clear from the description of the functionality that, at the current109

stage, eddylicious is best suited for use in conjunction with OpenFOAM to110

simulate canonical wall-bounded turbulent flows. In particular, those flows111

that have either turbulent channel flow or the TBL at the inlet of the domain.112

In this section a number of illustrative examples which fall into this category113

are presented.114

3.1. Example 1115

Turbulent channel flow is fully categorized by the value of a non-dimensional116

parameter, the Reynolds number Re, [8]. Simulating channel flow does not117

require inflow generation, since streamwise-periodic boundary conditions can118

be employed.119

Now, consider a simulation of a plane-diffuser. In particular, one where120

the flow entering the diffuser corresponds to that of fully-developed turbulent121

channel flow. In this case, velocity values sampled from a plane in a channel122

flow simulation can be used as inflow for the diffuser simulation.123

Let the Re chosen for the channel flow simulation coincide with that124

found at the inlet of the diffuser. Then the sampled velocity values need125
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only be mapped onto the computational mesh of the inlet. This task can126

be performed using eddylicious. Assume that both the channel flow and127

the diffuser simulations are performed using OpenFOAM. The velocity values128

from a sampling plane located in the channel flow simulation can be saved to129

the hard-drive in the foamFile format. The utility convertFoamFileToHDF5130

found in eddylicious can be employed to convert all the produced foamFile131

files into a single HDF5 file, which is significantly more convenient to han-132

dle. Then, the implemented inflow generation method, executed by using133

the associated runLundRescaling script, can be used to read in the sam-134

pled velocities and output them to files formatted according to OpenFOAM’s135

specification for stored boundary data. Note that spatial interpolation will136

be performed automatically if the locations of face-centres of the grid at the137

inlet of the diffuser simulation and those of the sampling points used in the138

channel flow simulation do not coincide.139

3.2. Example 2140

A backward-facing step (BFS) simulation requires a TBL at the inflow of141

the domain [9]. Similarly to the previous example, a separate TBL simulation142

can be set up for the purpose of generating the inflow. As in the case of143

channel flow, the inflow TBL can be characterized by the value of Re.144

Consider a situation when in the precursor TBL the Reynolds number145

equal to that at the inflow of the BFS simulation is achieved via a different146

combination of values of dimensional parameters. In that case, the rescal-147

ing [7], built into eddylicious, can be used to rescale the sampled velocity148

fields in such a manner that the Re-number is preserved, but the values of149

the dimensional parameters are changed to those required at the inflow.150

3.3. Example 3151

Consider a simulation of a flow over a smooth ramp, e.g. replicating the152

experimental set-up found in [10]. There, a wind tunnel was used; therefore,153

two turbulent boundary layers are present at the inlet, corresponding to the154

bottom and top walls of the wind tunnel.155

Naturally, it is possible to use separate TBL simulations to generate the156

inflow, as in the previous example. However, in order to save computational157

resources it is possible to use channel flow instead. As an approximation,158

one can see channel flow as two boundary layers attached to the respective159

walls of the channel, interacting with each other in the region away from the160

walls. Each half of the channel (in the wall-normal direction) can thus be161

put into correspondence with a single TBL.162
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Such an approach is fully supported by eddylicious. Velocity values163

sampled from the channel flow simulation can be used to produce two sep-164

arate inflow velocity databases corresponding to the two TBLs. As it is165

possible that the TBLs at the top and bottom walls of the domain are not166

characterized by the same value of Re, the inflow is generated for one TBL167

at a time thus allowing to set the rescaling parameters for each TBL indi-168

vidually.169

4. Impact170

The package is currently used for computational experiments on different171

inflow generation approaches. It is also used for wall-bounded turbulence172

simulations such as in the examples above. At this point, the package is173

mature and stable enough in order for others to benefit from and contribute174

to it.175

The main impact of this software is that it grants the members of the CFD176

community a way to easily share newly developed inflow generation methods177

which they can implement using a novice-friendly programming language178

and the excellent libraries that are available for it. As new I/O methods are179

added, contributing to eddylicious will become even more attractive since180

the potential user base will include those of several CFD solvers. Developers181

of new solvers may choose to rely on eddylicious instead of implementing182

inflow generation internally.183

Having many methods under one roof will also impact the quality of184

benchmarking of the generation methods, since it will be easy to compare185

several methods using one CFD solver and the exact same simulation settings,186

which has been difficult before [2].187

From the user perspective, the complex task of inflow generation will be188

simplified due to access to several methods to choose from, all contained in189

a single package.190

5. Conclusions191

The Python package eddylicious, dedicated to generation of turbulent192

inflow, has been developed to a stage where it can handle a range of appli-193

cation cases and is released, for use and extension, to the open-source CFD194

community. The fields generated by the package are saved to disk thus allow-195

ing to interface with any CFD software that supports reading boundary data196

from the hard-drive. The currently included I/O routines make it convenient197

to use the package in tandem with the solver OpenFOAM. The implemented198

inflow generation method provides a versatile and accurate way of producing199

6



inflow for simulations of flows involving a TBL or turbulent channel flow200

at the inlet. The functionality of the package as well as the source code is201

well-documented.202
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Required Metadata236

Current code version237

Nr. Code metadata description Please fill in this column
C1 Current code version 0.0.5
C2 Permanent link to code/repository

used for this code version
https://github.com/timofeymukha/eddylicious/releases/tag/0.0.5

C3 Legal Code License GNU General Public Licence Ver-
sion 3

C4 Code versioning system used git
C5 Software code languages, tools, and

services used
Python, MPI, HDF5.

C6 Compilation requirements, operat-
ing environments & dependencies

Python and the following Python
packages: numpy, scipy, matplotlib,
h5py, mpi4py, and Sphinx.

C7 If available Link to developer docu-
mentation/manual

eddylicious.readthedocs.io

C8 Support email for questions timofey.mukha@it.uu.se

Table 1: Code metadata (mandatory)
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