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Abstract

For the first time it is shown that skin texture can be used as a means to match
human limb surfaces between different image frames. The results are limited
to motion in two dimensions. It is shown that images with a resolution that
can be produced in today existing video camera hardware are usable. This is
very encouraging for the future of clinical marker free human motion analysis
applications. The next step will be to investigate if these results can be extended
to three dimensions using a stereo camera setup.

The method uses histogram information as a means to match small image
patches to one another. The histogram matching is performed using a Mu-
tual Information criterion as the cost function and Simulated Annealing as the
optimization algorithm.
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1 Introduction

The starting point for this study is in the limitations recognized in the today
widely used marker based systems for human motion analysis. Three limitations
of such marker based system dominate the contributions to the error in the
analysis. Firstly there is the error introduced in the marker placement process
[1], secondly there is the error associated with skin and soft tissue movement [3]
and lastly errors are introduced in the use of interpolation in statistical material
on human anatomy, to yield model parameters [12]. These errors are generated
because the interpolation is based on some kind of average human being. Since
all real subjects differ from that average human, errors are introduced. The
errors mentioned above all have the magnitude of centimeters.

Realizing that these error magnitudes in some cases can make the variable
estimation in models of the human subject virtually pointless, there is an obvious
need for improvement of the measurement system. Further, the marker based
systems require time consuming preparation of the subject. The marker tracking
is also manually initialized which causes a time delay between measurement and
result presentation.

Our group is dedicated to the search for new methods that are capable of
diminishing the drawbacks mentioned above. Video based marker-free methods
are here the main theme of research. In this area matched three dimensional
surface points are not used today. The most frequently used methods of marker-
free analysis start by building contour based visual hulls [2], [7]. Then some
other feature in the images, such as color [7], is used to remove the ambiguity
[6] inherent to building visual hulls. These methods show some promise but it is
yet to be shown that they have the required accuracy for estimation of critical
variables in a detailed model of the human anatomy.

In this work another direction is taken. Basically our idea is to investigate
if skin texture can be used to localize skin surface patches of the subject under
study. This work will be conducted in two steps, where the present study repre-
sents the first. Here it is investigated if skin texture can be used to match parts
of the skin between different image frames. These parts can be thought of as a
kind of virtual markers. The next step will investigate if this is also possible in
a stereo camera setup yielding matched three dimensional skin surface points
between image frames. The work is organized in two steps with the purpose
of saving time. The second step represents a substantially harder problem and
therefore the basic matching is tested in two dimensions first. If the first step
yields promising results the second is taken, otherwise not. The benefits of
such matching of skin parts in three dimensions would be great. With good
camera coverage, a large number of skin parts could be measured, representing
the movement of the subject and its surface. This would give the possibility of
applying state of the art functional methods for joint estimation and would also
be a good starting point for separating skeletal and soft tissue movement. The
inter frame matching of these skin ”markers” would also give the direct possi-
bility of applying filter methods such as the well know and widely used Kalman
filter as well as removing the instabilities associated with the aforementioned
contour based techniques [10].

Matching a part of one image to another image is called ”image registration”
in the image processing community and we will adopt this vocabulary in this
paper.
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The basic idea of the first step in the investigation is that high quality
two dimensional data is to be collected. Therefore a digital SLR camera was
used together with good lighting to yield high resolution images with little
distortion. The depicted area is typical skin patches on the lower extremities,
shank and thigh. This type of data naturally is much better than image material
from typical high speed video cameras. The thought is that a controlled and
gradual degradation of the image resolution is to be performed thereby testing
the registration algorithm in every step. If the registration works for the highest
image resolution it can be determined at what conditions the algorithm breaks
down. If the registration is stable across typical video quality it is plausible
to use this type of methods to register image patches in today existing video
material.

The method used for the image registration is maximization of a Mutual
Information (MI) [16] criterion based on the image histograms. An optimization
algorithms based on Simulated Annealing [11] is to be used to find the best
registration using the MI criterion.

The results reached are very encouraging. Even the downsampled images
showed high registration rates and if a good initial guess could be reached, 100
% correct registration rate was possible. This show great promise in using skin
texture for movement estimation.

2 Material

Knowing the circumstances in the capturing situation is extremely important in
image applications. The following sections describe the capturing circumstances
and the camera in some detail.

2.1 The camera and capturing details

The camera used was a Konica Minolta Dynax 5D. It was used with a heavy
tripod reducing the impact of vibrations generated by moving parts within the
camera. Delayed capturing was applied to remove the impact of vibrations
generated by the hand movement. In the delayed capturing the camera mirror
is moved instantly on triggering drastically decreasing the movement vibrations
in the actual capturing instance.

The camera was placed approximately orthogonal to the supporting plane at
1.7 m, as seen in Figure 2. Some measurements were done with visible features
in the image to ensure that the camera plane was approximately orthogonal to
the supporting plane. The aperture of the camera for the images was f/6.3 and
the exposure time 1/15 of a second.

The lighting conditions has been shown [8] to have a massive impact on the
appearance of skin in images. To minimize the impact of shadowing on the
image material used, as diffuse lighting as possible was used. To obtain this the
light sources were directed towards a wall behind the camera as seen in Figure
2.
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2.2 The image material

Images of a number of different skin types were used in an attempt to make the
results more general. However due to the limited diversity of the image set it
is not our goal here to show that the method work for images of all skin types.
The choice of the different images are within a limited set of skin types. There
were two female subjects with no hair on the shanks and three male subject with
hair intact. One complete set of images was created for each of the 5 subjects.

For evaluation purposes there is a need to estimate the orientation of the
subjects shank segment. This segment was taken as an approximately rigid
body. Because of this rigidity assumption, three points are enough for esti-
mation of the orientation of this coordinate system in different images. Three
retroreflective 1 markers were attached to the shank segment, as seen in Figure
3, enabling comparison of position and orientation between different images.

2.3 Synthetically transformed images

The set of images initially used was created from one base image. Three small
200 × 200 pixels, image patches were extracted from each image. Image noise
was then added to the image patch and then this patch was transformed using
translation, rotation and scaling. Four different subsets of image patches were
created for each subject, one containing only translation within a given radius,
another with pure rotation within a given angular interval, one set with only
scaling of the images, and one set of the probable ”real world” situation where
a small amount of all of these transformations are present. The real world
situation considered was slightly constrained by movement approximately in a
plane. Due to this the scaling interval in the ”real world” image set is small.

2.3.1 Estimating image noise

Noise was added to the image patches in order to resemble typical camera noise
levels. To be able to estimate the level of typical such noise in the images an
evaluation was made. A patch of the background was chosen and the difference
between that same patch in two different images was analyzed. The noise level
was taken as the variance of this difference. The estimated image noise had a
standard deviation of

√
1.67 grey scale levels.

2.4 Real transformation

The camera setup was the same as for the synthetically transformed images.
The subject moved the leg guided by the supporting plane thus constraining
the movement approximately in the camera plane. The image set contains
images of the different subjects where, for each subject, a sequence of small
transformations are present. Figure 3 show a composition image of three such
images with their small transformations.

The subject wore three markers placed on the shank segment. These markers
define a coordinate system that was used to coarsely evaluate the result of the
registration. The skin patch chosen in the first image can be related to this

1Retroreflective means that light reflected of the marker surface is reflected back in the
direction where it came from.
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coordinate system. Assuming that the coordinate system defined by the markers
does not change in relation to the skin surface in the next image, a initial guess
of image patch transformation and some evaluation of the registration can be
achieved.

2.5 Error estimation material

To be able to estimate the accuracy in the image based marker center estimation,
two image subsets were created. In one subset the retroreflective markers were lit
with the camera flash. In the other subset the lighting and capturing conditions
were similar to the ones used for the registration study. When the markers
are lit with a flash the projection of the marker becomes very close to circular
and it has been shown [9] that both the resolution and the accuracy of the
marker centroid position is well below the pixel level. Due to this, the flash
based marker estimates can be used as evaluation points for the non flash based
estimates.

The markers were fixed to a prosthetic leg that itself was fixed in the room.
Two images were taken for every position of the prosthetic leg, see Figure 4,
one with flash and one without. The estimate of the marker centroids were then
compared to yield an estimation of the error introduced in the flash-free image
based centroid estimation. Based on this typical error in the marker position,
an estimation of the initial guess error was made. By initial guess error is meant
the error that can be expected when using the three marker’s transformation’s
to estimate the rigid body transformation.

2.6 Downsampling strategy

As stated before, the high quality of the images used here will probably not be
produced by video systems for some years to come. To be able to say something
about the performance of the registration method on image material that is
of more realistic video quality we downsample the images in two steps. First
the images were downsampled to 1/2 the resolution in both width and height,
yielding an image with the resolution of 1500 × 1000 pixels and patch sizes of
100× 100 pixels. In the second step the images were reduced to 1000× 667 and
the patches to 50 × 50 pixels. This could, at least in terms of resolution, be
produced by some video systems existing today.

3 Methods

Image registration is a very complex area. There are many different algorithms
that can be used to register one image to another and hence a choice of method
is needed. The MI registration criterion chosen here and described below, has
shown good results using similar types of images to those used here [5], and
hence this is a natural candidate. Image registration is an optimization problem
that is bound to have several local minima where some algorithms might find
themselves stuck. This fact calls for the use of an optimization method that is
relatively robust to local minima. One such method is the Simulated Annealing
method applied in this work and described below.
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3.1 Mutual Information Criterion

Mutual information is a concept that has been widely used in the information
theory area. It has been used as a measure of the amount of information shared
between input and output of noisy channels.

Recently this criterion has been used as a measure of similarity for medical
image registration [16], [15] and has shown good promise for application in
imaging areas.

The mutual information of two images, A and B, can be formulated as in [4]

I(A,B) = H(A) + H(B)−H(A,B) (1)

where H(A) and H(B) are the entropies of A and B respectively, and H(A,B)
is their joint entropy. The images are to be registered when I(A,B) reaches
its maximum. If the images A and B are assumed to be intensity images an
interpretation of the terms in I(A,B) can be formulated. The first two terms are
the entropy of image A and B. Image entropy can be interpreted as a measure of
the complexity of the image. If image A and image B are both very complex the
two first terms will give large values. If the two images also explain each other
well the third term will be small thus maximizing I(A,B). This interpretation
makes it reasonable to believe that good results could be obtained, as in [5],
when using this as cost function for alignment of two images.

Application of the method to image material calls for an expression for the
entropy of images. The entropies of Equation 1 expressed in marginal and joint
probability density functions can be expressed as

H(A) =
∑

a

−pA(a)logpA(a) (2)

H(B) =
∑

b

−pB(b)logpB(b) (3)

H(A,B) =
∑

a,b

−pA,B(a, b)logpA,B(a, b). (4)

The probabilities and joint probabilities can be expressed in terms of image
intensity histograms as

pA,B(a, b) =
h(a, b)∑
a,b h(a, b)

(5)

pA(a) =
∑

b

pA,B(a, b) (6)

pB(b) =
∑

a

pA,B(a, b) (7)

where the joint histogram h(a, b) is an N ×M matrix where M and N depend
on the number of discrete levels in the intensity. In the case of images from the
same camera the matrix will be square. The elements of the joint histogram
h(a, b) has the value of number of pixels in image A that has intensity value a
for pixels where the intensity in image B is b.

This means that if the two images are completely identical the joint his-
togram will be zero for all off diagonal elements.
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The actual criterion used is the normalized mutual information criterion
which has been shown [15] to produce at least as good results as the mutual
information (MI) criterion and also has some benefits over MI in terms of image
overlaps. By reversing the sign the problem is transformed into a minimization
problem.

3.2 Simulated Annealing

Simulated Annealing means that the optimization is done in a way similar to the
way in which slow cooling affect different materials. The base for the algorithm
is the temperature dependent optimization method proposed by Metropolis et
al in [14]. Here a constrained Monte Carlo simulation is performed with the
temperature governing the degree of constraint. The temperature is then grad-
ually decreased to yield a stable optimum of the energy in the system. This slow
gradual cooling used to get for example high quality metals is called annealing
which is the reason for the method’s name.

Simulated Annealing has one major benefit needed in many optimization
problems: It has the ability to deal with local minima. This is due to the
fact that there is a probability that the optimization will take small steps that
increase the value of the cost function. In image matching problems this feature
is most valuable and is one important reason for this choice of method.

The cooling strategy for each iteration of the Simulated Annealing scheme
is a division by the iteration index k giving a decrease in the initial temperature
by 1/k. The cooling is done in 10 steps , k=1....10 starting with the initial
temperature of 625. In each temperature step there are 10 random steps.

3.3 Method outline

We used the criterion mentioned above as a cost function in an optimization
scheme where a transformation of a small image patch is to be determined. A
composition example of the method can be seen in Figure 5. The parameters
that are used in this transformation is that the small image patch is allowed to
translate by some distance. Rotation of the patch up to ± 10 degrees is also
permitted and there can also be some scaling. The translation and rotation
is allowed in the image plane giving two plus one degrees of freedom and one
degree more for the scaling. The best configuration is hence to be sought in a
four-dimensional search space.

Two subsets of images were used, one where the image was used for extract-
ing the small image patch and also used as a target for that patch. In the first
case there is a ground truth for the registration since the original patch location
is known. The other set was a set where the small image patch was extracted
from one image and then the patch was registered to another image. In the
second case there is no ground truth. The only measure of evaluation is the
initial guess that can be made from the movement of the shank markers and
the value of the criterion function at the registration point. A comparison of
the prediction of the registration point with the actual registration is made and
presented in the result section.
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3.3.1 Pure translation

A random translation within ± 20 pixels was performed on the floating patch.
The result is presented as the rate of correct registration and a surface plot
showing the criterion function value over the ± 20 pixel area covered.

3.3.2 Pure rotation

A rotation between± 10 degrees was performed on the floating patch. There was
no translational component to the patch nor was there any scaling. The result
is given as the one dimensional criterion function depending on the rotation
together with rate the of correct registration.

3.3.3 Pure scaling

Scaling was performed within ± 10 % of the original image patch size. The
result is given as the one dimensional criterion function depending on the scale
together with the rate of correct registration.

3.3.4 Translation, rotation and scaling

Translation, rotation and scaling were performed together within the limits
given above. The result is given as the rate of correct registration and a surface
plot of the criterion function over the translation surface. This was done since
it is hard to visualize data in dimensions higher than three. In the results
it is shown that the main difficulty in the registration is to find the correct
translational component.

3.3.5 Real images

When real inter frame registration is done there is no means to get exact evalua-
tion. The criterion function however can be used to calculate a surface that show
a clear minimum at the correct registration point. This surface is calculated and
shown along with the rate of registration to that clear minima.

3.3.6 Downsampled real images

For both sets of downsampled images the same registration was performed as
the other real images. The criterion function surface is shown together with the
rate of registration to that criterion minima.

4 Results

4.1 Marker estimation error

Estimates of marker centroid positions using camera flash has been shown to
have both subpixel resolution and accuracy [9]. With this as the ground truth,
the estimate of the marker centroid based on images not using the camera flash
was evaluated. Comparing 21 flash/nonflash points we got a mean error radius
of 2.7(0.5) pixels. Using the typical value of this marker center error an estimate
of the impact this error has on the error radius in the initial guess was made.
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Through this something can be said about how close one can get to the correct
transformation using three markers with this level of error. The maximum error
in the initial guess was estimated using Monte Carlo methods to about ± 5 pixels
in both the x and y direction. This result apply to skin patches located within
the triangle of the three markers seen in for example 3. The error grows with
the distance to the centroid of the three markers. This provides a starting point
for evaluation of the skin patch registration.

4.2 Synthetically transformed images

In this section the small image patch as seen in the first image of Figure 5 is
added synthetic image noise and registered to the same image it was taken from.
This gives the benefit of having access to the ground truth.

4.2.1 Pure translation

Pure translation within ± 20 pixels gave on average 72(11) % hit rate. It
was easy to decide when a correct registration was achieved since the criterion
function showed a clear minimum at the registration point as seen in Figure 6(a).
The minimum shown in the Figure is apparently very local with a convergence
radius of about 10 pixels. If a steepest decent type optimization was to start
outside this radius the optimization could end up totally wrong.

4.2.2 Pure rotation

Pure rotation within ± 10 degrees posed no problem for the optimization al-
gorithm as seen in Figure 6(b). The criterion function was a clearly convex
function for the ± 4 degrees shown in the Figure. The rate of correct registra-
tion was 99.6(0.5) %

4.2.3 Pure scaling

Pure scaling of ± 5 % difference in scaling gave 100 % hit rate. Figure 6(c)
show a clear convex function for ± 5 %.

4.2.4 Translation, rotation and scaling

When all of the former transformations are added the result of the registration
did not vary much from the result in the case of pure translation. Comparing
Figure 6(a) and (d) hardly any difference in the convergence radius can be seen.
The rate of correct registration was the same 72(10) % with the only difference
that the standard deviation was smaller.

4.3 Real inter frame registration

In this part of the study the ground truth registration was not known. This
calls for some other measure of evaluation. For evaluation purposes the criterion
function was plotted over the translation surface and the ”true” registration
point was taken as the tip of the local minima in that surface.
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4.3.1 Real images

As seen from the criterion function surface in Figure 7(a) real inter image reg-
istration also gave a clear dip in the criterion function at the registration point.
Given a search area of ± 10 pixels around the dip in the criterion the rate of
registration was 97(3) %. Even when the optimization did not converge it was
always possible to decide if this was a correct registration by looking at the
criterion function value.

Figure 1 show the difference between the predicted registration point based
on the three markers movement and the actual registration point. The Figure
show 15 points representing 3 image patches in 5 different images. The actual
registration point was determined by starting ± 5 pixels from the predicted reg-
istration point and then letting the search algorithm run. This was repeated 10
times for each patch. 100(0) % hit rate was achieved using these starting points.
This means that for all patches, all 10 repetitions resulted in a registration to
the same pixel location in the respective images.

4.3.2 Downsampled real images

When the images were downsampled to 1/2 the original size, a surprisingly high
hit rate was found. Figure 7 (b) show the same type of convex local minimum
as in the case of synthetic images. The hit rate for an initial guess of ± 10 pixels
was 87(5) % and if the guess was within ± 5 pixels the hit rate as high as 99(2)
%. The images downsampled to 1/3 the original image size showed a lower hit
rate. Figure 7 (c) show the same type of convex local minimum but the hit rate
for an initial guess of ± 10 pixels was here 56(16) % and if the guess was within
± 5 pixels the hit rate was 76(13) %. When the optimization did not converge
it was also here possible to decide if this was a correct registration by looking
at the criterion function value.

5 Conclusions and discussion

The results reached are very encouraging. Even the downsampled images showed
high registration rates and if a good initial guess could be reached 100 % correct
registration rate was possible. This show great promise in using skin texture as
virtual markers for movement estimation and represents a not before presented
result.

No obvious difference in the results was seen between the images of shanks
with and without hair. However, the image material is to small to draw any
real conclusions.

From Figure 7 it is obvious that the dip in the optimization function got
narrower and shallower the more the images were downsampled. This is due to
the nature of the criterion used. If there are many pixels compared and many of
these pixels also are similar the criterion will yield a clearer optimum. Hence if
the number of pixels are decreased the optimum will be narrower and shallower.

When using skin texture as a means to track the surface of a subject there is
a need for a good guess on where in the next image to start looking for the skin
patch of interest. How good this guess has to be can be answered by looking at
the width of the dip in the criterion function surface seen in Figure 6 and 7. For
all of the surfaces showed in the results the width is about 4 pixels for the lowest
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resolution images and about 10 for the high resolution ones . This means that
to be sure of convergence the initial guess must be within ± 4 to 10 pixels of the
”correct” value. The result of the marker error estimation and how this affects
the resulting error in the initial guess show that the maximum error is about ±
5 pixels in both x and y direction. This applies to the high resolution images
and hence show that if the initial guess was applied the hit rate should be 100
%. This is supported by the results in Figure 1. The results show that if correct
initialization is used the search algorithm is extremely accurate. However if the
algorithm is initialized outside the convergence area the method is likely to get
stuck in some local minima and not converge. The precision of the method is
also good, this can be seen from the shape of the optimization surface. The
dip in the surface is very sharp and hence very small displacements from the
registration point can be detected.

The lower resolution images need a better initial guess to guarantee conver-
gence. The marker error on lower resolution images should go up [9] and hence
the initial guess should be poorer than in the high resolution case. This is also
supported by the results even though no simulation of this error has been done.

The three markers used for the initial guess in the present study is due to the
need for some evaluation. This method should of course not be used as means
for initiation in a skin texture based system. Instead one could use many skin
patch registrations as the starting point in the first frame of an image sequence.
The subject could for instance be instructed to start moving slowly to be able
to initiate the registration by an initial guess of the starting point itself. Given
that this initiation can be made to work, the following initial guesses will be
much better due to the multitude of input data and the use of basic dynamical
prediction methods. Typical frame rates of such image generating systems are
100-200 frames per second, making the inter frame movement small. Hence the
convergence radius of approximately 4 pixels should not be a problem. Extra
stability of the initial guesses could be reached by also using the movement of
the contour in the image.

A striking difference in the result was that the registration result was better
in the real image case. This was due to both the larger initial guess region
and the level of the synthetical noise added to the patch. The width of the
local optimum was about ± 10 pixels in radius which was the same as in the
real image case. The initial guess however varies within ± 20 pixels making it
hard for the optimization to actually find the optimum. The synthetic noise
was estimated on a part of the background that contained some high frequency
parts and due to this the level of noise might be higher than typical image noise
in the material.

The algorithm was implemented in C++ and run on a computer equipped
with a AMD Athlon(TM) XP 2200, 1.80 GHz processor with 512 MB RAM. The
optimization method applied takes approximately 50s for one run on the large
images, 15s on the 1/2 downsampled ones and 10s on the smallest images. This
show the need for finding some measure of increasing the performance and also
decreasing the number of criterion function evaluations. The surface plots shown
in all of the figures indicate that if a fast way to find the approximate location
of the minima ”dip” could be designed, then faster optimization methods could
be applied. One idea for finding the minima ”dip” is to use a local, sparse grid
search where the separation of the evaluations are governed by the width of a
typical minima for the image type used. Another possible way of improving
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the performance would be to use only parts of the image where high gradient
contents are present as suggested in [13].

6 Future work

Future work will include investigations on the usefulness of skin texture as means
for stereo point estimation. This problem is more difficult to get insight into.
Much of the difficulty is due to the fact that no ground truth exists and hence
some other method of evaluation is needed. In this investigation there is also
need for some model of the effect that non planar surfaces will have on the
appearance of one skin patch in two different cameras.

Other optimization methods and strategies should be tested since the execu-
tion times are rather long. One could for instance start with a local grid search
around the initial guess, where the separation in the grid should be governed
by the estimated convergence radius.

Using real data and to be able to use this type of methods for estimation of
real subject movements is of course the goal. The natural next step in our work
is to apply this method to real data of typical video quality.
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Figure 1: Difference between the predicted registration point based on the
marker movement and the actual registration point reached by letting the search
algorithm run. Each star represents a patch on one subject. The 15 points rep-
resent 3 patches in 5 images. The Circle close to the Origin represents the mean
value of these 15 points.
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Figure 2: The camera and the capturing setup
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Figure 3: Composition image of three frames in an image series
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(a) Non flash image

(b) Flash image

Figure 4: Typical image pair with and without flash, respectively. The image
based method to extract the marker centroid is applied to the non flash image
and then the marker center estimates are compared to the estimates using the
flash based estimation which are typically much more accurate [9].
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Figure 5: The small patch extracted from the left image is registered to the
right image.
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(a) Pure translation criterion function
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(b) Pure rotation criterion function
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(c) Pure scaling criterion function
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(d) Rotation, translation and scaling

Figure 6: Criterion functions and surfaces for synthetically transformed images
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(a) Criterion function for registration point ± 10
pixels in both the x and y direction.
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(b) Criterion function for registration point ± 10
pixels in both the x and y direction. In this case the
image was downsampled by 1/2
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(c) Criterion function for registration point ± 5
pixels in both the x and y direction. In this case
the image was downsampled by 1/3

Figure 7: Criterion surface plots for real images.
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