
Stable difference methods for block-structured

adaptive grids

October 19, 2011

Magnus Gustafsson, Anna Nissen, and Katharina Kormann

Department of Information Technology, Uppsala University, Uppsala,
Sweden, {magnus.gustafsson,anna.nissen,katharina.kormann}@it.uu.se.

Abstract
The time-dependent Schrödinger equation describes quantum dynam-

ical phenomena. Solving it numerically, the small-scale interactions that
are modeled require very fine spatial resolution. At the same time, the
solutions are localized and confined to small regions in space. Using the re-
quired resolution over the entire high-dimensional domain often makes the
model problems intractable due to the prohibitively large grids that result
from such a discretization. In this paper, we present a block-structured
adaptive mesh refinement scheme, aiming at efficient adaptive discretiza-
tion of high-dimensional partial differential equations such as the time-
dependent Schrödinger equation. Our framework allows for anisotropic
grid refinement in order to avoid unnecessary refinement. For spatial
discretization, we use standard finite difference stencils together with
summation-by-parts operators and simultaneous-approximation-term in-
terface treatment. We propagate in time using exponential integration
with the Lanczos method. Our theoretical and numerical results show
that our adaptive scheme is stable for long time integrations. We also
show that the discretizations meet the expected convergence rates.

1 Introduction

With the development of the femtosecond laser technique it has become possible
to study and manipulate the structure of chemical bonds in an experimental
setup [22]. The emergence of experimental femtosecond chemistry has triggered
the need for simulations of molecular processes to understand the underlying
quantum dynamical mechanism.

The mathematical model describing quantum dynamical processes in molecules
is given by the time-dependent Schrödinger equation (TDSE),

i~
∂ψ(x, t)
∂t

= Ĥψ(x, t), ψ(x, 0) = ψ0, (1)
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for x = (x1, . . . , xd) ∈ Rd and time t ≥ 0. Here Ĥ = −
∑d

i=1
~2

2mi

∂2

∂x2
i

+ V̂ (x, t) is
the Hamiltonian with mass corresponding to dimension i, mi, Planck’s reduced
constant, ~, and the potential modeling interactions within the system, V̂ . The
solution to equation (1), ψ, is called the wave function and the L2 norm of ψ is
finite and preserved.

In general, the dimensionality of equation (1) is proportional to 3 times the
number of particles in the molecule. The potential models the interaction of
electrons and protons within the molecule and interaction with exterior fields,
like femtosecond laser pulses. Since femtosecond lasers oscillate on the same
time scale as the nuclei whereas electrons move on a faster scale, it suffices to
study the nuclei’s movement and model the electronic influence as a part of the
potential.

To solve the TDSE numerically we have to discretize in space and time.
For the spatial discretization, we replace the continuous domain with a grid
of discrete points, X = {x1, . . . ,xN}, on a bounded domain. By N we de-
note the total number of grid points. If we take an equidistant grid with n
grid points in each direction, N = nd holds. The number of grid points thus
grows exponentially with the number of particles. Therefore, only very small
molecules can be studied using today’s computers. In order to push the limit of
tractable problems, we aim at developing an adaptive framework with parallel
scalability. HAParaNDA, a parallel implementation for high-dimensional partial
differential equation on equidistant grids, was presented in [8], and scalability
on massively parallel computers was demonstrated. In this article, we focus on
the adaptive framework, but construct the algorithm with a parallel implemen-
tation in mind. We take on a block-structured partitioning of the mesh, similar
to the block decomposition in HAParaNDA [7]. Each of the blocks contains
the same amount of points and can have a different level of refinement with
the constraint that neighboring blocks can have a maximum refinement ratio
of 2:1. For adjoining nonconforming blocks, where the collocation points across
block interfaces do not match, the internal block boundaries need to be coupled
in a way that preserves stability of the numerical method. We base our frame-
work on the summation-by-parts-simultaneous-approximation-term (SBP-SAT)
methodology. We use the stability-preserving interpolation and projection op-
erators that were constructed in [15]. Stability proofs for couplings of grid inter-
faces between two nonconforming grid blocks were derived for the Schrödinger
equation in [17]. In this article, we extend the framework to handle static
multiblock configurations of nonconforming grid blocks, i.e., we consider more
complicated interface- and corner types that arise for multiblock configurations
and derive a stable treatment of fairly general meshes. The long-term goal
is to be able to handle time-adaptive dynamic multiblock configurations. We
combine the novel spatial discretization with a Krylov type propagator studied
earlier in [11].

The article is organized as follows. In the next section, we discuss our
contributions in the context of previous work on adaptive mesh refinement and
parallelization of computational grids. Section 3 deals with the hierarchical
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grid structure. The spatial and temporal discretization methods are described
in Section 4. Section 5 discusses the methodology of error estimation. Numerical
experiments are presented in Section 6 and Section 7 gives concluding remarks
and an outlook on future work.

2 Background

It has been concluded in many works that adaptive mesh refinement as well
as high-order can increase the efficiency of numerical simulations [19, 9]. In
particular, both types of techniques reduce the number of grid points needed to
represent the solution. This effect is especially appealing for simulations of the
TDSE where memory is generally the limiting factor. When combining both
techniques, one has to face a number of difficulties.

For the Schrödinger equation, high-order methods in the form of the Fourier
pseudospectral method [6] are very popular. Also, it has been proposed to
achieve adaptivity in the node placing by using coordinate transformations [10]
based on the structure of the problem. In this paper, we pursue a more general
approach that is based on a finite-difference grid-based method, where the grid is
composed of patches of various refinement levels that can be chosen depending
on (some functional of) the solution. For low order methods, Dörfler [5] has
proposed an adaptive strategy to solve the TDSE based on the finite element
method.

On boundaries of patches with different refinement, one essentially has two
choices to implement the coupling for standard methods such as finite differences
and finite elements. In a continuous formulation, one implements constraints
in case of finite elements [18] or modifies the stencils for finite differences. A
discontinuous formulation poses the problem on each patch separately and adds
penalty terms across the interfaces. In each case, the interface treatment gets
increasingly complicated with the order of accuracy of the method.

For finite differences, we face the problem that the interface treatment re-
duces the accuracy of the scheme. Kramer and coworkers [13] have studied a
continuous formulation based on a SBP. They have shown how to handle both
edges and corners where patches of different refinement level meet. The order of
the derivative approximation is considerably decreased when edges — or even
worse — corners occur. Recently, Mattsson and Carpenter [15] have studied
the case of a discontinuous formulation and derived interpolation operators and
penalties also for high-order methods. In their paper, however, they only treat
interfaces between two blocks of different refinement levels. When studying a
fully adaptive mesh, we will also encounter corner points. Treating these points
in a stable way is a challenging task. One main contribution of this article is
to explain how to handle such corner points in a stable way without requiring
too many extra refinements of the mesh. The key idea is to allow for junctions
where different types of block-boundary treatments are allowed.

Berger and Oliger [3] developed an approach for structured adaptive mesh
refinement for multiple component grids in a finite difference setting. In their
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original method, the refined regions can be arbitrarily placed with respect to
underlying grid patches. Berger and Colella [2] modified the algorithm so that
the refined regions are restricted to be aligned with respect to the underlying
grid, which significantly simplifies the mesh organization. When the mesh has
to be distributed to several processors in a computing cluster, it is important to
handle mesh organization and communication in an efficient way. PARAMESH
[14] is an open-source tool based on the Berger-Colella approach that provides
mesh organization for parallel use of serial code. The grid organization in our ap-
proach is similar to that of PARAMESH, with the distinction that PARAMESH
uses isotropic grid refinement whereas our grid refinement strategy is to refine
anisotropically. We expect that the anisotropic grid refinement strategy will be
important in order to tackle high-dimensional problems.

3 Grid organization

In order to make the adaptive implementation extendable to higher dimensions,
we use efficient data structures and carefully organize the grid. A conserva-
tive scheme is used, that strives to minimize the fan-out of the refinement and
not to waste too much memory on unnecessary refinement. The algorithm is
implemented such that it fits within the HAParaNDA framework [7], for later
parallelization and large-scale implementation. We present a prototype imple-
mentation for two dimensional problems here, but our framework can cope with
high-dimensional problems.

We use a block-structured adaptive mesh refinement scheme, where the
blocks in the mesh are d-dimensional hyperrectangles (d-orthotopes). All blocks
in the grid represent an equal number of grid points, but they differ in refine-
ment ratio. For simplicity, we restrict the refinement such that two adjoining
blocks can differ in refinement ratio by at most a factor 2 in each direction.

Grid refinement is carried out block-by-block in an anisotropic manner (i.e.
blocks do not have to be refined uniformly in all dimensions). This gives the
freedom to refine a block as needed in the dimensions where refinement is re-
quired while leaving the block coarser in the other dimensions. We expect this
strategy to generate fewer grid blocks than isotropic refinement and therefore to
be more memory efficient. As the number of spatial dimensions grows, this gain
will become increasingly significant, in particular if the solution is elongated or
has oscillations in some dimensions only. For an example of an anisotropically
refined multiblock grid, see Fig. 1b.

A block that is marked for refinement is halved in the desired dimension,
generating two new blocks with twice the spatial resolution in that dimension.
In d dimensions, this can be generalized to a hyperplane cutting through the
d-orthotope, splitting it in two parts. A block can be as elongated as is needed,
without any restrictions on the ratio between the lengths of its edges.

The hierarchical structure of the grid is represented by a binary kd-tree [1]
(see Fig. 1a for an example). It contains information about the relationships
between blocks at different refinement levels, and acts as a guide when a block
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Figure 1: Illustration of an anisotropically refined grid and the corresponding
kd-tree that represents its hierarchical structure. The split dimension of each
internal node is indicated by x/y and the bit index of each generated child node
is indicated by 0/1.

needs to be refined or coarsened. Due to the anisotropic splitting of blocks,
the neighbor relationships between the leaf nodes are not readily available in
the kd-tree. Thus, we need to store the neighbor information explicitly in each
block, as pointers or indices to other nodes in the tree structure. In order to
preserve memory, only the leaf nodes of the kd-tree contain any grid data. By
keeping track of the dimension in which we split each block and by assigning
each generated block a bit index, we can deduce the spatial locality order cor-
responding to a Morton order1 [21] of the leaves by taking the string of all bits
traversing from the root to each leaf.

4 Discretization

The TDSE (1) is discretized based on the method of lines. First, we discretize in
space using finite difference methods. The resulting system of ordinary differen-
tial equations is then propagated in time using an approach based on exponen-
tial integrators. The spatial and temporal discretization methods are described
below.

4.1 Spatial discretization

The spatial discretization is carried out using Summation-by-parts (SBP) op-
erators, a finite difference discretization with central difference stencils in the
interior and one-sided stencils close to the boundaries. The boundary stencils
are of lower order than the order of the interior scheme. However, the accuracy
of the numerical solution is often one or two orders higher than the order of

1The Morton-order (z-order) is a space-filling curve that orders the blocks according to
their spatial locality, which will be used for load balancing in the parallel implementation
later on.
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Figure 2: A three-block-configuration with blocks of size 16× 16. The red lines
denote that the nonconforming block interfaces are treated with SBP interpola-
tion, and the blue dashed line that finite differences are used to discretize over
the block interface.

the boundary approximation would suggest [20]. In this article, we mostly use
operators of sixth order accuracy in the interior that are third order accurate
close to block interfaces and boundaries. We obtain global accuracy of at least
order three, the lowest order present in the complete stencil. The best we can
hope for is order five which can be shown for the treatment of outer boundaries
in one dimension (see [17]).

An attractive feature of the SBP operators is that in combination with
the simultaneous-approximation term (SAT) boundary treatment [4], this dis-
cretization often leads to time-stability in single- as well as in multiblock con-
figurations [15]. The combined scheme is referred to as SBP-SAT. The SAT
terms (or penalty terms) couple neighboring blocks by including a term in the
difference operator that only affects the points closest to block boundaries. By
choosing the penalty terms correctly, time-stablility of the grid block couplings
can be shown via the energy method. Therefore, we believe that the SBP-SAT
discretization will be a constituent in a robust framework for adaptive mesh
refinement.

To be able to handle the multiblock structure proposed in Section 3, there
are three types of block boundaries that need to be treated. For neighboring grid
blocks with precisely the same grid refinement level in each direction, central
finite differences (c-FD) can be used to discretize across block boundaries. Grid
blocks for which the refinement level along the interface is the same but the
refinement level in some other dimension differs are coupled using pure SAT
terms. If the refinement levels along the interface differs, the SAT terms are
combined with interpolation and projection operators.

For example, a stable semi-discretization of the configuration described in
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Figure 3: Special grid structures that have to be studied to maintain symmetry.
As in Fig. 2 the red lines denote SBP interpolation, the blue lines denote finite
difference discretization.

Fig. 2 is given by

i~
d
dt

 uL

u`
R

uu
R

 =

 HL CL,R

CR,L
H`

R C`,u
R

Cu,`
R Hu

R

 uL

u`
R

uu
R

 . (2)

Here, uL(t), u`
R(t), uu

R(t) are semi-discrete grid-functions on the grids in block 1,
2, and 3, respectively. HL, H l

R, and Hu
R contain second derivative operators and

penalty terms in respective block. Cu,`
R and C`,u

R correspond to the couplings
due to the c-FD discretization between block 2 & 3. CR,L and CL,R correspond
to the couplings between block 1 and blocks 2 and 3. The coupling between
nonconforming grid blocks is enforced by interpolation and projection operators
constructed for SBP operators, see [15]. In order to preserve stability of the semi-
discretization, proper coupling terms are determined using the energy method.
For a more precise description of the semi-discretization and the detailed form
of the coupling terms, we refer to [17].

In [17], interfaces between grid blocks with different refinement level have
been discussed. For a fully adaptive grid, more complicated configurations can
occur. Special attention has to be paid for corner points as in Fig. 3a. Within
our framework, where blocks have a fixed number of nodes, we have two choices
at interfaces between different blocks with exactly the same refinement levels:
Either one uses one-sided stencils and penalty terms (SBP interface) or one uses
the central FD stencils across the interface (FD interface). In the first case, we
have two copies of the solution at the interface which can possibly be different.
For FD interfaces, we keep two copies of the solution at the interface (one in
each block) in our implementation, however, we have to make sure they both
have the same value.

For blocks of different refinement level, we have to choose an SBP interface
in order to get a stable discretization. Since the error constant is smaller for c-
FD (cf. also the experiments in Sec. 6.2), it is reasonable to use FD interfaces as
much as possible. One strategy would be to use FD interfaces for all interfaces
between equally refined blocks. In this case, however, a corner point as the
green point in Fig. 3a is difficult to treat in a symmetric way. An alternative
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is to add further SBP interfaces between blocks 1 & 2 and 2 & 7. If we want
to have the possibility to coarsen further in the next layers (cf. Fig. 5), we now
have to be able to switch between SBP and FD interfaces. depicted in Fig. 3b
and Fig. 3c. In the following subsection, we will discuss how to design such an
SBP-FD junction in a stable manner.

4.2 Stable treatment of SBP-FD junctions

We consider the case of Fig. 3b and denote the solution in block 1 by u, in block
3 by v, and the solution of blocks 2 and 4 by w. Following the theory in [17],
we make the following ansatz for our discretization,

wt =i {Qx,w ⊗ Iy + Ix ⊗Qy,w}w

− γw

{(
Iw
w ⊗ P−1

y,wS
T
we0,we

T
0,w

)
w −(

Iw
uv ⊗ P−1

y,wS
T
we0,w

(
eN,u

eN,v

)T
)(

u
v

)}
(3)

− τw

{(
Iw
w ⊗ P−1

y,we0,we
T
0,wSw

)
w −(

Iw
uv ⊗ P−1

y,we0,w

(
eN,u

eN,v

)T (
Su 0
0 Sv

))(
u
v

)}
,

ut =i {Qx,u ⊗ Iy + Ix ⊗Qy,u}u
− γuv

(
(Iu

u ⊗ P−1
y,uS

T
u eN,ue

T
N,u)u− (Iu

w ⊗ P−1
y,uS

T
u eN,ue

T
0,w)w

)
(4)

− τuv

(
(Iu

u ⊗ P−1
y,ueN,ue

T
N,uSu)u− (Iu

w ⊗ P−1
y,ueN,ue

T
0,wSw)w

)
,

vt =i {Qx,v ⊗ Iy + Ix ⊗Qy,v} v
− γuv

(
(Iv

v ⊗ P−1
y,vS

T
v eN,ve

T
N,v)v − (Iv

w ⊗ P−1
y,vS

T
v eN,ve

T
0,w)w

)
(5)

− τuv

(
(Iv

v ⊗ P−1
y,v eN,ve

T
N,vSv)v − (Iv

w ⊗ P−1
y,v eN,ve

T
0,wSw)w

)
.

Here the P?’s are diagonal, positive definite operators. P = Py⊗Px is associated
with the scalar product and the norm of vectors f , g as

(f, g)P = f∗Pg, ‖f‖2P = f∗Pf, (6)

where ∗ denotes the complex conjugate. Further, we define e0,? = (1, 0, · · · , 0)T ,
eN,? = (0, · · · , 0, 1)T , of dimension nx,? × 1, where nx,? is the number of points
in the x-direction for block ?. The first (last) row of the matrix correspond-
ing to the operator Sw (Su/Sv) approximates a first derivative. The Q?’s are
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approximations of second derivatives defined by

Qx,w = −P−1
x,wAx,w, Qx,u = −P−1

x,uAx,u, Qx,v = −P−1
x,vAx,v,

Qy,w = P−1
y,w

(
−Ay,w − e0,we

T
0,wSw

)
,

Qy,u = P−1
y,u

(
−Ay,u + eN,ue

T
N,uSu

)
,

Qy,v = P−1
y,v

(
−Ay,v + eN,ve

T
N,vSv

)
,

where A? = AT
? , A? is positive definite. We use the operators approximating

second derivatives developed in [16]. Since we only consider the coupling at
the junction, we have excluded the parts of the operators associated with other
boundaries and interfaces. For instance, the interface between u and v can be
treated in the usual way. We now have to determine the penalty parameters
γw, τw, γuv, τuv ∈ I and design the interpolation operators Iw

w , I
u
u , I

v
v , I

w
uv, I

u
w, I

v
w

such that we get a stable and accurate discretization. Note that we also have
a penalty term between block 1 & 3 due to the SBP interface. However, we
disregard this term in our consideration since it does not interact with the SBP-
FD junction.

In order to get a stable discretization, we use an energy estimate. Multi-
plying equations (3)-(5) with w∗Pw, u∗Pu and v∗Pv from the left, respectively
(where Pw = Px,w ⊗Py,w etc.) and adding the transposes leads to a symmetric
expression of the form

d

dt
‖w‖2Pw

+
d

dt
‖u‖2Pu

+
d

dt
‖v‖2Pv

=
w0

uN

vN

(Sww)0

(Suu)N

(Svv)N



∗


M1 M4

0
M5

M2 0
0 M3

M∗1 M∗5

M∗4
M∗2 0 0
0 M∗3




w0

uN

vN

(Sww)0

(Suu)N

(Svv)N

 .

Here w0 denotes the values of w at the interface with blocks 1 & 3 and uN and
vN the values of u and v at this interface. In order to conserve the energy, we
thus have to cancel out the following terms,

M1 = −iPx,w − τwPx,wI
w
w − γ∗wIwT

w Px,w, (7)

M2 = iPx,u − τuvPx,uI
u
u − γ∗uvI

uT
u Px,u, (8)

M3 = iPx,v − τuvPx,vI
v
v − γ∗uvI

vT
v Px,v, (9)

M4 = τwPw,xI
w
uv + γ∗uv

(
(Iu

w)TPx,u (Iv
w)TPx,v

)
, (10)

M5 = γ∗w(Iw
uv)TPw,x + τ∗uv

(
Px,uI

u
w

Px,vI
v
w

)
. (11)

In order for equations (7)-(9) to be zero, we need the interpolation matrices
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Iw
w , I

u
u , I

v
v to be identity matrices. For M4 and M5 to be zero, we need

(Iw
uv)TPw,x =

(
Px,uI

u
w

Px,vI
v
w

)
. (12)

Moreover, the penalty parameters need to satisfy the relations

− i− τw − γ∗w = 0, i− τuv − γ∗uv = 0,
τw = −γ∗uv, τuv = γ∗w.

(13)

These equations do not define the penalty parameters in a unique way. Since
it is possible, we choose those parameters in the same way as for a usual SBP-
interface [17], namely

γw = − i
2
, γuv =

i
2
, τw =

i
2
, τuv = − i

2
. (14)

Now, let us turn to equation (12) and rewrite the expression as

Iw
uv =

(
P−1

x,w(Iu
w)TPx,u P−1

x,w(Iv
w)TPx,v

)
. (15)

When designing the interpolation operators, we also have to take accuracy con-
siderations into account. What we want to approximate in each point is the
value of the function. The only difficult part is the stripe close to the interface
where the SBP-norms Px,u, Px,v differ from the FD-norm Px,w. We therefore
achieve full accuracy and stability when choosing both Iw

uv and Iw
u or Iw

v , re-
spectively, to be rows of the identity matrix when we are at points where the
two norms are equal.

Hence, we only have to study a small stripe close to the interface. In the
second order case, there is only one point where the norms differ, and we do not
have to actually interpolate since the 1

2 in the SBP-norm nicely reflects the fact
that we have two copies of the solution on the SBP side while only having one on
the FD-side. For higher order, we cannot choose the interpolation operators to
be identity matrices close to the interface anymore. Instead, we have designed
operators with the structure

Iw
uv =



1
. . .

1
Īw
uv

1
. . .

1


∈ Rnx,w×(nx,u+nx,v), (16)

where Īw
uv is a 7× 8 operator for the fourth order case and an 11× 12 operator

for the sixth order case that preserve order two or three, respectively. Hence,
the order at the junction is reduced compared to the inner stencil. However, we
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maintain the same accuracy as for the SBP-interface treatments. The operators
Īw
uv are given in Appendix A. Note that our interpolation operators couple

for instance block 1 not only with block 2 but also with block 4. It would be
preferable to couple block-wise along the interface. We have also tried this but
in that case we could only achieve a first-order accurate coupling at the junction,
both for the fourth and the sixth order operators.

Finally, we want to augment the theory to the case with different refinement
levels illustrated in Fig. 3c. Let us denote the new operators by Ĩw

uv, Ĩ
u
w, Ĩ

v
w and

the norms for the refined u and v by P̃u, P̃v. Then, we have to satisfy

Ĩw
uv =

(
P−1

x,w(Ĩu
w)T P̃x,u P−1

x,w(Ĩv
w)T P̃x,v

)
. (17)

It can easily be verified that (17) is satisfied if we choose

Ĩw
uv = Iw

uv

(
If2c 0

0 If2c

)
, Ĩu

w = Ic2fI
u
w, Ĩv

w = Ic2fI
v
w, (18)

where If2c and Ic2f are the interpolation operators from fine to coarse and from
coarse to fine, respectively, that have been derived in [15] for SBP-interfaces.

4.3 Temporal discretization

After discretization in space, we are left with the system of ordinary differential
equations

d
dt

u = − i
~
Hu, (19)

where u is the semi-discrete solution and H the approximated Hamiltonian. If
the Hamiltonian is independent of time, the solution of (19) can be expressed
as

u(t) = exp
(
− i

~
Ht

)
u(0). (20)

In case H is time-dependent, one can use the exponential form successively on
small time intervals. Instead of using just H, one has to take a Magnus series
expansion to get the exact solution. For numerical purposes, it suffices to take
a truncated expansion (cf. [11]).

Computing the exponential of the discrete Hamiltonian matrix is a compu-
tationally intensive task and direct methods are out of reach for realistic grid
sizes. Since the matrix H is sparse, Krylov methods provide an efficient al-
ternative. In case the matrix is symmetric, one can use the Lanczos method.
Otherwise, one has to take the Arnoldi method which is computationally more
intense and has worse scalability properties. For an SBP discretization, H itself
is not symmetric. However, it is symmetric in the norm associated with the
SBP operator and it is possible to base the Lanczos algorithm on that norm
instead.
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5 Error estimation

To design grids that are adapted to the shape of the solution, we need a measure
of the error for a given mesh. For simplicity, we estimate the error at the grid
points of the present mesh. Note that this can be problematic since the solutions
are usually highly oscillatory so we have to make sure we do not miss oscillations
that occur on a scale that is not resolved by the given mesh. Therefore, special
care has to be taken when choosing the initial mesh. When moving the mesh
after a number of time steps, no such problems should occur if the initial mesh
fully resolved all the oscillations.

We base the error estimate on the residual. In case of an approximate solu-
tion that is defined continuously on the whole domain, one defines the residual
as the difference that occurs when one applies the continuous operator Ĥ and
the approximate one H to the approximate solution. This is possible for finite
element approximations where one has a representation of the approximate so-
lution based on some basis functions. Instead, we use a better approximation of
the operator as a reference in our FD setting. Hence, we compute the residual
at point xj ∈ X as

R(xj , t) = −
d∑

i=1

~2

2mi

(
(D2p

i v)j − (D2p+2
i v)j)

)
︸ ︷︷ ︸

:=Ri(xj ,t)

, (21)

where D?
i denotes the second derivative operator of the order in the superscript

(?) in dimension i (one-sided at all the block boundaries), v the fully discrete
solution, and 2p is the order of the inner finite difference stencils used in the
simulation. Note that we do not get any contribution from the potential since
the application of the potential operator is — seen pointwise — done without
error.

Now, we want to use the residual error estimator to decide where to refine
the grid. For this purpose, we compute the residual block-wise. In principle,
we compute the `2 norm of the residual on each block. However, this gives a
pessimistic estimate for how the error in the second derivatives affects the er-
ror in the time propagation since we only use one-sided stencils at some block
boundaries and because it was numerically observed in [17] that the order of a
propagator based on an SBP-SAT discretization for the Schrödinger equation
gains 2 orders of accuracy compared to the order of the discretization at the
boundaries. Therefore, we scale the error at the points where one-sided differ-
ences are applied down by a factor vol(block)2/d. In order to be able to decide
locally for each block whether or not it should be refined, we use a weighted
threshold: Given a global tolerance that the `2 norm of the error on the whole
domain shall meet, we allow for a block-wise error according to the block’s
volume fraction. Moreover, we do not want to refine the blocks isotropically.
Instead, we always refine in the direction where the error is largest. For this
purpose, we use Ri(xj , t) to estimate the error in dimension i.

So far, we have only studied the residual. In [12], it is shown how the residual
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relates to the error due to spatial discretization after time Tmax

|e(Tmax)| ≤
∫ Tmax

0

√∑
xj∈X

vol(Bj)|R(xj , τ)|2 dτ, (22)

where vol(Bj) is the volume of the block that xj belongs to. In practice, we
further discretize also in time to

|e(Tmax)| ≤
Nt∑

k=1

(∆t)k

√∑
xj∈X

vol(Bj)|R(xj , tk)|2, (23)

where Nt is the number of time steps and tk, (∆t)k are the temporal grid points
and the temporal grid size, respectively. If we want to meet a certain tolerance
for the error at time Tmax, we have to make sure that the residual in step k is
less than that tolerance times (∆t)k

Tmax
.

6 Results

In this section, we demonstrate the performance of our implementation for two
model problems in two dimensions. Firstly, we consider free particles where
V̂ ≡ 0 and secondly a harmonic oscillator with

V̂ (x) =
ma2

x

2
x2 +

ma2
y

2
y2. (24)

As initial value, we use Gaussians with different parameters

ψ(x, 0) = exp
(
−αx(x− x0)2 + ikx(x− x0)

)
·

exp
(
−αy(y − y0)2 + iky(y − y0)

)
.

(25)

The particle masses are set to 0.5 in all the experiments. We have chosen these
examples since the analytical solutions are known such that we can check the
simulation error. Since we are focusing on the spatial discretization, we use
time steps small enough for the temporal error to be negligible compared to the
spatial error.

6.1 Convergence tests

In order to study convergence at SBP interfaces, we consider the three meshes
illustrated in Fig. 3 and a wave packet that is centered at the green point of the
respective mesh. The parameters for the initial wave packet are αx = αy = 1,
x0 = y0 = kx = ky = 0, the potential is set to zero, and the simulation time is
0.05. All three meshes are very badly suited for this kind of wave packet since
the structure of the grid changes exactly at the top of the function. However,
these examples are suited to show that the solution converges also at interfaces
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and corners where the structure and the refinement level change and to analyze
our newly constructed SBP-FD-junction operators numerically.

All experiment are repeated four times where each block of the mesh is re-
fined isotropically once more. The errors and convergence rates for experiments
performed on the meshes illustrated in Fig. 3 using 2nd, 4th, and 6th order
discretizations are displayed in Tables 1–3. We expect the convergence rates to
be at least of the order of the approximations close to the corner and the junc-
tion, respectively. For the 2nd, 4th, and 6th order approximations this would
lead to convergence rates of 1st, 2nd, and 3rd orders, respectively. However, a
convergence rate that is one or two orders higher is often obtained, as discussed
in section 4. Table 2–3 show that the errors and convergence rates follow this
pattern for the experiments on meshes 3b and 3c, respectively. In table 2 we see
that for the junction case the `∞ error converges with a rate of one order higher
than the lowest expected order of convergence, and the `2 error converges some-
what faster. One order is gained with respect to the lowest expected order also
in the junction case with interpolation in both `∞ and `2 norm, as displayed in
table 3, except the 4th order `∞ norm that converges with second order rate. In
the computations for mesh 3a, the results are dissimilar. The 2nd and the 6th
order methods converge with 2nd and 4th order, respectively, one order higher
than the lowest expected. For the 4th order discretization we do not observe the
optimal convergence rate in the `∞ norm, but the error is still decreasing when
refining the grid. We do not have an explanation for this behavior. Comparing
the values of the error for different orders, it is obvious that the second order
operator performs very well in these test cases. However, higher order operators
are expected to give a better overall error in a setting with a larger number of
blocks where the mesh is better suited to the problem and where interfaces are
not placed on top of the center of the solution.

6.2 Harmonic oscillator

In this example, we consider a harmonic oscillator with ax = ay = 8. As initial
value we take a Gaussian with parameters αx = αy = 2, x0 = y0 = 1, and
kx = ky = 0. The wave packet has a momentum with a 45 ◦ angle to the
coordinate axis and is traveling from (1, 1) to (−1,−1). The mesh is illustrated
in Fig. 4. After 1000 time steps with a step size of 4·10−4, the `2 error is 4.3·10−6.

Moreover, we have simulated over a shorter time interval, 0.04, on both the
grid from Fig. 4 and the one shown in Fig. 5. The only difference between the
two meshes is that in mesh 5, the inner most four-by-four blocks are refined once
more. The `2 error on mesh 5 is 1.5 · 10−5 and on mesh 4 it is 8.9 · 10−8. Even
though the former mesh is finer, the error is larger. This shows that one should
avoid to place SBP interfaces too close to the center of the solution. Morover,
the time steps need to be significantly smaller for the experiments on mesh 5
than for the ones on mesh 4. The errors in the central region are visualized in
Figs. 6 and 7.
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Table 1: Convergence for grid Fig. 3a. The number of isotropic refinements
done in each block is given in the first column.

order `2 error conv. rate `∞ error conv. rate

2 0 4.8 · 10−2 — 1.0 · 10−1 —

1 9.5 · 10−3 2.3 1.9 · 10−2 2.4

2 1.5 · 10−3 2.7 4.1 · 10−3 2.2

3 3.1 · 10−4 2.3 8.4 · 10−4 2.3

4 7.1 · 10−5 2.1 3.1 · 10−4 1.4

4 0 5.9 · 10−2 — 9.1 · 10−2 —

1 9.2 · 10−3 2.7 1.8 · 10−2 2.3

2 1.6 · 10−3 2.6 6.8 · 10−3 1.4

3 5.6 · 10−4 1.5 4.8 · 10−3 0.5

4 1.5 · 10−4 1.9 2.6 · 10−3 0.9

6 0 1.3 · 10−1 — 1.5 · 10−1 —

1 1.3 · 10−2 3.3 1.7 · 10−2 3.2

2 3.4 · 10−4 5.2 8.9 · 10−4 4.2

3 1.6 · 10−5 4.4 1.1 · 10−4 3.1

4 7.6 · 10−7 4.4 5.8 · 10−6 4.2

−10 0 10
−10

−5

0

5

10

x

y

Figure 4: Mesh with corners.

6.3 Error estimation and mesh design

Consider the example of a free wave packet. We choose an initial value with
parameters αx = αy = 2, ky = 1, and x0 = y0 = kx = 0. We fix the time step
to 10−4, perform a simulation over 100 time steps, and set a global tolerance of
10−5. In this case, we have to meet a local tolerance of 10−3 in each time step.
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Table 2: Convergence for grid Fig. 3b. The number of isotropic refinements
done in each block is given in the first column.

order `2 error conv. rate `∞ error conv. rate

2 0 2.6 · 10−2 — 2.2 · 10−2 —

1 5.8 · 10−3 2.2 5.8 · 10−3 1.9

2 1.3 · 10−3 2.1 1.5 · 10−3 2.0

3 3.2 · 10−4 2.1 3.7 · 10−3 2.0

4 7.9 · 10−5 2.0 9.2 · 10−5 2.0

4 0 4.7 · 10−2 — 5.5 · 10−2 —

1 6.4 · 10−3 2.9 1.4 · 10−2 2.0

2 6.3 · 10−4 3.4 1.6 · 10−3 3.1

3 8.1 · 10−5 3.0 4.6 · 10−4 1.8

4 7.3 · 10−6 3.5 5.3 · 10−5 3.1

6 0 1.0 · 10−1 — 9.1 · 10−2 —

1 9.3 · 10−3 3.4 1.2 · 10−2 2.9

2 2.9 · 10−4 5.0 7.9 · 10−4 3.9

3 1.1 · 10−5 4.8 5.4 · 10−5 3.9

4 3.7 · 10−7 4.8 4.2 · 10−6 3.7

−10 0 10
−10

−5

0

5

10

x

y

Figure 5: Mesh with corners. Same as Fig. 4, but with an additional level of
refinement on the four-by-four blocks at the center.

To start off, we design an initial mesh based on the error estimator described
in Section 5. Fig. 8 shows the mesh that is designed to fit our parameters. One
can see that the mesh is adapted to the shape of the wave function: Since the
function has oscillations in the y-dimension only, the mesh is anisotropic with
higher resolution along the y-dimension. Computing the Hamiltonian applied
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Table 3: Convergence for grid Fig. 3c. The number of isotropic refinements
done in each block is given in the first column.

order `2 error conv. rate `∞ error conv. rate

2 0 3.9 · 10−2 — 6.4 · 10−2 —

1 6.1 · 10−3 2.7 1.5 · 10−2 2.1

2 1.0 · 10−3 2.6 1.8 · 10−3 3.1

3 2.4 · 10−4 2.1 3.5 · 10−4 2.3

4 5.7 · 10−5 2.1 1.1 · 10−4 1.7

4 0 5.5 · 10−2 — 1.2 · 10−1 —

1 5.1 · 10−3 3.4 1.3 · 10−2 3.2

2 5.2 · 10−4 3.3 1.6 · 10−3 3.0

3 8.8 · 10−5 2.6 4.8 · 10−4 1.7

4 1.0 · 10−5 3.1 1.2 · 10−4 2.0

6 0 1.3 · 10−1 — 2.8 · 10−1 —

1 1.9 · 10−2 2.8 3.9 · 10−2 2.9

2 1.6 · 10−3 3.5 8.4 · 10−3 2.2

3 1.4 · 10−4 3.5 6.9 · 10−4 3.6

4 9.5 · 10−6 3.9 4.5 · 10−5 3.9

Figure 6: Error in the solution for a wave packed on the grid in Fig. 4. Note
that the error is localized to the SBP interfaces. The error is on the scale of
10−7.

to the wave packet ψ(x, 0) on the designed grid and comparing with the an-
alytical expression of the second derivative, we get an `2 error of 2.7 · 10−3.
Hence, the actual error, when the Hamiltonian is applied, is a little larger than
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Figure 7: Error in the solution for a wave packed on the grid in Fig. 5. The
error is on the scale of 10−4 and hence much larger than the error displayed in
Fig. 4.
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Figure 8: Designed mesh for pulse with oscillations in y-dimension.

the tolerance required for the residual on the mesh. This does not come as a
surprise, though, since we have scaled down the comparably large errors at the
SBP interfaces when designing the mesh. The excerpt of the derivative shown
in Fig. 9 illustrates the fact that the largest errors are confined to the SBP
interfaces.

As a next step, we propagate in time without adjusting the grid for the
residual of the propagated wave packet. After the 100 time steps, the error in
the solution at time 10−2 is 1.2 · 10−6. Hence, the global tolerance is met even
though we do not check that the tolerance is met on the designed mesh in each
time step. This is possible since the simulation time is rather short such that the
solution does not move a lot. If we want to compute over a larger time interval,
we would have to readjust the mesh after a number of steps. This experiment
shows that the error estimation is effective and maybe a bit pessimistic. In this
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Figure 9: Error in the Laplacian of the wave packet on the designed grid. The
figure shows an excerpt from the center of the grid. One can see that the error
is centered around the SBP interfaces. The maximum norm of the error is
6.9 · 10−3.

experiment, we have taken many iterations in the Lanczos method so that the
temporal error is insignificant. If we instead choose the size of the Krylov space
adaptively with the same tolerance, the error becomes 1.3 ·10−6 instead. Hence,
the temporal error is a little smaller than the spatial one, but of similar order.

7 Conclusions and outlook

We have presented a prototype implementation of an accurate and stable numer-
ical method for derivative approximation on high-dimensional adaptive meshes.
The block adaptivity is organized in a multiblock setting where different blocks
can have different refinement levels. Our approach is based on finite differences
combined with SBP-SAT boundary treatments between neighboring blocks with
different levels of refinement. We have explained how to treat fairly general grids
without loosing additional accuracy at corner points in a stable and accurate
way. The experiments also show that SBP interfaces should be avoided around
the maxima of the solution. Moreover, we present a strategy to estimate the
error on a grid and demonstrate that the error estimator is effective.

We are planning to integrate the proposed treatment of adaptive grids in the
HAParaNDA framework and to use such a parallel implementation to simulate
higher-dimensional problems from quantum chemistry.
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A Interpolation operators at SBP-FD junctions

The part of Iuv
w around the interface is given by for order 4

Īw
uv =



1 0 0 0 0 0 0

0 1 0 0 0 0 0

− 3
59

10
59

48
59

4
59 0 0 0

2
17 − 5

17
2
17

20
17 − 2

17 0 0

0 0 − 2
17

20
17

2
17 − 5

17
2
17

0 0 0 4
59

48
59

10
59 − 3

59

0 0 0 0 0 1 0

0 0 0 0 0 0 1



(26)

and by for order 6,
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Īuv
w =



1 0 0 0 0

0 1 0 0 0

0 0 1 0 0

−601
2711

2289
2711 − 3117

2711
4320
2711 0

1803
12013 − 6104

12013
6234
12013 0 8604

12013

−3606
13649

11445
13649 − 10390

13649 0 1980
13649

0 0 0 0 − 1440
13649

0 0 0 0 − 108
12013

0 0 0 0 18
2711

0 0 0 0 0

0 0 0 0 0

0 0 0 0 0

. . .

0 0 0 0 0 0

0 0 0 0 0 0

0 0 0 0 0 0

− 198
2711

18
2711 0 0 0 0

1584
12013 − 108

12013 0 0 0 0

15660
13649 − 1440

13649 0 0 0 0

15660
13649

1980
13649 − 10390

13649 0 11445
13649 − 3606

13649

1584
12013

8604
12013

6234
12013 0 − 6104

12013
1803
12013

− 198
2711 0 4320

2711 − 3117
2711

2289
2711 − 601

2711

0 0 0 1 0 0

0 0 0 0 1 0

0 0 0 0 0 1



.

(27)
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