
Probabilistic Machine Learning

Lecture 10 – Variational Inference

Jalil Taghia, Uppsala University

2018-05-29

Outline – Lecture 10

Aim: Introduce the variational inference and its properties. Show how
it can be derived in practice and how it can be generalized.

Outline:

1. Variational inference using mean-field approximation

2. An illustrative example on the Gaussian mixture model

3. Properties of mean-field assumptions

4. Local variational inference
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Bayesian model

Notation

Observed variables: x = {x1, . . . , xn}
Latent variables: z = {z1, . . . , zn}

The Bayesian model specifies a joint distribution

p(x, z) = p(x | z)︸ ︷︷ ︸
likelihood

p(z)︸︷︷︸
prior

• Latent variables govern the distribution of data

• Bayesian model draws latent variables from a prior and relates them to the
observation via the likelihood
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Bayesian inference

The objective of the inference is to find the posterior

p(z | x) =
p(x, z)

p(x)

Marginal likelihood, p(x) =
∫
p(x, z)dz, is highly intractable for many

models of interest.

Two approximation techniques1:

• Stochastic: Markov chain Monte Carlo (MCMC), sequential Monte
Carlo (SMC), stochastic variational inference

• Deterministic: variational inference, expectation propagation

1Refer to [2, Section 1] for a high level comparison between MCMC methods and
variational inference.
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Variational inference

Part I: Mean-field variational inference

• Bishop, Pattern recognition and machine learning, 2006, [1].

Part II: Stochastic variational inference

• Lecture notes – PART II

Part III: Black-box variational inference

• Lecture notes – PART III
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Mean-field Variational Inference

Part I: Mean-field Variational Inference

Reading materials from Bishop’s text book:

• The EM Algorithm in General: Chapter 9.4

• Variational Inference: Chapter 10.1

• Illustration: Variational Mixture of Gaussians: Chapter 10.2

• Exponential Family Distributions: Chapter 10.4

• Local Variational Methods: Chapter 10.5

Exercises from Bishop’s text book

• 10.3, 10.12, 10.13, 10.19, 10.32
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Variational inference

Consider a family Q of densities over the latent variables z.

Each q(z) ∈ Q is a candidate approximation to the true posterior
p(z | x).

The goal is to find the best candidate which is the closest to the true
posterior.

One approach to measure the “closeness ” is produced by the
Kullback-Leibler (KL) divergence:

q∗(z) = argmin
q(z)∈Q

KL[q(z)||p(z | x)]

The objective is not computable since it requires computing the (log)
evidence, log p(x).
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The evidence lower bound (ELBO)

Via KL divergence

KL[q(z)||p(z | x)] = Eq(z)[log q(z)]− Eq(z)[log p(z | x)]
= −

(
−Eq(z)[log q(z)] + Eq(z)[log p(z, x)]

)
︸ ︷︷ ︸

=∆L(q)

+ log p(x)

Via Jensen’s inequality

log p(x) = log

∫
p(x, z)dz

= log

∫
p(x, z)

q(z)

q(z)
dz

= log

(
Eq(z)

[
p(x, z)

q(z)

])

≥ Eq(z)[log p(x, z)− Eq(z)[log q(z)]] =∆ L(q)︸︷︷︸
lower bound
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Relation to EM

Recall the general formulation of the EM [1, Chapter 9.4].

log p(x | ✓)L(q, ✓)

log p(x | ✓) = L(q, ✓) + KL(q||p)

L(q, ✓old) log p(x | ✓old)

log p(x | ✓new)L(q, ✓new)

log p(x | ✓)

L(q, ✓)

M step

E step

EM

Figure from Bishop (2006) 7/29

Factorized distributions

Notation: Let z include the set of all local latent variables and global
latent variables.
Consider z partitioned into M disjoint groups, zi, ∀i ∈ {1, . . . ,M}.

Assume q to be factorized accordingly as,

q(z) =

M∏

i=1

qi(zi)

A fully factorized variational family is also known as the mean-field
variational family.

We will make free form (variational) optimization of L(q) w.r.t. all
qi(zi).
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Factorized distributions: Optimal solution

Define:
log p̃(x, zj) = Ei 6=j [log p(x, z)] + const.

Recall definition of the lower bound:

L(q) = Eq(z)[log p(x, z)]− Eq(z)[log q(z)]

=

∫
qj(zj) log p̃(x, zj)dzj −

∫
qj(zj) log qj(zj)dzj + const.

= −KL[qj(zj)||p̃(x, zj)] + const.

Maximizing L(q) is equivalent to minimizing the KL divergence between
qj(zj) and p̃(x, zj) with a minimum at qj(zj) = p̃(x, zj).

Optimal solution:

log q∗j (zj) ∝ Ei6=j [log p(x, z)]
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Variational inference

Algorithm

(1) Initialize variational factors q(zi),∀i.
(2) Optimize q∗j (zj) for all j ∈ {1, . . . ,M} using the current estimates

for all the other factors i 6= j,

q∗j (zj) ∝ exp{Ei 6=j [log p(x, z)]}

(3) Compute the lower bound to monitor for convergence.

(4) Repeat step (2) and (3) until convergence.

Convergence is guaranteed because the bound is convex with respect to
each of the factors qi(zi).
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Illustration: Variational mixture of Gaussians

Following Bishop’s Notation

• Observations: X = {xn}Nn=1

• Latent (switching) variables: Z = {zn}Nn=1

• zn, a 1-of-K binary vector with elements znk

Joint distribution

p(X,Z,π,µ,Λ) = p(X | Z,µ,Λ)︸ ︷︷ ︸
obs.’s cond. dist.

p(Z,π,µ,Λ)︸ ︷︷ ︸
prior dist.

Conditional distribution of the observations,

p(X | Z,µ,Λ) =

N∏

n=1

K∏

k=1

N (xn | µk,Λ−1
k )znk

Prior distribution

p(Z,π,µ,Λ) = p(Z | π)p(π)p(µ,Λ)
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Illustration: Variational mixture of Gaussians

Prior model:

p(Z | π) =
N∏

n=1

K∏

k=1

π
znk
k

p(π) = Dir(π | α0) = CDir(α0)

K∏

k=1

πα0−1
k

p(µ,Λ) = p(µ | Λ)p(Λ)

=

K∏

k=1

N (µk |m0, (β0Λk)
−1)W(Λk |W0, ν0)

Variational posterior model:

q(Z,π,µ,Λ) ≈ q(Z)q(π,µ,Λ)︸ ︷︷ ︸
mean-field approximation

= q(Z)q(π)q(µ,Λ)︸ ︷︷ ︸
naturally factorized
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Illustration: Variational mixture of Gaussians

The algorithm can be also presented as analogous to the EM algorithm
involving two steps: variational E-step and variational M-step

(1) Initialize prior hyperparameters.

(2) Variational E-step: Optimize local latent variables q∗(Z) while fixing
other factors,

q∗(Z) ∝ exp{Eπ,µ,Λ[log p(X,Z,π,µ,Λ)]}.

(3) Variational M-step: Optimize global latent variables q∗(π,µ,Λ) while
fixing other factors,

q∗(π,µ,Λ) ∝ exp{EZ [log p(X,Z,π,µ,Λ)]}.

(4) Compute the lower bound to monitor for the convergence.

(5) Repeat steps (2) to (4) until convergence.
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Illustration: Variational mixture of Gaussians

Figure from Bishop (2006).

Eq(πk)[πk] =
αk +Nk
Kα0 +N

, Nk =

N∑

n=1

rnk, αk = α0 +Nk

Consider a component for which Nk ' 0:

• If prior is broad (noninformative prior), α0 → 0, then Eq(πk)[πk]→ 0

• If prior tightly constraints π (informative prior), α0 →∞, then
Eq(πk)[πk]→ 1

K

In general, for α0 < 1, the prior imposes sparsity: the prior favors
solutions where some of the mixing coefficients are zero.
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Illustration: Variational mixture of Gaussians

Variational lower bound (ELBO):

• The ELBO is a non-convex objective function.
• The variational procedure only guarantees convergence to a local

optimum, which can be sensitive to initialization.
• In terms of KL[q||p], better local optima give variational densities

that are closer to the exact posterior.

Figure from Blei et al., (2017).

10 random initializations of variational Gaussian mixture model 
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Properties of factorized approximations

Mode seeking (zero-forcing)

• True posterior is in general multi-modal: due to nonidentifiability in the
latent space or through complex nonlinear dependence on the parameters.

• Variational inference tends to approximate the distribution in the
neighborhood of one of the modes (usually the one with the largest mass)
and ignore others.

• Mode seeking is not necessarily a disadvantage: In particular some
models, such as the mixture models and mixed-membership models,
exhibit many posterior modes due to the label switching.

Compact posteriors

• A consequence of factorized variational approximation.
• A partially factorized approximation could reduce the problem.

Zero-forcing and compact posterior properties often result in
underestimation of uncertainty.
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Properties of factorized approximations

Closer look at the KL divergence

Direct KL divergence: KL[q||p] = −
∫
q(z) log p(z)

q(z)

• When p(z) = 0, q(z) is forced to zero, q(z) = 0.

• q(x) will under-estimate the support of p(x) and will tend to seek
the mode with the largest mass.

Reverse KL divergence: KL[p||q] = −
∫
p(z) log q(z)

p(z)

• When p(z) > 0, then q(z) > 0, known as zero-avoiding.

• Posterior q(z) has to stretch to cover all of p(z), which results in
over-estimation of the support of p(z).
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KL divergence: optimal solution

Direct KL divergence, KL[q||p]

q∗j (zj) ∝ exp{Ei6=j [log p(x, z)]}

In general, we cannot directly minimize the KL divergence. Instead, we
maximize the variational lower bound which is equivalent to minimizing
the KL divergence (iterative optimization).

Reverse KL divergence, KL[p||q]

q∗j (zj) =

∫
p(z)

∏

i6=j
dzi = p(zj)

We can directly minimize the reverse KL divergence where the optimal
solution is the corresponding marginal distribution.
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Example: Unimodal case

Example

Let p(z) = N (z | µ,Λ−1) where z = (z1, z2)>, µ = (µ1, µ2)>, and
Λ = [Λij ]i,j∈{1,2}

Consider approximating p(z) using a fully factorized approximation
q(z) = q(z1)q(z2)

The optimized posteriors minimizing, KL[q||p], are given by

q∗(z1) = N (z1 | m1,Λ
−1
11 ), m1 = µ1 − λ−1

11 Λ12(Eq(z2)[z2]− µ2)

q∗(z2) = N (z2 | m2,Λ
−1
22 ), m2 = µ2 − λ−1

22 Λ21(Eq(z1)[z1]− µ1)

Uncertainties between two variables are propagated via only the first
moment—a consequence of fully factorized variational posteriors.
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Example: Unimodal case

KL[q||p] KL[p||q]

exact

underestimation of uncertainties

approximate

overestimation of uncertainties
Figure from Bishop (2006).
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Example: Bimodal case

unimodal dist. (approximate)
bimodal dist. (exact) 

KL[q||p]KL[p||q] KL[q||p]
poor predictive dist.

Figure from Bishop (2006).

Multiple modes in the likelihood functions arise from: non-identifiability in the
latent space, or complex nonlinear dependence on the parameters

• Variational inference based on minimization of KL[q||p] tends to find one
of these modes (mode seeking property).

• The solution via reverse optimization, KL[p||q], tends to average across all
of the modes.
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Alpha family of divergence: zero forcing vs zero avoiding

Amari’s α-divergence2

Dα[p(x)||q(x)] =
4

1− α2

(
1−

∫
p(x)

1+α
2 q(x)

1−α
2 dx

)

-1

zero forcing 
mode seeking 

zero avoiding 
mass covering

KL[q||p] KL[p||q]

+10

Hellinger 
distance  

Approximate q minimizes    -divergence to the exact p (mixture of two Gaussians) ↵

↵ ! �1 ↵ ! �1 ↵ ! 1 ↵ ! +1↵ = 0

2There are other definitions for α-divergence, for example, Tsallis’s α-divergence [5]
and Rènyi’s α-divergence [4].
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Variational lower bound via α-divergence

Recall the objective via the KL divergence. We now evaluate the
objective using α-divergence as the measures of closeness.

Reconsider the objective using α-divergence:

q∗(z) = argmin
q∈Q

Dα[q(z)||p(z | x)]

The problem is cast as maximizing a variational lower bound,

Lα(q) = log p(x)−Dα[q(z)||p(z | x)]
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Variational lower bound via Rènyi’s α-divergence 3

Rènyi’s α-divergence defined on {α : α > 0, α 6= 1, |Dα| < +∞},

Dα[q(z)||p(z | x)] =
1

α− 1
log

∫
p(z | x)αq(z)1−αdz,

The variational lower bound can be expressed using Rènyi’s
α-divergence,

Lα(q) = log p(x)−Dα[q(z)||p(z | x)]

=
1

1− α logEq(z)

[(
p(z, x)

q(z)

)1−α]

• The lower bound is just as intractable as the marginal likelihood.

• Stochastic optimization with Monte Carlo approximation can be
used (see Lecture Notes – PART III).

3Read more about variational lower bound using Rènyi’s α-divergence from [3]
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Properties of variational lower bound via Rènyi’s α-divergence

Properties:

• For α→ 1: lim
α→1
Lα(q) = LKL(q)

• For α = 0: L0 = log p(x) under some mild assumptions (if and only
if the support supp(p(z | x)) ⊆ supp(q(z))

• Lα(q) is continuous and non-increasing on α ∈ {α : |Lα| < +∞},

LKL(q) ≤ L0<α<1 ≤ Lα=0 ≤ Lα<0

With staying away from the KL divergence, we can find tighter bounds
to the marginal likelihood. It does come with a price: intractable
inference.
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Local variational inference

In some complex models, computing q(zj) via the optimal solution
Ei 6=j [log p(x, z)] may still be intractable.

Recall log p̃(x, zj) and let log p̃(x, zj) = f(zj) + h(zj). Now let us
assume Ej [f(zj)] is analytically intractable while Ej [h(zj)] is tractable.

Recall the lower bound definition expressed in terms of log p̃(x, zj):

L(zj) = Ej [log p̃(x, zj)]− Ej [log qj(zj)] + const.

= Ej [f(zj) + h(zj)]− Ej [log qj(zj)] + const.

The goal is to find a function f̃(zj) ≤ f(zj) where f̃(zj) = f(zj) at
one point (approximation point), e.g., z̄j = Ej [zj ]. It then follows:
L(zj) ≥ L̃(zj) where L̃(zj) = L(zj) at zj = z̄j .
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Local variational inference

Approximating the intractable term f(zj)

Let f(zj) be differentiable and convex w.r.t. an auxiliary function
φ(zj), then it is bounded below by its first-order Taylor approximation

f(zj) ≥ f̃(zj) = f(z̄j) +
(
∇φ(zj)f(zj)

)
|z̄j︸ ︷︷ ︸

f ′(z̄j)

(φ(zj)− φ(z̄j)), z̄j = Ej [zj ].

The lower bound can now be bounded below as:

L(zj) ≥ L̃(zj) = Ej [f̃(zj) + h(zj)]− Ej [log qj(zj)] + const.

= Ej [f ′(z̄j)φ(zj) + h(zj)]− Ej [log qj(zj)] + const.

Choosing the function φ(·) can be at times difficult and in general it is
model specific.
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Highlights

• Variational inference (VI) casts Bayesian inference as optimization.

• Classically, VI uses the Kullback-Leibler (KL) divergence to define
the optimization.

• The variational lower bound (ELBO) can be defined using other
divergence measures, e.g., α-divergence, which can potentially leads
to the tighter bounds on the marginal likelihood with the cost of
losing tractability.

• When possible, we should choose a family of variational posteriors
that imposes the least factorizations.

• Local variational inference can be used to tackle intractability of the
variational lower bound. But they are in general model specific.
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