
Welcome to the 2018 edition of

Probabilistic Machine Learning (PML)!!

Lecture 1 – Introduction

Thomas Schön, Uppsala University

2018-03-27

Who are we?

51 participants registered for the course representing:

1. ≥12 different departments.

2. 5 different universities.

3. 2 different countries.

Use this course not only to lean about Machine Learning, but also to get

to know new friends. Hopefully new research ideas will be initiated.
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Who are we? Teachers

Thomas Schön Lawrence Murray Jalil Taghia
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What is machine learning all about?

Machine learning is about learning, reasoning
and acting based on data.

Machine learning gives computers the ability to learn without being

explicitly programmed for the task at hand.

“It is one of today’s most rapidly growing technical fields, lying at the

intersection of computer science and statistics, and at the core of

artificial intelligence and data science.”

Ghahramani, Z. Probabilistic machine learning and artificial intelligence. Nature 521:452-459, 2015.

Jordan, M. I. and Mitchell, T. M. Machine Learning: Trends, perspectives and prospects. Science, 349(6245):255-260, 2015. 3/46



A probabilistic approach

Machine learning is about methods allowing computers/machines to

automatically make use of data to solve tasks.

Data on its own is typically useless, it is only when we can extract

knowledge from the data that it becomes useful.

Representation of the data: A model with unknown (a.k.a. latent or

missing) variables related to the knowledge we are looking for.

Key concept: Uncertainty.

Key ingredient: Data.

Probability theory and statistics provide the theory and practice that is

needed for representing and manipulating uncertainty about data, models

and predictions.

Learn the unknown variables from the data.
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The three cornerstones

Cornerstone 1 (Data) Typically we need lots of it.

Cornerstone 2 (Mathematical model) A mathematical model is a com-

pact representation of the data that in precise mathematical form cap-

tures the key properties of the underlying situation.

Cornerstone 3 (Learning algorithm) Used to compute the unknown

variables from the observed data using the model.
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Mathematical models – representations

The performance of an algorithms typically depends on which

representation that is used for the data.

Learned representations often provide better solutions than

hand-designed representations.

When solving a problem – start by thinking about which

model/representation to use!
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Mathematical models

Models can be simple/rigid or complex/flexible. Examples of models

introduced within this course include:

• linear regression (lecture 2),

• linear classification (lecture 3),

• neural networks (lecture 4),

• Bayesian nonparametric models in the form of Gaussian processes

(lecture 5-6).

• Graphical models and probabilistic programming (lectures 8-9)

“All models are wrong but some are useful.”

Uncertainty plays a fundamental role in modelling since any reasonable

model will be uncertain when making predictions of unobserved data.
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Use flexible models

Key lesson from modern Machine Learning:

Flexible models often gives the best performance.

How can we build flexible models?

1. Models that use a large (but fixed) number of parameters compared
with the data set. (parametric, ex. neural networks)
LeCun, Y., Bengio, Y., and Hinton, G. Deep learning, Nature, Vol 521, 436–444, 2015.

2. Models that use more parameters as we get access to more data.
(non-parametric, ex. Gaussian process)
Ghahramani, Z. Bayesian nonparametrics and the probabilistic approach to modeling. Phil. Trans. R. Soc. A 371, 2013.

Ghahramani, Z. Probabilistic machine learning and artificial intelligence. Nature 521:452-459, 2015.
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The model – learning relationship

The problem of learning a model based on data leads to computational

challenges, both

• Integration: e.g. the HD integrals arising during marg. (averaging

over all possible parameter values w):

p(D) =

∫
p(D |w)p(w)dw .

• Optimization: e.g. when extracting point estimates, for example by

maximizing the posterior or the likelihood

ŵ = argmax
w

p(D |w)

Typically impossible to solve exactly, use approximate methods

• Variational inference (VI). Lecture 10-11.

• Monte Carlo (MC), Markov chain MC (MCMC), and sequential MC

(SMC). Different course
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Example of the three cornerstones

The three cornerstones: 1. Data, 2. Model, and 3. Learning.

Aim: Compute the position and

orientation of the different body

segments of a person moving around

indoors (motion capture).

Sensors (data) used:

• 3D Accelerometer

• 3D Gyroscope

• 3D Magnetometer

Hence, we need to find latent variables based on observed data.

We need a model to extract knowledge from the observed data.
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Example data-model-learning

Illustrate the use of three different models:

1. Integration of the observations from the sensors.

2. Add a biomechanical model.

3. Add a world model.

Add ultrawideband (UWB) measurements for absolute position.

Data intensive modeling in dynamical systems
Thomas Schön, Uppsala University

The Royal Swedish Academy of Sciences 
Stockholm, September 19, 2013

An experiment to illustrate the importance of a model

ω"

a$g"

m"

Inertial sensors Bio-mechanical Ultra-wideband The world

Task: Find the position and orientation of a human (human motion). 

Key models:

Manon Kok, Jeroen Hol and Thomas B. Schön. Using inertial sensors for position and orientation estimation. Foundations and Trends

in Signal Processing, 11(1-2):1-153, 2017.
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The scientific field of Machine Learning

There are many related terms, e.g. Pattern Recognition, Statistical

Modelling, Statistical Learning, Data Mining, Adaptive Control, Data

Analytics, Data Science, Artificial Intelligence, and Machine Learning.

Learning is clearly multidisciplinary, view from different fields:

• Computer Science: Artificial Intelligence, information retrieval, . . .

• Statistics: Learning theory, data mining, learning and inference

from data, . . .

• Engineering: Signal processing, system identification, adaptive and

optimal control, computer vision/image processing, information

theory, robotics, . . .

• Cognitive Science and Psychology: perception, mathematical

psychology, computational linguistics, . . .

• Economics: Decision theory, game theory, operational research, . . .

• ...
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Different scientific fields, same mathematics

Machine learning develop methods allowing computers to improve their

performance at certain tasks based on observed data.

Find and understand hidden structures and regularities in the data.

1. Look at the data and define possible models to be used.

2. Learn the parameters and structure of the models from data.

3. Use the models to make predictions and decisions.

Provides you with a timely and highly sought after skill-set. The

importance of these skills is very likely to increase in the future.
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Field of machine learning

Top conferences on general machine learning:

1. Neural Information Processing Systems (https://nips.cc/) and

International Conference on Machine Learning (https://icml.cc/)

2. International Conference on Learning Representations

(http://www.iclr.cc/) and Inter. Conf. on Artificial Intelligence

and Statistics (https://www.aistats.org/).

Top journals on general machine learning:

1. Journal of Machine Learning Research (JMLR)

2. IEEE Trans. Pattern Analysis and Machine Intel. (PAMI)

3. IEEE Trans. on Neural Networks and learning systems

For new (and non-peer reviewed) material see arXiv.org

https://arxiv.org/list/stat.ML/recent
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Example 1 – Magnetic field model via a Gaussian process

The Earth’s magnetic field sets a background for the ambient magnetic

field. Deviations make the field vary from point to point.

Aim: Build a map (i.e., a

model) of the magnetic

environment based on

magnetometer measurements.

Solution: Customized Gaussian

process that obeys Maxwell’s

equations.

www.youtube.com/watch?v=enlMiUqPVJo

Arno Solin, Manon Kok, Niklas Wahlström, Thomas B. Schön and Simo Särkkä. Modeling and interpolation of the ambient magnetic

field by Gaussian processes. IEEE Transactions on Robotics, 2018.

Carl Jidling, Niklas Wahlström, Adrian Wills and Thomas B. Schön. Linearly constrained Gaussian processes. Advances in Neural

Information Processing Systems (NIPS), Long Beach, CA, USA, December, 2017.
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Example 2 – Building generative models composing music

Generative model built using an LSTM-based recurrent neural network

(RNN) designed to model music.

https://magenta.tensorflow.org/performance-rnn

Won the best demonstration award at NIPS in December.
Hawthorne, C., Simon, I., Roberts, A., Engel J., Smilkov, D., Thorat, N. and Eck, D. Magenta and deeplearn.js: Real-time Control of

DeepGenerative Music Models in the Browser. NIPS, 2017.

See also WaveNet

https://deepmind.com/blog/wavenet-generative-model-raw-audio/

by DeepMind.

van den Oord, A., Dieleman, S., Zen, H., Simonyan, K., Vinyals, O., Graves, A., Kalchbrenner, N., Senior, A. and Kavukcuoglu, K.

WaveNet: a generative model for raw audio. arXiv:1609.03499v2, September, 2016.
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Example 3 – Probabilistic programming languages

The basic idea of probabilistic programming is to equate probabilistic

models with the programs that implement them.

Just as we can think of doing inference over models, we can think of

doing inference over programs.

Probabilistic programming lies on the interesting intersection of

1. Programming languages: Compilers and semantics.

2. Machine learning/statistics: Algorithms and applications.

Creates a clear separation between the model and the inference

methods, encouraging model-based thinking.

Covered during Lecture 9.
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Example 3 – Probabilistic programming languages

ASSEMBLE project: Automate probabilistic

modeling of dynamical systems (and their

surroundings) via a formally defined probabilistic

modeling language. Our language is called Birch.

Here at Uppsala University we are currently developing a probabilistic

programming language that we call Birch.

Probabilistic and object-oriented language.

An early pre-release of Birch is available here:

http://birch-lang.org/

We hope for a few course projects on probabilistic programming.
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Problem classes

• Supervised learning. The training data consists of both input and

output (target) data.

• Classification: Discrete output variables.

• Regression: Continuous output variables.

• Unsupervised learning. The training data consists of input data

only.

• Clustering: Discover groups of similar examples in data.

• Reinforcement learning. Finding suitable actions (control signals)

in a given situation in order to maximize a reward. Close to control

theory.

This course is focused on supervised learning.
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Outline – Lecture 1

Aim: Introduce the topic of Machine Learning, the course and get

started on some background foundations for probabilistic modelling.

Outline:

1. Introduction - what is machine learning?

2. Course administration

3. Probability distributions and some basic ideas

a) Exponential family

b) Properties of the multivariate Gaussian

c) Robust models (”heavy tails”)
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Course administration

• Lecturers: Thomas Schön (lecture 1-7), Lawrence Murray (Lecture

8-9) and Jalil Taghia (lecture 10-11).

• 11 lectures (do not cover everything)

• We will provide examples of new research throughout the lectures

• Suggested exercises are provided for each lecture

• Suggestion: Form discussion groups for problem solving

• Written exam, 2 days (48 hours). Code of honour applies as usual

• All course information, including lecture slides is available from the

course website

http://www.it.uu.se/research/systems_and_control/education/2018/pml

• Feel free to ask questions at any time!

The only way to really learn something is by implementing it on your

own.
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Course overview – Topics

• Linear regression

• Linear classification

• Expectation Maximization (EM)

• Neural networks (how to train them)

• Gaussian processes (ex. of a BNP)

• Support vector machines

• Clustering

• Variational inference

• Graphical models

• Message passing algorithms

• Probabilistic programming (brief)

Have a look at the website:

http://www.it.uu.se/research/systems_and_control/education/2018/pml
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Literature

Course literature:
1. Christopher M. Bishop. Pattern Recognition and Machine Learning,

Springer, 2006.

2. Trevor Hastie, Robert Tibshirani and Jerome Friedman. The

Elements of Statistical Learning: Data Mining, Inference and

Prediction, Second edition, Springer, 2009. (partly)

Possible side reading:
1. Kevin P. Murphy. Machine learning - a probabilistic perspective,

MIT Press, 2012.

2. David Barber. Bayesian Reasoning and Machine Learning,

Cambridge University Press, 2012.

Introductory book on statistical ML:
1. Gareth James, Daniela Witten, Trevor Hastie and Robert

Tibshirani. An Introduction to Statistical Learning - with

Applications in R, Springer, 2013.
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Course administration – projects (3 hp)

• Voluntary and must be based on real-world data.

• Form teams (1-4 students/project).

• Project timeline:

Date Action

June 8 Project proposals are due

June 12 Project proposal presentation

August 28 Final reports are due

August 30 Final project presentations

• See course website for details and links.
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A few words about probability distributions

• Important on their own.

• Forms building blocks for more sophisticated probabilistic models.

• Touch upon some important statistical concepts.

See Chapter 1-2, Appendix B (useful summary) and Wikipedia.
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The exponential family

The exponential family of distributions over x , parameterized by η,

p(x | η) = h(x)g(η) exp
(
ηTu(x)

)
.

Some of the members of the exponential family include: Bernoulli, Beta,

Binomial, Dirichlet, Gamma, Gaussian, Gaussian-Gamma,

Gaussian-Wishart, Student’s t, Multinomial, Wishart.
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Multivariate Gaussian (I/VI)

N (x |µ,Σ) , 1

(2π)n/2
√

det Σ
exp

(
−1

2
(x − µ)TΣ−1(x − µ)

)

Useful to study a partitioned Gaussian,

x =

(
xa
xb

)
µ =

(
µa

µb

)
Σ =

(
Σaa Σab

Σba Σbb

)

with precision (information) matrix Λ = Σ−1

Λ =

(
Λaa Λab

Λba Λbb

)
=

(
Σ−1

aa + Σ−1
aa Σab∆−1

a ΣbaΣ−1
aa −Σ−1

aa Σab∆−1
a

−∆−1
a ΣbaΣ−1

aa ∆−1
a

)

where ∆a = Σbb − ΣbaΣ−1
aa Σab is the Schur complement of Σaa in Σ.
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Multivariate Gaussian (II/VI)

Theorem (Conditioning)

Let x be Gaussian distributed and partitioned

x =

(
xa
xb

)
,

then the conditional density p(xa | xb) is given by

p(xa | xb) = N (xa |µa | b,Σa | b),

µa | b = µa + ΣabΣ−1
bb (xb − µb),

Σa | b = Σaa − ΣabΣ−1
bb Σba,

which using the information (precision) matrix can be written,

µa | b = µa − Λ−1
aa Λab(xb − µb),

Σa | b = Λ−1
aa .
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Multivariate Gaussian (III/VI)

Theorem (Marginalization)

Let x be Gaussian distributed and partitioned

x =

(
xa
xb

)
,

then the marginal density p(xa) is given by

p(xa) = N (xa |µa,Σaa).
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Multivariate Gaussian (IV/VI)

Theorem (Affine transformations)

Assume that xa, as well as xb conditioned on xa, are Gaussian

distributed

p(xa) = N (xa |µa,Σa),

p(xb | xa) = N (xb |Mxa + b,Σb | a),

where M is a matrix and b is a constant vector. The marginal density

of xb is then given by

p(xb) = N (xb |µb,Σb),

µb = Mµa + b,

Σb = Σb | a + MΣaM
T .
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Multivariate Gaussian (V/VI)

Theorem (Affine transformations, cont.)

The conditional density of xa given xb is

p(xa | xb) = N (xa |µa | b,Σa | b),

with

µa | b = Σa | b
(
MTΣ−1

b | a(xb − b) + Σ−1
a µa

)

= µa + ΣaM
TΣ−1

b (xb − b −Mµa),

Σa | b =
(

Σ−1
a + MTΣ−1

b | aM
)−1

= Σa − ΣaM
TΣ−1

b MΣa.
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Multivariate Gaussian (VI/VI)

The multivariate Gaussian is an important building block in more

sophisticated models.

For more details, proofs and an example where the Kalman filter is

derived using the above theorems, see

http://user.it.uu.se/~thosc112/pubpdf/schonl2011.pdf
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Conjugate distributions

p(w | x1, . . . , xN)︸ ︷︷ ︸
posterior

∝ p(x1, . . . , xN |w)︸ ︷︷ ︸
likelihood

p(w)︸ ︷︷ ︸
prior

If the posterior and the prior distributions are of the same functional form

they are called conjugate distributions, and the prior is called a

conjugate prior for the likelihood.

Provided that it makes sense from a modeling point of view it is

convenient to choose prior distributions rendering a computationally

tractable posterior distribution.

Only make use of conjugate priors if this makes sense from a modeling

point of view!
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Conjugate priors – example 1 (I/II)

Let X = {xn}Nn=1 be independent identically distributed (iid) observations

of x ∼ N (µ, σ2). Assume that the variance σ2 is known.

The likelihood is given by

p(X |µ) =
N∏

n=1

p(xn |µ) =
1

(2πσ2)N/2
exp

(
− 1

2σ2

N∑

n=1

(xn − µ)2

)

If we choose the prior as

p(µ) = N (µ |µ0, σ
2
0),

the posterior p(µ |X ) ∝ p(X |µ)p(µ) will also be Gaussian.

Hence, this Gaussian prior is a conjugate prior for the likelihood.
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Conjugate priors – example 1 (II/II)

The resulting posterior is

p(µ |X ) = N (µ |µB , σ
2
B),

where the parameters are given by

µB =
σ2

Nσ2
0 + σ2

µ0 +
Nσ2

0

Nσ2
0 + σ2

µ̂ML,

1

σ2
B

=
1

σ2
0

+
N

σ2
.

The ML estimate of the mean is

µ̂ML =
1

N

N∑

n=1

xn.
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Conjugate priors – some examples

Likelihood Model Parameters Conjugate Prior

Normal (known mean) Variance Inverse-Gamma

Multivariate Normal Precision Wishart

(known mean)

Multivariate Normal Covariance Inverse-Wishart

(known mean)

Multivariate Normal Mean and covariance Normal-Inverse-

Wishart

Multivariate Normal Mean and precision Normal-Wishart

Exponential Rate Gamma
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The conjugate prior is just one of many possibilities!

Note that using a conjugate prior is just one of the many possible

choices for modelling the prior! If it makes sense, use it, since it leads to

simple calculations.

Let us have a look at an example where we do not make use of the

conjugate prior and end up in a useful and interesting result.

Linear regression models the relationship between a continuous target

variable t and an (input) variable x according to

tn = w0 + w1x1,n + w2x2,n + · · ·+ wDxD,n + εn

= wTφ(xn) + εn,

where φ(xn) =
(

1 x1,n . . . xD,n

)T

and n = 1, . . . ,N.

37/46

The conjugate prior is just one of many possibilities!

Let εn ∼ N (0, σ2), resulting in the following likelihood

p(tn |w) = N (tn |wTφ(xn), σ2).

Let us now assume wi to be independent and Laplacian distributed (i.e.

not conjugate prior), wi ∼ L(0, 2σ2/λ)

Def. (Laplacian distribution) L(x | a, b) = 1
2b exp

(
− |x−a|b

)
.

The resulting MAP estimate is given by,

ŵMAP = argmax
w

N∑

n=1

(tn − wTφ(xn))2 + λ

D∑

i=1

|wi |

Known as the LASSO and it leads to sparse estimates.
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Robust statistics

Modeling the error as a Gaussian leads to very high sensitivity to outliers

in the data.

This is due to the fact that the Gaussian assigns very low probability

(”thin tails”) to points far from the mean.
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Two possible solutions:

1. Model using a distribution with ”heavy tails”.

2. Outlier detection models
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Example – heavy tails (I/III)

Generate N = 50 samples,

x ∼ N (0, 0.1)

Plot showing a realization (gray

histogram) and the corresponding

maximum likelihood estimate of a

Gaussian (red) and a Student’s

t-distribution (blue). −5 0 5 10
0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

Note that (as expected?) the red curve sits on top of the blue curve.
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Example – heavy tails (II/III)

Let us now add 3 outliers 9, 9.2 and

9.5 to the data set.

Plot showing resulting maximum

likelihood estimate of a Gaussian

(red) and a Student’s t-distribution

(blue).
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Clearly the Student’s t-distribution is a better model here!
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Example – heavy tails (III/III)

Below: 400 samples from a Student’s

t-distribution and a Gaussian distribution.

Right: The corresponding pdf’s and negative

log-likelihoods.
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Outlier detection models

Model the data as if it comes from a mixture of two Gaussians,

p(xi ) = p(xi | ki = 0)p(ki = 0) + p(xi | ki = 1)p(ki = 1)

= N (0, σ2)p(ki = 0) +N (0, ασ2)p(ki = 1).

where α > 1, p(ki = 0) is the probability that the sample is ok and

p(ki = 1) is the probability that the sample is an outlier.

Note the similarity between these two ”robustifications”:

• The Student’s t-distribution is an infinite mixture of Gaussians,

where the mixing is controlled by the ν-parameter.

• The outlier detection model above is a sum of two Gaussians.

Do not use distributions with thin tails (non-robust) if there are outliers

present. Use more realistic robust ”heavy tailed” distribution such as the

Student’s t-distribution or simply a mixture of two Gaussians.
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Example – range measurements with outliers

We measure range (r), contaminated by a disturbance dn ≥ 0 and noise

en ∼ N (0, σ2), tn = r + dn + en. Compute the MAP estimate of

w = {r , d1, . . . , dN} under an exponential prior on dn,

p(dn) =

{
λ exp(−λdn), dn ≥ 0,

0, dn < 0.

Resulting problem

ŵMAP = argmax
w

p(w | t1:N)

= argmin
w

∑

n=1

N
(tn − r − dn)2

σ2
+ λ

N∑

n=1

dn

An improved version of this idea is available in
Manon Kok, Jeroen D. Hol and Thomas B. Schön. Indoor positioning using ultrawideband and inertial measurements. IEEE

Transactions on Vehicular Technology, 64(4):1293-1303, April, 2015.
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Important message!

Given the computational tools we have today
it is often rewarding to resist the linear

Gaussian convenience!!

We will try to repeat and illustrate this message throughout the course

using theory and examples.
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A few concepts to summarize lecture 1

Mathematical model: A compact representation (set of assumptions) of the data that in precise

mathematical form captures the key features of the underlying system.

Supervised learning: The data consists of both input and output signals (e.g., regressions and

classification).

Unsupervised learning: The data consists of output signals only (e.g., clustering).

Reinforcement learning: Finding suitable actions (control signals) in a given situation in order to

maximize a reward. (Very similar to control theory)

Conjugate prior: If the posterior is in the same family as the prior, the prior and posterior are

conjugate distributions and the prior is called a conjugate prior for the likelihood.

Maximum likelihood: Choose the parameters such that the observations are as likely as possible.
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