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“it is our firm belief that an understanding of linear models is essential for

understanding nonlinear ones”

Summary of lecture 1 (I/III)

Machine learning develop methods allowing computers to improve

their performance at certain tasks based on observed data.

The three cornerstones:

1. (Data) The observed data becomes useful when we have

extracted knowledge from it.

2. (Mathematical model) A mathematical model is a compact

representation of the data that in precise mathematical form

captures the key properties of the underlying situation.

3. (Learning algorithm) Used to compute the unknown

variables from the observed data using the model.

The ability to represent and manipulate uncertainty is central.
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Summary of lecture 1 (II/III)

Key probabilistic objects (notation: D - measured data and w -

unknown model variables):

The full probabilistic model (joint distribution of all known and

unknown variables present in the model) is given by

p(D,w) = p(D |w)︸ ︷︷ ︸
data distribution

p(w)︸ ︷︷ ︸
prior

In the Bayesian setting learning amounts to computing the

posterior distribution

p(w |D) =

likelihood︷ ︸︸ ︷
p(D |w)

prior︷ ︸︸ ︷
p(w)

p(D)︸ ︷︷ ︸
marginal likelihood

∝ p(D |w)p(w)
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Summary of lecture 1 (III/III)

If the posterior p(w | x1, . . . , xN) and the prior p(w) distributions

are of the same functional form they are conjugate distributions

and the prior is said to be a conjugate prior for the likelihood.

The idea underlying maximum likelihood is that the parameters

w should be chosen such that the available measurements {xi}Ni=1

are as likely as possible,

ŵ = argmax
w

p(x1:N |w).
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Outline – Lecture 2

Aim: To recall the topic of linear regression and in particular to

introduce Bayesian linear regression.

Outline:

1. Linear basis function models

2. Maximum likelihood and least squares

3. Shrinkage methods (Ridge regression and LASSO)

4. Bayesian linear regression

5. A non-parametric alternative (kernel methods)

Linear regression is a “working horse” of statistics and (supervised)

machine learning.
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Commonly used basis functions

In using nonlinear basis functions, y(x ,w) can be a nonlinear

function in the input variable x (still linear in w).

• Global (in the sense that a small change in x affects all basis
functions) basis function

1. Polynomial (see illustrative example in Section 1.1) (ex.

identity φ(x) = x)

• Local (in the sense that a small change in x only affects the
nearby basis functions) basis function

1. Gaussian

2. Sigmoidal
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Linear regression model on matrix form

It is commonly convenient to write the linear regression model

tn = wTφ(xn) + εn, n = 1, . . . ,N,

with

w =
(
w0 w1 . . . wM−1

)T
,

φ(xn) =
(
φ0(xn) φ1(xn) . . . φM−1(xn)

)T
, φ0(xn) = 1,

on matrix form

T = Φw + E ,

where

T =




t1

t2
...

tN




Φ =




φ0(x1) φ1(x1) . . . φM−1(x1)

φ0(x2) φ1(x2) . . . φM−1(x2)
...

...
. . .

...

φ0(xN) φ1(xN) . . . φM−1(xN)




E =




ε1

ε2
...

εN
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Maximum likelihood and least squares (I/IV)

In our linear regression model,

tn = wTφ(xn) + εn,

assume that εn ∼ N (0, β−1) (i.i.d.). This results in the following

likelihood function

p(tn |w , β) = N (wTφ(xn), β−1).

Note that this is a slight abuse of notation, pw,β(tn) or p(tn;w , β) would have been

better, since w and β are both modelled as deterministic parameters in computing

maximum likelihood estimates.
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Maximum likelihood and LS (II/IV)

The available training data consist of N input variables

X = {xi}Ni=1 and the corresponding target variables T = {ti}Ni=1.

According to our assumptions, the likelihood function is given by

p(T |w , β) =
N∏

n=1

p(tn |w , β) =
N∏

n=1

N (tn |wTφ(xn), β−1)

which results in the following log-likelihood function

L(w , β) , ln p(t1, . . . , tn |w , β) =
N∑

n=1

lnN (tn |wTφ(xn), β−1)

=
N

2
lnβ − N

2
ln(2π)− β

N∑

n=1

(tn − wTφ(xn))2
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Maximum likelihood and LS (III/IV)

The maximum likelihood problem now amounts to solving

argmax
w ,β

L(w , β)

Setting the derivative ∂L
∂w = 2β

∑N
n=1(tn − wTφ(xn))φ(xn)T equal

to 0 gives the following ML estimate for w

ŵML = (ΦTΦ)−1ΦT

︸ ︷︷ ︸
Φ†

T ,

Φ =




φ0(x1) φ1(x1) . . . φM−1(x1)

φ0(x2) φ1(x2) . . . φM−1(x2)
...

...
. . .

...

φ0(xN) φ1(xN) . . . φM−1(xN)




Note that if ΦTΦ is

singular (or close to) we

can fix this by adding λI ,

ŵRR = (ΦTΦ + λI )−1ΦTT .
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Maximum likelihood and LS (IV/IV)

Maximizing the log-likelihood function L(w , β) w.r.t. β results in

the following estimate for β

1

β̂
=

1

N

N∑

n=1

(
tn − ŵTφ(xn)

)2

Finally, note that if we are only interested in w , the log-likelihood

function is proportional to

N∑

n=1

(tn − wTφ(xn))2,

which clearly shows that assuming a Gaussian noise model and

making use of Maximum Likelihood (ML) corresponds to a Least

Squares (LS) problem.
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Interpretation of the Gauss-Markov theorem

The least squares estimator has the smallest mean square error

(MSE) of all linear estimators with no bias, BUT there may exist

biased estimators with lower MSE.

“the restriction to unbiased estimates is not necessarily

a wise one.”

[HTF, page 51]

Two interesting classes of potentially biased estimators, 1. Subset

selection methods and 2. Shrinkage methods.

This is intimately connected to the bias-variance trade-off

• See Section 3.2 for an abstract (but very informative) account

of the bias-variance trade-off. (this is a perfect topic for discussion

during the exercise sessions!)
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Interpretation of RR using the SVD of Φ

By studying the SVD of Φ it can be shown that ridge regression

projects the measurements onto the principal components of Φ and

then shrinks the coefficients of low-variance components more than

the coefficients of high-variance components.

(See Section 3.4.1 in HTF for details.)
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Recall the ever-present bias-variance trade-off (I/II)

MSE = (Bias)2 + Variance + irreducible error

E
[
(y? − f̂ (x?; T ))2

]

︸ ︷︷ ︸
MSE

=
(
E
[
f̂ (x?; T )

]
− f (x?)

)2

︸ ︷︷ ︸
(Bias)2

+ E
[
f̂ (x?; T )− E

[
f̂ (x?; T )

]]2

︸ ︷︷ ︸
Variance

+ Var[(ε)]︸ ︷︷ ︸
irreducible error

The bias–variance trade-off is key to good generalization

performance!
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Recall the ever-present bias-variance trade-off (II/II)

“Flexible” models will have a low bias and high variance and more

“restricted” models will have high bias and low variance.

The expected test MSE

E
[(

y? − f̂ (x?; T )
)2
]

refers to the average test MSE obtained if we computed successive

estimates of f using a large number of training dataset and test

each at x?.

The model with the best predictive capabilities is the one which

strikes the best trade-off between bias and variance. Regularization

is used to automatically tune the model complexity in a

data-driven fashion.
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Example – Regularizing nonlinear dynamical models

m = 6

m = 100

m = 100
+ regularization

Data
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Estimated standard deviation of 𝑤t

Fig. 1. The first example, with three different settings: 𝑚 = 6 basis
functions (top), 𝑚 = 100 basis functions (middle) and 𝑚 = 100 basis
functions with regularization (bottom). The model with 𝑚 = 6 is not flexible
enough to describe the ‘steep’ part of 𝑓 , but results in a sensible, albeit not
perfect, model. The second model is very flexible with its 101 parameters, and
becomes a typical case of over-fitting to the data points (cf. the distribution
of the data at the very bottom), causing numerical problems and a useless
model. The regularization in the third case is a clear remedy to this problem,
still maintaining the high flexibility of the model.

A natural question is indeed how to choose the prior preci-
sion 𝑃 . As stated by [12], the optimal choice (in terms of mean
square error) is 𝑃−1

opt = E
[︀
[𝜔(1) · · · 𝜔(𝑚)]T[𝜔(1) · · · 𝜔(𝑚)]

]︀
,

if we think of 𝜔(1), . . . , 𝜔(𝑚) as being random variables.
As an example, with the natural assumption of 𝑓𝑥(·) being
smooth, the diagonal elements of 𝑃 should be larger with
increasing order of the Fourier basis functions. The special
case of assuming 𝑓𝑥(·) to be a sample from a Gaussian process
is addressed by [14].

Other regularization schemes, such as 𝐿1, are possible but
will not result in closed-form expressions such as (9).

C. Computational aspects

Let 𝑁 denote the number of particles in the CPF-AS, 𝑚 the
numer of terms used in the basis function expansion, 𝑇 the
number of data points and 𝐾 the numer of iterations used in
Algorithm 2. The computational load is then 𝒪(𝑚𝑇𝐾𝑁) +
𝒪(𝑚3). In practice, 𝑁 and 𝑚 can be chosen fairly small (e.g.,
𝑁 = 5 and 𝑚 = 10 for a 1D model).

D. Convergence

The convergence properties of PSAEM are not yet fully
understood, but it can under certain assumptions be shown
to converge to a stationary point of 𝑝𝜃(𝑢1:𝑇 , 𝑦1:𝑇 ) by [17,
Theorem 1]. We have not experienced practical problems with
the convergence, although it is sensitive to initialization when
the dimension of 𝜃 is large (e.g., 1 000 parameters).

TABLE I
RESULTS FOR THE HAMMERSTEIN-WIENER BENCHMARK

Experiment with 𝑇 = 2000
Mean simulation error 0.0005 V

Standard deviation of simulation error 0.020 V
RMS simulation error 0.020 V

Run time 13 min

IV. NUMERICAL EXAMPLES

We demonstrate our proposed method on a series of numer-
ical examples. The source code is available via the web site
of the first author.

A. Simulated example

As a first simple numerical example, consider an au-
tonomous system (i.e., no 𝑢𝑡) defined by

𝑥𝑡+1 =
−10𝑥𝑡
1 + 3𝑥2𝑡

+ 𝑤𝑡, 𝑦𝑡 = 𝑥𝑡 + 𝑒𝑡, (10)

where 𝑤𝑡 ∼ 𝒩 (0, 0.1) and 𝑒𝑡 ∼ 𝒩 (0, 0.5). We identify 𝑓(·)
and 𝑄 from 𝑇 = 1000 simulated measurements 𝑦1:𝑇 , while
assuming 𝑔(·) and 𝑅 to be known. We consider three different
settings with 𝑚 = 6 basis functions, 𝑚 = 100 basis functions
and 𝑚 = 100 basis functions with regularization, respectively,
all using the Fourier basis. To encode the a priori assumption
of 𝑓(·) being a smooth function, we choose the regularization
as a Gaussian prior of 𝑤𝑘 with standard deviation inversely
proportional to 𝑘. The results are shown in Figure 1, where
the over-fitting problem for 𝑚 = 100, and how regularization
helps, is apparent.

B. Hammerstein-Wiener benchmark

To illustrate how to adapt our approach to problems with
a given structure, we apply it to the real-data Hammerstein-
Wiener system identification benchmark by [20]. We will use
a subset with 2 000 data points from the original data set for
estimation. Based on the domain knowledge provided by [20]
(two third order linear systems in a cascade with a static
nonlinearity between), we identify a model with the structure

[︃
𝑥1
𝑡+1

𝑥2
𝑡+1

𝑥3
𝑡+1

]︃
= 𝐴1

[︃
𝑥1
𝑡

𝑥2
𝑡

𝑥3
𝑡

]︃
+𝐵𝑢𝑡, (11a)

[︃
𝑥4
𝑡+1

𝑥5
𝑡+1

𝑥6
𝑡+1

]︃
= 𝐴2

[︃
𝑥4
𝑡

𝑥5
𝑡

𝑥6
𝑡

]︃
+

[︃
Σ𝑘𝜔

(𝑘)𝜑(𝑘)(𝑥3
𝑡 )

0

0

]︃
, (11b)

𝑦𝑡 = 𝐶 [ 𝑥4
𝑡 𝑥5

𝑡 𝑥6
𝑡 ] , (11c)

where the superindex on the state denotes a particular com-
ponent of the state vector. Furthermore, we have omitted
all noise terms for notational brevity. There is only one
nonlinear function, but the linear parts can be seen as the
special case where {𝜑(𝑘)(𝑥)}𝑚𝑘=1 = {𝑥}, which can directly
be incorporated into the presented framework.

We present the results in Table I (all metrics are with respect
to the evaluation data from the original data set). We refer to
[21] for a thorough evaluation of alternative methods.

Nonlinear state space model

xt+1 = f (xt) + wt ,

yt = g(xt) + et .

Results in a flexible

non-parametric model where

the GP prior on f takes on

the role of a regularizer.

Provides a data-driven way of

tuning the model flexibility.

Andreas Svensson and Thomas B. Schön. A flexible state space model for learning nonlinear dynamical systems.

Automatica, 80:189–199, June, 2017.
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Lasso

The Lasso was introduced during lecture 1 as the MAP estimate

when a Laplacian prior is assigned to the parameters.

Alternatively we can motivate the Lasso as the solution to

min
w

∑N
n=1

(
tn − wTφ(xn)

)2

s.t.
∑M−1

j=0 |wj | ≤ η

which using a Lagrange multiplier λ can be formulated

min
w

N∑

n=1

(
tn − wTφ(xn)

)2
+ λ

M−1∑

j=0

|wj |

The difference to ridge regression is simply that Lasso make use of

the `1-norm
∑M−1

j=0 |wj |, rather than the `2-norm
∑M−1

j=0 w2
j in

shrinking the parameters.
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Graphical illustration of Lasso and RR

Lasso Ridge Regression (RR)

The circles are contours of the least squares cost function (LS

estimate in the middle). The constraint regions are shown in gray

|w0|+ |w1| ≤ η (Lasso) and w2
0 + w2

1 ≤ η (RR). The shape of the

constraints motivates why Lasso often leads to sparseness.
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Implementing Lasso

The `1-regularized least squares problem (lasso)

min
w
‖T − Φw‖2

2 + λ‖w‖1 (1)

YALMIP code solving (1). Download: http://users.isy.liu.se/johanl/yalmip/

w=sdpvar(M,1);

ops=sdpsettings(’verbose’,0);

solvesdp([],(T-Phi*w)’*(T-Phi*w) + lambda*norm(w,1),ops)

CVX code solving (1). Download: http://cvxr.com/cvx/

cvx_begin

variable w(M)

minimize((T-Phi*w)’*(y-Phi*w) + lambda*norm(w,1))

cvx_end

A Matlab package dedicated to `1-regularized least squares

problems is l1_ls. Download: http://www.stanford.edu/~boyd/l1_ls/
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Bayesian linear regression – example (I/VI)

Consider the problem of fitting a straight line to noisy

measurements. Let the model be (tn ∈ R, xn ∈ R)

tn = w0 + w1xn︸ ︷︷ ︸
y(x ,w)

+εn, n = 1, . . . ,N. (2)

where

εn ∼ N (0, 0.22), β =
1

0.22
= 25.

According to (2), the following identity basis function is used

φ0(xn) = 1, φ1(xn) = xn.

The example lives in two dimensions, allowing us to plot the

distributions in illustrating the inference. 19/30



Bayesian linear regression – example (II/VI)

Let the true values for w be

w? =
(
−0.3 0.5

)T
,

plotted using a filled white circle below.

Generate synthetic measurements by

tn = w?
0 + w?

1 xn + εn, εn ∼ N (0, 0.22),

where xn ∼ U(−1, 1).

Furthermore, let the prior be

p(w) = N
(
w |
(

0 0
)T

, α−1I

)
,

where

α = 2.
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Bayesian linear regression – example (III/VI)

Plot of the situation before any data arrives.

Prior,

p(w) = N
(
w |
(

0 0
)T

,
1

2
I

)

−1 −0.5 0 0.5 1
−1

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

1

x

y

Example of a few realizations

from the prior.
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Bayesian linear regression – example (IV/VI)

Plot of the situation after one measurement has arrived.

−1 −0.5 0 0.5 1
−1

−0.8

−0.6

−0.4

−0.2

0

0.2

0.4

0.6

0.8

1

x

y

Likelihood (plotted as a

function of w)

p(t1 |w) = N (t1 |w0 + w1x1, β
−1)

Posterior/prior,

p(w | t1) = N (w |m1, S1) ,

m1 = βS1ΦTt1,

S1 = (αI + βΦTΦ)−1.

Example of a few

realizations from the

posterior and the first

measurement (black circle).
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Bayesian linear regression – example (V/VI)

Plot of the situation after two measurements have arrived.

−1 −0.5 0 0.5 1
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Likelihood (plotted as a

function of w)

p(t2 |w) = N (t2 |w0 + w1x2, β
−1)

Posterior/prior,

p(w |T ) = N (w |m2,S2) ,

m2 = βS2ΦTT ,

S2 = (αI + βΦTΦ)−1.

Example of a few

realizations from the

posterior and the

measurements (black

circles).
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Bayesian linear regression – example (VI/VI)

Plot of the situation after 30 measurements have arrived.
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Likelihood (plotted as a

function of w)

p(t30 |w) = N (t30 |w0 + w1x30, β
−1)

Posterior/prior,

p(w |T ) = N (w |m30, S30)

m30 = βS30ΦTT ,

S30 = (αI + βΦTΦ)−1.

Example of a few

realizations from the

posterior and the

measurements (black

circles).
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Empirical Bayes (EB)

Important question: How do we decide on the suitable values for

hyperparameters η?

Idea: Estimate the hyperparameters from the data by selecting

them such that they maximize the marginal likelihood function,

p(T | η) =

∫
p(T |w , η)p(w | η)dw ,

where η denotes the hyperparameters to be estimated.

Travels under many names and besides empirical Bayes this is also

referred to as type 2 maximum likelihood, generalized maximum

likelihood, and evidence approximation.

Empirical Bayes combines the two statistical philosophies;

frequentistic ideas are used to estimate the hyperparameters that

are then used within the Bayesian inference.
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Predictive distribution – example

Investigating the predictive distribution for the example above

−1 −0.5 0 0.5 1
−1.2
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0.4
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−1 −0.5 0 0.5 1
−1.5

−1

−0.5

0

0.5

1

−1 −0.5 0 0.5 1
−1.5

−1

−0.5

0

0.5

1

N = 2 observations N = 5 observations N = 200 observations

• True system (y(x) = −0.3 + 0.5x) generating the data (red line)

• Mean of the predictive distribution (blue line)

• One standard deviation of the predictive distribution (gray shaded area) Note

that this is the point-wise predictive standard deviation as a function of x .

• Observations (black circles)
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Posterior distribution

Recall that the posterior distribution is given by

p(w |T ) = N (w |mN , SN),

where

mN = βSNΦTT ,

SN = (αI + βΦTΦ)−1.

Let us now investigate the posterior mean solution mN , which has

an interpretation that directly leads to the kernel methods

(lecture 5), including popular Gaussian process (GP).
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A non-parametric alternative to regression

Let us study the predictive mean (recall our linear regression model

t = y(x ,w) + ε) with w = mN ,

y(x ,mN) = mT
Nφ(x) = φ(x)TmN = βφ(x)TSNΦTT

=
N∑

n=1

βφ(x)TSNφ(xn)︸ ︷︷ ︸
kernel fcn. k(x ,xn)

tn.

Hence, the predictive mean can be written

y(x ,mN) =
N∑

n=1

k(x , xn)tn

where k(x , x ′) = βφ(x)TSNφ(x ′) is called the equivalent kernel.
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A non-parametric alternative to regression

The exercise on the previous slide suggests an alternative

approach to regression, where we instead of postulating a

parametric model t = wTφ(x) + ε (using a set of basis functions)

directly make use of a localized kernel.

General property of kernels

k(x , z) = ψ(x)Tψ(z).

Teaser: The Gaussian process is one particular construction that

provides a non-parametric alternative to regression via the direct

use of a kernel.
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A few concepts to summarize lecture 2

Linear regression: Models the relationship between a continuous target variable t and

a possibly nonlinear function φ(x) of the input variables.

Hyperparameter: A parameter of the prior distribution that controls the distribution

of the parameters of the model.

Maximum a Posteriori (MAP): A point estimate obtained by maximizing the

posterior distribution. Corresponds to a mode of the posterior distribution.

Gauss Markov theorem: States that in a linear regression model, the best (in the

sense of minimum MSE) linear unbiased estimate (BLUE) is given by the least squares

estimate.

Ridge regression: An `2-regularized least squares problem used to solve the linear

regression problem resulting in potentially biased estimates. A.k.a. Tikhonov

regularization.

Lasso: An `1-regularized least squares problem used to solve the linear regression

problem resulting in potentially biased estimates. The Lasso typically produce sparse

estimates.

30/30


