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Abstract

Many physical quantities around us vary across space or space-time.
An example of a spatial quantity is provided by the temperature across
Sweden on a given day and as an example of a spatio-temporal quant-
ity we observe the counts of the corona virus cases across the globe.
Spatial and spatio-temporal data enable opportunities to answer many
important questions. For example, what the weather would be like to-
morrow or where the highest risk for occurrence of a disease is in the
next few days? Answering questions such as these requires formulat-
ing and learning statistical models.

One of the challenges with spatial and spatio-temporal data is that the
size of data can be extremely large which makes learning a model
computationally costly. There are several means of overcoming this
problem by means of matrix manipulations and approximations. In
paper I, we propose a solution to this problem where the model is
learned in a streaming fashion, i.e., as the data arrives point by point.
This also allows for efficient updating of the learned model based on
newly arriving data which is very pertinent to spatio-temporal data.

Another interesting problem in the spatial context is to study the causal
effect that an exposure variable has on a response variable. For in-
stance, policy makers might be interested in knowing whether increas-
ing the number of police in a district has the desired effect of reducing
crimes there. The challenge here is that of spatial confounding. A spa-
tial map of the number of police against the spatial map of the number
of crimes in different districts might show a clear association between
these two quantities. However, there might be a third unobserved con-
founding variable that makes both quantities small and large together.
In paper II, we propose a solution for estimating causal effects in the
presence of such a confounding variable.

Another common type of spatial data is point or event data, i.e., the
occurrence of events across space. The event could for example be
a reported disease or crime and one may be interested in predicting
the counts of the event in a given region. A fundamental challenge
here is to quantify the uncertainty in the predicted counts in a model
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in a robust manner. In paper III, we propose a regularized criterion for
learning a predictive model of counts of events across spatial regions.
The regularization ensures tighter prediction intervals around the pre-
dicted counts and have valid coverage irrespective of the degree of
model misspecification.
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Overview

1.1 Motivation

In the world today, we are surrounded by data. We gather data from internet usage
of an individual to temperatures across the globe. Many of the data acquired var-
ies in space or space-time. Some examples include precipitation, population, and
disease counts across a country. Spatial and spatio-temporal data can be utilized
to perform important tasks which affect our daily lives such as predict weather
or study the spread of a disease. However, in order to do this, we need to learn
statistical models from data, which is at the heart of machine learning. Learning
models from spatial or spatio-temporal data presents several methodological and
computational challenges, some of which are addressed in this thesis.

1.2 Contribution

The main contributions of this thesis are as follows:

• Paper I: a sequential predictor for spatio-temporal data which can be updated
as data arrives in a streaming fashion and is capable of capturing spatially
varying temporal trends.

• Paper II: a method for robust estimation of heterogeneous causal effects in
the presence of spatial confounding.

• Paper III: a method for quantifying the uncertainty in counts of an event in a
spatial region with statistically valid and informative prediction intervals.

1.3 Outline

The first part of the thesis introduces the general methodology used in the second
part. Specifically, Chapter 2 provides an overview of some of the basic concepts
in machine learning in general such as data, loss function, and learning, whereas
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2 Chapter 1. Overview

Chapter 3 focuses on the fundamental ideas that pertain to spatio-temporal data,
point process and causal inference. The second part of the thesis consists of the
following three papers:

Paper I

Muhammad Osama, Dave Zachariah, Thomas B. Schön, “Learning Localized Spatio-
Temporal Models From Streaming Data.” In: Proceedings of the 35th International
Conference on Machine Learning, Stockholm, Sweden, 2018.

Summary: This paper addresses the problem of predicting spatio-temporal
processes (sections 3.1 and 3.3) with temporal patterns that vary across spatial
regions, when data is obtained as a stream. That is, when the training dataset
is augmented sequentially. A localized spatio-temporal covariance model of the
process is developed that can capture spatially varying temporal periodicities in
the data. Then covariance-fitting methodology (section 3.2) is used to learn the
model parameters which yields a predictor that can be updated sequentially with
each new data point.

Statement of contribution: The central ideas were formulated by Zachariah
and developed together with Osama, who also implemented and tested the method.
Osama and Zachariah were equally responsible for the writing, with important
contributions and feedback from Schön.

Paper II

Muhammad Osama, Dave Zachariah, Thomas B. Schön, “Inferring Heterogeneous
Causal Effects in Presence of Spatial Confounding.” In: Proceedings of the 36th

International Conference on Machine Learning, Long Beach, CA, USA, 2019.
Summary: This paper addresses the problem of inferring the causal effect

(section 3.5) of an exposure on an outcome across space, using observational data
in the presence of unobserved confounding variables. We employ the orthogonaliz-
ation technique [2] which involves estimating residuals to obtain the causal effect.
The proposed method provides robustness against errors in these residual estimates
and in capable of estimating heterogeneous or spatially varying causal effect.

Statement of contribution: The central ideas were formulated by Zachariah
and developed together with Osama, who also implemented and tested the method.
Osama and Zachariah were equally responsible for the writing, with important
contributions and feedback from Schön.

Paper III

Muhammad Osama, Dave Zachariah, Peter Stoica, “Prediction of Spatial Point
Processes: Regularized Method with Out-of-Sample Guarantees.” In: 33rd Con-
ference on Neural Information Processing Systems, Vacouver, Canada, 2019.
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Summary: A spatial point process produces point or event data across space
(section 3.4). In this paper, we address the problem of predicting counts of an event
in a given region from point data. Moreover, we propose a regularized criterion
which quantifies uncertainty in the counts by producing valid and informative pre-
diction intervals.

Statement of contribution: The central ideas were formulated by Zachariah
and developed together with Osama, who also implemented and tested the method.
Osama and Zachariah were equally responsible for the writing, with important
contributions and feedback from Stoica.





Introduction

In the world today, many technologies and businesses are data-driven. For ex-
ample, process industries use data to forecast maintenance of equipments to avoid
losses arising from equipment breakdown. Producers of consumer goods and ser-
vices use our search history on the Internet to show us targeted advertisements or
recommend videos and movies. Banks and investment firms use data to assess risk
of investments. At the heart of all such data-driven tasks is the area of machine
learning (ML).

One can think of machine learning as a “journey from data to a decision” and
the road that connects the two objects is optimization. Consider the following ex-
ample. Suppose that a student applied to graduate school and receives offers from
multiple research groups. The target here is to make a decision about which of
the research groups to join. For this purpose, the student will look at data which
will include factors such as research interest, supervisor, work of the supervisor’s
current PhD students, publications and future prospects, etc. S/He will weigh these
factors in the mind and arrive at a decision that is best for him or her. In other
words, s/he will be performing some sort of optimization in his or her head. Ma-
chine learning makes use of different mathematical disciplines, such as statistics,
linear algebra and optimization, to automatically make good decisions using data.

2.1 Data and data generator

The first important object in ML is the data, which we represent here by D as a
collection of n data points, i.e.,

D = {z1, . . . ,zn},

where z is a single data point. D could be something as simple as recordings
of monthly precipitation over the past n months or something as complicated as
someone’s internet search history for the past n days. When we observe some data
D, we assume that it has come from a data generating process (DGP). The DGP,
which we denote here as p(D), is the joint probability density function [1] of all
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6 Chapter 2. Introduction

the n data points, i.e.,
p(D) = p(z1, . . . ,zn). (2.1)

By assuming D ∼ p(D), what we are saying is that the observed data is just one
possible draw from p(D) and if we were to collect data again we would observe
something different.

In ML, it is often assumed that the data points are drawn in an independent and
identically distributed (i.i.d.) manner. That is, the joint distribution p(D) can be
factored as

p(D) =

n∏
i=1

p(zi). (2.2)

Hence the n points that make up the data are n i.i.d. draws from p(z). Let us look
at a few examples of different p(z).

Example 1. An engineer, designing a cooling system for a warehouse, wants

10 12 14 16 18 20
0

0.1

0.2

0.3

0.4

0.5

Figure 2.1: Data generator p(z) and data points zi for Example 1.

to get an accurate measurement of the temperature inside the warehouse. He makes
use of n = 10 temperature sensors and observes the following data:

D = {15, 15.5, 16.5, 14, 13, 14.5, 14.75, 15.25, 11, 19},

where each data point z ∈ R is temperature in ◦C. From the sensor’s specifica-
tion, it is known that the sensors produce random errors, which follow a Laplace
distribution [1] such that we can write

p(z) =
1

2
exp(−|z − 15|),

where 15◦C is the true room temperature. Figure 2.1 shows the data and the distri-
bution p(z).

Example 2. Figure 2.2 shows data of students for the course of ML offered at
a university last semester. Here each data point is a pair, i.e., z = (x, y) ∈ R2
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where y represents the obtained marks of a student in the final exam of the course.
Furthermore, x represents the hours of study spent preparing for the exam. Suppose
the data is drawn i.i.d. from a Gaussian distribution [1], i.e.,

p(z) = p(x, y) = N (x, y|µ, Σ),

whereµ = [E[x], E[y]]> is the mean vector and Σ is the covariance matrix. This

0 2 4 6
55

60

65

Figure 2.2: Data generator p(z), illustrated by contours, and the data points
z = (x, y), denoted by red crosses, for regression data of Example 2.

is a typical example of the many problems in ML where it is of interest to summarize
the association between outcome y and vector of covariates x (also refered to as
inputs).

Example 3. Figure 2.3 shows data obtained from a group of people where
each data point

z = {hours of physical activity, hours of sleep︸ ︷︷ ︸
x

, YES/NO︸ ︷︷ ︸
y

},

corresponds to one person. Here y is answer to the question of whether the person
experiences chronic fatigue or not. The possible answers YES and NO represent
two classes and they are coded by 1 and 0 respectively. Hence y ∈ {1, 0} is called
a binary class label. x is a vector of covariates. The data is drawn i.i.d. from

p(z) = p(x, y) = p(x|y)p(y),

where
p(x|y = 1) = N (x|µ1,Σ1),

p(x|y = 0) = N (x|µ0,Σ0),

are class-conditional probability distributions and

p(y = 1) = 0.5,

p(y = 0) = 0.5,

are the prior class probabilities.
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0 2 4 6 8

2

4

6

8

Figure 2.3: Data generator p(z) and data points z = (x, y) for the classification
data of Example 3. The blue triangles denote attributes x corresponding to people
who do report chronic fatigue (y = 1). The red circles denote attributes x cor-
responding to people who do not report chronic fatigue (y = 0). The contours
denote the class conditional probability distributions.

2.2 Parameter set

After data, the next important task is to make a decision. In Example 1, the en-
gineer may have to decide to report an estimated temperature of the warehouse.
A decision is parameterized by θ and the set of possible decisions is denoted Θ,
which we call the parameter set. Let us consider a few examples.

• The engineer of Example 1 wants to report an estimated temperature from a
set of possible temperatures

Θ = {temperature} = R .

• For Example 2, if we are interested in learning a straight line that summar-
izes the association between obtained marks and hours of study, we want to
choose a line from a set of possible lines

Θ = {all lines with a slope and intercept} = R2 .

• For Example 3, if we are interested in learning a linear classifier, we want to
choose a hyperplane from a set of possible hyperplanes

Θ = {all separating hyperplanes} = R2 .

In ML, we are interested in choosing a θ given Θ using data.
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Figure 2.4: Parameter set with best parameter θ? and learned parameter θ̂. Also
shown are the bias and covariance (blue shaded region) of the learned parameters
across different datasets D.

2.3 Loss function

When talking about choosing a target θ ∈ Θ, the first question that comes to mind
is how should one make that choice? What should be the criterion? This brings us
to the concept of a loss function `(z;θ).

This function quantifies the cost incurred in choosing a particular θ ∈ Θ for an
unobserved data point z ∼ p?(z) where p?(z) is a test distribution. Let us look at
a few examples of some common loss functions used in ML.

Example 4. The engineer in Example 1 could use the squared-error loss
function [1] to estimate the warehouse temperature, i.e.,

`(z; θ) = (z − θ)2. (2.3)

For a data point z, the loss of choosing θ is taken as the square of the error between
z and θ. The loss is shown in Figure 2.5.

5 10 15 20
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40

60

80

100

Figure 2.5: `(z; θ) in (2.3) against θ given z = 14.85◦C.
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Example 5. Suppose we are interested in learning a Gaussian distribution
with unknown mean µ and variance σ2. The parameter set here would be

Θ = {(µ, σ2) ∈ R×R+},

such that θ corresponds to a Gaussian distribution pθ(z) = N (z|µ, σ2). The loss
that is typically used in this situation is the negative log-likelihood or the surprisal
loss [3], i.e.,

`(z;θ) = − log
[
pθ(z)

]
. (2.4)

Intuitively, if z is very improbable in the assumed model pθ(z) then the loss is high
and vice versa. The loss is illustrated in Figure 2.6a.
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(b)

Figure 2.6: (a) `(z;θ) in (2.4) against θ = [µ, σ2] given z = 15. (b) `(z;θ) in
(2.5) against θ = [θ1, θ2] given z = (x, y) = ((3.5, 7.3), 1).

Example 6. Consider Example 3 where each data point is z = (x, y) where
y ∈ {0, 1} is the outcome and x = {hours of activity, hours of sleep} is the
vector of covariates. We are interested in finding a hyperplane in the covariate
space which predicts the outcome. The hyperplane parameterizes the conditional
probability

Pr(y = 1|x) = σ(xTθ), Pr(y = 0|x) = 1− σ(xTθ),

where σ(·) is the sigmoid function [1]. The loss typically used in this problem is a
conditional surprisal loss [1], i.e.,

`(z;θ) = −y ln[Pr(y = 1|x)]− (1− y) ln[Pr(y = 0|x)]. (2.5)

The loss is illustrated in Figure 2.6b.
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2.4 Best parameter

Given the parameter set Θ and the loss function `(z;θ), we can define the best
parameter as the one which minimizes the expected loss, i.e.,

θ? = arg min
θ ∈ Θ

Ep?(z)[`(z;θ)]. (2.6)

In (2.6), z is drawn from a test distribution p?(z) over which we want to evaluate
our decision. Under certain conditions, θ? is uniquely identifiable, for instance
when the loss in (2.6) is strictly convex.

There are several challenges in solving (2.6). The most fundamental is that
p?(z) is unknown. Therefore, we seek to approximate θ? by

θ̂ = arg min
θ ∈ Θ

Epw(z)[`(z;θ)], (2.7)

where we have used pw(z) in lieu of p?(z). Figure 2.4 shows the difference
between θ? and θ̂ conceptually.

The assumed distribution pw(z) belongs to a class of distributions Pw which
is indexed by w. The hyper parameter w is learned using data D = {z1, . . . ,zn}
drawn i.i.d. from a training distribution p(z). Typically, p?(z) ≡ p(z) but in
cases where the testing and training environments are different, this may not be
true.

Example 7. We estimate the warehouse temperature using data in Example 1.
Using the squared-error loss in (2.3) the best parameter θ? is as

θ? = arg min
θ

Ep?(z)

[
(z − θ)2

]
,

where p?(z) = p(z) = 1
2 exp(−|z − 15|) is the Laplace distribution. This

gives θ? = 15◦C. For the approximate parameter, in (2.7) we take pw(z) to be a
nonparametric distribution, i.e.,

pw(z) =
n∑
i=1

wiδ(z − zi),

with wi ≡ n−1. Hence,

θ̂ = arg min
θ

n∑
i=1

1

n
(zi − θ)2,

which is equal to the empirical mean of z, i.e., θ̂ = 1
n

∑n
i=1 zi = 14.85◦C.

Figure 2.7 shows θ? and θ̂.
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Example 8. We fit a Gaussian distribution pθ(z) = N (z | µ, σ2) to the
temperature data in Example 1. Here θ = [µ, σ2]. For this purpose, we use the
negative log-likelihood loss in (2.4). The best parameter is given as,

θ? = arg min
θ

Ep?(z)

[
− ln pθ(z)

]
, (2.8)

= arg min
µ, σ2

1

2
lnσ2 +

1

2σ2
Ep?(z)

[
(z − µ)2

]
. (2.9)

Here p?(z) = p(z) = 1
2 exp(−|z − 15|). The best parameter turns out

θ? = [µ?, σ?2] = [15, 2]. The approximate parameter is given by (2.7) where
for pw(z) we use the empirical distribution with n−1 probability weights as in the
previous example which leads to the maximum likelihood estimate [10]

θ̂ = arg min
θ

1

n

n∑
i=1

− ln pθ(z), (2.10)

= arg min
µ, σ2

1

2
lnσ2 +

1

2nσ2

n∑
i=1

(zi − µ)2 (2.11)

θ̂ = [µ̂, σ̂2] = [14.85, 3.96]. The fitted normal distribution is shown in Figure
2.7.

10 12 14 16 18 20
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Figure 2.7: Comparison of the estimated temperature θ̂ and the best temperature
θ? for Example 7. Comparison of the learned Gaussian distribution N (z | µ̂, σ̂2)
(denoted dashed) and the data generator p(z) (denoted black) for Example 8.

Example 9. We fit a straight line to the data in Example 2 where each data
point z = (x, y). Here, θ = [intercept, slope]. We use the squared-error loss
function, i.e.,

`(z;θ) = (y − [1, x]θ)2.
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The best parameter is given as,

θ? = arg min
θ

Ep?(x, y)

[
(y − [1, x]θ)2

]
,

where p?(x, y) = p(x, y) = N

(
x, y | [3, 60]>,

[
1 0.85

0.85 1

])
. The

best parameter has an analytical expression which gives θ? = [57.45, 0.85]>.
The estimated parameter is given by (2.7) where for pw(x, y) we use the empirical
distribution with equal probability weights, i.e,

pw(x, y) = n−1
n∑
i=1

δ(y − yi, x− xi).

The estimated parameter turns out to be the least-square estimate [10],

θ̂ = arg min
θ

1

n

n∑
i=1

(yi − [1, xi]θ)2 = [57.52, 0.88]>.

Figure 2.8 shows θ? and θ̂.
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Figure 2.8: Comparison of the estimated line θ̂ and the best line θ? for the regres-
sion Example 9.

2.5 Mean square error

The learned θ̂ is a function of data D. In certain applications, it is of interest to
quantify how close we can get to the best parameter, assuming θ? is uniquely iden-
tifiable. This can be quantified using the mean square error (MSE) matrix defined
as [10]

MSE(θ̂) = Ep(D)[(θ̂ − θ?)(θ̂ − θ?)>]. (2.12)
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θ
?
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ΘData

Figure 2.9: An intuitive illustration showing that confidence region Cα is a subset
of parameter space Θ and is constructed using data D.

The average in (2.12) is taken with respect to different draws of data D. Note that
θ̂ in (2.7) is a function of data. Hence, as we draw different data, θ̂ itself varies
and is therefore a random quantity. Let E[θ̂] be the mean of θ̂ and Cov[θ̂] be its
covariance matrix then the MSE in (2.12) can be decomposed as

MSE(θ̂) = (E[θ̂]− θ?)︸ ︷︷ ︸
bias

(E[θ̂]− θ?)> + Cov[θ̂]︸ ︷︷ ︸
variance

, (2.13)

where the expectations are with respect to p(D) as in (2.12). Intuitively the bias
term quantifies the systematic deviation of θ̂ from θ?. The covariance term, in turn,
quantifies the dispersion of θ̂ in the parameter space (see Figure 2.4).

2.6 Confidence region

It is clear from the examples in the previous sections that the estimate θ̂ is not
necessarily equal to the best parameter θ?. We are therefore uncertain about θ?.
Can we carve out a region from Θ and give some sort of guarantee that θ? lies in
it? The answer is yes and such a region is called confidence region [21].

Confidence region Cα is a subset of the parameter set Θ (see Figure 2.9) such
that its probability of covering θ? is at least 1− α. That is,

Pr{θ? ∈ Cα} ≥ 1− α, (2.14)

where α is the probability of miscoverage. For example, if we had 100 datasets
D1, . . . ,D100 and corresponding confidence regions C1

α, . . . , C
100
α then roughly

90 out of 100 of these confidence regions would contain θ? for α = 10%. Let us
look at a few examples.

Example 10. We estimate the confidence region for temperature estimate of
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Figure 2.10: (a) Confidence region (CR) for Example 10 denoted by an orange line.
The red crosses denote the observed temperature z and the black curve denotes the
data generator p(z). (b) Confidence region for Example 11 denoted by grey shaded
region. The blue and red dots denote θ̂ and θ? respectively.

Example 7. The confidence region is given by

Cα = {θ ∈ Θ : |θ̂ − θ?| ≤
√
cασ̂2/n},

where cα is the 1−α quantile of the χ2 distribution with degree of freedom equal to
1 and σ̂2 = n−1(z − θ̂)2 is the sample variance. For confidence level α = 10%,
we have Cα = C0.1 = [13.814, 15.885]◦C, which satisfies (2.14) in the large-
sample regime. It is shown in Figure 2.10a.

Example 11. We estimate the confidence region for the line estimate in
Example 9. Here the confidence region will be a two dimensional region since
θ ∈ R2. The confidence region is given by

Cα = {θ ∈ Θ : |θ̂i − θ?i | ≤
√
cαCii/n i = 1, 2},

where cα is the (1 − α) quantile of the χ2 distribution with degrees of freedom
equal to 2. And Cii is a function of the prediction residuals. For α = 10%, we
have Cα = C0.1 which is shown in Figure 2.10b.

2.7 Prediction region

In the previous section, we discussed confidence regions which are a subset of the
parameter set Θ with some guarantee of containing the best parameter θ?. In cer-
tain problems, however, we are more interested in predicting an unknown outcome
y? at a given covariate x?. In such cases, it makes more sense to form a prediction
region directly in the outcome space. A prediction region is conceptually similar
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Figure 2.11: Prediction interval for Example 12 using (a) data D1, test point
(x?, y?)1 and (b) data D2, test point (x?, y?)2 for miscoverage probability
α = 20%.

to a confidence region. Let the set of outcome y be denoted Y then the prediction
region denoted Pα ⊂ Y is such that its probability of covering y? is at least 1− α.
That is,

Pr{y? ∈ Pα} ≥ 1− α, (2.15)

where α is the probability of miscoverage. Eq. (2.15) says that if we had 100

different prediction problems
(
D, x?, y?

)1
, . . . ,

(
D, x?, y?

)100 and correspond-
ing prediction regions P 1

α, . . . , P
100
α then roughly 95 out of these 100 prediction

regions will contain their outcome for α = 5%. One important difference to
note here, compared to confidence regions, is that y? in (2.15) is a random quantity
whereas θ? in (2.14) is a fixed quantity.

One method that is used to construct prediction regions is called conformal
prediction [19]. Let us apply that to the regression Example 2.

Example 12. We draw n+ 1 datapoints i.i.d. from the two dimensional Gaus-
sian distribution of Example 2 where each data point z = (x, y) is a covariate-
outcome pair. We let the (n + 1)th be the unknown point (x?, y?). We estimate
y? using least-square and construct prediction interval Pα for α = 20% using
conformal prediction framework. Figure 2.11 shows the prediction interval Pα for
two different realizations of data. It can be confirmed that Pα has coverage greater
than 1 − α = 80% as described in (2.15) by evaluating the empirical coverage
over different realizations of data. Over 500 realizations, the empirical coverage
turns out to be 97.4%.
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Many real world data is acquired over space [4, 6]. For example, the population
data at district level or temperature measurements across Sweden or traffic density
across a city. Figure 3.1 shows an example. The dataset D typically looks like

D ={(s1, y1)︸ ︷︷ ︸
z1

, . . . , (sn, yn)︸ ︷︷ ︸
zn

},
(3.1)

where each data point (s, y) consists of a scalar outcome y ∈ R and a spatial
coordinate s ∈ S ⊂ Rds encoding where the outcome y was measured. For in-
stance, for the temperature example in Figure 3.1, y would be the temperature in
◦C and s would be longitude and latitude of the location where the temperature
was recorded. Typically, given D, the aim is to infer some unknown outcome y
at a location s. For example, we may be interested in inferring the temperature
in Uppsala given data D consisting of temperatures of neighboring areas such as

140oE 160oW 100oW

-25oS
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25oN

-1

0

1

2

Figure 3.1: An example of spatial data: Pacific sea surface temperature deviations
in ◦C.
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Figure 3.2: (a) Different realizations of a spatial random process y = A sin
(

2π
5 s
)
.

The dotted line denotes the mean function µ(s). (b) Different realizations from a
Gaussian process over space. The dotted line denotes the mean function µ(s).

Knivsta, Stockholm, etc. The key idea that is utilized for this purpose is that nearby
outcomes tend to be similar which is sensible in the context of space. For example,
we do not expect neighboring cities to have entirely different temperatures. Rather,
we expect their temperatures to be close to one another. Therefore, in order to do
inference, we want to learn how the outcomes at different locations are related to
one another. What is the correlation between them? Is it that if the temperature at
s is high, then the temperature at s′ is low? In the next few sections, we introduce
some basic concepts which will help us answer the above questions and perform
inference.

3.1 Spatial random process

A spatial random process (SRP) y is a random process [11] over some spatial region
indexed by s ∈ S. Every realization of an SRP is a function over space s (see Figure
3.2). Moreover, an SRP at any given spatial coordinate s is a random variable.

Given spatial locations s1, . . . , sn, an SRP is fully described by the following
conditional PDF,

p(y1, . . . , yn|s1, . . . , sn).

Unfortunately, for many real world processes, the task of modelling the conditional
PDF is rather daunting. Therefore, we resort to simpler but less complete descrip-
tions of the SRP.

3.1.1 Mean function

The mean function [11] of an SRP is simply the expected value of the SRP, i.e.,

µ(s) = E[y|s]. (3.2)
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Intuitively, the mean function tells how the average behavior of the SRP varies
across space. For example, in Figures 3.2a and 3.2b we have

µ(s) =
1

2
sin(ω0s), µ(s) = 0.1s, (3.3)

respectively (shown dotted). The mean function of Figure 3.2a tells us that the
average behavior of an SRP varies periodically over space. Similarly, the mean
function of Figure 3.2b tells that on average the SRP has a linear trend across space.

3.1.2 Covariance function

The covariance function [11] captures the notion of how similar or dissimilar are
two samples of an SRP. Let the SRP be sampled at locations s and s′ producing
random variables y and y′, respectively. Then the covariance function is defined as

k(s, s′) = E
[
(y − µ(s))(y′ − µ(s′))|s, s′

]
. (3.4)

Intuitively, the covariance function provides information about whether the random
variables y and y′ tend to vary together or not. Let us consider a few examples.

Example 1. In Figure 3.2a, let s = 1.25 and s′ = 6.25, then it can be seen
from the different realizations in Figure 3.2a that the random variables y and y′ are
above or below the mean together and hence k(s, s′) will be large and positive. On
the other hand, if s′ = 3.75 then y and y′ are always on the opposite sides of their
means therefore the covariance between them will be large and negative. Figure
3.3a shows k(s, s′) as a function of s and s′.

In general, the covariance function in (3.4) is a function of two variables s
and s′. However, there is a specific class of random processes, called wide sense
stationary [11, 10] processes, for which the mean function is constant and the cov-
ariance function is only a function of the difference between the sampled locations,
i.e.,

µ(s) = constant, k(s, s′) = k(s− s′). (3.5)

Example 2. An example of a covariance function in (3.5) is the squared-
exponential covariance function [16], i.e.,

k(s, s′) = k(s− s′) = σ2 exp

(
− 1

2`2s
||s− s′||22

)
, (3.6)

where σ2 is the variance of the SRP, y, and `s is the length scale which controls
how fast the covariance between two samples of SRP decays. Figure 3.3b shows
the covariance function for two different length scales. For a large length scale, the
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Figure 3.3: (a) The covariance function k(s, s′) of the SRP in Figure 3.2a. (b) The
squared-exponential covariance function corresponding to a wide sense stationary
process for two different length scales.

samples of the SRP at a given s − s′ are more similar. In other words, if y is high
then it is more likely for y′ to be high as well. Whereas, for small length scales,
there is less similarity between samples of SRP at a given s− s′. In other words, if
y is high then we cannot say much about y′.

3.2 Inference for spatial data

With the above basic concepts in place, we are now ready to address our main
problem. The problem is inferring an unknown outcome y at an arbitrary location
s given the data D in (3.1). Let,

y = [y1, . . . , yn]>, S = [s1, . . . , sn]

be the vector of observed outcomes and matrix of spatial coordinates respectively.
We want to predict y using a linear combination of observed data θ>y [6, 4]. By
applying the approach outlined in Chapter 2, we proceed to define a loss function
to decide the weights θ. Typically, the squared-error loss function is used,

`(y, s;θ) = (y − θ>y)2. (3.7)

The best model is then defined as

θ? = arg min
θ

Ep?(y, y| s, S)

[
`(y, s;θ)

]
=
{
Ep? [yy>]

}−1
Ep? [yy] (3.8)

where the conditional distribution p?(y, y|s, S) is unknown. Hence, following
from Chapter 2, we replace it with another distribution parameterized by hyper-
parameters w which gives the following approximation to (3.8),

θ̂ = arg min
θ

Epw(y, y| s, S)

[
`(y, s;θ)

]
,

=
(
Kw + µw(S)µw(S)>

)−1(
kw + µw(s)µw(S)

)
.

(3.9)
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The estimate in (3.9) is often called the kriging estimator [4, 5, 6] . Here Kw, kw
and µw(S) are the n×n covariance matrix, n× 1 covariance and mean vectors of
observed data, respectively. They are in turn given by the parameterized covariance
kw(·, ·) and mean µw(·, ·) functions as

[Kw]ij =kw(si, sj), [kw]i = kw(s, si),

µw(S) =[µw(s1), . . . , µw(sn)]>.

There are different ways in which the mean and covariance functions can be para-
meterized and the hyper-parameterw can be learned. Let us look at a few concrete
examples.

Example 3. Let

µw(s) = a, kw(s, s′) = σ2 exp
(
− 1

2`2s
||s− s′||22

)
+ σ2

eδ(s, s′),

where we assume that the underlying SRP has constant mean a and a squared-
exponential covariance function with variance σ2 and length scale `2s and a second
term for noise. Here the unknown hyperparameters arew = [a, σ2, σ2

e , `
2
s]. The

hyperparameters can be learned in different ways. For instance, had we further
made assumption on the distributional form of pw(·) in (3.9) then the hyperpara-
meters could be learned by maximizing the marginal likelihood of the data vector
y [16], or equivalently

ŵ = arg min
w

− ln pw(y|s, S). (3.10)

ŵ could then be plugged in (3.9) to evaluate the kriging estimator.

Example 4. Assume that we have centered the data so that y has zero mean.
We assume a class of covariance functions given by

kw(s, s′) = φ(s)>Λφ(s′) + σ2
eδ(s, s′),

where
φ(s) = [φ1(s), . . . , φdk(s)]>,

is a set of known spatial basis functions [21] and Λ = diag(w1) is a diagonal mat-
rix with diagonal elements given by a nonnegative vector w1. The second term of
the covariance function corresponds to noise. Here the unknown hyperparameters
are

w = [w1, σ
2
e ].

Another way of learning w which does not rely on a particular assumption of
functional form of pw(·) in (3.9) is covariance fitting [5, 22, 17]. For instance, w
could be learned as

ŵ = arg min
w

||yy> −Kw||2F, (3.11)
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Figure 3.4: An example of real spatio-temporal data: Precipitation in mm over a
region of USA for two different months (a) and (b).

where yy> is the sample covariance matrix of the observed data and

Kw = Φ>ΛΦ + σ2
eI,

is the parameterized covariance matrix and Φ = [φ(s1), . . . ,φ(sn)]>. The norm
in (3.11) is the Forbenius norm. We could use other norms as well. The estimate
ŵ from (3.11) can be plugged into (3.9) to give the kriging estimator.

3.3 Inference for spatio-temporal data

In addition to spatial variation, many physical phenomena also vary across time [6]
and produce spatio-temporal datasets. For example, the monthly average temper-
ature across a country acquired over years is a spatio-temporal dataset. Figure 3.4
shows an example. In addition to the information on where, we also obtain time
stamps for the samples. A typical spatio-temporal dataset D looks like,

D = {(s1, t1, y1), . . . , (sn, tn, yn)}, (3.12)

where each data point (s, t, y) consists of an outcome y ∈ R, its spatial coordinate
s ∈ S ⊂ Rds and temporal coordinate t ∈ R. For the temperature example, y
would be the temperature, s would be coordinate in R2 and t would be an index
denoting the month.

Given spatio-temporal coordinates (s1, t1), . . . , (sn, tn), the spatio-temporal
random process is described by the following PDF

p(y1, . . . , yn|s1, t1, . . . , sn, tn)

and partially by its mean function

µ(s, t) = E[y|s, t], (3.13)
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Figure 3.5: a) A realization of a spatio-temporal random process. b) Stationary
covariance function k(s− s′, t− t′) of the spatio-temporal process.

and covariance between two points (s, t) and (s′, t′) given by

k(s, t, s′, t′) = E
[
(y − µ(s, t))(y′ − µ(s′, t′))| s, t, s′, t′

]
. (3.14)

Figure 3.5a shows a realization drawn from a spatio-temporal process y(s, t) with
stationary covariance function k(s− s′, t− t′) shown in Figure 3.5b.

The goal is to infer an unknown outcome y at a spatio-temporal coordinate
(s, t) given the data D in (3.12). Let,

y = [y1, . . . , yn]>, S = [s1, . . . , sn], t = [t1, . . . , tn]>.

Then we use the squared-error loss function in (3.7). Following Section 3.2, the
kriging estimator for space-time is

θ̂ =
(
Kw + µw(S, t)µw(S, t)>

)−1(
kw + µw(s, t)µw(S, t)

)
, (3.15)

where Kw, kw and µ(S, t) are the n× n covariance matrix, n× 1 covariance and
mean vectors of the observed outcome, respectively. They are in turn given by the
parameterized covariance and mean functions according to

[Kw]ij =kw((s, t)i, (s, t)j), [kw]i = kw((s, t), (s, t)i),

µw(S, t) =[µw(s1, t1), . . . , µw(sn, tn)]>,

where [·]ij denotes the (i, j) element of a matrix and [·]i denotes the ith element of
a vector. The mean and the covariance functions can be parameterized in a similar
way to Example 4.

Example 5. Assume that we have centered the data so that y has zero mean.
We assume a class of covariance functions given by

kw(s, t, s′, t′) = φ(s, t)>Λφ(s, t) + σ2
eδ(s, t, s

′, t′), (3.16)
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where
φ(s, t) = [φ1(s, t), . . . , φdk(s, t)]>, (3.17)

is a set of known spatio-temporal basis function φ(s, t). It basically determines
how two space-time points (s, t) and (s′, t′) are correlated with one another.
Λ = diag(w1) is a diagonal matrix. The spatio-temporal basis function can
itself be constructed in a number of ways. One way is using the Kronecker product
which provides a natural extension of a basis to higher dimensions, i.e.,

φ(s, t) = φ(s)⊗ φ(t). (3.18)

Here the hyper-parameters are w = [w1, σ
2
e ] which can be learned using the

covariance fitting methodology as described in Example 4.

3.4 Spatial point process

A spatial point process is a random process over space which produces random
realizations of locations si ∈ S ⊂ Rds of some event in space [7, 6]. For instance,
locations of reported cases of an epidemic disease in a country or the locations of
reported crimes can be considered to be realization s of a spatial point process.
Figure 3.6a shows an example.

Since events can occur at random locations, the number of events or counts in
a spatial region Sr ⊂ S denoted y ∈ N is also random (see Figure 3.6a). Here
r = 1, . . . , R indexes the spatial regions. A typical example is the Poisson point
process [6] in which

y ∼ Poisson(E[y|r]). (3.19)

That is the counts in a region is a Poisson random variable with mean counts E[y|r].
The mean counts of a point process in a region Sr can be expressed in terms of the
intensity function [7, 6] of the point process:

E[y|r] =

∫
Sr
λ(s)ds, (3.20)

where λ(s) is the intensity function. As the name suggests, the intensity function
gives the notion of the average counts per unit area. There are more events where
the intensity function is high and fewer events where it is low (see Figure 3.6b).

Typically, the observed data can be represented as

D = {(r1, y1), . . . , (rn, yn)}, (3.21)

where each data point (r, y) is a pair of the observed counts y ∈ N in a region Sr
with index r. A common goal is to predict the unknown counts in a given region
Sr indexed by r (Figure 3.6b).
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Figure 3.6: (a) Locations of crimes in the city of Portland, USA denoted with
crosses. The red box shows a spatial region Sr. (b) Illustration of an intensity
function. The typical problem is to infer an unknown outcome y in a given region
Sr as shown.

One way to address the above problem is to learn the conditional data generat-
ing distribution of counts given region, i.e., p(y|r) by fitting a parametric distribu-
tion pθ(y|r). Then the predicted counts at r could be given by Eθ[y|r]. To learn
the parametric distribution, we use the surprisal loss [3] discussed in Chapter 2,
i.e.,

`(y, r;θ) = − ln
[
pθ(y|r)

]
. (3.22)

Then the best model is defined as

θ? = arg min
θ

Ep?(y|r)
[
− ln pθ(y|r)

]
. (3.23)

However, since p?(y|r) is typically unknown we replace it by another distribution
pw(y|r) where w are hyper-parameters. If pw(y|r) is taken to be the empirical
distribution then the approximation to (3.23) is,

θ̂ = arg min
θ

1

n

n∑
i=1

− ln pθ(yi|ri). (3.24)

This corresponds to the maximum likelihood approach. Other regularized ap-
proaches which provide some guarantees of closeness in some sense between θ̂
and θ? [13] can be employed instead of (3.24).

Example 6. Typically, the parametric distribution pθ(y|r) is taken to be
Poisson distribution

pθ(y|r) = Poisson
(
Eθ[y|r]

)
, (3.25)

where Eθ[y|r] is the mean of the Poisson distribution. The mean depends on θ and
can be parameterized, for instance, using a spatial basis function

Eθ[y|r] = exp
(
φ(r)>θ

)
. (3.26)
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Here φ(r) is a d-dimensional basis vector whose components are made up of spa-
tial basis functions e.g. cubic b-spline [21]. The basis vector encodes the assump-
tion that the average counts in neighboring regions vary smoothly. With pθ(y|r)
specified, θ̂ can be learned using (3.24).

Once θ̂ has been obtained, then the predicted counts at r are given

ŷ = E
θ̂
[y|r], (3.27)

and it is of interest to construct prediction intervals over the counts Pα = [ŷl, ŷu].
The intensity function λ(s) is another quantity of interest in literature [8, 20,

9]. Under the assumption that λ(s) is approximately constant in a region, it can be
estimated as ∫

Sr
λ(s)ds ≈ λ|Sr|, λ̂ =

E
θ̂
[y|r]
|Sr|

, (3.28)

where |Sr| is the area of the region Sr. Moreover, the prediction interval Pα can
be translated to intervals over intensity using (3.28).

3.5 Causal inference in space

Causal inference is about inferring what the causal effect of an exposure variable
x is on an outcome variable y. For example, suppose we want to test whether a
particular fertilizer improves the crop yield or not. To determine this an experiment
is performed whereby we consider several plots of agricultural land indexed by the
spatial index s. Here, x ∈ {0, 1} is the exposure variable indicating whether a
plot is exposed to the fertilizer or not. Moreover, let yx̃ be the crop yield of a plot
when assigning x := x̃ as illustrated in Figure 3.7a. The average causal effect in
this case is defined as [12]

τ , E?[y1]− E?[y0], (3.29)

where
E?[yx̃] =

∫
yx̃p

?(yx̃|s)p?(s)dsdyx̃. (3.30)

Using empirical distributions in lieu of p?(s, yx̃) yields the estimate τ̂ ≈ En[y1]−
En[y0] = −58.33.

A fundamental problem for causal inference from data is that we can only
observe one of the possible outcomes per sample. Hence, we have to distinguish
between the observed or factual outcome y and the potential or counterfactual
outcome yx̃, compare Figures 3.7a and 3.7b. In Figure 3.7b, the grey plots denote
the plots exposed to the fertilizers and therefore y = y1, whereas the white plots
denote those unexposed and y = y0. More formally, the problem is that we
observe data

D = {(s1, x1, y1), . . . , (sn, xn, yn)}, (3.31)
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Figure 3.7: (a) Agricultural plots with outcomes y1 and y0 corresponding to crop
yield in [kg/hectare] under fertilizer and no fertilizer exposure, respectively. In
this example the average causal effect of the exposure on the outcome is negative.
(b) Agricultural plots with observed outcomes y equal to one of the two possible
outcomes. Plots exposed to fertilizers are shaded grey.

where (s, x, y) are drawn i.i.d. from the factual distribution p(s, x, y) whereas
we want to infer the average causal effect in (3.29) which depends on the counter-
factual distribution p?(s, x, yx̃). We will now relate the factual and counterfactual
distributions in two different cases.

3.5.1 Randomized exposure assignment

By randomized assignment of exposure, we mean that the data follows the follow-
ing structural causal model (SCM) [15],

p(s, x, y) :


s = fs(us),

x = fx(ux),

y = fy(s, x, uy).

(3.32)

Here us, ux and uy are independent random variables and f(·) denote unknown
functions. The SCM is a quite general nonparametric model of the structure that
induces the data-generating process p(s, x, y). Contrary to (3.32), p?(s, x, yx̃) is
induced by the following SCM,

p?(s, x, yx̃) :


s = fs(us),

x = fx(ux),

yx̃ = fy(s, x̃, uy).

(3.33)

The SCM in (3.33) induces the counterfactual distribution with outcome yx̃, which
would have been observed, had the exposure x been assigned the value x̃. The
directed acyclic graph (DAG) in Figure 3.8 highlights how the variables in (3.33)
relate to the variables in (3.32).



28 Chapter 3. Background to the papers

s

x yexex

Figure 3.8: DAG corresponding to the SCM in (3.33)

From the relations of the variables in the DAG , it can be deduced that the
counterfactual outcome yx̃ is independent of the factual exposure x, i.e.,

yx̃ ⊥⊥ x. (3.34)

It follows then that,

E?[yx̃] = E?[yx̃|x = x̃] = E[y|x = x̃]. (3.35)

The first equality in (3.35) follows from (3.34) and the second equality follows
from consistency of the nonparametric equations. The equality in (3.35) establishes
a relation between the distribution in (3.32) and (3.33), where E[y|x = x̃] can be
estimated from observed data and hence the causal effect in (3.29) can be obtained.
For the crop yield example

τ = E?[y1]− E?[y0] = E[y|x = 1]− E[y|x = 0]. (3.36)

For Figure 3.7b where the plots have been exposed (grey shaded) randomly E[y|x =
1] ≈ En[y|x = 1] = 300 and E[y|x = 0] ≈ En[y|x = 0] = 417 and hence
τ̂ = −117.

3.5.2 Non-randomized exposure assignment

In practice, the exposure x is often assigned in a non-randomized manner. For
instance, in the crop yield example it is possible that whether a plot was exposed to
a fertilizer or not depends on whether the farmer could afford it or not. Figure 3.9a
shows the spatial distribution of wealth among farmers. Only rich farmers are able
to afford the fertilizer and hence we have a non-randomized exposure assignment
as shown in Figure 3.9b. Moreover, the rich farmer owns the more expensive and
fertile land (Figure 3.9c). In this case, if we estimate the causal effect as above,
then τ̂ = 50 which turns out to be positive whereas the actual τ is negative.
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Figure 3.9: (a) Spatial variation of wealth of farmers. (b) Non-randomized ex-
posure assignment. Grey shading denotes plots which are exposed to fertilizers,
i.e., x = 1 and white denotes plots for which x = 0. Note that only plots where
farmers are wealthier are exposed. (c) Spatial variation of soil fertility, a proxy for
cost of land. More fertile land is owned by wealthier farmers. (d) DAG of the
counterfactual distribution.

This is a result of spatial confounding [18] when a spatially varying variable c
(farmer wealth) affects both the exposure x (fertilizer) and the outcome y (yield).
The SCM for the counterfactual distribution is summarized in Figure 3.9d. In this
case, unlike (3.34) we have that

yx̃ 6⊥⊥ x.

As a result,

E[yx̃] 6= E[y|x = x̃]. (3.37)

We are not able to tell apart the association with the confounding variable c from
that of the exposure x. For example, in the group of plots exposed to fertilizers
x = 1, a high expected yield E[y|x = 1] could be because of the fertilizer or
because the farmers there owned inherently more fertile land.

The association is created by the non-causal path [14] between x and yx̃ that
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can be blocked by conditioning on space s. That is,

yx̃ ⊥⊥ x|s, (3.38)

and as a result

E?[yx̃] =

∫
E?[yx̃|s]p?(s)ds =

∫
E?[yx̃|x = x̃, s]p(s)ds,

=

∫
E[y|x = x̃, s]p(s)ds.

(3.39)

The relationship in (3.39) can be exploited to estimate the average causal effect.



Concluding remarks

4.1 Conclusion

In this thesis, we address different machine learning problems that arise in the
context of spatial and spatio-temporal data.

In Paper I, we address the problem of data size by proposing a sequential
spatio-temporal predictor which can be evaluated and updated as data arrives in
a stream. The predictor utilizes a covariance fitting methodology. We show using
synthetic and real data that the proposed method is capable of capturing spatially
varying temporal trends and makes good predictions in large missing space-time
blocks as well.

In Paper II , we consider the problem of inferring the causal effect between an
exposure and a response variable in presence of spatial confounding as discussed
in Section 3.5. We utilize the conditional independence property discussed in Sec-
tion 3.5 and propose a method that is capable of estimating heterogeneous effects
in both continuous and discrete space. The method is also robust to errors in estim-
ates of residuals obtained as a result of orthogonalizing the exposure and response
variable.

In Paper III, we consider event or point data generated by a point process Sec-
tion 3.4. Specifically, we propose a method for producing prediction intervals over
counts of events in a region with valid coverage properties as discussed in Section
2.7. The prediction is based on a regularized criterion which is shown to produce
tight intervals as compared to unregularized maximum likelihood using numerical
experiments. We also produce intensity estimates from the predicted counts as
discussed in Section 3.4.

4.2 Future work

There are several possible avenues for future work in our mind. The work has
opened up an interesting research path into robust machine learning methods. We
are now developing methodologies for robust learning in presence of outliers in
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training data, and more generally when training and test distributions differ. Fur-
thermore, we are also looking into different applications of the spatio-temporal
model of Paper I. For instance, we are using the model to study the migration of
fish in Greenland area and see if it provides any connections to global warming.
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Paper I: Learning localized spatio-
temporal models from streaming
data

Abstract

We address the problem of predicting spatio-temporal processes with temporal pat-
terns that vary across spatial regions, when data is obtained as a stream. That is,
when the training dataset is augmented sequentially. Specifically, we develop a
localized spatio-temporal covariance model of the process that can capture spa-
tially varying temporal periodicities in the data. We then apply a covariance-fitting
methodology to learn the model parameters which yields a predictor that can be
updated sequentially with each new data point. The proposed method is evaluated
using both synthetic and real climate data which demonstrate its ability to accur-
ately predict data missing in spatial regions over time.

5.1 Introduction

Many real-world processes of interest, ranging from climate variables to brain sig-
nals, are spatio-temporal in nature, cf. [6]. That is, they can be described as a
random quantity that varies over some fixed spatial and temporal domain. Suppose
we obtain n training points from a real-valued spatio-temporal process,

Dn =
{

(s1, t1, y1), . . . , (sn, tn, yn)
}
,

where yi denotes the quantity of interest observed at the ith training point, with
spatial coordinate si and time ti. For notational convenience, let (s, t, y) denote an
unobserved test point in space-time where y is unknown. Then a common goal is
to predict y in unobserved space-time regions (s, t) using Dn. Specifically, certain
spatial regions may have limited data coverage over extended periods of time, as
illustrated in Figure 5.1.

1
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t

s

Figure 5.1: Example of training points (dots) in Dn over a bounded space-time
domain S × T with one spatial dimension. Note that the sampling pattern may
be irregular and that it is not possible to provide complete spatial coverage at all
times. A typical problem is to predict the process in unobserved regions (shaded).

In real-world applications, Dn need not be gathered in a single batch but ob-
tained in parts over time from various sensors, stations, satellites, etc. That is, the
dataset is augmented sequentially, i.e., n = 1, 2, . . . , N . In these streaming data
scenarios, we are interested in continuous refinement of the prediction of y at (s, t)
as new data is augmented into Dn+1.

The unknown data-generating process is often assumed to belong to a class
of data models indexed by a parameter θ. Each model θ in the class yields a
predictor ŷθ(s, t) of y at test point (s, t). A specific set of model parameters θ̂ is
learned using Dn. Examples of commonly used model classes include Gaussian
Processes (GP) [13], spatio-temporal random effects models [5], dynamic factor
analysis models [10, 8], spatial random effect models extended to incorporate time
as an additional dimension [25] (cf. related work section below). For many spatio-
temporal applications, the model class should be capable of expressing temporal
patterns that change across different spatial regions. Moreover, for streaming data
scenarios, the learned parameter θ̂ and the resulting predictor ŷ

θ̂
(s, t) should be

updated in a sequential manner.
Our contribution in this paper is two-fold:

• we develop a non-stationary, localized covariance model capable of captur-
ing temporal patterns that change across space, as illustrated in Figure 5.2.

• we show how to sequentially learn the covariance model parameters and
update the predictor from streaming spatio-temporal data, with a runtime
that is linear in n.

In Section 5.2, we relate our work to already existing approaches and introduce a
commonly used model class in Section 5.3. In Section 5.4 we develop a localized
spatio-temporal covariance model to be used in conjunction with a covariance-



5.2. Related work 3

fitting learning approach. Finally, the proposed method is evaluated using synthetic
and real climate data in Sections 5.5 and 5.6, respectively.

Notation: col{s1, s2} stacks both elements into a single column vector. ⊗,
δ(·), ‖·‖W and † denote the Kronecker product, Kronecker delta function, weighted
`2-norm and Moore-Penrose inverse, respectively. Finally, the sample mean is
denoted by Ê[si] = 1

n

∑n
i=1 si.

5.2 Related work

A popular model class is the family of GPs, specified by a mean and covariance
function [13]. This approach is computationally prohibitive in its basic form since
both learning the model parameters θ and implementing the predictor ŷθ(s, t) re-
quires a runtime on the order of O(N3), where N is typically large in spatio-
temporal applications. The predictor implementation can be approximated using
various techniques. One popular approach is to approximate the training data using
m� N inducing points which reduces the runtime toO(m2N) [11, 2]. Moreover,
by assuming Kronecker covariance functions it is possible to obtain even shorter
runtimes by utilizing the Kronecker structure of the GP covariance matrix [14]. If
the model class is restricted to stationary covariance functions, the runtimes can be
reduced further, cf. [14, 23]. In the space-time domain, such models are also equi-
valent to dynamical system models so that ŷθ(s, t) can be approximated using a
basis expansion and implemented by a Kalman smoother [16]. In the above cases,
however, θ and ŷθ(s, t) are not updated jointly when obtaining streaming data.

The restriction to stationary covariance models is, moreover, not always ad-
equate to capture temporal patterns that differ across spatial regions. This modeling
limitation is addressed by [5], where a discrete-time model class is partially spe-
cified using a spatial basis function expansion with time-varying expansion coef-
ficients. These are modeled as a first-order vector auto-regressive process. The
coefficients thus determine a spatial pattern of the process that evolves at each
discrete time-instant. This model class can capture patterns localized to specific
regions in space, unlike stationary covariance models. The predictor ŷθ(s, t) can
be viewed as a spatial fixed-rank kriging method that is updated via a Kalman filter
and thus applicable to streaming data (cf. [4]). The model parameter θ, how-
ever, is learned using a moment-fitting approach and operates on batch rather than
streaming datasets. Other work using dynamic factor analysis models [10, 8] simil-
arly allow for time-varying coefficients but with more flexible data-adaptive basis.
However, they are implemented using Markov Chain Monte Carlo methods which
are computationally prohibitive for the scenarios considered herein.

Moreover, a first-order auto-regressive structure may not accurately capture
more complex temporal patterns observed in real spatio-temporal processes. The
approach taken by [25] circumvents this limitation using basis functions that are
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localized in both space and time. Time locality cannot, however, capture periodic
patterns or trends necessary for interpolation over longer periods. The model para-
meters are learned using an expectation-maximization method which is not readily
applicable to streaming data scenarios.
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Figure 5.2: Example illustrations of spatio-temporal covariance structures that are
possible using the proposed function φ(s, t). Contour plots of Covθ[y, y

′] for y
at a test point (s, t) (red cross) and y′ at all other coordinates (s′, t′) in the space-
time domain. For sake of illustration, the spatial dimension is d = 1. (a) Test
point (s, t) = (9, 4). The test point is positively correlated with only neighbouring
points in space and has a constant covariance with points across time. (b) Test
point (s, t) = (4.5, 0). The covariance is local in space as in (a) but across time the
covariance decays slowly. (c) Test point (s, t) = (2, 7). The covariance is periodic.

5.3 Spatio-temporal model class

We begin by defining the data vector y = col{y1, y2, . . . , yn} obtained from Dn.
For the test point (s, t), we consider the unbiased predictor of y as a linear com-
bination of the data [18]:

ŷ(s, t) = λ>(s, t)y, (5.1)

where λ>(s, t) is a vector of n weights which naturally depend on the test point
(s, t). The weight vector is defined as the minimizer of the conditional mean square
prediction error. That is,

λ(s, t) , arg min
λ

E
[

(y − λ>y)2
∣∣ s, t

]
. (5.2)

Since the conditional error is determined by the unknown distribution
p(y,y|s, t, s1, t1, . . . , sn, tn), we specify a class of data-generating models, using
only the mean and covariance [6]:{

E[y] = u>(s, t)η,

Cov[y, y′] = φ>(s, t)Θφ(s′, t′) + θ0δ(s, s
′)δ(t, t′).

(5.3)
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The function u(s, t) captures the expected trend of the entire spatio-temporal pro-
cess y, and when there is no such general trend we set u(s, t) ≡ 1. The func-
tion φ(s, t) captures the smoothness of the process in space-time and is of di-
mension p × 1. The parameter matrix Θ is diagonal and specifies the relev-
ance of each dimension of φ(s, t) similar to the way in which automatic relev-
ance determination is sometimes used within the GP [20, 7]. Taken together,
(5.3) specifies a class of models, each of which is indexed by the parameters
(η,Θ, θ0). The p + 1 covariance parameters (Θ, θ0), which we collectively de-
note by θ = col{θ0, θ1, . . . , θp} for notational convenience, determine the spatio-
temporal covariance structure Covθ[y, y

′] which depends on the function φ(s, t).
In the next section, we will specify φ(s, t) to develop a suitable covariance model
to capture local spatial and periodic temporal patterns.

For a given model in the class, the optimal weights (5.2) are given in closed
form [18] as

λθ(s, t) = K−11(1>K−11)† + K−1Π⊥ΦΘφ(s, t),

where the subindex highlights the model parameter dependence. The quantities in
λθ(s, t) are determined by the regressor matrix

Φ =
[
φ(s1, t1) . . . φ(sn, tn)

]>
and the following covariance matrix

Kθ = Cov[y,y] = ΦΘΦ> + θ0I � 0, (5.4)

with Π⊥ = I− 1(1>K−11)†1K−1 being an oblique projector onto span(1)⊥.
The optimal weights are invariant to the mean parameters ∼ η and to uniform

scaling of the p+1 covariance parameters θ. By learning θ up to an arbitrary scale
factor, the predictor (5.1) is given by the linear combiner weights λθ(s, t). If we
assume that the process is Gaussian, the model can be learned using the maximum
likelihood framework. However, this yields neither a convex problem nor one that
is readily solved in a sequential manner as Dn is augmented sequentially. In the
next section, we apply a convex covariance-fitting framework to learn the spatio-
temporal model using streaming data.

5.4 Proposed method

Below we specify the function φ(s, t) in (5.3) such that the spatio-temporal covari-
ance structure Covθ[y, y

′] can express local spatial patterns with varying temporal
periodicities as illustrated in Figure 5.2. Subsequently, we apply a covariance-
fitting methodology for learning the model parameters such that the predictor (5.1)
can be updated sequentially for each new observation [24].
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5.4.1 Local-periodic space-time basis

The function φ(s, t) varies over a space-time domain S × T ⊂ Rd+1 and its
elements can be thought of as basis functions. It is formulated as a Kronecker
product of a time and space bases,

φ(s, t) = ψ(t)⊗ϕ(s), (5.5)

for compactness.
We begin by specifying the spatial function as

ϕ(s) = ϕ1(s1)⊗ · · · ⊗ϕd(sd), (5.6)

where the basis vector for the ith spatial dimension,

ϕi(si) = col{ ϕi,1(si), · · · , ϕi,Ns(si) } (5.7)

is composed ofNs localized components with a finite supportL. For notational
simplicity, we consider Ns and L to be same for each dimension i. Based on their
computational attractiveness and local approximation properties we use a cubic
spline basis [13, 21]. Then (5.7) is given by (6.15), where c determines the location
of a component. Figure 5.3a illustrates the components as a function of its spatial
dimension. We place the centers c of each component uniformly across the spatial
dimensions.

ϕ(s) =



1
6f(s)3 (c−2)L

4 ≤ s < (c−1)L
4

−1
2 f(s)3 + 2f(s)2 − 2f(s) + 2

3
(c−1)L

4 ≤ s < Lc
4

1
2f(s)3 − 4f(s)2 + 10f(s)− 22

3
Lc
4 ≤ s <

(c+1)L
4

−1
6 f(s)3 + 2f(s)2 − 8f(s) + 32

3
(c+1)L

4 ≤ s ≤ (c+2)L
4

0 otherwise

(5.8)

where f(s) = 4s
L − c+ 2.

Using ϕ(s) allows for covariance structures that are localized in space in such
a way that neighbouring points have a nonnegative correlation and points far from
each other have no correlation as determined by the support size L. Hence for a
given L, the resulting covariance structure can capture local spatial patterns of a
certain scale and can easily be extended to cover multiple scales by replacing (5.5)
with for example

φ(s, t) = ψ(t)⊗
[
ϕL1

(s)
ϕL2

(s)

]
that accommodates two different support sizes L1 and L2. The number of basis
functions Ns is chosen such that adjacent localized components ϕi(s) have over-
lapping support to cater for points in between them. This requirement is fulfilled
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Figure 5.3: (a) Components of the local spatial basis ϕ1(s1) and ϕ2(s2), respect-
ively. Each component is centered at red crosses on the spatial axes s1 and s2. (b)
Components of the periodic temporal basis ψ(t).

by choosing Ns >
Rs
L where Rs is the range of the spatial dimension. For example

whenNs = 2Rs
L , the adjacent component ϕi(s) have 50 percent overlap. The max-

imum value ofNs is limited by the number of training points and the computational
resources that are available.

The temporal function ψ(t) is also specified by a basis

ψ(t) = col{ ψ0(t), ψ1(t), . . . , ψNt(t) }. (5.9)

However, to be able to predict missing data of the type illustrated in Figure 5.1 we
cannot rely on a localized basis for extended interpolations over space-time. Due
to its good approximating properties we instead apply the periodic basis developed
by [17] defined over a range T = [0, Rt]:

ψk(t) =

{
1, k = 0,

1√
Rt

sin (kπ t+Rt2Rt
), otherwise,

(5.10)

Similar to a Fourier basis, ψ(t) allows for periodic covariance structures that cap-
ture both fixed and periodic patterns in the data along time with different frequen-
cies. Moreover, as Nt grows, any temporally stationary covariance structure can
be captured, cf. [17]. Using (5.10), the maximum frequency in the model is Nt

4Rt
.

Hence, depending on the data and the highest frequency periodic patterns we may
expect in it, an appropriate value of Nt can be chosen.

In summary, the proposed spatio-temporal basisφ(s, t) in (5.5) is of dimension
p = Nd

s (Nt + 1) and yields a covariance function Covθ[y, y
′] that may vary tem-

porally with different frequencies specific to different spatial regions, as illustrated
in Figure 5.2. The covariance structure is determined by the parameter θ, which
we learn using a covariance-fitting methodology considered next.

5.4.2 Learning method for streaming data

We describe a covariance-fitting approach for learning the model parameter θ, up
to an arbitrary scale factor, from streaming data. Given a training dataset Dn, this
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approach enables us to update the predictor ŷθ(s, t) = λ>θ (s, t)y from (5.1) in a
streaming fashion as n = 1, 2, . . . . We consider fitting the model covariance struc-
ture of the training data y, which is parameterized by θ in (5.4), to the empirical
structure. Let us first define a normalized sample covariance matrix of the training
data,

K̃ =
(y − 1η)(y − 1η)>

‖y − 1η‖2
.

Here 1 corresponds to using u(s, t) ≡ 1. Then the optimal model parameters are
given by a covariance-fitting criterion (cf. [3, 1, 4, 19]) with minimizer:

θ̂ = arg min
θ

∥∥K̃−Kθ

∥∥2

K−1
θ

(5.11)

Here the matrix norm corresponds to a weighted norm which penalizes correlated
residuals. The learned parameter θ̂ is invariant with respect to the mean parameter
η and can be rescaled by an arbitrary scale factor [24]. Moreover, the resulting
predictor corresponding to θ̂ in equation (5.1) can be written in the equivalent
form:

ŷ
θ̂
(s, t) ≡ α>(s, t)w? (5.12)

where α(s, t) = col{1,φ(s, t)}. The (p + 1)-dimensional weight vector w? is
defined as the minimizer

w? = arg min
w

√
Ê
[
|yi −α>(si, ti)w|2

]
+

1√
N
‖ζ �w‖1 (5.13)

where the elements of ζ are given by

ζj =

{
1√
N
‖[Φ]j−1‖2, j > 1,

0, otherwise,

For proofs of these relations and a derivation of its computational properties, see
[24].

The resulting predictor in (5.12) is called the SPICE (sparse iterative covariance-
based estimation) predictor. It is computed via a convex and sparsifying regularized
minimization problem that can be solved using coordinate descent with recursively
updated quantities at each new training point (sn, tn, yn). By exploiting this struc-
ture, our predictor ŷ

θ̂
(s, t) can now be updated with streaming data as n = 1, 2, . . . .

A pseudocode implementation is provided in Algorithm 1. The key recursively up-
dated quantities passed from one update to the next are the symmetric matrix Γ
and the vectors ρ and w̌ of dimension p+ 1 along with the scalar ∼ κ. Here w̌ is
the weight vector at sample n− 1, which is initialized at zero along with the above
variables in Algorithm 1. The runtime is linear in n and constant in memory. That
is, for a fixed training data sizeN , the total runtime of the algorithm is on the order
O(Np2) and its memory requirement is O(p2). For further details, we refer the
reader to the supplementary material. Code available at github.

https://github.com/Muhammad-Osama/Localized-Spatio-temporal-Models
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Algorithm 1 Learning from streaming datasets
Input: (sn, tn, yn) and w̌
Γ := Γ +α(sn, tn)α>(sn, tn)
ρ := ρ+α(sn, tn)yn
κ := κ+ y2

n

ε := κ+ w̌>Γw̌ − 2w̌>ρ
τ := ρ− Γw̌
repeat
j = 1, . . . , p+ 1
cj := τj + Γjjw̌j
if j = 1 then
wj :=

cj
Γjj

else
aj := ε+ Γjjw̌

2
j + 2w̌jτj

ŝj := sign(cj)

r̂j :=
|cj |
Γjj
− 1

Γjj

√
ajΓjj−|cj |2

n−1

wj :=

{
ŝj r̂j

√
n− 1|cj | >

√
ajΓjj − |cj |2

0 otherwise
end if
ε := ε+ Γjj(w̌j − w?j )2 + 2(w̌j − w?j )τj
τ := τ + [Γ]j(w̌j − w?j )

until number of iterations equal L
Output: w? = w̌
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5.5 Synthetic data

The proposed method has been derived for predictions using large and/or streaming
data sets. We now demonstrate its predictive properties using synthetic data and for
the sake of reference compare it with a GPR (Gaussian process regression) method
using different covariance functions Cov[y, y′].

5.5.1 Damped planar wave

To illustrate a dynamically evolving process, we consider planar a wave in
one-dimensional space and time, cf. Figure 5.4a. The unknown process is gener-
ated according to:

y(s, t) = cos

(
2π

λs
(s− vst)

)
exp

(
− s

20

)
+ ε, (5.14)

where vs is the speed of the wave along space in units per second, λs is the
wavelength in units of space and ε is a zero-mean white Gaussian process with
standard deviation σ.

Note that the process decays exponentially as it propagates through space. For
our experiments, we set vs = 3 [spatial units/sec], λs = 9 [spatial units] and
σ = 0.3. Synthetic data is generated over a uniform grid and a subset ofN = 700
training points are used. Different contiguous space-time blocks are selected as test
regions to resemble realistic scenarios in which the coverage of sensors, satellites
or other measurement equipment is incomplete. For example, the dashed white
boxes in Figure 5.4 emulate cases where data over a small region is missing most
of the time. By contrast, the dashed black boxes correspond to cases when data
over large spatial regions is missing some of the time.

The process in these test regions as well as at other randomly missing points
is predicted using the proposed method with Nt = 25, Ns = 15 and a spatial
basis support set to L = 5 spatial units. This results in φ(s, t) being of dimen-
sion p = Ns(Nt + 1) = 390. The mean-square error (MSE) of the prediction is
shown in Figure 5.4b and evaluated using 25 Monte Carlo simulations. The re-
gion in the white box extends over almost the entire time dimension, hence there
are very few neighbouring training points in time to draw upon for prediction and
no information about the periodicities in the region. Instead our method leverages
the neighbouring spatial information to obtain a good prediction resulting in a low
MSE. Both black boxes are test regions that have neighbouring training points that
provide temporal information about the process. However, left region has training
points both before and after whereas the right region only has points before, yield-
ing a more challenging prediction problem. Nevertheless, the proposed method is
able to learn both the periodic and the local damping patterns to provide accurate
predictions in both regions.
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Figure 5.4: (a) Realization of the damped planar wave process y(s, t) defined in
(5.14). (b) MSE of the proposed method. The red dots denote training points. The
white and black dashed boxes represent contiguous space-time test regions where
the data is missing. (c) MSE of GPR using the Matérn ARD covariance model. (d)
MSE of GPR using using periodic Matérn ARD covariance function.

We include also the MSE of GPR using two different covariance functions
learned by a numerical maximum likelihood search. While this method is not ap-
plicable to the streaming data of interest here, it provides a performance reference.
First, we use a Matérn ARD covariance model [12] to carefully adapt both space
and time dimensions. In Figure 5.4c it is seen that the resulting prediction errors
are markedly worse for the large missing spatial regions and the method naturally
fails to capture the periodic pattern of the process. Next, we use a periodic Matérn
ARD covariance model to also capture space-time periodicity. However, the MSE
(Figure 5.4d) is degraded throughout, which is possibly due to the non-convex op-
timization problem used to learn the model parameters. It may lead to local minima
issues, including learning erroneous periods.



12 Paper I

0 5 10 15

time

0

1

2

3

4

5

6

7

8

9

10

sp
ac

e

-1.5

-1

-0.5

0

0.5

1

1.5

(a)

0 5 10 15

time

0

1

2

3

4

5

6

7

8

9

10

sp
ac

e

0

0.5

1

1.5

(b)

0 5 10 15

time

0

1

2

3

4

5

6

7

8

9

10

sp
ac

e

0

0.5

1

1.5

(c)

Figure 5.5: (a) Realization of the process y(s, t) defined in (5.15) with varying
periods across space. (b) MSE of the proposed method which is able to learn
different periodic temporal patterns across space. The red dots denote training
points. The black dashed box marks a contiguous test region. (c) MSE of GPR

using periodic Matérn ARD covariance model.

5.5.2 Varying seasonalities across space

Here we generate a process that emulates scenarios of temporal periodicities which
may vary across spatial regions. This occurs e.g. in climate data. Figure 5.5a shows
a realization of a process generated according to

y(s, t) = cos

(
2π

T (s)
t

)
+ ε (5.15)

where the period T (s) differs across space and ε is zero-mean white Gaussian
process with standard deviation σ = 0.3. In the upper region of the spatial domain
T (s) =∞, i.e., the process has a constant mean. In the middle and bottom regions
T (s) is large and small, respectively. The data is generated over a uniform grid
and a subset of N = 600 points is used for training. A contiguous space-time
block, marked by the dashed black box in Figure 5.5, forms a test region to emulate
scenarios where data can be missing over a large spatial region for some time.

For the proposed method we useNt = 35, Ns = 15 and a support of L = 3 for
the spatial basis, so that p = Ns(Nt + 1) = 540. For the GPR we use the periodic
Matérn ARD kernel. Figures 5.5b and 5.5c show the MSE performance of the
proposed method and GPR respectively which were obtained using 25 Monte Carlo
simulations. The MSE of the proposed method is overall lower than that of GPR,
both in the dashed test region as well as outside it. Unlike the proposed method,
GPR has one parameter to fit to an overall periodic pattern and is thus unable to
learn spatially localized patterns. Thus after learning, the process is predicted to be
be nearly constant along time for all parts of the spatial region.
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5.6 Real data

We now demonstrate the proposed method for much larger, and possibly streaming,
real-world datasets.

5.6.1 Pacific Sea Surface Temperature

As a first application example, we use tropical pacific Sea Surface Temperature
(SST) data [22]. These data represent gridded monthly SST anomalies, in ◦C,
from January 1970 through March 2003 over a spatial region from 29◦S to 29◦N
and 124◦E to 70◦W. The spatial resolution of the data is 2◦ in both latitude and
longitude.

Here we consider data from the first 36 months, making the total number of
space-time data points equal to 36×2 520 = 90 720. In the first experiment, train-
ing points are sampled randomly across space-time and the missing data constitute
the test points. Here we set N = 63 503 as the number of training points. For the
proposed method we set Nt = 100, Ns = 8 and the spatial support L to be half
of each spatial dimension. Then p = N2

s (Nt + 1) = 6 464. Figure 5.6a shows the
prediction error histogram of all test points across the spatio-temporal domain. We
see that it is centered around zero and its dispersion is considerably narrower than
the dynamic range of the data.

In the second experiment, we select a contiguous space-time block as a test
region in addition to other test points to evaluate the performance in scenarios
where data over entire spatial regions are missing for a period of time. Data falling
within the spatial region marked by the black dashed box in Figure 5.6c is missing
beyond month 26, as indicated by the black dashed line in Figure 5.6d. Here N =
18 144 are the number of training points. The prediction error histogram for this
second experiment is shown in Figure 5.6b and remains fairly narrow. Figure 5.6c
illustrates the predicted SST anomalies [◦C] for a spatial slice at month t = 30. We
pick a spatial point in a region where the El Niño effect, i.e., the periodic warming
of the equatorial Pacific Sea Surface [15], is known to be noticeable. The prediction
of the SST anomalies at this spatial location across time along with the true SST
is illustrated with Figure 5.6d. Note that the predictor is able to track the rising
temperature deviation also for the missing data.

5.6.2 Precipitation data

As a second application example, we use precipitation data from the Climate Re-
search Unit (CRU) time series datasets of climate variations [9]. The precipitation
data consists of monthly rainfall in millimeter over a period from 1901 to 2012 ob-
tained with high spatial resolution (0.5 by 0.5 degree) over the whole planet. Here
we consider a five year period from 2001 to 2005 and between spatial coordinates
95◦W to 107◦W and 40◦N to 50◦N. This yields a total number of 28 800 data points.
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Figure 5.6: (a) Histogram of prediction error of all test points in the first scenario
with randomly sampled training points. Note that the dynamic range of the data
is [−3.2, 3.2] ◦C.(b) Histogram of prediction error of all test points for the second
scenario with a contiguous space-time block as test region. The plots in red are
fitted Gaussian distributions (c) Contour plot of predicted SST for a single spatial
slice at time t = 30. The red dots denote training points and the black dashed
box indicates a contiguous test region. The red cross denotes a point of interest in
which the El Niño effect can be observed. (d) Comparison of time series of actual
and estimated SST for the point marked by the red cross in 5.6c. The data to the
right of the black dashed line is not seen during training.

The spatial region indicated by the black dashed box in Figure 5.7b beyond
month t = 47, as seen in Figure 5.7c, constitutes a contiguous test region, in
addition to other randomly selected test points. The remaining N = 14 400 points
are used for training.

For the proposed method we set Nt = 300, Ns = 6 and the spatial sup-
port L to be half of each spatial dimension. Then p = N2

s (Nt + 1) = 10 836.
Figure 5.7a shows the prediction error histogram for the precipitation test data. It
is centered around zero and its dispersion is narrower than the dynamic range of
the data. Figure 5.7b shows the contour plot of predicted precipitation for a spa-



5.7. Conclusion 15

(a)

106oW 105oW 104oW 103oW 102oW 101oW 100oW

Longitude

41oN

42oN

43oN

44oN

45oN

46oN

La
tit

ud
e

40

60

80

100

120

140

160

180

200

220

(b)

0 10 20 30 40 50 60

time

0

20

40

60

80

100

120

140

160

P
re

ci
pi

ta
tio

n 
in

 m
m

Actual
Estimated
Training data ends

(c)

0 10 20 30 40 50 60

time

0

20

40

60

80

100

120

140

160

P
re

ci
pi

ta
tio

n 
in

 m
m

Actual
Estimated
Training data ends

(d)

Figure 5.7: (a) Histogram of prediction error for all test points of precipitation data.
The dynamic range of the data is [0, 226] millimeters (b) Contour plot of predicted
precipitation for a single spatial slice at time t = 54. Data inside the black dashed
box marks the contiguous test region and is not seen during training. The red dots
denote training points. (c) The actual and estimated precipitation time series for the
the spatial point marked by red cross in figure 5.7b. (d) The actual and estimated
precipitation time series for the the spatial point marked by red addition sign in
figure 5.7b. The data to the right of the black dashed line is part of the contiguous
test region and is not used during training.

tial slice at month t = 54. The red cross and plus marker indicate spatial points
whose actual and predicted time series are compared in Figures 5.7c and 5.7d, re-
spectively. Note that the estimated precipitation tracks the true precipitation well
everywhere even to the right of the black dashed line where the data was not seen
during training. Note the ability of the predictor to track the different seasonal
patterns in the missing regions.

5.7 Conclusion

We proposed a method in which a spatio-temporal predictor ŷ
θ̂
(s, t) can be learned

and updated sequentially as spatio-temporal data is obtained as a stream. It is cap-
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able of capturing spatially varying temporal patterns, using a non-stationary covari-
ance model that is learned using a covariance-fitting approach. We demonstrated,
using both simulated and real climate data, that it is capable of producing accurate
predictions in large unobserved space-time test regions. In future work, we intend
to further improve the computational efficiency of the method by exploiting the
spatially localized structure of the covariance model.
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[11] Joaquin Quiñonero-Candela and Carl Edward Rasmussen. “A unifying view
of sparse approximate Gaussian process regression”. In: Journal of Machine
Learning Research 6.Dec (2005), pp. 1939–1959.

[12] Carl Edward Rasmussen and Hannes Nickisch. “Gaussian processes for ma-
chine learning (GPML) toolbox”. In: Journal of Machine Learning Research
11.Nov (2010), pp. 3011–3015.

[13] Carl Edward Rasmussen and Chris Williams. Gaussian processes for ma-
chine learning. MIT press Cambridge, 2006.
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Paper II: Inferring heterogeneous
causal effects in presence of
spatial confounding

Abstract

We address the problem of inferring the causal effect of an exposure on an outcome
across space, using observational data. The data is possibly subject to unmeas-
ured confounding variables which, in a standard approach, must be adjusted for
by estimating a nuisance function. Here we develop a method that eliminates the
nuisance function, while mitigating the resulting errors-in-variables. The result is
a robust and accurate inference method for spatially varying heterogeneous causal
effects. The properties of the method are demonstrated on synthetic as well as real
data from Germany and the US.

6.1 Introduction

In a wide range of scientific analyses, the quantity of interest is the causal ef-
fect of an exposure z on an outcome y, which may vary across space. Consider,
for instance, the causal effect of fertilizer usage z on crop yield y. The effect,
denoted τ , quantifies how the average crop yield changes per unit of change of
fertilizer quantity. Due to variations in the soil, τ will vary as a function of
spatial location s. The goal in this paper is to infer the effect τ from a finite
datasetDn = {(yi, zi, si)}ni=1. Unmeasured confounding variables, however,
render this problem non-trivial. Consider a case illustrated in Figure 6.1a, where
there is a positive association between exposure and outcome yet the causal effect
is zero, i.e., τ ≡ 0. The causal structure underlying the data-generating process
can be expressed using structural equations and summarized by a directed acyclic
graph (DAG) [16, 15, 11]. The structure is illustrated in Figure 6.1b, where c de-
notes an unmeasured confounding variable which gives rise to a strong association

1
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Figure 6.1: Illustration of spatial confounding. (a) Data exhibiting a clear asso-
ciation between exposure z and outcome y. (b) Causal structure underlying the
data-generating process, summarized as a DAG where s denotes spatial location
and c is an unmeasured variable. Note that the causal effect of the exposure is zero.

between z and y despite there being no causal effect. This situation is referred to
as spatial confounding.

The bulk of the existing literature considers a fixed effect τ across space and,
moreover, views c as a residual spatial variation using a spatial random effect (SRE)
model [3]. For example, [18] estimate the effect of socioeconomic factors on stom-
ach cancer incidence ratio using a Gaussian prior model for c(s). Such approaches
end up biasing the effect estimates and various restricted spatial regression tech-
niques attempt to mitigate these problems, cf. [6, 7, 5, 13, 14]. The geoadditive
structural equation model (GSEM) in [20] eliminates the bias problem by exploit-
ing the causal structure underlying the data generating process. Specifically, they
employ a linear Gaussian structural equation model and implicitly remove the spa-
tial variation in z and y due to c. While it is capable of removing systematic errors,
the GSEM method is only applicable to discrete space and homogeneous or fixed
causal effects. The effect may, however, be heterogeneous with respect to spa-
tial location. For example, when applying the method to study the effect of work
experience on monthly income [20], it is quite possible that experience will have
greater effect in regions with dense industries and high-skilled jobs, as compared
to areas dominated by low-skilled jobs.

Existing methods for heterogeneous causal effect build upon statistical ma-
chine learning methods but do not address spatially varying effects specifically
and are, moreover, mainly restricted to binary or categorical exposures z [8, 21,
10, 12]. The standard formulation of the inference problem requires estimating a
nuisance function, which leads to significant biases when inferring τ even in the
large-sample regime. The orthogonalized formulation introduced by [2] circum-
vents this problem but results in multiplicative errors that are not addressed in the
finite sample regime.
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In this paper, we develop an inference method based on the orthogonalized
formulation that

• can infer heterogeneous causal effects with respect to spatial location,

• is operational in discretized as well as continuous space,

• provides robust and conservative estimates in the finite sample regime.

The outline of the paper is as follows: In Section 6.2, we present the problem setup
and define the heterogeneous effect. In Section 6.3, we introduce a model of the
effect and develop a robust orthogonalized formulation. The resulting method is
demonstrated on both simulated as well as real data in Section 6.4.

Notation: col{a1, a2} stacks both elements into a single column vector. ⊗
denotes the Kronecker product. En[a] = 1

n

∑n
i=1 ai denotes the sample mean of

a.

6.2 Problem Formulation

We consider continuous exposures z and outcomes y. Spatial location or region is
indexed by s ∈ S, where S ⊂ Rd, if space is continuous, or S = {1, . . . , d}, when
space is partitioned into d discrete regions.

Let y(z̃) be the counterfactual outcome had the exposure been assigned to z̃,
contrary to the observed value z. The (average) causal effect of the exposure at
location s is then defined as

τ ,
d

dz̃
E
[
y(z̃)

∣∣ s ], (6.1)

We consider scenarios in which the conditional independence

z ⊥ y(z̃) | s (6.2)

holds. Figure 6.2 shows examples of causal structures for which (6.2) is valid. To
illustrate the effect of an unmeasured confounding variable, we consider a simple
example based on the structure in Fig. 6.2a.

Example:
Let space s be continuous one dimensional. We generate data Dn shown in
Fig. 6.1a based on the structure

y = τ(s)z + c(s),

z = c(s) + ε,

which corresponds to Fig. 6.2a and where c(s) is an unmeasured confounding
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Figure 6.2: Examples of different DAG configurations that result in spatial con-
founding, where c is an unmeasured confounding variable. The proposed method
can address scenarios that include (a)-(d).

variable described as a spatial Gaussian Process

c(s) ∼ GP(0, k(s, s′))

with a Matérn plus white noise covariance function [17] and ε is white Gaussian
noise. We consider two cases of effects:
Case 1: Fixed effect τ(s) ≡ 0. A standard approach is to parameterize the
unknown effect by a constant and adjust or control for the unmeasured c(s) by
considering it as spatially structured noise [3]. The effect is then readily estim-
ated using a generalized least squares method that weights the residuals based
on the covariance structure of c(s). Fig. 6.3a shows the resulting estimate τ̂ and
its 95% confidence interval (CI) along with τ(s). As can be seen, the estimate is
biased and provides misleading inferences. By contrast, the method we propose
in this work produces an estimate with 95% CI that clearly contains the true ef-
fect, see Fig. 6.3b.
Case 2: Heterogeneous effect τ(s). In some applications, the effect may
vary significantly across space and even change sign. Unlike the standard ap-
proaches, the proposed method can also estimate spatially varying τ(s), as
shown in Fig. 6.3c. The estimate closely follows the true effect, whose sign
changes across space.

The inability to control for unmeasured c(s) by exploiting its spatial correlation
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(a) (b) (c)

Figure 6.3: Illustration of example. The effect τ(s) of the exposure (dashed line)
and its estimates τ̂(s) (solid line) with 95% CI (shaded regions). Case 1: using
(a) the SRE model and (b) The proposed method. Case 2: proposed method in (c).
Note that the SRE model is not applicable in this case.

structure arises because the variable is taken to be independent of the exposure z
[13]. As we see in the example, however, z is highly correlated with c(s).

We now formulate the problem in the general case, building upon (6.2) and
modularity [15, 19, 11] we obtain the identity

E
[
y(z̃)|s

]
≡ E

[
y|z = z̃, s

]
. (6.3)

Locally at s, we assume that the expected outcome (6.3) is well approximated by
an affine function with respect to the exposure z̃. Then it follows from (6.1) that
the effect is a function of space alone, that is, τ(s). By combining (6.1) and (6.3),
we get

τ(s) =
d

dz
E[y|z, s]

∣∣∣∣
z=z̃

After integrating both sides with respect to z, this yields

E[y|z, s] = τ(s)z + β(s) (6.4)

which implies the following form of the outcome

y = τ(s)z + β(s) + ε, (6.5)

where β(s) is a nuisance function and ε is a zero-mean error term that is uncor-
related with any function of z and s. We see that in the general case, β(s) will
be correlated with a spatially varying exposure z. Therefore omitting it, as in the
example above, gives rise to bias due to spatial confounding. On the other hand,
taking this term directly into account requires the estimation of a high-dimensional
nuisance function β(s) jointly with the effect τ(s). This leads to non-negligible
biases in the finite sample case as pointed out by [2] (Illustrated in Fig 6.4 below).
These limitations motivate an alternative approach to infer τ̂(s) from Dn.



6 Paper II

6.3 Method

In this section, we begin by deriving an orthogonalized formulation of the problem
that circumvents the need to directly estimate the nuisance function β(s) in (6.5).
Then we develop a robust errors-in-variables method that yields heterogeneous
effect estimates τ̂(s) as a function of the spatial location s. Finally, we specify a
spatial predictive model that we employ in the subsequent experimental section.

6.3.1 Orthogonalized formulation

Consider residualized versions of the outcome and exposure, w = y − E[y|s]
and v = z − E[z|s], respectively. These residuals are orthogonal to s and in
combination with (6.4) and (6.5), we obtain an orthogonalized formulation

w = y −
∫

E[y|z, s]p(z|s) dz

= τ(s)v + ε,

(6.6)

which eliminates the nuisance function β(s).
To estimate the effect, which is a general function of s, we consider a flexible

parametric model class

τθ(s) ∈
{
f(s) : f = φ>(s)θ

}
, (6.7)

where φ(s) is a spatial basis vector described below and θ is a dθ × 1 parameter
vector. Thus the effect is directly identifiable from the residuals given in (6.6).

6.3.2 Robust errors-in-variables approach

In practice, however, the conditional means E[y|s] and E[z|s] are unknown and
they are replaced by empirical predictors. Thus the residuals can be written as

w =
(
y − Ê[y|s]

)︸ ︷︷ ︸
ŵ

+
(
Ê[y|s]− E[y|s]

)︸ ︷︷ ︸
w̃

(6.8a)

v =
(
z − Ê[z|s]

)︸ ︷︷ ︸
v̂

+
(
Ê[z|s]− E[z|s]

)︸ ︷︷ ︸
ṽ

, (6.8b)

where w̃ and ṽ denote errors. Let

δ(s) = ṽφ(s) (6.9)

denote an unobservable random vector. Plugging (6.8) and the parametric model
from (6.7) into (6.6), we obtain the following relation

ŵ =
(
v̂φ(s) + δ(s)

)>
θ + ε̃, (6.10)
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where ε̃ = ε− w̃ is an unknown error. Hence using (6.10), it is therefore possible
to estimate the effect as

τ̂(s) = φ>(s)θ̂, (6.11)

where the parameter vector θ̂ is learned from D̃n =
{(
ŵi, v̂i,φ(si)

)}n
i=1
. This can

be done using the least-squares (LS) method, which ignores the unknown deviation
δ(s) in (6.10). It was shown by [2] that LS nevertheless has good asymptotic
properties in the case of fixed effects, that is when τθ(s) ≡ θ. The deviation δ(s),
however, yields errors that are correlated with θ so that the LS-based estimate
exhibits notable finite-sample biases.

To tackle this problem, we propose using a robust learning method that takes
into account the errors-in-variables arising from the unknown deviations. Specific-
ally, we formulate a convex minimax problem

θ̂ = arg min
θ

{
max
δ∈∆

√
En
[∣∣ŵ − (v̂φ(s) + δ

)>
θ
∣∣2] } , (6.12)

where ∆ denotes an uncertainty set for a deviation δ. In this way the method mitig-
ates the worst case deviations in the set, which we now determine on conservative
statistical grounds.

When using an empirical predictor of the exposure, it is reasonable to assume
that the error term ṽ in (6.8) tends to be smaller than v̂, in terms of their second-
order moments. Considering the unknown deviation (6.9), this assumption on ṽ
motivates a conservative upper bound on δ as specified by the uncertainty set

∆ =
{
δ : En

[
|δk|2

]
≤ 1

n
En
[
|v̂φk(s)|2

]
, ∀k

}
.

Using (6.12), we ensure that the estimated effect is robust against the worst devi-
ations in the set.

To provide further insight to (6.12), we may reformulate the minimax problem
as

min
θ

√
En
[∣∣ŵ − v̂φ>(s)θ

∣∣2]+

dθ∑
k=1

√
1

n
En [|v̂φk(s)|2]|θi|,

using Theorem 1 in [23]. Note that the first term is the square root of the LS cri-
terion and the second term results in a data-adaptive regularization that mitigates
overfitting and biases the estimator against spurious effects. Moreover, the prob-
lem can be solved in runtime O(nd2

θ) using the algorithm by [24]. This property
enables the efficient computation of bootstrap confidence intervals for τ̂(s). We
use the pivotal bootstrap method [22] to obtain CIs below.
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6.3.3 Estimating residuals

The conditional means in (6.8) are MSE-optimal predictors of the exposure and the
outcome. In lieu of these, we use predictors Ê[y|s] and Ê[z|s] as approximations.

Any reasonable prediction method is applicable since (6.12) mitigates both of
the errors w̃ and ṽ. To match the form of the spatial model in (6.7), we consider
here predictors that are linear in the parameters so that

ŵ(λ) = y −ψ>(s)λ, (6.13a)

v̂(λ) = z −ψ>(s)λ, (6.13b)

where λ denote the parameters and ψ(s) = col{1,φ(s)} for simplicity. To learn
the parameters, we use here the method in [25] for which learned parameters are
given as

λw = arg min
λ

√
En
[∣∣ŵ(λ)

∣∣2]+

dθ+1∑
k=2

√
1

n
En [|ψk(s)|2]|λk|,

λv = arg min
λ

√
En
[∣∣v̂(λ)

∣∣2]+

dθ+1∑
k=2

√
1

n
En [|ψk(s)|2]|λk|,

where weighted penalty term yields tuning-free regularization that mitigates
overfitting in a data-adaptive manner. In addition, λw and λv can be obtained in a
computationally efficient manner. Plugging in λw and λv in (6.13) yields ŵ and v̂,
respectively.

Combining the predictors with (6.12) leads to a robust orthogonalized method
for spatially varying causal effect estimation (ROSCE).

6.3.4 Spatial basis function

The form of the spatial basis vector φ(s) in (6.7) depends on whether the space s
is continuous or discrete.

Continuous space

In the continuous case, we consider S ⊂ Rd. For clarity of explanation we restrict
our description here to the case when d = 2, but modifications to one or three
dimensional space are straightforward. In two dimensions, let s = {s1, s2} and

φ(s) = φ1(s1)⊗ φ2(s2), (6.14)

where

φ1(s1) = col{φi,1(s1), . . . , φi,Ns(s1)},
φ2(s2) = col{φi,1(s2), . . . , φi,Ns(s2)}.
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Each φi(si) is composed of Ns components. Based on their attractive approxim-
ation and computational properties, we use the cubic b-spline functions in (6.15),
where c determines the location of each component and L determines the function
support [22].

φ(s) =



1
6f(s)3 (c−2)L

4 ≤ s < (c−1)L
4

−1
2 f(s)3 + 2f(s)2 − 2f(s) + 2

3
(c−1)L

4 ≤ s < Lc
4

1
2f(s)3 − 4f(s)2 + 10f(s)− 22

3
Lc
4 ≤ s <

(c+1)L
4

−1
6 f(s)3 + 2f(s)2 − 8f(s) + 32

3
(c+1)L

4 ≤ s ≤ (c+2)L
4

0 otherwise

(6.15)

where f(s) = 4s
L − c+ 2

Thus the effect τ(s) is approximated as a linear combination of b-splines
placed at different points across space via the model class (6.7). The maximum
value of Ns is practically limited by the number of data points n and the avail-
able computational resources. For 2-dimensional space with Ns components the
dimension of parameter θ in (6.7) is dθ = N2

s .
The approximation accuracy of the model class introduced above is readily

refined by incorporating b-splines with multiple supports. For instance,

φ(s) =

[
φL1

(s)
φL2

(s)

]
(6.16)

accommodates two different support sizes L1 and L2. This enables inferring the
effects at different spatial resolutions.

Discrete space

In the discrete case, the space consists of d disjoint regions S = {1, . . . , d} and the
spatial basis vector is simply

φ(s) = col
{
I(s = 1), . . . , I(s = d)

}
, (6.17)

where I(s = k) denotes the indicator function. The above choice of φ(s) yields a
model class for with an average effect τ(s) for every discrete region s.

6.4 Experimental Results

In this section, we demonstrate the proposed ROSCE method using simulated data
for both continuous and discrete space. We subsequently apply the method to real
data.
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6.4.1 Continuous two-dimensional space

First, we illustrate ROSCE in continuous two-dimensional space S = [0, 10]2. The
outcome is generated according to

y = τ(s)z + β(s) + ε,

where the effect of the exposure varies according to

τ(s) = cos

(
2πs1

20
+

2πs2

20

)
,

as shown in Figure 6.4a. Note that τ(s) does not belong to the model class (6.7),
but can nevertheless be well approximated using the b-splines basis. The nuisance
function is β(s) = φ>0 (s)η, where φ0(s) is a b-spline basis with Ns = 10 and
support L = 0.2× 10 (10 being the range of s in each dimension), see Sec. 6.3.4.
The unknown coefficients were drawn as η ∼ N (0, I). The exposure and error
are distributed as z ∼ N (0.5 × β(s), 1) and ε ∼ N (0, 0.22), respectively. We
generate a dataset Dn = {(yi, zi, si)}ni=1, where n = 676. The samples of s were
drawn uniformly across S.

For estimation, we use a basis vector φ(s) with Ns = 10. To capture multiple
resolutions, we use three levels of supports L1 = 0.2× 10, L2 = 0.4× 10 and
L3 = 0.85 × 10, cf. (6.16). For the sake of comparison, we consider a direct
approach to estimate τ(s) using (6.5), which requires the joint estimation of the
nuisance function β(s). For the latter, we use the well-specified model φ>(s)λ,
which contains φ0(s) since L1 = L. The effect and nuisance functions are jointly
estimated using the LS method.

Figure 6.4b and 6.4c show the estimate τ̂(s) obtained using ROSCE and the
direct approach, respectively. It can be clearly seen that the latter results in very
poor effect estimates, due to the high-dimensionality of β(s). In contrast to this,
the ROSCE method approximates the true effect well. Moreover, we also evaluate
95% confidence interval (CI) using the pivotal bootstrap method [22] and 3000
bootstrap iterations for both methods. Figure 6.4d shows the effect τ(s) along the
left diagonal with the 95% CIs of the two methods. The direct approach infers
insignificant effects, both where the true effect is actually positive and as well
where the true effect is negative. The inference is also inconsistent, reporting a
significant effect with an opposite sign to the true effect at around s = 6. The CI
of ROSCE, on the other hand, is consistent with the true effect.

6.4.2 Discrete spatial regions

Next, we illustrate ROSCE in the simple case of discrete space S = {1, . . . , d} and
compare it with a naive LS approach. The outcome is generated according to

y = τ(s)z + β(s) + ε,



6.4. Experimental Results 11

0 5 10
s

1

0

5

10

s 2

-1

0

1

(a)

0 5 10
s

1

0

5

10

s 2

-1

0

1

(b)

0 5 10
s

1

0

5

10

s 2

-1

0

1

(c) (d)

Figure 6.4: (a) Exposure effect τ(s) across two-dimensional space S and estimated
effects τ̂(s) from Dn using (b) ROSCE and (c) direct approach. (d) τ(s) along left
diagonal (dashed line) along with 95%-CI for ROSCE (grey shaded) and direct
approach (yellow shaded).

where the effect of the exposure varies across d = 5 regions as

τ(s) = cos

(
2π

2d
s

)
and the nuisance function is β(s) = 2− s. The exposure and error are distributed
as z ∼ N (cos

(
2π
2ds
)
, 1) and ε ∼ N (0, 0.22), respectively. We generate a dataset

Dn, where n = 500 and the samples are drawn uniformly across space.
The vector φ(s) is given by (6.17). For the sake of comparison, we consider

a standard LS regression approach, in which the predictive effect of the exposure
in each region is estimated separately. Figures 6.5a and 6.5b illustrate the differ-
ence between ROSCE, which takes the causal structure into account, and a standard
regression approach. The latter leads to nonnegligible biases and misleading infer-
ences, see for instance the inferred effect in region 5.

6.4.3 Robustness to errors-in-variables

Finally, we illustrate the robustness of the method against the unobserved devi-
ations δ(s). We consider one-dimensional continuous space S = [0, 10] with an
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(a) (b)

Figure 6.5: Effect τ(s) (dots), estimated effect τ̂(s) (crosses) and the 95%-CI
(shaded) across five spatial regions using (a) ROSCE (b) standard regression ap-
proach.

effect parameterized as τ(s) = φ>(s)θ0, where θ0 has dimension dθ = 10. We
generate n = 41 samples and, for clarity, let ε̃ in (6.10) be zero, so that the only
estimation error arises via ṽ. The residual v = v̂ + ṽ in (6.8) is generated with
independent variables

v̂, ṽ ∼ N (0, 1),

which yields large errors.
We compare ROSCE with an LS estimator applied to (6.10), which assumes

δ ≡ 0. An example realization of the estimates τ̂(s) is shown in Figures 6.6a and
6.6b. We see that ROSCE biases the estimates towards zero and reduces the risk
of reporting spurious effects. Correspondingly, this method reports larger regions
in which effects are significant (via 95%-CIs) as compared to the LS method. We
repeat the experiment using Monte Carlo simulations and confirm in Figure 6.6c
that the proposed method is less prone to report spurious effects under errors-in-
variables than an LS-based approach.

6.4.4 German income data

We proceed to illustrate the method with real datasets. In these examples, the
space is partitioned into discrete regions. First, we consider the average household
income in Euros at county level in Germany for the year 2012 [9].

Suppose we are interested in studying the effect of age z on income y across
Germany’s federal states. The observed data is Dn = {(yi, zi, si)}n=366

i=1 which
spans d = 11 states. The data is standardized to have zero mean and unit standard
deviation. For the sake of illustration, suppose that different regions have different
age demographics but also different economic structures with varying levels of un-
employment. Then the unemployment level, denoted c, acts as a spatial confounder
on the relation between age and income [20], see Figure 6.7.
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(a) (b) (c)

Figure 6.6: Illustrating robustness to errors-in-variables. True effect τ(s) (dashed
line), estimate τ̂(s) (solid line) and 95%-CI (grey shaded region) using (a) ROSCE

and (b) LS-based method for single dataset. (c) Dispersion of estimates using
ROSCE (green shaded) and LS (yellow shaded) in terms of 5th and 95th quantiles
[Q5, Q95], based on 100 Monte Carlo simulations. Note where the estimates are
positive, ROSCE concentrates the estimates on the positive side for all simulations
in contrast to the LS method.

(a) (b) (c)

Figure 6.7: German data (a) Income [Euro]. (b) Age [years]. (c) Unemployment
rate [%]. The dark color denotes high values while the light color denotes small
values.

Assuming that c is unknown, we use ROSCE to infer the average change in
income per year of age, i.e., τ(s). The result is shown in Figure 6.8a, where we
do not infer any significant causal effects across states. By contrast, when using a
standard regression approach to infer the predictive effect in each state, we find sig-
nificant negative effects of age in four states, see Figure 6.8b. For comparison with
ROSCE, we control for county-level unemployment rates in each state by partialing
out c from both z and y, and then estimating the effect from the residuals. The
results in Figure 6.8c corroborate those reported in Figure 6.8a in that the effects
remain insignificant when the unobserved variables are taken into account.
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(a) (b) (c)

Figure 6.8: Inferred effect of age on median income τ̂(s) (blue crosses) along
with 95%-CI (shaded) for 11 different federal states in Germany. (a) ROSCE, (b)
standard regression approach, (c) regression after controlling for unemployment.
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Figure 6.9: USA data: (a) The estimated effect τ̂(s) of number of poor families on
average number of crimes due to theft, larcency and burglary. (b) Significance of
estimated effect τ̂(s).

6.4.5 US Crime data

Next, we are interested in studying the effect of poverty on crime, which has been
a longstanding research topic in criminology. Based on a review of 273 different
studies, [4] concluded that there is an inverse association between an individual’s
socioeconomic status and criminal behavior. We use number of crimes and number
of poor families data on county level from US census of year 2000 [1] to test
if our method is able infer such a causal effect. The outcome y considered is
the total number of crimes due to theft, larcency and burglary. The exposure z
considered is the number of families that are classified as poor. The observed data
is Dn = {(yi, zi, si)}n=2786

i=1 which spans over d = 50 states.
Figure 6.9 shows the estimated effect of number of poor families on crimes

due to theft, larcency and burglary τ̂(s). It is estimated to be positive for all states,
where the estimates are significant in all but three states as shown in Figure 6.9b.
The results are thus consistent with previous findings. We find that across most
states, eliminating poverty among ten families, reduces on average three crimes (of
either theft, larceny and burglary).

We also consider the effect of education on income using percentage of people
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getting high school education and further and median annual household income
data at county level from US census of year 2000 [1]. Figure S1 in the supplement-
ary material shows the estimated effect τ̂(s) of education attainment percentage on
annual median household income. Our method gives a positive effect which one
would intuitively expect between these two quantities.

6.5 Conclusion

We have proposed a method for estimating heterogeneous effects of an exposure
on an outcome variable in presence of possible unmeasured spatially varying con-
founding variables. The method is applicable to both continuous and discrete space
s. The orthogonalized approach circumvents joint estimation of a possibly high-
dimensional nuisance function while the robust estimation approach mitigates the
resulting errors-in-variables. We demonstrated the properties of the method on
synthetic data and illustrated its potential use in real-world applications. Link to
code: github.
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Paper III: Prediction of spatial point
processes: Regularized method
with out-of-sample guarantees

Abstract

A spatial point process can be characterized by an intensity function which predicts
the number of events that occur across space. In this paper, we develop a method to
infer predictive intensity intervals by learning a spatial model using a regularized
criterion. We prove that the proposed method exhibits out-of-sample prediction
performance guarantees which, unlike standard estimators, are valid even when
the spatial model is misspecified. The method is demonstrated using synthetic as
well as real spatial data.

7.1 Introduction

Spatial point processes can be found in a range of applications from astronomy
and biology to ecology and criminology. These processes can be characterized by
a nonnegative intensity function λ(x) which predicts the number of events that
occur across space parameterized by x ∈ X [7, 3].

A standard approach to estimate the intensity function of a process is to use
nonparametric kernel density-based methods [5, 8]. These smoothing techniques
require, however, careful tuning of kernel bandwidth parameters and are, more im-
portantly, subject to selection biases. That is, in regions where no events have been
observed, the intensity is inferred to be zero and no measure is readily available
for a user to assess the uncertainty of such predictions. More advanced methods
infer the intensity by assuming a parameterized model of the data-generating pro-
cess, such as inhomogeneous Poisson point process models. One popular model
is the log-Gaussian Cox process (LGCP) model [9] where the intensity function is
modeled as a Gaussian process [16] via a logarithmic link function to ensure non-

1
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negativity. However, the infinite dimensionality of the intensity function makes this
model computationally prohibitive and substantial effort has been devoted to de-
velop more tractable approximation methods based on gridding [9, 13], variational
inference [15, 12], Markov chain Monte Carlo [1] and Laplace approximations [20]
for the log and other link functions. A more fundamental problem remains in that
their resulting uncertainty measures are not calibrated to the actual out-of-sample
variability of the number of events across space. Poor calibration consequently
leads to unreliable inferences of the process.

In this paper, we develop a spatially varying intensity interval with provable
out-of-sample performance guarantees. Our contributions can be summarized as
follows:

• the interval reliably covers out-of-sample events with a specified probability
by building on the conformal prediction framework [19],

• it is constructed using a predictive spatial Poisson model with provable out-
of-sample accuracy,

• its size appropriately increases in regions with missing data to reflect inher-
ent uncertainty and mitigate sampling biases,

• the statistical guarantees remain valid even when the assumed Poisson model
is misspecified.

Thus the proposed method yields both reliable and informative predictive intervals
under a wider range of conditions than standard methods which depend on the
assumed model, e.g. LGCP [9], to match the unknown data-generating process.

Notations: En[a] = n−1
∑n

i=1 ai denotes the sample mean of a. The element-
wise Hadamard product is denoted �.

7.2 Problem formulation

The intensity function λ(x) of a spatial process is expressed as the number of
events per unit area and varies over a spatial domain of interest, X , which we
equipartition into R disjoint regions: X =

⋃R
r=1Xr ⊂ Rd and is a common means

of modelling continuous inhomogeneous point processes, see [9, 13]. The function
λ(x) determines the expected number of events y ∈ {0, . . . , Y } that occur in
region Xr by

E[y|r] =

∫
Xr
λ(x)dx, (7.1)

where r is the region index and Y is the maximum number of counts.
We observe n independent samples drawn from the process,

(ri, yi) ∼ p(r)p(y|r), (7.2)
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Figure 7.1: Unknown intensity function λ(x) (solid) expressed in number of counts
per unit of area, across a one-dimensional spatial domain X = [0, 200] which is
discretized into 50 regions. Intensity interval Λα(x) with 1 − α = 80% out-of-
sample coverage (7.3) inferred using n = 50 samples. Estimated intensity function
λ̂(x) (dashed). Data is missing in the regions [30, 80] and [160, 200] where the
intensity interval increases appropriately.

where the data-generating distribution is unknown. Let the collection of pairwise
datapoints be denoted (r,y) = {(r1, y1), . . . , (rn, yn)}. Given this dataset, our
goal is to infer an intensity interval Λ(x) ⊂ [0, ∞) of the unknown spatial point
process, which predicts the number of events per unit area at location x. See
Figure 7.1 for an illustration in one-dimensional space. A reliable interval Λα(x)
will cover a new out-of-sample observation y in a region r with a probability of at
least 1− α. That is, for a specified level α the out-of-sample coverage is

Pr
{
y ∈ Λα(x)|Xr|, ∀x ∈ Xr

}
≥ 1− α, (7.3)

where |Xr| is the area of the rth region. Since the trivial noninformative interval
[0, ∞) also satisfies (7.3), our goal is to construct Λα(x) that is both reliable and
informative.

7.3 Inference method

We begin by showing that an intensity interval Λα(x) with reliable out-of-sample
coverage can be constructed using the conformal prediction framework [19]. Note
that obtaining tractable and informative intervals in this approach requires learn-
ing an accurate predictor in a computationally efficient manner. We develop such
a predictor and prove that it has finite-sample and distribution-free performance
guarantees. These guarantees are independent of the manner in which space is
discretized.
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7.3.1 Conformal intensity intervals

Let Eθ[y|r] denote a predictor parameterized by a vector θ. For a given region r,
consider a new data point (r, ỹ), where ỹ represents number of counts and takes
a value between [0, Y ]. The principle of conformal prediction is to quantify how
well this new point conforms to the observed data (r,y). This is done by first
fitting parameters θ′ to the augmented set (r,y) ∪ (r, ỹ) and then using the score

π(ỹ) =
1

n+ 1

n+1∑
i=1

I
(
ei ≤

∣∣ỹ − Eθ′ [y|r]
∣∣) ∈ (0, 1], (7.4)

where I(·) is the indicator function and ei = |yi − Eθ′ [y|ri]| are residuals for
all observed data points i = 1, . . . , n. When a new residual

∣∣ỹ − Eθ′ [y|r]
∣∣ is

statistically indistinguishable from the rest, π(ỹ) corresponds to a p-value [19]. On
this basis we construct an intensity interval Λα(x) by including all points ỹ that
conform to the dataset with significance level α, as summarized in Algorithm 2.
Using [14, thm. 2.1], we can prove that Λα(x) satisfies the out-of-sample coverage
(7.3).

Algorithm 2 Conformal intensity interval
1: Input: Location x, significance level α, data (r,y)
2: for all ỹ ∈ {0, . . . , Y } do
3: Set r if x ∈ Xr
4: Update predictor Eθ[y|r] using augmented data (r,y) ∪ (r, ỹ)
5: Compute score π(ỹ) in (7.4)
6: end for
7: Output: Λα(x) = {ỹ : (n+ 1)π(ỹ) ≤ d(n+ 1)αe}/|Xr|

While this approach yields reliable out-of-sample coverage guarantees, there
are two possible limitations:

1. The residuals can be decomposed as e = (E[y|r] − Eθ[y|r]) + ε, where
the term in brackets is the model approximation error and ε is an irreducible
zero-mean error. Obtaining informative Λα(x) across space requires learned
predictors with small model approximation errors.

2. Learning methods that are computationally demanding render the computa-
tion of Λα(x) intractable across space, since the conformal method requires
re-fitting the predictor multiple times for each region.

Next, we focus on addressing both limitations.
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7.3.2 Spatial model

We seek an accurate model pθ(y|r) of p(y|r), parameterized by θ. For a given
r, we quantify the out-of-sample accuracy of a model by the Kullback-Leibler
divergence per sample,

R(θ) =
1

n
Ey|r

[
ln

p(y|r)

pθ(y|r)

]
≥ 0, for which R(θ) = 0⇔ pθ(y|r) ≡ p(y|r)

(7.5)
In general, the unknown intensity function underlying p(y|r) has a local spatial

structure and can be modeled as smooth since we expect counts in neighbouring re-
gions to be similar in real-world applications. On this basis, we consider following
the class of models,

Pθ =
{
pθ(y|r) is Poisson with mean Eθ[y|r] = exp(φ>(r)θ), θ ∈ RR

}
,

where φ(r) is R× 1 spatial basis vector whose components are given by the cubic
b-spline function [21] (see supplementary material). The Poisson distribution is
the maximum entropy distribution for count data and is here parameterized via a
latent field {θ1, . . . , θR} across regions [3, ch. 4.3]. Using a cubic b-spline basis
[21], we model the mean in region r via a weighted average φ(r)>θ of latent
parameters from neighbouring regions, where the maximum weight in φ(r) is less
than 1. This parameterization yields locally smooth spatial structures and is similar
to using a latent process model for the mean as in the commonly used LGCP model
[9, sec. 4.1].

The unknown optimal predictive Poisson model is given by

θ? = arg min
θ

R(θ) (7.6)

and has an out-of-sample accuracyR(θ?).

7.3.3 Regularized learning criterion

We propose learning a spatial Poisson model in Pθ using the following learning
criterion

θ̂ = arg min
θ

−n−1 ln pθ(y|r) + n−γ ||w � θ||1, (7.7)

where ln pθ(y|r) is the log-likelihood, which is convex [18], and w is a given
vector of regularization weights. The regularization term in (7.7) not only mitigates
overfitting of the model by penalizing parameters in θ individually, it also yields
the following finite sample and distribution-free result.

Theorem 1. Let γ ∈ (0, 1
2), then the out-of-sample accuracy of the learned model

is bounded as
R(θ̂) ≤ R(θ?) + 2n−γ ||w � θ?||1 (7.8)
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with a probability of at least

max
(

0, 1− 2R exp
{
− w2

on
1−2γ

2Y 2

})
, where wo = min

k=1,...,R
wk.

We provide an outline of the proof in Section 7.3.3, while relegating the details
to the Supplementary Material. The above theorem guarantees that the out-of-
sample accuracy R(θ̂) of the learned model (7.7) will be close to R(θ?) of the
optimal model (7.6), even if the model class (7.3.2) does not contain the true data-
generating process. As γ is increased, the bound tightens and the probabilistic
guarantee weakens, but for a given data set one can readily search for the value of
γ ∈ (0, 0.5) which yields the most informative interval Λα(x).

The first term of (7.7) contains inner products φ>(r)θ which are formed us-
ing a regressor matrix. To balance fitting with the regularizing term in (7.7), it is
common to rescale all columns of the regressor matrix to unit norm. An equivalent
way is to choose the following regularization weights wk =

√
En[|φk(r)|2], see

e.g. [2]. We then obtain a predictor as

E
θ̂
[y|r] = exp(φ>(r)θ̂)

and predictive intensity interval Λα(x) via Algorithm 2. Setting wk ≡ 0 in (7.7)
yields a maximum likelihood model with less informative intervals, as we show in
the numerical experiments section.

Proof of theorem

The minimizer θ̂ in (7.7) satisfies

R̂(θ̂) ≤ R̂(θ?) + ρf(θ?)− ρf(θ̂), (7.9)

where R̂(θ) = n−1 ln p(y|r)
pθ(y|r) is the in-sample divergence, corresponding to (7.5),

f(θ) = ||w � θ||1 and ρ = n−γ .
Using the functional form of the Poisson distribution, we have

− ln pθ(y|r) =
n∑
i=1

− ln pθ(yi|ri) =
n∑
i=1

Eθ[yi|ri] − yi ln(Eθ[yi|ri]) + ln(yi!)

Then the gap between the out-of-sample and in-sample divergences for any given
model θ is given by

R(θ)− R̂(θ) =
1

n

[
ln pθ(y|r)− Ey|r[ln pθ(y|r)] + Ey|r[ln p(y|r)]− ln p(y|r)

]
= En

[
(y − Ey|r[y])φ(r)

]>
θ +

1

n
K,

(7.10)
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where the second line follows from using our Poisson model Pθ and
K = Ey|r[ln p(y|r)]−ln p(y|r)+

∑n
i=1 Ey|r[ln(yi!)]−ln(yi!) is a constant. Note

that the divergence gap is linear in θ, and we can therefore relate the gaps for the
optimal model θ̂ with the learned model θ? as follows:[

R(θ?)− R̂(θ?)
]
−
[
R(θ̂)− R̂(θ̂)

]
= g>(θ? − θ̂), (7.11)

where
g ≡ ∂θ[R(θ)− R̂(θ)]

∣∣
θ=θ̂

=
[
En[z1], . . . ,En[zR]

]>
,

is the gradient of (7.10) and we introduce the random variable zk = (y −
Ey|r[y])φk(r) ∈ [−Y, Y ] for notational simplicity (see supplementary material).

Inserting (7.9) into (7.11) and re-arranging yields

R(θ̂) ≤ R(θ?)− g>(θ? − θ̂) + ρf(θ?)− ρf(θ̂), (7.12)

where the RHS is dependent on θ̂. Next, we upper bound the RHS by a constant
that is independent of θ̂.

The weighted norm f(θ) has an associated dual norm

f̃(g) = sup
θ:f(θ)≤1

g>θ ≡ ||g||∞
wo

= max
k=1,...,R

|En[zk]|
wo

see the supplementary material. Using the dual norm, we have the following in-
equalities

−g>θ? ≤ f̃(g)f(θ?) and g>θ̂ ≤ f̃(g)f(θ̂)

and combining them with (7.12), as in [22], yields

R(θ̂) ≤ R(θ?) + (ρ+ f̃(g))f(θ?) + (f̃(g)− ρ)f(θ̂) ≤ R(θ?) + 2ρf(θ?)

(7.13)

when ρ ≥ f̃(g). The probability of this event is lower bounded by

Pr
(
ρ ≥ f̃(g)

)
≥ 1− 2R exp

[
− w2

on
1−2γ

2Y 2

]
(7.14)

We derive this bound using Hoeffding’s inequality, for which

Pr(|En[zk]− E[zk]| ≤ ε) ≥ 1− 2 exp
[
− nε2

2Y 2

]
, (7.15)

and E[zk] = Er
[
(Ey|r[y]− Ey|r[y])φk(r)

]
= 0. Moreover,

Pr
(

max
k=1,...,R

|En[zk]| ≤ ε
)

= Pr
( R⋂
k=1

|En[zk]| ≤ ε
)
≥ 1− 2R exp

[
− nε2

2Y 2

]
,

using DeMorgan’s law and the union bound (see supplementary material). Setting
ε = woρ, we obtain (7.14) Hence equation (7.13) and (7.14) prove Theorem 1.
It can be seen that for γ ∈ (0, 1

2), the probability bound on the right hand side
increases with n.
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Minimization algorithm

To solve the convex minimization problem (7.7) in a computationally efficient
manner, we use a majorization-minimization (MM) algorithm. Specifically, let
V (θ) = −n−1 ln pθ(y|r) and f(θ) = ||w � θ||1 then we bound the objective in
(7.7) as

V (θ) + n−γf(θ) ≤ Q(θ; θ̃) + n−γf(θ), (7.16)

where Q(θ; θ̃) is a quadratic majorizing function of V (θ) such that Q(θ̃; θ̃) =
V (θ̃), see [18, ch. 5]. Minimizing the right hand side of (7.16) takes the form
of a weighted lasso regression and can therefore be solved efficiently using co-
ordinate descent. The pseudo-code is given in Algorithm 3, see the supplementary
material for details. The runtime of Algorithm 3 scales as O(nR2) i.e. linear in
number of datapoints n. This computational efficiency of Algorithm 3 is leveraged
in Algorithm 2 when updating the predictor Eθ[y|r] with an augmented dataset
(r,y) ∪ (r, ỹ). This renders the computation of Λα(x) tractable across space.

Algorithm 3 Majorization-minimization method
1: Input: Data (r,y), parameter γ ∈ (0, 1

2) and Y
2: Form weights wk =

√
En[|φk(r)|2] for k = 1, . . . , R

3: Set θ̃ := 0
4: while
5: Form quadratic approximation at θ̃: Q(θ; θ̃) + n−γ ||w � θ||1
6: Solve θ̌ := arg min

θ
Q(θ; θ̃) + n−γ ||w � θ||1 using coordinate descent

7: θ̃ := θ̌
8: until ||θ̂ − θ̌|| ≥ ε
9: Output: θ̂ = θ̌ and E

θ̂
[y|r] = exp(φ>(r)θ̂)

The code for algorithms 2 and 3 are provided on github.

7.4 Numerical experiments

We demonstrate the proposed method using both synthetic and real spatial data.

7.4.1 Synthetic data with missing regions

To illustrate the performance of our learning criterion in (7.7), we begin by con-
sidering a one-dimensional spatial domain X = [0, 100], equipartitioned into
R = 20 regions. Throughout we use γ = 0.499 in (7.7).

https://github.com/Muhammad-Osama/uncertainty_spatial_point_process
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Comparison with log-Gaussian Cox process model
We consider a process described by the intensity function

λ(x) = 10 exp
(
− x

50

)
, (7.17)

and sample events using a spatial Poisson process model using inversion sampling
[4]. The distribution p(y|r) is then Poisson. Using a realization (r,y), we compare
our predictive intensity interval Λα(x) with a (1− α)%-credibility interval Λ̃α(x)
obtained by assuming an LGCP model for the λ(x) [9] and approximating its pos-
terior belief distribution using integrated nested Laplace approximation (INLA) [17,
11]. For the cubic b-splines in Pθ, the spatial support of the weights in φ(r) was
set to cover all regions.

We consider interpolation and extrapolation cases where the data is missing
across [30, 80] and [70, 100], respectively. Figures 7.2a and 7.2b show the intervals
both cases. While Λ̃α(x) is tighter than Λα(x) in the missing data regions, it has no
out-of-sample guarantees and therefore lacks reliability. This is critically evident
in the extrapolation case, where Λα(x) becomes noninformative further away from
the observed data regions. By contrast, Λ̃α(x) provides misleading inferences in
this case.

Comparison with unregularized maximum likelihood model
Next, we consider a three different spatial processes, described by intensity

functions

λ1(x) =
500√
2π252

exp
[
−(x− 50)2

2× 252

]
, λ2(x) = 5 sin(

2π

50
x) + 5, λ3(x) =

3

8

√
x.

For the first process, the intensity peaks at x = 50, the second process is periodic
with a period of 50 spatial units, and for the third process the intensity grows mono-
tonically with space x. In all three cases, the number of events in a given region is
then drawn as y ∼ p(y|r) using a negative binomial distribution, with mean given
by (7.1) and number of failures set to 100, yielding a dataset (r,y). Note that the
Poisson model class Pθ is misspecified here.

We set the nominal out-of-sample coverage ≥ 80% and compare the interval
sizes |Λα(x)| across space and the overall empirical coverage, when using regular-
ized and unregularized criteria (7.7), respectively. The averages are formed using
50 Monte Carlo simulations.

Figure 7.2c and Table 7.1 summarize the results of comparison between the
regularized and unregularized approaches for the three spatial processes. While
both intervals exhibit the same out-of-sample coverage (table 7.1), the unregular-
ized method results in intervals that are nearly four times larger than those of the
proposed method (figure 7.2c) in the missing region.
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(a) (b)
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Figure 7.2: (a) Interpolation with data missing in [30, 80] and (b) extrapolation
with data missing in [70, 100] with Λα(x) (grey) and Λ̃α(x) (green) with 1− α =
80%, for a given realization of point data (black crosses). The unknown intensity
function λ(x) (red) gives the expected number of events in a region, see (7.1).
(c) Misspecified case with average intensity interval size |Λα(x)| using nonzero
(blue) and zero (red) regularization weights in (7.7). Data in [50, 90] is missing.
The different markers correspond to three different spatial processes, with intensity
functions λ1(x), λ2(x) and λ3(x). The out-of-sample coverage (7.3) was set to be
at least 1− α = 80% and the empirical coverage is given in 7.1.

Empirical coverage of Λα(x) [%]
α = 0.2 Proposed Unregularized

λ1 97.05 97.37
λ2 91.05 98.32
λ3 81.37 95.37

Table 7.1: Comparison of empirical coverage of Λα(x), using the proposed regular-
ized vs. the unregularized maximum likelihood method. We target≥ 1−α = 80%
coverage.

7.4.2 Real data

In this section we demonstrate the proposed method using two real spatial data sets.
In two-dimensional space it is challenging to illustrate a varying interval Λα(x),
so for clarity we show its maximum value, minimium value and size as well as
compare it with a point estimate obtained from the predictor, i.e.,

λ̂(x) =

R∑
r=1

I(x ∈ Xr)
E
θ̂
[y|r]
|Xr|

(7.18)

Throughout we use γ = 0.4 in (7.7).
Hickory tree data
First, we consider the hickory trees data set [6] which consists of coordinates

of hickory trees in a spatial domain X ⊂ R2, shown in Figure 7.3a, that is equipar-
titioned into a regular lattice of R = 52 hexagonal regions. The dataset (r,y)
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Figure 7.3: # trees per m2. Nominal coverage set to 1 − α = 80%. The dashed
boxes mark missing data regions.

0 100 200
0

50

100

150

200

250

0

0.005

0.01

0.015

0.02

0.025

0.03

(a) |Λα(x)|
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Figure 7.4: # trees per m2. Comparison between proposed intensity interval and
credibility intensity interval from approximate posterior of LGCP model.

contains the observed number of trees in each region. The dashed boxes indicate
regions data inside which is considered to be missing. For the cubic b-splines in
Pθ, the spatial support was again set to cover all regions.

We observe that the point predictor λ̂(x) interpolates and extrapolates smoothly
across regions and appears to visually conform to the density of the point data.
Figures 7.3b and 7.3c provide important complementary information using Λα(x),
whose upper limit increases in the missing data regions, especially when extrapol-
ating in the bottom-right corner, and lower limit rises in the dense regions.

The size of the interval |Λα(x)| quantifies the predictive uncertainty and we
compare it to the (1 − α)% credibility interval |Λ̃α(x)| using the LGCP model as
above, cf. Figures 7.4a and 7.4b. We note that the sizes increase in different ways
for the missing data regions. For the top missing data region, |Λ̃α(x)| is virtually
unchanged in contrast to |Λα(x)|. While |Λ̃α(x)| appears relatively tighter than
|Λα(x)| across the bottom-right missing data regions, the credible interval lacks
any out-of-sample guarantees that would make the prediction reliable.

Crime data
Next we consider crime data in Portland police districts [10] which consists

of locations of calls-of-service received by Portland Police between January and
March 2017 (see figure 7.5a). The spatial region X ⊂ R2 is equipartitioned into
a regular lattice of R = 494 hexagonal regions. The dataset (r,y) contains the
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Figure 7.5: # crimes per km2 in Portland, USA. Nominal coverage set to 1− α =
80%.

reported number of crimes in each region. The support of the cubic b-spline is
taken to be 12 km.

The point prediction λ̂(x) is shown in Figure 7.5a, while Figures 7.5b and
7.5c plot the upper and lower limits of Λα(x), respectively. We observe that λ̂(x)
follows the density of the point pattern well, predicting a high intensity of approx-
imately 60 crimes/km2 in the center. Moreover, upper and lower limits of Λα(x)
are both high where point data is dense. The interval tends to being noninformat-
ive for regions far away from those with observed data, as is visible in the top-left
corner when comparing Figures 7.5b and 7.5c.

7.5 Conclusion

We have proposed a method for inferring predictive intensity intervals for spatial
point processes. The method utilizes a spatial Poisson model with an out-of-sample
accuracy guarantee and the resulting interval has an out-of-sample coverage guar-
antee. Both properties hold even when the model is misspecified. The intensity
intervals provide a reliable and informative measure of uncertainty of the point
process. Its size is small in regions with observed data and grows along missing
regions further away from data. The proposed regularized learning criterion also
leads to more informative intervals as compared to an unregularized maximum
likelihood approach, while its statistical guarantees renders it reliable in a wider
range of conditions than standard methods such as LGCP inference. The method
was demonstrated using both real and synthetic data.
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Spatial basis φ(r)

For spaceX divided intoR regions with each regionXr denoted by its region index
r, the spatial basis vector evaluated at r is an R× 1 vector given by

φ(r) = col{φ1(r), . . . , φR(r)}.

Here φ(r) is the cubic b-spline in space with two parameters: center and support.
The kth component i.e φk(r) has its center at the center of regionXk and peak value
when evaluated at k. The support of φk(r) determines its value at the neighbouring
regions and hence allows to control the local structure in intensity in our model.
For details on cubic b-spline see [21].

Dual Norm f̃(·)

Let f(θ) = ||w � θ||1. By definition of dual norm,

f̃(g) = sup
θ:f(θ)≤1

g>θ

The condition f(θ) ≤ 1 implies

R∑
k=1

|wk||θk| ≤ 1, min
k=1,...,R

|wk|
R∑
k=1

|θk| ≤ 1, ||θ||1 ≤ w−1
o ,

where wo = min
k=1,...,R

|wk|. Moreover,

g>θ =

R∑
i=1

gkθk ≤
R∑
i=1

|gk||θk| ≤ ||g||∞||θ||1

Combining this with ||θ||1 ≤ w−1
o we get

f̃(g) =
||g||∞
wo

Hoeffding’s inequality for zk

We show that zk is bounded in [−Y, Y ] and hence we can make use of Hoeffding’s
inequality to get eq. (14).

The gradient of eq. (10) evaluated at θ̂ is

g =
[
EN[z1], . . . , EN[zR]

]>
,
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where zk = (y − Ey|r[y])φk(r). Given that the maximum number of counts is
bounded i.e. max y ≤ Y , we have

max zk = max
{

(y − Ey|r[y])φk(r)
}

= max{(y − Ey|r[y])}max{φk(r)} = Y,

min zk = min
{

(y − Ey|r[y])φk(r)
}

= min{(y − Ey|r[y])}max{φk(r)} = −Y,

for all k = 1, . . . , R. Here max φk(r) = 1.

Union bound and DeMorgan’s Law

Given that E[zk] = 0, from eq. (14) we get

Pr(| EN[zk]| ≤ ε) ≥ 1− 2 exp
[
− nε2

2Y 2

]
.

Moreover,

Pr
(

max
k=1,...,R

| EN[zk]| ≤ ε
)

= Pr
( R⋂
k=1

| EN[zk]| ≤ ε
)
.

By DeMorgan’s law,

Pr
( R⋂
k=1

| EN[zk]| ≤ ε
)

= Pr
( R⋃
k=1

| EN[zk]| ≥ ε
)′
.

By union bound,

Pr
( R⋃
k=1

| EN[zk]| ≥ ε
)
≤

R∑
i=1

Pr
(
| EN[zk]| ≥ ε

)
= 2R exp

[
− nε2

2Y 2

]
,

which implies that

Pr
( R⋂
k=1

| EN[zk]| ≤ ε
)
≥ 1− 2R exp

[
− nε2

2Y 2

]
.

Eq. (15) follows from above.

Minimization Algorithm

Here we derive the majorization-minimization (MM) algorithm that is used to solve
eq. (7). Let V (θ) = −n−1 ln pθ(y|r) and f(θ) = ||w � θ||1. For the Poisson
model class considered in the paper,

V (θ) = n−1
( n∑
i=1

Eθ[yi|ri] − yi ln(Eθ[yi|ri]) + ln(yi!)
)
,
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where Eθ[yi|ri] = exp(φ(ri)
>θ). V (θ) is convex in θ since

∂2
θV (θ) = n−1ΦDΦ> � 0.

Here,
Φ = [φ(r1), . . . ,φ(rn)] and D = diag(h(θ))

are an R×R basis and diagonal matrices respectively and

h(θ) = col{Eθ[y1|r1], . . . ,Eθ[yR|rR]}.

By convexity of V (θ), given an initial estimate θ̃, the objective in eq. (7) can be
upper bounded as

V (θ) + n−γf(θ) ≤ Q(θ; θ̃) + n−γf(θ),

where Q(θ; θ̃) is a quadratic majorization function (see [18], ch. 5) of V (θ) given
by

Q(θ; θ̃) = V (θ̃) + v>(θ − θ̃) +
1

2
(θ − θ̃)>H(θ − θ̃).

Here v = ∂θV (θ)|
θ = θ̃

= n−1Φ(h(θ̂) − y) and H = max
θ

{
∂2
θV (θ)

}
. The

diagonal elements of D represent the average number of counts in different regions.
Given that the counts in any region are bounded i.e. y ≤ Y , H � n−1YΦΦ>

therefore we have

V (θ)+n−γf(θ) ≤ V (θ̂)+n−1(h(θ̂)−y)>Φ>(θ−θ̃)+
Y

2n
||Φ>(θ−θ̃)||22+n−γf(θ).

(SM1)
Therefore starting from an initial estimate θ̃, one can minimize the right hand

side of (SM1) to obtain θ̌ then update θ̃ = θ̌ and repeat until convergence to get
final solution of eq. (7) θ̂ = θ̌. The pseudocode is given in algorithm (2).

Furthermore, the right hand side of (SM1) can be transformed into a weighted
lasso regression problem and hence can be efficiently solved using coordinate des-
cent algorithm [18]. Letting q(θ̃) = Φ>θ̃ + Y (y − h(θ̃)), the right hand side
of (SM1) can be rewritten as

Y (2n)−1(q(θ̃)−Φ>θ)>(q(θ̃)−Φ>θ) + n−γf(θ) +K(θ̃),

where the first two terms form a weighted lasso regression problem in θ and the
last term K(θ̃) = V (θ̃) − q(θ̃) is independent of θ and does not affect the
minimization problem. This conclude the derivation of the MM algorithm.
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