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Abstract

We present a memory-efficient and parallel framework for finite element op-
erator application implemented in the generic open-source library deal.II. In-
stead of assembling a sparse matrix and using it for matrix-vector products, the
operation is applied by cell-wise quadrature. The evaluation of shape functions
is implemented with a sum-factorization approach. Our implementation is paral-
lelized on three levels to exploit modern supercomputer architecture in an optimal
way: MPI over remote nodes, thread parallelization with dynamic task scheduling
within the nodes, and explicit vectorization for utilizing processors’ vector units.
Special data structures are designed for high performance and to keep the memory
requirements to a minimum. The framework handles adaptively refined meshes
and systems of partial differential equations. We provide performance tests for
both linear and nonlinear PDEs which show that our cell-based implementation
is faster than sparse matrix-vector products for polynomial order two and higher
on hexahedral elements and yields ten times higher Gflops rates.

Key words. Finite/spectral element method, matrix-free method, sum-factorization,
hybrid parallelization

1 Introduction
Finite element problems are often solved by evaluating discrete differential opera-
tors like in iterative linear solvers [52] or time stepping schemes. This makes the
operator evaluation the central and usually most time-consuming component in fi-
nite element codes. In linear problems, these operations are matrix-vector products.
Nonlinear problems are often tackled by standard assembly of residuals and lineariza-
tion to obtain coefficient matrices (re-assembled from one iteration to the next). Many
generic finite element libraries like deal.II [5, 6], DiffPack [17, 39], DUNE [10, 11],
FEniCS/Dolfin [40, 41], Getfem++ [50], libMesh [35], OOFEM [48], or PLTMG [8]
separate finite element computations from linear algebra and rely on sparse matrix-
vector (SpMV) kernels in iterative solvers, either by direct implementation or inter-
faces through linear algebra packages like PETSc [2, 3] or Trilinos [29, 30]. In this
article, we want to challenge the view of strictly separating linear algebra from finite
element assembly routines.
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We present a framework that exploits the special structure of the finite element
operation as the differential operator is applied. Instead of assembling a global sparse
matrix, we only store the unit cell shape function information, the enumeration of
degrees of freedom, and the transformation from unit to real cell. For most configura-
tions, this approach reduces the storage requirements considerably, at a low increase or
even reduction of arithmetic operations compared to sparse matrices. A reduced mem-
ory requirement of the operator representation promises improved wall times through
higher Gflop rates (billion arithmetic operations per second) because SpMVs are usu-
ally limited by memory bandwidth rather than arithmetic throughput [47, Chapt. 7].
Even though attempts have been made to tune SpMV kernels [56, 57] or to allow only
problems with structured non-zero pattern [55], Gflops rates rarely exceed 2%–20%
of peak arithmetic throughput.

Besides poor performance characteristics of traditional matrix-vector products, the
number of nonzero elements per row in the matrix for a (p−1)th order finite element
in d dimensions is proportional to pd , rendering high order methods increasingly ex-
pensive. If we split the application of the FE operator into a function evaluation and
integration step described by unit cell shape functions and derivatives, the shape infor-
mation can be applied for one dimension at a time for basis functions that are derived
from a tensor product. This is the case for quadrilateral and hexahedral elements we
consider in this article, even though most of the ideas can also be applied to tetrahedral
elements. This restructuring reduces the computational complexity to d2 p operations
per degree of freedom and is usually referred to as sum-factorization in the literature,
as proposed for matrix assembly in [43].

It is obvious that sum-factorization reduces the amount of computational work
the larger d and p. Also, the effect of the aforementioned memory-efficiency be-
comes more relevant for higher dimensions and order. Hence, our implementation of
a cell-based finite element operator in a generic code makes it possible to use high-
order finite elements much more efficiently and provides a more flexible alternative
to high-order finite differences [28] since adaptive mesh refinement and variable co-
efficients can be included straight-forwardly. Despite higher operation counts for low
and medium order elements, we can report speedup compared to a sparse matrix vec-
tor product already for second order elements in both two and three dimensions, even
when ignoring the additional cost of sparse matrix assembly that arises in practice.
The reason for this is the improved arithmetic intensity, as we reach up to 70% of arith-
metic peak performance. Moreover, our approach to selectively cache precomputed
mapping information allows evaluating nonlinear finite element operators equally ef-
ficiently as linear ones. This is in contrast to standard codes where vector assembly is
(much) more expensive than matrix-vector products.

The sum-factorization approach is a special form of a cell-based strategy. Early
implementations of finite element methods often stored stiffness matrices as a collec-
tion of cell matrices and indices, a so-called element-by-element storage scheme, see
e.g. [31, 22]. However, those approaches rather increase memory consumption and
are therefore rarely efficient. Recently, cell-based strategies without explicit matrix
storage have been analyzed for GPU programming [36, 37], and used in application-
specific software like SPECFEM 3D [9]. However, these approaches have been lim-
ited to certain applications and do not target general finite element tools that provide
a wider spectrum of functionality like adaptivity. Cantwell et al. [20] have com-
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pared global sparse matrices, local matrices (an element-by-element approach), and
sum-factorization for the Helmholtz problem in the special software Nektar++. How-
ever, their implementation uses BLAS routines for evaluating the components in sum-
factorization, which implies function call overheads and relatively poor cache usage
for low to moderate polynomial order. Instead, we choose to create specially adapted
data types and kernels (that are tightly integrated into the broad computation facilities
of deal.II for the ease of use). Also, the proposed implementation can handle con-
straints to enable adaptive mesh refinement with hanging nodes in a very efficient way.
The implementation is tailored to exploit parallelism, including vectorization, shared
and distributed memory computations on thousands of processors. The parallelization
strategies build upon the special structure of cell-based operations.

The major contribution of this article is the discussion of an efficient implementa-
tion of the building blocks for finite element operator application (instead of assembly
of matrices) and the consideration of memory consumption and data structures that
are the key for high performance on current computer architectures. In particular,
our implementation is apt for adaptively refined meshes and higher order methods on
hexahedral elements. The outline of the article is as follows. In the next section, we
present the cell-based approach. We also consider a special type of element based on
the Gauss–Lobatto quadrature rule that have particularly nice properties for spectral
elements. Sec. 3 presents our adapted data structures and Sec. 4 the parallelization
strategies. In Sec. 5, performance tests for a sample problem are collected and dis-
cussed. Sec. 6 considers more advanced uses of the operator for linear and nonlinear
problems. Finally, Sec. 7 concludes the article.

2 Cell-based implementation of FE operations

With our framework based on direct application of finite element operators, we can
treat both linear and non-linear finite element problems. In this section, we demon-
strate its idea.

Let us consider a finite element Galerkin approximation of a (possibly non-linear)
operator A that takes a vector u as input and computes the integral of the operation
over test functions φi, i = 1, . . . ,n, giving an output vector v. The operation can be
rewritten as a sum of ncells cell-based operations. This gives the general structure of
the operation,

v = A(u) =
ncells

∑
k=1

CT PT
k Ak(PkCu). (1)

By Pk, we denote the matrix that defines the location of cell-related degrees of freedom
in the global vector and C takes care of hanging node constraints that are necessary to
maintain C0 continuity on adaptively refined meshes (cf. Sec. 3.1 for details). Finally,
Ak denotes the representation of operator A on cell k. For linear PDEs, the operation
A(u) corresponds to a matrix-vector product. In this case, CT

(
∑k PT

k AkPk
)

C describes
the construction of a matrix A by element assembly and final application of constraints,
cf. [7].

If we take into account that the cells are partitioned among several MPI processes
and not all degrees of freedom relevant to a given subdomain are owned by the respec-
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tive processor (see Sec. 4.1), the steps for one operator application are as summarized
in Algorithm 2.1.

Algorithm 2.1 (Prototype finite element operator application)

1. import_ghost: Import vector values from other MPI processes that are needed
for computations on locally owned cells associated with the present MPI pro-
cess.

2. loop over locally owned cells (thread-parallelized on each MPI node)

(a) Extract local vector values on cell: uk = (PkC)u.
(b) Evaluate local operation vk = Ak(uk) by quadrature approach.
(c) Add the local contributions into the global result vector, v← v+(PkC)T vk.

3. compress: Exchange of information computed on locally owned cells for de-
grees of freedom owned by another MPI process.

Step (2b) above can be implemented by explicitly forming and storing an array of
the local matrices Ak for linear problems. For avoiding the storage of all matrix data,
alternatives are to
• Compute Ak(u) by quadrature on cell k through evaluating the FE function uh

and/or its derivatives on all quadrature points and testing by all test functions
related to the cell.
• Compute matrix representation Ak and then Akuk. This is only efficient for

linear operators and simple geometries that are described by constant Jacobian
transformations, as used e.g. in FEniCS [40, 41].

Because of its efficiency and generality, we discuss the first variant.

2.1 Local quadrature approach
As a prototype operation, let us consider the differential operator

−∇ ·K(x)∇(·), (2)

which corresponds to a Laplacian with variable anisotropic coefficient. K(x) is a
symmetric d × d matrix that couples the various components of the d-dimensional
gradient. The corresponding FE operator evaluates the weak form

(∇φ j,K∇uh)Ω, j = 1, . . . ,n, (3)

where uh(x) = ∑
n
i=1 φi(x)u(i) denotes the global FE interpolation associated with the

input vector u and {φ j, j = 1, . . . ,n} is the set of all basis functions in the weak form.
Let us further denote by {φ̂ j(x̂), j = 1, . . . , pd} the unit cell basis functions and for a
quadrature point xq we denote by x̂q the corresponding point on the unit cell. Here
(p− 1) is the degree of the finite element. As opposed to matrix approaches, we

explicitly evaluate the gradient of the local FE interpolation uh
k(xq) = ∑

pd

i=1 φ̂i(x̂q)u
(i)
k

on quadrature points xq,

∇uh(xq) =
pd

∑
i=1

J−1
k (x̂q)∇̂φ̂i(x̂q)u

(i)
k = J−1

k (x̂q)
pd

∑
i=1

∇̂φ̂i(x̂q)u
(i)
k , (4)
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where ∇ denotes the gradient in real coordinates, ∇̂ the gradient on the unit cell,
and J−1

k (x̂q) is the inverse Jacobian of the transformation from the unit to the real
cell. Note that our implementation evaluates unit-cell gradients first (summation),
and applies the geometry in a second step. The computation of ∑i ∇̂φ̂i(x̂q)u

(i)
k on all

quadrature points can be implemented efficiently using sum-factorization, see Sec. 2.2
below.

Each component i of the vector vk = Akuk corresponds to an integral, which is
evaluated through quadrature:

v(i)k = ∑
q

(
∇φi(xq) ·K(xq)∇uh(xq)

)
wq|detJk(x̂q)|,

= ∑
q

(
J−T

k (x̂q)∇̂φ̂i(x̂q) ·K(xq)∇uh(xq)
)

wq|detJk(x̂q)|, (5)

where wq denotes the quadrature weight and |detJk(x̂q)| is the Jacobian determinant.
The multiplication by J−T

k (x̂q) and wq|detJk(x̂q)| is the same for each component v(i)k ,
so it can be factored out and applied before the summation over the quadrature points.
The computation vk = Akuk is summarized in Algorithm 2.2.

Algorithm 2.2 (Local computation vk = Akuk for Laplacian)

(i) Compute gradients on unit cell for all quadrature points, i.e., sum in Eq. (4).
(ii) On each quadrature point:

– Apply Jacobian transformation J−1
k (x̂q) to get gradient in real space ∇uh(xq)

according to Eq. (4).
– Multiply by the variable coefficient matrix K(xq).
– Multiply each component of K(xq)∇uh(xq) by wq|detJk(x̂q)|.
– Apply transpose Jacobian transformation J−T

k (x̂q) to prepare for gradient
application according to Eq. (5).

(iii) Multiply by unit-cell gradient of shape functions and sum over all quadrature
points. Accumulate value and each gradient component according to Eq. (5).

We emphasize that the implementation of this generic algorithm (except sum-
factorization) is straight-forward in any finite element package, as the algorithm only
makes use of the basic building blocks in finite element codes. However, an efficient
operator computation necessitates different design choices compared to codes special-
ized at assembly. The most important choices are:
• Split the gradient computation into a unit-cell part and the application of the

Jacobian transformation (fewer operations) instead of holding gradients in real
space.

• Unit-cell operation is the same on all cells, so several cells (but not too many,
in order for the local results to fit into caches) can be computed at once (matrix-
vector product→ matrix-matrix product, better computational properties).

• For tensor-product elements, one can apply sum-factorization that has lower
complexity than straight-forward evaluation as nested loops over all quadrature
points and local basis functions.
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2.2 Sum-factorization
In case quadrature points and shape functions are constructed from tensor product
of one-dimensional objects, sum-factorization can be used to efficiently evaluate all
function values and derivatives at all quadrature points [45, 43]. The tensor-product
form is straight-forward for quadrilateral/hexahedral elements, but can also be applied
to tetrahedral elements, even though at a somewhat higher cost [34, Ch. 4].

On the unit cell, the evaluation of the first component of the gradient of a finite
element function uh based on a tensor-product basis can be written as

∂

∂x1
uh(x1, . . . ,xd) =

p

∑
id=1

ϕid (xd) . . .
p

∑
i2=1

ϕi2(x1)
p

∑
i1=1

ϕ
′
i1(x1)u(i1,...,id), (6)

where ϕ∗ are the one-dimensional basis function and (i1, . . . , id) is a multi-index ac-
counting for the construction principle from a tensor product. For simplicity of nota-
tion, we skip theˆsymbol in this section that is used to denote unit-cell operations. The
basic idea of the sum-factorization approach is to evaluate one sum at a time for all
quadrature points in the respective coordinate direction, to store the intermediate re-
sults, and then to continue with the next direction. This can be interpreted as applying
the basis functions and/or their derivative in one direction at a time. This evaluation
corresponds to a matrix-matrix product with matrix dimensions p× p (all 1D basis
functions evaluated at all 1D quadrature points) and p× pd−1 (input values u(i1,...,id),
intermediate results), see also [18, 34, 20].

When computing components of the gradient, we can also combine parts of the
computations for the individual components. For the derivative in x2- and x3-direction
in 3D, the innermost sum in x1-direction is exactly the same, and the temporary result
after the first summation can be reused. In general, only d(d+3)−2

2 directional evalu-
ations are necessary instead of the full d2 when computing each gradient component
separately. The cost per cell for the gradient evaluation is then pd+1 · (d(d +3)−2)
arithmetic operations (additions and multiplications). Directional evaluations can also
be combined when evaluating values uh and gradients of uh simultaneously.

Sum-factorization can also be applied to the backward transformation, i.e., the
summation over all quadrature points for all basis functions according to (5).

2.3 Special case: Gauss–Lobatto elements
So far we have considered an arbitrary quadrilateral element with pd basis functions
and qd quadrature points. Next, we present the special case of so-called Gauss–
Lobatto elements (cf. [23]), which are Lagrangian elements based on the support
points {r1, . . . ,rp} of the pth order Gauss–Lobatto quadrature rule, a common ele-
ment for higher order (spectral element) approaches [34]. The integrals are evaluated
on the same points with the underlying Gauss–Lobatto quadrature formula. As a con-
sequence of this construction principle, it holds that

ϕi(r j) = δi, j. (7)

Due to this fact the mass matrix becomes diagonal, and thus trivially invertible. This
is very appealing when finite elements are used to solve time-dependent partial differ-
ential equations with explicit time integrators since then no system of equation is to
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be solved. Since the Gauss–Lobatto points cluster close to the cell boundaries, they
also have better conditioning for higher order elements than Lagrangian elements with
equidistant points (cf. [34, Chap. 2] and Sec. 6.2 below).

Relation (7) simplifies the computations in our tensor-product based gradient eval-
uation since the evaluation of the values at the quadrature points is an identity operator.
At a point, (ri1 , . . . ,rid ) ∈ {r1, . . . ,rp}d , it thus holds

uh
k(ri1 , . . . ,rid ) = u(i1,...,id)k , (8)

and

∂

∂xm
uh

k(ri1 , . . . ,rid ) =
p

∑
j=1

u(i1,...,im−1, j,im+1,...,id)
k ϕ

′
j(rim), m = 1, . . . ,d. (9)

Thus, the gradient on the whole cell can be computed with only 2d · pd+1 arithmetic
operations.

2.4 Discussion of computational complexity
We conclude this section by discussing the computational complexity of one matrix-
vector product with the tensor-product based implementation compared to both a stan-
dard implementation of the finite element method and to finite differences. For this
comparison, we focus on the discretization of the Laplacian with constant coefficient
K ≡ 1 in equation (2), and take into account the fact that nodes located at cell bound-
aries are shared by several cells and hence touched more often.

Let us consider the most common case where the number of degrees of freedom
(DoFs) equals the number of quadrature points on each cell. For the Laplacian, steps
(2b)(i) and (2b)(iii) have the same costs. Then we have 2pd+1 (d(d +3)−2) arith-
metic operations per cell or

2
(d · (d +3)−2) · p

(1−1/p)d

operations per DoF on average. Here, we disregard effects at the domain boundary
and use that we have one cell per (p−1)d DoFs in the interior of the domain. Besides
these operations on the unit cell, the application of the Jacobian transformations and
quadrature weights involves additional operations, namely 4d2 + 2d operations per
quadrature point for general cells, and 4d +1 for Cartesian cells.

For a standard implementation with a global (sparse) matrix the number of opera-
tions is given by twice the number of nonzero entries per row. The number of entries
varies between pd for interior points and (2p−1)d at the cell corners. Since the lead-
ing order term for the sparse matrix implementation is pd while the one of the tensor
product implementation is d2 p, it depends on the combination of p and d which im-
plementation needs less operations. Clearly, sum-factorization is more efficient the
higher the order and the higher the dimension, cf. also the results in [20]. Fig. 1
compares the complexity in two and three dimensions for various element degrees.

For the Gauss–Lobatto case, the number of operations per DoF is given by 4d·p
(1−1/p)d

so that the complexity is reduced by a factor d compared to the general case. The cost
in the Gauss–Lobatto case is essentially twice the cost of a finite difference method on
an equidistant grid for constant coefficients.
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Figure 1: Comparison of number of floating point operations per DoF for sparse matrix and the proposed
cell-based matrix-vector product. For the latter, both the general case with full Gauss quadrature (MF) and
the Gauss–Lobatto case with inexact quadrature (MF GL) are included. Note the logarithmic scaling of the
ordinate axis.

Note that the quadrature based implementation is very flexible since a variable
(anisotropic) coefficient can easily be included (at the expense of 2d2 operations per
quadrature point). This coefficient does not need to be fixed when assembling the
matrix which is very useful for time-dependent or nonlinear problems where the co-
efficient changes from one operator application to the next. Any nonlinear function
of the input variable can be assembled straightforwardly. Likewise, for systems of
equations where different components couple, the coupling is introduced by a few op-
erations on the quadrature points. The leading order costs do not change, as opposed
to global matrix approaches where the coupling introduces additional matrix entries,
see Sec. 6.3 on the Stokes equation below.

3 Implementation and data structures

In this section, we discuss efficient data structures for the finite element operator ap-
plication described in Algorithm 2.1, together with the necessary geometry data for
evaluation of derivatives according to Algorithm 2.2. The basic algorithm requires
access to the following data:

(i) An optimized form of the very sparse matrix PkC that describes the local-to-
global relations including constraints.

(ii) For each quadrature point, the inverse Jacobian J−1(x̂q) and the Jacobian deter-
minant.

(iii) The evaluation of the basis functions at all (one-dimensional) quadrature points,
ϕi(xq) and their derivatives, on the unit cell.

The data structures for the indices (i) and the mapping information (ii) are in general
different from cell to cell and therefore dominate the memory consumption, as op-
posed to the unit cell shape functions. Below, we devote one subsection to each of
these data structures.
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The setup of these structures requires only a subset of the operations that need to
be done in a typical FE assembly routine. For a scalar problem, the setup costs are
between five and twenty operator applications, depending on the element order and
the mesh type (data for Cartesian meshes can be computed faster). For the scalar test
problem considered in Sec. 5.1, the setup time is 0.8 seconds for Q2 elements, while
one matrix-vector product costs about 0.09 seconds. For comparison, the assembly
of a sparse matrix with the fastest Trilinos 10.6 initialization routine takes around 12
seconds (counting only the time of sparsity graph allocation and inserting the entries
into the matrix). The time advantage compared to global matrices is particularly sig-
nificant for time-dependent and non-linear problems, where global matrices need to
be rebuilt from one iteration to the next.

Since we focus on computational aspects of the implementation, the data structures
are designed to be memory-efficient and with low overhead from loops and branches.
For a fixed algorithm, lower memory consumption implies a higher arithmetic inten-
sity, which better suits computer architectures in use today and expected in the near
future. This is a clear difference to any type of explicit storage of matrix entries (global
sparse matrix, array of local element matrices), where arithmetic intensity is typically
very low [47, Chapt. 7].

3.1 Storage of indices and constraints
The matrices Pk describing the relation between local and global degrees of freedom
(DoFs) are special sparse matrices that contain exactly one entry equal to 1 per row.
Therefore, the usual storage scheme for Pk is a list of indices for each DoF on the cells
[34]. This list enables straight-forward implementation of elemental decomposition
of the solution, uk = Pku in Algorithm 2.1, and assembly of the local contribution to
the global vector, v← v+PT

k vk, by a loop over all local indices per cell.
In addition to indices, the description of finite element solutions often involves

constraints on components of a global vector u, expressed in terms of adjacent degrees
of freedom and constants. Constraints arise at hanging nodes between cells of different
refinement level. For the theoretical justification of hanging node constraints, we refer
to [51, 21, 53], and the algorithms and data structures used in deal.II are described
in [7]. Moreover, many application problems constrain some degrees of freedom on
the boundary, e.g. by Dirichlet type of boundary conditions. The general form for
constraints on a degree of freedom xi is

xi =
N−1

∑
j=0

ci jx j +bi, (10)

with constraint matrix C = (ci j)i, j=0,...,N−1. In this equation, N denotes the total num-
ber of degrees of freedom (counted from zero). Hanging node constraints are typically
homogeneous, e.g. xi =

1
2 xi−1 +

1
2 xi+1 for linear finite elements in two space dimen-

sions, and Dirichlet boundary conditions are of the form xi = bi with no indirections
to other degrees of freedom. In the notation (10), the constraint matrix C represents
an identity operation for unconstrained degrees of freedom xi, namely ci j = δi j and
bi = 0.

Constrained components are eliminated from vectors and matrices when solving
linear systems because these do not contribute to the discrete solution space. Hence,
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for consistent FE operator application during iterative processes these entries need
to be filled with the respective data (10) before evaluating integrals based on local
degrees of freedom. Likewise, integral contributions arising from testing with local
DoFs are to be added to the entries a DoF is constrained to.

3.1.1 Strategies for applying constraints

There are two possibilities to implement constraints in Algorithm 2.1:

(i) Compute products t1 = Cu and v = CT t2 explicitly and apply cell operations
(uk = Pkt1, vk = Ak(uk), and t2 ← t2 + PT

k vk) using temporary vectors. This
ensures minimal number of operations for applying constraints, but the con-
straint application is of low arithmetic intensity (sparse matrix-vector product)
and hence limited by memory bandwidth on most computer systems.

(ii) Avoid temporaries by applying C while reading out global indices for compu-
tation on cell k, i.e., compute (PkC)u instead of Pk(Cu). By computing (PkC)u
for a few cells at a time, this variant interleaves memory intensive operations
with parts of the algorithm that are computationally intensive (sum-factorization
part). This promises considerably improved performance, even though (PkC)
duplicates constraints on degrees of freedom with higher valence (vertices in
2D, vertices and edges in 3D).

Typically not more than about 30% of DoFs are constrained in hp-adaptive com-
putations [7] and often less than 10% in the h-adaptive case. Hence, it is not efficient
to store (PkC) in a generic sparse matrix format, as most rows consist of a single
unit entry like Pk, introducing substantial computational overhead in form of loops
of length 1. We found that a naive implementation of (PkC)u and v← v+(PkC)T vk
could easily dominate the total cost of operator application (up to 70–90% of costs)
when all other parts in Algorithm (2.1) were done efficiently. Therefore, we propose
an improved storage scheme for (PkC) below that is tailored to the elemental decom-
position and global assembly operations. Our implementation also enables straight-
forward combination with process-local index spaces in MPI parallelization, which is
more challenging for variant (i) because C and Pk access different ghost elements in
general.

3.1.2 Efficient combination of constraints and local-to-global indexing

Our approach to store and apply (PkC) for each cell is to hold an array
indices_local_global that stores the global indices for all the degrees of free-
dom that contribute to the local degrees of freedom. If a DoF is constrained, we
replace it by the list of DoFs it is constrained to. In order to identify the local de-
grees of freedom with an expansion into constraint entries, we use an additional array
constraint_indicator that stores the distance from one constrained DoF to the
next, in conjunction with the actual weights ci j for the constraints. With this data
structure, the local information can be extracted with one loop that runs between the
entries in constraint_indicator for regular entries, and expands the constraint en-
tries else. This gives more regular data access and allows for loop unrolling between
the constraints.
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Figure 2: Sketch of the storage concept for degrees of freedom including direct access to indices related
to constraints. In this example, the global degree of freedom 5 is a hanging node and replaced by {4,8}
(shaded).

Fig. 2 depicts the storage concept on a simple two-dimensional example with
Q1 elements. The degree of freedom 5 is a hanging node and gets constrained to
the degrees of freedom 4 and 8 by the relation x5 = 0.5x4 + 0.5x8, see also [7].
On cell B, the degree of freedom 5 is the last local index. As explained above,
in indices_local_global we replace the global number 5 by the constraint ex-
pansion, i.e., the numbers {4,8}. The information for the position is encoded in
constraint_indicator, where the distance from the start to the constrained index
3 is stored together with a pointer to the constraint weights in constraint_pool.

Taking all cells together, the three data fields indices_local_global,
constraint_indicator, and constraint_pool are arrays of arrays. We store
each of them row-wise in a contiguous range of memory. Since the length of the rows
is in general not the same on different cells, we store an index with the start of indi-
vidual rows, very similar to the storage scheme in compressed row storage for sparse
matrices used in state-of-the-art linear algebra packages like Trilinos Epetra/Tpetra
[30]. This yields linear memory access for both the array of indices and constraint
indicators as we loop over cells.

From the data in Fig. 2 we see that the same constraint weight appears twice.
For a larger mesh with Q1 elements, all the hanging nodes have weight {0.5,0.5}.
Therefore, we store the weights only once. To detect identical weights in the general
case, we implemented a simple hashing algorithm that associates an array of floating
point values with an integer. This approach of finding similar weights from a sparse
matrix representation of constraints is necessary because constraints often contain in-
directions to other constrained entries, which need to be resolved globally first [7].
This hashing approach could also be applied to design an improved constraint ma-
trix C where not all floating point values for ci j are stored, but only the ones that are
mutually different.

The approach to store only different constraint weights motivates the name “con-
straint pool”. We emphasize that the number of entries in the pool does usually not
depend on the size of the problem. It depends merely on the space dimension and the
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polynomial degree. For the 2D case with Q1 elements and only hanging node con-
straints, there is only one single weight (the aforementioned combination {0.5,0.5}).
When both hanging nodes and Dirichlet boundary conditions are used, there are up
to three weights, namely {0.5,0.5},{},{0.5}, the second representing a constraint of
the form xi = 0 and the third for hanging nodes that are close to the boundary. On
a 3D example with Q4 elements and 2.3 million unknowns, our algorithm detects 50
different weight combinations out of 440,000 constraints, consuming only 5 kilobytes
of data.

3.1.3 Inhomogeneous constraints

In problems where linear systems are to be solved, an additional difficulty arises when
inhomogeneous constraints (e.g. Dirichlet boundary conditions) are present in the so-
lution space. When working with sparse matrices and a right hand side vector, the
standard procedure is to apply Gauss elimination on affected rows and columns. The
elimination of columns in the matrix gives rise to some additional entries in the right
hand side, coming from constrained degrees of freedom. However, for matrix-free
implementations, matrix entries are never explicitly computed. Thus, it is not at all
obvious how to perform this elimination efficiently. Therefore, we propose to set up
the PDE problem such that the solution is computed with homogeneous data, and
inhomogeneous data adds a forcing to the right hand side,

Auhom = f −Aginhom,

where u= uhom+ginhom is the solution to the inhomogeneous problem, uhom a solution
to homogeneous data and ginhom represents the inhomogeneous (boundary) data. The
contribution Aginhom can be evaluated efficiently with our operator, too.

3.2 Jacobian transformation

The second building block for finite element operator application is the access to the
transformation from unit to real cell. In our implementation, we choose to directly
store the inverse Jacobian J−1(x̂q) in an array for all quadrature points on all cells.
For most problems, there is no significant negative impact on performance because the
computationally intensive evaluation of the unit cell gradient ∑ j ∇̂φ j(x̂q)u j precedes
the use of J−1. Hence, data prefetching can hide the latency of the access to the large
Jacobian data.

Another option would be to compute the Jacobian on the fly, as is usual for as-
sembly routines in many finite element libraries, including deal.II. The Jacobian
J is evaluated from the shape gradients based on mapping support points (vertices
for usual bi-/trilinear Q1 mappings), followed by inversion to get J−1. We consider
this less efficient because the inversion of J involves divisions which are more expen-
sive than additions and multiplications on most computer architectures. Moreover, the
support point information must be read in an irregular fashion similar to reading from
solution vectors, which increases costs. Finally, the approach of storing the inverse
Jacobians directly is completely generic and does not need to distinguish between the
type of mapping (bi-/trilinear mapping, higher order parametric mappings, deforming
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meshes). The mapping information is evaluated once in a setup phase, which gives
considerable gains if the operator is applied several times in an iterative method.

The numerical approximation of integrals with the transformation rule also in-
volves the weighting by the determinant of the Jacobian times the quadrature weight,
|detJ(x̂q) |wq. We choose to also store this value in order to avoid its computation
on the fly (division when computed from J−1). We also provide the option to cache
precomputed locations of the quadrature points in real space, which are necessary
to evaluate variable coefficients that depend on the spatial coordinates, and second
derivatives through storage of gradients of inverse Jacobians.

Compression of mapping data. The mapping data contributes by far the most to the
total memory consumption of our implementation framework. For linear Lagrange
elements and scalar problems, this is actually more data than needed for storing a
sparse matrix, see also Fig. 6. For some special cases, the full generality of storing an
individual Jacobian for each quadrature point on each cell can be avoided. Consider
e.g. the Cartesian mesh in Fig. 2, where the inverse Jacobian is diagonal and constant
within each cell, i.e.,

J−1(x̂q) = diag
(

1
h
,

1
h

)
.

Moreover, cells A, B, C, and D involve the same h. Another example are linear trans-
formations where the Jacobian is constant throughout a cell. For meshes with trian-
gles/tetrahedra, this is a very common case, whereas it is more rare for quadrilaterals
(e.g. on a parallelepiped geometry). We check for similarities between the trans-
formation data from one cell to another, besides checking for Cartesian and linear
mappings. Similar weights on adjacent cells are then only saved once. We found this
a good compromise between simple data structures and possible reductions in mem-
ory consumption. Compared to storing and applying the full transformations for all
quadrature points of a cell, the cost for checking for these three possibilities is neg-
ligible. On Cartesian meshes, the memory consumption of the geometry information
is dominated by one integer that encodes the cell type (0: Cartesian, 1: linear, 2:
general), and the storage location of the data, whereas the actual data is only some
hundreds of bytes long also on adaptively refined meshes.

Second derivatives. For H1 conforming PDE problems with second derivatives,
Hessians needs to be evaluated in the case when residuals of solutions are computed,
like e.g. in error estimators [12, 24] and stabilized finite element methods [15, 54].
Taking the gradient of expression (4) and applying the product rule, we obtain

∇
2uh(xq) = J−1

k (x̂q)

(
∑

j
∇̂

2
φ j(x̂q)u j

)
J−T

k (x̂q)+∇J−1
k (x̂q)∑

j
∇̂φ j(x̂q)u j. (11)

Hence, the Hessian is computed by applying the inverse Jacobian twice on the Hessian
of uh on the unit cell plus the gradient of the inverse Jacobian times the unit cell
gradient. The gradient of the inverse Jacobian is given by

∇J−1
k (x̂q) = J−1

k (x̂q)

(
J−1

k (x̂q)
∂ 2Fk(x̂q)

∂ 2x̂

)
J−1

k (x̂q),
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where Fk denotes the transformation from unit to real cell. We also cache this data
if problems with second derivatives are solved. On cells with linear or Cartesian
transformations, the Jacobian is constant throughout the cell, so that the derivative
∇J−1(x̂q) is zero.

3.3 Computational kernels for cell operations
To perform a local integration, one has to perform Algorithm 2.2 for each cell. These
cell-based operations are implemented in a class we call FEEvaluation where we
provide three types of operations:

• Reading from vectors, assembling into global vectors (access through the index
and constraint data).
• Compute shape values, gradients, or Hessians on the unit cell as required by the

PDE problem using sum-factorization. The polynomial degree and the number
of quadrature points are made templates and operate on object-local stack vari-
ables. This ensures thread-safety and negligible initialization costs as well as it
minimizes loop overheads since the loop bounds in sum factorization are known
at compile time and can be unrolled.
• Application of Jacobian transformation, multiplication with variable coefficients

or other non-linear functions of the evaluated FE functions uh. The class
FEEvaluation provides read and write access to the internal data fields where
values, gradients, and Hessians are stored. Users can access these fields to spec-
ify their particular equation.

4 Parallelization
Our implementation exploits parallelism on three levels, adapted to current computer
architectures. On a large-scale level, we tailor our algorithms to be applicable to
large clusters with thousands or more cores using the message passing interface (MPI)
[44]. Moreover, we enable parallelism in shared memory, and finally use vector units
available in most of today’s processors.

4.1 MPI parallelization
On a distributed memory system, the domain is decomposed into subdomains of equal
size, which are assigned to the individual processors in the system. In deal.II,
each processor holds a common coarse mesh and refines only on those parts of the
triangulation that belong to the local subdomain. This implementation is based on the
p4est package [19] and the interface to deal.II described in [4]. When performing
an element-based operation, data associated to DoFs on the subdomain boundaries
need to be made available to all processors involved. Likewise, values accumulated
for DoFs at subdomain boundaries need to be sent to the processor owning the DoF.
In addition, hanging nodes located at or near subdomain boundaries create additional
dependencies to data on other processors.

In order to handle the MPI communication, we have designed a special vector
class, called distributed::Vector, that is tailored to the access patterns of our
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implementation. To initialize a vector, one specifies the degrees of freedom that are
owned by the processor (locally_owned_dofs) and the ones on subdomain bound-
aries where read or write access is needed (ghost_dofs). The import_ghost and
compress functions implement the data exchange using non-blocking MPI send and
receive commands. Since we expect the same vector to be used for several operator
applications, we use persistent MPI communication requests that preserve the MPI
channels from one call to the next [44, sec. 3.9]. This reduces the overhead of data
exchange to a minimum. Note that for the import_ghost command the sender does
not necessarily need to wait for the operation to complete, only the receiving proces-
sor needs to make sure it has obtained all data before accessing ghosts. However, we
observe a considerably improved performance when also the sender waits.

Similarly to distributed sparse matrix storage in the PETSc [2, 3] and Trilinos
[29, 30] linear algebra packages, we transform indices into process-local index space
during the setup described in Sec. 3.1, as opposed to the deal.II DoFHandler and
constraint matrix which store the global number of degrees of freedom. Ghost indices
are appended at the end of the locally owned array, enumerated starting from the
number of locally owned degrees of freedom. The localized indices provide direct
access to vector entries with one single CPU instruction for all locally relevant degrees
of freedom. Moreover, local degrees of freedom can be enumerated by 32-bit unsigned
integers, whereas global indices require 64-bit indices once the problem size exceeds
4 billion unknowns. Our implementation keeps track of the global indices and the
target processes for ghost indices and the list of locally owned DoFs that are ghosts
on other processors and are about to be received/sent. This information is identified
in the initialization step of the vector and referred to as “partitioner” of the vector. In
order to avoid to build and store the partitioning information for several vectors based
on the same layout, we share this information.

In the initialization of the operator data each processor orders its cells such that
the cells that operate on DoFs that require communication are lumped together. We
will refer to these cells as boundary cells and to the rest as inner cells in the following.
During a DoF operation, one first touches parts of the inner cells, followed by the
boundary cells, and finally the rest of the inner cells. In this way, one can overlap both
communication steps (import_ghots and compress) with computations.

Note that an alternative would be to use PETSc or Trilinos vectors to handle the
communications. However, these vector types are more general and come therefore
with a larger overhead for ghost handling as compared to the vector type described
above that is tailored for our purposes.

4.2 Shared-memory parallelization

The operation that computes the local result of the cell-based operator is independent
from one cell to another. However, the operation that adds the data to a destination
vector is not, because several cells share degrees of freedom along commonly owned
vertices, edges, and faces. There are several possibilities to account for this issue
in shared memory codes and to obtain thread-safety, cf. the discussion in [46]. We
have chosen a strategy to subdivide cells into subdomains with precomputed neighbor
relations. Then, we use Intel Threading Building Blocks [49] to schedule the tasks dy-
namically in a way that no neighboring cells are worked on simultaneously. We define
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neighboring cells as those that share a common degree of freedom, either directly or
through a constraint in the dependency graph of (PkC). Popular methods of this kind
are based on coloring of the cells in such a way that cells of the same color are not
adjacent, cf. e.g. [14, 31, 22, 25, 13, 37].

A drawback with coloring strategies are points of synchronization for all compu-
tational threads after each color as well as suboptimal use of cache memories. The
authors have therefore proposed an alternative strategy [38] that works on two levels:
First, the domain is partitioned in such a way that cells belonging to partition k do at
most overlap with cells from partition k− 1, k, and k+ 1. In this way, all odd (even)
partitions are independent. To avoid an explicit synchronization point when switch-
ing from odd to even partitions and to split the work into smaller portions, we add a
second level of partitioning: Within each partition, we subdivide the cells once more
following the same strategy as on the first level. Then, the task for each partition on
level one spawns tasks according to the partitioning on level two, and the Threading
Building Blocks task scheduler can keep all computational threads busy with tasks.

In order to keep task scheduling costs low and improve the memory access pattern,
we do not consider individual cells when we build the partitions but cluster a number
of neighboring cells to blocks of cells. Since we want to combine the shared-memory
parallelism with the MPI parallelization, we define all boundary cells as part of the first
partition and schedule the corresponding task such that the partition is handled towards
the middle of the computations. In this way, communication can be overlapped with
computations on other partitions.

4.3 Vectorization

Most computer systems today offer a third level of parallelism which does not fit
into the two categories above, namely vector operations within the CPUs in a single
instruction multiple data (SIMD) fashion.

In most generic finite element packages, vectorization is not explicitly addressed
and merely left as a task to an optimizing compiler. However, it is our experience
that many compilers already fail at vectorizing matrix-matrix multiplications,1 not to
mention the more complicated data flow present in finite element operator applications
with many short loops. Moreover, it is usually not efficient to rely on external vec-
torized packages like level-3 BLAS. The operations on cell level are too fine-grained
for most practically relevant finite elements, so that function call overheads are pro-
hibitive. At the same time, the finite element framework is ideally suited to the SIMD
concept, since the operations are typically the same on all cells. Therefore, our im-
plementation makes vectorization explicit by vector-type classes with overloading of
basic arithmetic operations based on compiler intrinsics [32, 33]. For 128-bit SSE
registers, this translates to 2 cells for double data types and 4 cells for single precision
floats, and 4 or 8 for 256-bit AVX registers.

The elemental decomposition and global assembly steps in Algorithm 2.1 directly
collect the data from nvec cells and pack it into one vector data field for each local
degree of freedom. The complete work-flow at cell level, i.e., step (2b) in Algorithm

1We tested matrix-matrix multiplication (matrix dimensions compile-time constants) with the GNU C++
compiler (version 4.5.0) and the Intel compiler (version 12.0.2) on x86-64 Linux at different optimization
levels. The code was at best marginally faster than non-vectorized versions, sometimes considerably slower.
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2.1, is performed using vectorized types instead of single data fields. Unit cell data is
stored as nvec same copies in each array entry, and mapping information on quadrature
points is stored for several cells at once. When different cell types are involved within
the vector components, the most general is applied.

5 Performance tests
All the experiments in this section have been performed with the GNU C++ com-
piler (version 4.5.2) on Linux x86-64, compiled with flags -O2 -funroll-loops.
Sparse matrix-vector products use the kernel provided by the Trilinos version 10.6.4
[30] compiled at -O3. We perform benchmarks on two systems based on different
processor architectures:

Nehalem-EP Intel Xeon E5520 (Nehalem-EP) at 2.26 GHz (turbo up to 2.53 GHz), 2
sockets with 4 cores each. Theoretical peak performance double precision: 72.3
Gflops, sustained memory bandwidth according to STREAM [42] benchmark:
24 GB/s. DDR Infiniband interconnect.

Harpertown Intel Xeon E5430 (Harpertown) at 2.66 GHz, 2 sockets with 4 cores
each. Theoretical peak performance double precision: 85.1 Gflops, sustained
memory bandwidth according to STREAM: 5.8 GB/s.

The Nehalem-EP system represents a system with state-of-the-art memory interfaces,
whereas the Harpertown system has rather limited memory bandwidth. This differ-
ence will be reflected in the performance of memory-intensive operations like sparse
matrix-vector products. However, we expect the ratio between arithmetic and memory
performance on future systems to be more like the Harpertown system.

5.1 Matrix-vector products for Laplace problem
As a first example, we consider the finite element operation with the following opera-
tor:

Lu =−∆u, (12)

which corresponds to a matrix-vector product with the matrix A being the stiffness ma-
trix arising from discretizing the negative Laplacian. We have tested the performance
by taking the wall-clock time needed for one matrix-vector product (minimum out of
40 runs). Fig. 3 shows the wall time for a 2D problem for various polynomial orders
of the finite element. The problem size is held constant at 3.7 million degrees of free-
dom and there are only constraints from homogeneous boundary conditions, but no
hanging nodes. Fig. 4 shows the same experiment for a 3D example with 1.8 million
degrees of freedom on two different computer systems. We use a Gauss quadrature
formula with as many points as local degrees of freedom, giving exact integration on
Cartesian cells.

Comparing the performance results with the number of arithmetic operations dis-
played in Fig. 1, one can see a qualitative similarity. The computing time for our
implementation is almost the same for polynomial orders two through six, which is
due to the efficient tensor-product form. For the sparse matrices whose complexity
behaves as pd , on the other hand, the computing time is quickly increasing. The
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experiments show that the performance of our cell-based operator outperforms the
standard sparse matrix kernel for the Laplacian of the problem for any polynomial or-
der but one. This is in contrast to the theoretical complexity of the sparse matrix that
is better than sum-factorization up to degree eight in 2D and four in 3D, respectively,
see Fig. 1. The reason for this difference are the different Gflops rates as reported in
Table 1, firstly because the performance of the sparse matrix vector product is limited
by the memory bandwidth and secondly that we have vectorized the cell operations
in our implementation. Memory bandwidth limits become especially obvious when
MPI parallelization is used on the eight cores of the computing node. In this case,
parallel speedup is considerably improved by our implementation, especially on the
Harpertown system where the access to main memory is slower. The reduced mem-
ory consumption of the cell-based strategy is illustrated in Fig. 6. Comparing the
obtained Gflop rates with the peak performance, we see that we can reach up to 70%
of peak arithmetic performance already at low order, while the sparse matrix does not
exceed 15% of peak in serial and 7% in parallel (at 100% of memory throughput) on
Nehalem-EP.
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Figure 3: Wall-clock times per matrix-vector product for different polynomial orders with 2D Laplacian
with 3.7 million degrees of freedom on Nehalem-EP.

In Fig. 5, we compare the performance in Gflops for different parallelizations as
a function of the problem size. It shows that thread parallelization is less efficient for
small problem sizes compared to the MPI-only parallelization, but the peak perfor-
mance with more than about 100,000 degrees of freedom is quite similar.

We have also done experiments with single precision. Single precision is about
90 percent faster. This shows that the vectorization is efficient also for vector lengths
larger than two, which we also have verified on a system with AVX.

5.1.1 Non-Cartesian meshes

We next consider a different geometry, namely a three dimensional ball with adap-
tive refinements applied, where the cells are non-Cartesian and higher order boundary
mappings are applied, so that no simple compression can be applied when storing
transformation data, see Section 3.2. Besides the increase in memory consumption,
this also increases the number of operations on the cells slightly. This makes our
sum-factorization operator application more expensive compared to meshes consist-
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(a) On Nehalem-EP.
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Figure 4: Wall-clock times per matrix-vector product for different polynomial orders with 3D Laplacian
with 1.8 million degrees of freedom on two computer systems.

Table 1: Wall-clock times in seconds for one matrix-vector product on 3D Laplacian on a Cartesian mesh
(Nehalem-EP). The problem size is held constant at 1.8 million degrees of freedom, compare with Fig. 4(a).
Shared memory and MPI parallelization are compared.

serial 8 cores (MPI) 8 cores (shared-mem.)
Pol. order time Gflops time Gflops speedup time Gflops speedup

finite element operator application
1 0.21 4.3 0.027 33 7.8 0.028 33 7.4
2 0.088 6.4 0.013 44 6.9 0.013 43 6.5
3 0.089 5.9 0.013 39 6.6 0.013 40 6.8
4 0.086 6.3 0.013 42 6.7 0.012 45 7.2
5 0.10 5.7 0.015 37 6.5 0.014 41 7.1
6 0.099 6.2 0.015 40 6.5 0.014 46 7.4
8 0.10 6.8 0.018 39 5.7 0.014 50 7.3
10 0.12 6.7 0.022 37 5.6 0.017 49 7.3

sparse matrix (CRS)
1 0.083 1.1 0.024 4.0 3.5
2 0.20 1.1 0.050 4.4 3.9
3 0.37 1.2 0.094 4.6 3.9
4 0.73 1.0 0.16 4.8 4.6
5 1.1 1.1 0.25 4.8 4.2
6 1.6 1.1 0.42 4.2 3.9
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Figure 5: Performance over problem size with Q2 elements on a Cartesian mesh for serial computation,
shared-memory parallelization, and MPI parallelization (Nehalem-EP).

Table 2: Laplace problem on a 3D ball (non-Cartesian cells, higher order boundary mapping, adaptive
refinement). Wall-clock times per million degrees of freedom for one matrix-vector product in serial are
given and flops for polynomial orders one to six with proposed operator and sparse matrix for serial runs.
Test performed on Nehalem-EP.

FE operator application sparse matrix (CRS)
Pol. order memory time memory time

[bytes/DoF] [s/106 DoFs] [bytes/DoF] [s/106 DoFs]
1 670 0.19 320 0.050
2 280 0.090 740 0.11
3 190 0.078 1400 0.21
4 160 0.078 2400 0.34
5 150 0.080 3900 0.58
6 130 0.074 — —
8 120 0.080 — —

ing of Cartesian cells, especially for lower order approximations. However, looking
at the numbers collected in Table 2, we can see that our operator again outperforms
the sparse matrix, both in terms of memory requirements and computing time, for any
finite element degree but linear (cf. also Fig. 6 for memory consumption). Note that
the times in Table 2 are expressed in terms of million degrees of freedom in order to
compensate for different problem sizes for different polynomial orders.

5.1.2 Breakdown of total computation time

Fig. 7 breaks down the times spent in different components of the operator application
for Q2 and Q8 elements (normalized to the time per million degrees of freedom). We
break down the time into the read and write operation (steps 2a and 2c in Algorithm
2.1), the application of unit cell gradients by sum-factorization (steps (i) and (iii) in
Algorithm 2.2) and the application of the Jacobian transformation and the Laplace
operation on quadrature points (step (ii) in Algorithm 2.2). For Q2 elements, the time
for applying Jacobian transformation and operation is considerably larger for the ball
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Figure 6: Memory requirements per DoF for a three dimensional example. The memory requirements
for the sparse matrix (SpM) do no depend on the geometry, while for the matrix-free implementation we
distinguish the case of Cartesian cells (MF) and the case with different Jacobians on each quadrature point
for a ball geometry (MF ball).
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Figure 7: Breakdown of computing times for Cartesian mesh examples (no constraints) and ball meshes
with adaptive refinements and boundary constraints. Element orders 2 and 8 are considered. For Q2
elements, we also include the times for a Gauss–Lobatto quadrature rule instead of full quadrature based on
a Gauss formula.

mesh because of high memory intensity, compared to a Cartesian mesh. When going
to higher order, the time spent in the unit cell gradients increases, as it is the only
component whose complexity depends on the element order. We also observe that
the time for reading and writing into the vector is larger on the adaptively refined ball
mesh where hanging node constraints need to be resolved. Nonetheless, the numbers
show that no obvious bottleneck exists in our implementation, supporting the high
Gflops rates shown above.

5.1.3 Influence of compiler optimizations

Finally, we consider the impact of the compiler on the performance on the test case in
Table 1 with Q2 elements. Below we report Glops rates for the GCC compiler g++,
version 4.5.0, and the Intel compiler icpc, version XE 12, with different compiler
flags.

g++: -O1 4.2 Gflops, -O2 4.7 Gflops, -O3 6.1 Gflops.
g++ -funroll-loops: -O1 5.3 Gflops, -O2 6.1 Gflops, -O3 6.1 Gflops.
icpc: -O1 3.5 Gflops, -O2 4.1 Gflops, -O3 4.1 Gflops, -fast 4.4 Gflops.

We see that the flag -funroll-loops has a considerable impact on performance
at low levels of compiler optimization. Also, the Intel compiler performs considerably
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Figure 8: Strong scaling of one matrix-vector product for finite element operator application on a cluster
of Nehalem-EP.

worse than the GCC compiler, which is because of non-optimal code generation from
SSE intrinsics.

5.2 Large-scale parallelism
Next we consider the scalability of the finite element operator application to large
computer clusters. The results of strong scaling experiments are given in Fig. 8. Ac-
cording to the model outlined in section 4.1, the application only involves communi-
cation with nearest neighbors, which should give perfect scaling to very large numbers
of processors.

In Fig. 8(a), we compare the performance of plain MPI parallelization with hy-
brid parallelization, i.e., MPI parallelization over different nodes of the cluster and
thread parallelization within the nodes. The problem consists of 17.0 million degrees
of freedom based on Q2 elements. We see that both variants show very good scaling
behavior from 8 to 512 cores. At 512 cores, there are about 33,000 degrees of free-
dom per core. There is a slight advantage for the MPI-only parallelization, which is
mainly due to the better performance of MPI within one node as presented in Table 1.
This suggests that for our implementation there is no benefit from using hybrid paral-
lelization on current systems. However, this might change for future systems where
more heterogeneity within the nodes is to be expected and a static subdivision of the
workload as done in MPI is suboptimal.

In Fig. 8(b), we display the time for one matrix-vector product on 80 to 2,400 MPI
processes for a problem with 2.1 billion degrees of freedom (26 million to 870,000
DoFs per process). We separately collect computation times and synchronization
times. The synchronization time collects the time spent in calls to MPI send and
MPI wait functions, which initiate and finalize the data exchange, and also takes into
account when the computational work on different processors does not take exactly
the same amount of time. We see that the computation time scales perfectly and also
the total time for matrix-vector product scales very well. This excellent scaling behav-
ior is expected to translate to user cases with massive parallelism where matrix-vector
products constitute the dominant part of the computation.
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6 Application problems
In this section, we demonstrate the usability of our operator for more advanced prob-
lems, namely a nonlinear wave equation (Sine–Gordon problem), a multigrid solver,
and Stokes/Navier–Stokes operators. The implementation of the former two exam-
ples is publicly available as tutorial programs step-48 and step-37 of the deal.II
library.

6.1 Nonlinear wave equation
We consider the Sine–Gordon equation,

utt = ∆u− sin(u), (13)

complemented by homogeneous Neumann boundary conditions and u and ut specified
at the initial time. We choose leap frog as time discretization using the second-order
formulation of the partial differential equation. In weak form, the scheme reads(

v,un+1)= (
v,2un−un−1−∆t2 sin(un)

)
−
(
∇v,∆t2

∇un) , (14)

where v denotes a test function. We choose to make use of the explicit time stepping
with Gauss–Lobatto based elements that yield a diagonal mass matrix M, which gives
the following update formula for the node values Un+1:

Un+1 = M−1L(Un,Un−1), (15)

where the action of the (nonlinear) operator L(Un,Un−1) corresponds to the right hand
side in (14). This test represents a typical situation in practical applications of the finite
element method.

Table 3 shows computation times for one time step with the above implementation
for two and three space dimensions and different element orders. Comparing first
just the linear part, i.e., (14) without the sine term, we see that the performance of the
finite element operator application is considerably higher than with sparse matrices. In
the table, we also show the numbers for an implementation with a standard deal.II
assembly loop that is optimized for matrices and not just vector assembly. Compared
to that implementation, our operator is more than an order of magnitude faster, for 3D
problems with Q4 elements almost two orders of magnitude.

Regarding the performance for the complete Sine–Gordon problem (14), we com-
pare the proposed finite element operator application and a standard assembly routine.
From Table 3, we see that the difference between the two variants is less than in the
linear case, which is because about 60% of the computation time is spent in evaluation
of the sine for the FE operator application (all other operations are memory accesses,
multiplications, and additions).

6.2 Multigrid solver
To demonstrate that state-of-the-art linear solvers like multigrid highly benefit from
fast matrix-vector products, we consider the solution of the three-dimensional Poisson
problem

−∇ ·a(x)∇u = 1, on [0,1]3 (16)
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Table 3: Wall-clock time for wave equation ((14) without the sine term) and the full Sine-Gordon equation
(14). MF denotes the finite element operator application, SpMV a matrix–vector product with a sparse
matrix, and dealii a usual assembly loop in deal.II . There are 65,536 cells for the 2D tests and 32,768
cells for the 3D tests. Test performed on Nehalem-EP with one thread.

wave equation Sine-Gordon
MF SpMV dealii MF dealii

2D, Q2 0.0106 0.00971 0.109 0.0243 0.124
2D, Q4 0.0328 0.0706 0.528 0.0714 0.502
3D, Q2 0.0151 0.0320 0.331 0.0376 0.364
3D, Q4 0.0918 0.844 6.83 0.194 6.95

where a(x) = 1
0.1+2‖x‖2 is a smoothly varying coefficient, and homogeneous Dirichlet

boundary conditions are prescribed. We choose a conjugate gradient solver accel-
erated by a geometric multigrid preconditioner based on a polynomial Chebyshev
smoother [1]. This smoother only requires the action of the differential operator
(which we implement with our finite element operator instead of sparse matrices)
and knowledge of the diagonal elements in the operator which are cheap to obtain.
Relaxation-based smoothers like Gauss–Seidel or ILU, on the other hand, require ex-
plicit knowledge of all matrix elements. For a mildly varying coefficient as in this
example, the Chebyshev smoother gives optimal complexity. Note that more com-
plicated problems require stronger multigrid smoothers [27] or algebraic multigrid
approaches [26], where fast matrix-vector products can be used on the finest level.
We estimate the largest eigenvalue λ̃max for the Chebyshev smoother on each level
by computing 10 iterations with a conjugate gradient algorithm, set the smoothing to
[0.12λ̃max,1.2λ̃max], and choose a degree of 6 (i.e., 6 matrix-vector products per level
and iteration). The CG solver is run until the residual is reduced by 10−12.

In Table 4 we show computation times for finite elements of polynomial degrees
2, 4, and 6. We observe a speedup of a factor two for second order polynomials and
more than a factor three for higher orders compared to an implementation based on
sparse matrices. Note that for the Q6 case, about 80% of the computational time for
the FE operator implementation is spent in restriction and prolongation operations,
which are based on (non-optimal) sparse matrices. The gains can be expected to be
even larger when also level transfer operations are implemented similarly to our FE
operator. We note that the higher-order elements are based on non-equidistant Gauss–
Lobatto–Legendre support points. In this case, the number of iterations needed is
very small (4–6) and independent of the problem size. However, if one uses equidis-
tant points instead, the performance becomes worse with increasing order due to ill-
conditioning of the interpolation [34]. For solving the problem with Q4 elements, 22
iterations are required and with Q6 elements, more than 2 000 iterations are needed.

6.3 Performance of Stokes and Navier–Stokes operations

As demonstrated in section 6.1, the framework for finite element operator application
is suited not only for matrix-vector products, but also nonlinear operations and systems
of PDEs. Here we show timings for the incompressible Stokes and Navier–Stokes
equations in fluid dynamics. We consider the operation described by the following
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Table 4: Number of CG iterations for multigrid-preconditioned Poisson solve and wall-clock time in sec-
onds. MF denotes the matrix-vector products with the finite element operator application, SpMV matrix–
vector products with a sparse matrices. Test performed on Nehalem-EP with eight threads.

4 levels (512 cells) 6 levels (32 768 cells)
MF SpMV MF SpMV MF time per

#its time time #its time time million DoF
Q2 4 0.0169 0.0117 5 0.4135 0.9753 1.51
Q4 6 0.191 0.361 5 6.56 22.6 3.06
Q6 6 1.241 3.51 6 70.3 290 9.78

Table 5: Wall-clock time for 20 applications of the Stokes and Navier–Stokes operator (17). FE Op de-
notes the finite element operator application and SpMV a sparse matrix-vector product. Test performed on
Nehalem-EP with one and eight threads (FE operator with shared memory parallelization).

FE operator SpMV Speedup
time Gflops time Gflops FE op over SpMV

Stokes, serial 0.293 5.25 1.30 1.04 4.44
Stokes, 8 threads 0.0487 31.5 0.486 2.77 9.98
N–S, serial 0.320 5.18
N–S, 8 threads 0.0524 31.6

weak form(
v,ρ

(
∂u
∂ t

+u ·∇u
))

+
(
∇v,µ(∇u+∇uT )− pI

)
+(q,∇ ·u) . (17)

Here, u denotes the vector-valued fluid velocity and p the fluid pressure, v and q
test functions on the velocity and pressure space, respectively, and ρ and µ are the
fluid’s density and dynamic viscosity. For the Stokes equations, the first term is omit-
ted and the operation described by (17) represents one matrix-vector product. The
matrix-vector product is the operation that consumes the largest part of computing
time in solving linear systems of equations with iterative solvers. For the Navier–
Stokes equations, the operation corresponds to evaluating the nonlinear residual to a
given solution (u, p) during time-stepping, where the terms from time discretization at
older time levels are omitted. We perform a test with the so-called Taylor–Hood finite
element pair (Q2,Q1) which selects tri-quadratic elements for each velocity compo-
nent and tri-linear elements for the pressure. The mesh represents a shell geometry in
three space dimensions and consists of 6,144 cells with 163,704 degrees of freedom
(velocity and pressure together).

Table 5 compares the performance of the finite element operator application with
a usual sparse matrix-vector product for the Stokes problem. The symmetric gradient
in (17) introduces a coupling between the different components, which results in a
denser matrix, and is necessary if the viscosity is non-constant. In the cell-based oper-
ator, this coupling is merely introduced at quadrature points when defining the Stokes
operation, which is very cheap in comparison. The operator application is more than
four times faster than a SpMV already for the comparably low polynomial order of 2
for velocity in the serial case and ten times faster in the parallel case. This speedup can
be expected to have big impact in many vector-valued problem with practically rele-
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vant polynomial orders where matrix-vector products constitute the main cost. From
Table 5 we also note that the difference in computing time between evaluating the
Stokes and Navier–Stokes operation is small. This shows that more complicated oper-
ations do not have significant impact on the performance of the cell-based implemen-
tation, as long as this involves only some combinations on quadrature points and not
too many additional function values or gradients.

7 Discussion and conclusions

We have presented a cell-based implementation of finite element operations that is
parallelized on three levels. Compared to state-of-the-art implementations based on
sparse matrices, we have demonstrated tremendously improved Gflops rates and bet-
ter performance for all polynomial degrees but one. There are various reasons for this
effect, namely usage of the tensor-product form of basis functions, regular data struc-
tures on element level, vectorization of operations on cell level, and a reduced memory
traffic since there is no need to load the elements of a matrix but the unit-cell shape
information is reused. The latter point particularly improves parallel scalability within
one computing node. Especially for high-order methods in multiple dimensions and
on Cartesian grids, our implementation remarkably reduces the memory requirements
which also allows to increase the problem size that can be computed on a single node.
Almost perfect strong scalability has been demonstrated also for thousands of proces-
sors. In order to achieve such high Gflop rates, we have implemented data structures
tailored to a cell-based FE operator application.

In this paper, we did not explicitly target GPU-based programming, but the data
structures outlined here fit well into the concept of GPU-programming, with elements
from shared-memory parallelization (see Sec. 4.2) and vectorization (see Sec. 4.3)
as basic building blocks. We expect that future generic finite element packages will
build around building blocks like operator application that is targeted to the specific
hardware in use.

The method presented here is not efficient for problems with linear elements and
constant coefficients because the quadrature loop is expanded in every case and hence
the operator is applied in two steps: first interpolation and then integration. Taking also
into account that all nodes for linear continuous elements are vertex nodes with high
valence (approximately 2d), the number of operations per matrix-vector product is
considerably higher than for sparse matrices. Nevertheless, in the two step formulation
presented here one can exploit the tensor product structure of the basis functions to
keep the number of operations small. This is particularly useful for Gauss–Lobatto
elements where shape values on quadrature points form an identity operation. We give
evidence that our implementation performs much better than sparse matrices already
for second order elements.

In addition, the decomposition of the local matrix application in substeps with
sums over quadrature points are advantageous for more complicated problems with
time-dependent coefficients or non-linear terms where a pre-assembling of a sparse
matrix is not possible. As demonstrated in Sec. 6.1, such a problem can be im-
plemented — based on pre-assembled unit-cell shape information — in a few lines
of code with very little increase in computational costs compared to linear/constant-
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coefficient problems. Moreover, the framework presented here might make nonlinear
solvers like nonlinear GMRES [16] for finite element discretizations more attractive.
Our implementation is available as part of the deal.II package and two tutorial pro-
grams serve as a starting point for user-defined problems.

To sum up, our formulation of the finite element operation combines the simplicity
and efficiency of stencil-based finite difference methods with the flexibility of finite el-
ements when it comes to mesh transformation, adaptive mesh refinement, and variable
coefficients.
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