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Abstract—Applications that are co-scheduled on a multicore
compete for shared resources, such as cache capacity and memory
bandwidth. The performance degradation resulting from this
contention can be substantial, which makes it important to
effectively manage these shared resources. This, however, requires
an understanding of how applications are impacted by such
contention.

While the effects of contention for cache capacity have been
extensively studied, less is known about the effects of contention
for memory bandwidth. This is in large due to its complex nature,
as sensitivity to bandwidth contention depends on bottlenecks at
several levels of the memory-system, the interaction and locality
properties of the application’s access stream.

This paper explores the contention effects of increased latency
and decreased memory parallelism at different points in the
memory hierarchy, both of which cause decreases in available
bandwidth. To understand the impact of such contention on
applications, it also presents a method whereby an application’s
overall sensitivity to different degrees of bandwidth contention
can be directly measured. This method is used to demonstrate the
varying contention sensitivity across a selection of benchmarks,
and explains why some of them experience substantial slowdowns
long before the overall memory bandwidth saturates.

I. INTRODUCTION

Cache capacity and memory bandwidth are critical shared
resources in chip multi-processors. Sharing these resources
between cores has many benefits, however, it also leads to
contention, which can have dramatic, negative impacts on the
co-running applications’ performance. Understanding the im-
pact of such contention is therefore essential to fully realize the
computational power of these systems. This work investigates
the effects of contention for off-chip memory (bandwidth)
by first exploring where and why contention occurs in the
memory hierarchy. We then use this knowledge to develop a
method that enables us to measure an application’s sensitivity
to memory contention.

While contention effects have been extensively studied for
cache capacity (e.g. [1]), less is known about contention
for memory bandwidth. Two recent studies [2], [3], show
that the performance impact from contention for off-chip
memory resources can be significant. Their main results, with
respect to memory bandwidth contention, are that applications
with higher (un-contended) bandwidth demands both generate
more memory contention and are generally more sensitive to
contention from others.

The importance of application sensitivity to memory band-
width contention is shown in Figure 1. This data shows
that applications’ sensitivities vary significantly and can be
quite substantial, with slowdowns varying from 3% to 23%

for these benchmarks. It is clear from the data in Figure 1
that applications with similar bandwidth demands (e.g. lbm
and soplex) can exhibit widely varying slowdowns for the
same degree of memory contention. The goal of this research
is to further investigate the mechanisms behind bandwidth
contention and its impact on applications’ performance.
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Fig. 1. Baseline bandwidth (no contention) and slowdown with memory
contention (90% of saturation bandwidth). While all of these applications
exhibit similar baseline bandwidth consumption, their sensitivities to memory
contention vary widely. This variability demonstrates the importance of a
more detailed understanding of the effects of memory contention. (For each
benchmark we generated sufficient bandwidth contention to reach 90% of
the system saturation bandwidth for the benchmark. This contention was
generated using the Bandwidth Bandit technique discussed in Section VI.)

To measure application sensitivity to memory contention we
propose the Bandwidth Bandit method. It works by co-running
the application whose performance we want to measure (the
Target) with a Bandit application that generates memory
contention. By carefully controlling the amount of contention
the Bandit generates we can measure the Target’s performance
as a function of the contention generated by the Bandit.

As we want to measure the Target’s sensitivity to memory
contention in isolation, it is important that the Bandit does
not consume any shared resources other than the ones for
which it generates contention. For example, if the Bandit uses
large amounts of shared cache capacity, this might impact
the Target’s performance and distort the measurement. In
addition, the Bandit must generate realistic contention traffic
that appropriately targets the different parts of the memory
hierarchy. To design such a Bandit we must first understand
the sources of memory contention in detail.

This research makes the following contributions:
• We identify the main bottlenecks that can arise due to

memory contention and measure their impact on both
latency and bandwidth. We classify these bottlenecks
into two categories: bottlenecks that limit bandwidth and
bottlenecks increase latency.

• We present the Bandwidth Bandit method. A new quan-
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Fig. 2. The memory hierarchy. The memory hierarchy can be analyzed with
Equation 1 using the different degrees of parallelism and latency at each level
in the hierarchy. The queues in the figure indicate that the available parallelism
comes from multiple places within the hierarchy. The details of the hierarchy
are discussed in Section IV.

tative method for measuring the performance impact of
memory contention on real hardware.

• We describe how the Bandit data can be analyzed to
understand an application’s bandwidth and latency sensi-
tivity.

• We use the Bandwidth Bandit method to analyze the
contention sensitivity of a set of applications from the
SPEC2006 and PARSEC benchmark suites.

To present this material, we begin with an overview of
the memory hierarchy (Section II-A) and a discussion of
the relationship between memory level parallelism and la-
tency (Section II-B). We then describe our experimental setup
(Section III), and present a series of micro-benchmarks for
characterizing the impacts of latency and parallelism at the
global and local level in the memory hierarchy (Section IV).
With this background, we then introduce the concept of ap-
plication sensitivity to bandwidth and latency (Section V) and
present the details of the Bandwidth Bandit implementation
(Section VI). The Bandit is then validated against a series of
micro-benchmarks, which allow us to describe how to interpret
its output (Section VII). Finally, we present the results of using
the Bandwidth Bandit to investigate the memory contention
sensitivity of a variety of SPEC2006 and PARSEC benchmarks
(Section VIII).

II. BACKGROUND

A. Memory Hierarchy Organization

The memory hierarchy considered in this paper is shown in
Figure 2. If a memory access can not be serviced by the core’s
private caches (not shown in the figure), it is first sent to the
shared L3 cache. It the requested data is not found in the L3
cache, it is sent to the integrated Memory Controller (MC).
The MC has three independent memory channels over which
it communicates with the DRAM modules. Each channel
consists of an address bus and a 64 bit wide data bus. Memory
request are typically 64 bytes (one cache-line), thereby requir-
ing eight transfers over the data bus. Each DRAM module
consists of several independent memory banks, which can
be accessed in parallel, as long as there are no conflicts on
the address and data buses. The combination of independent

channels and memory banks provides for a large degree of
available parallelism in the off-chip memory hierarchy.

The DRAM memory banks are organized into rows (also
called pages) and columns. To address a word of data the MC
has to specify the channel, bank, row and column of the data.
To read or write an address, the whole row is first copied into
the bank’s row buffer. This single-entry buffer (also known as
a page cache) caches the row until a different row in the same
bank is accessed.

On a read or write access three events can occur: A page-hit
when the accessed row is already in the row buffer and the
data can be read/written directly; a page-empty when the row
buffer is empty and the accessed row has to be copied from
the bank before it can be read/written1; or a page-miss when a
row other then the one accessed is cached in the row buffer. In
the case of a page-miss, the cached row has to first be written
back to the memory bank before the newly accessed row is
copied into the row buffer. These three events have different
latencies, with a page-hit having the shortest latency, and a
page-miss having the longest.

B. Memory Hierarchy Performance

From a performance point of view the memory hierarchy
can be described by two metrics: its latency and band-
width. These two metrics are intimately related. Using Little’s
law [4], the average bandwidth achieved by an application can
be expressed as follows:

bandwidth = transfer size× MLP

latency
, (1)

where MLP is the application’s average Memory Level
Parallelism, that is, the average number of concurrent memory
requests it has in-flight, and latency is the average time to
complete the application’s memory accesses. For example,
consider an application with a MLP of one (e.g., a linked list
traversal) and an access latency of 50ns. Such an application
would complete a transfer every 50ns, on average. With a
transfer size of 64 bytes, its memory bandwidth would be
1.3GB/s. If the MLP was increased to two, but the access
latency remained the same, the application would complete
two transfers every 50ns, and its bandwidth would double to
2.6GB/s.

The above equation clearly illustrates that the bandwidth
achieved by an application is determined by both its memory
access latency and its memory parallelism. However, these
parameters vary throughout the memory hierarchy. For ex-
ample, at the bank level, the parallelism is limited by the
number of banks. However, MCs typically queue request to
busy banks. From the higher-level perspective of the MC,
the parallelism, or number of in-flight requests, will include
the request in these queues, and appear larger. The latency
will also appear different, since the time spend in the queues
have to be considered. The above equation will therefore have

1Page-empties occur when the MC preemptively closes a page that hasn’t
been accessed recently to optimistically turn a page-miss into a page-empty.



different values for latency and MLP depending on where it
is applied in the memory hierarchy.

In this work we will use the above equation to understand
how contention for shared memory resources impacts appli-
cation performance. Such contention can occur throughout
the memory hierarchy, and can both increase access latencies
and reduce the memory parallelism. The resulting effect on
application performance is a function of the application’s
sensitivity to reduced latency or memory parallelism.

III. EXPERIMENTAL SETUP

The experiments presented in this paper have been run on
a quad core Intel Xeon e5520 (Nehalem) machine. Its cache
configuration is detailed in the following table:

L1 cache 32k/32k, 8/4 way, inst./data, private
L2 cache 256k, 8 way, unified, private
L3 cache 8MB, 16 way, inclusive, shared

In this system, an L2 cache miss is sent to a Global Queue
(GQ) [5] which tracks the in-flight L2 misses. The GQ has
three queues for in-flight accesses: a 32-entry queue for loads,
a 16-entry queue for writes, and a 12-entry queue for requests
that go out over the QuickPath Interconnect (QPI). In the case
of a single socket system, upon receiving a request for a cache
line from one of the four cores, the GQ first sends a request
to the shared L3 cache. If the cache line is not present in the
L3 cache, it then sends the request to the memory controller
(MC).

The MC for this system has three memory channels. Our
baseline setup uses one dual-ranked 4GB 1.5V 9-9-9 DDR3-
1333 DIMM. For experimenting with different numbers of
active memory channels we used up to three dual-ranked 2GB
DDR3-1333 DIMMs. All DIMMs have 16 memory banks (8
per rank) and 8kB page caches.

While we use this specific setup throughout the paper the
methodology and analysis presented in this paper work on
most machine with similar memory hierarchies as long as the
MC(s) are shared among their cores.

IV. CHARACTERIZING THE MEMORY HIERARCHY

In this section we identify and characterize the major
bottlenecks that can arise when applications or threads contend
for memory resources. We break down these bottlenecks
into two broad categories: bottlenecks that limit the available
memory parallelism and bottlenecks that cause latencies to
increase. Understanding these bottlenecks is important, for
both designing the bandwidth-stealing Bandit application and
interpreting its data.

A. Memory Parallelism

The bandwidth achieved by an application is proportional to
its number of parallel memory requests (see Eq.1). However,
the memory hierarchy cannot always accept as many parallel
requests as the application can generate. Such limitations
appear at both the local level (limitations on the number of
requests individual cores can have in-flight) and the global

# d e f i n e MAX MLP 16
s t a t i c v o l a t i l e i n t ∗∗ l i s t ;
s t a t i c unsigned i n t n e x t [MAX MLP] ;

void run ( i n t i t e r , i n t mlp )
{

f o r ( i n t i = 0 ; i < i t e r ; i ++) {
sw i t ch ( mlp ) {

case MAX MLP:
.
.

case 2 :
n e x t [ 1 ] = l i s t [ 1 ] [ n e x t [ 1 ] ] ;
/∗ f a l l−t h r o u g h ∗ /

case 1 :
n e x t [ 0 ] = l i s t [ 0 ] [ n e x t [ 0 ] ] ;

}
}

}

Listing 1. Pointer-chasing micro-benchmark. This micro-benchmark
traverses up to 16 different linked lists. Each list has a loop-carried data
dependency that serializes its memory accesses. This results in at most one
memory access in-flight per linked list traversed. With this structure, we can
control the intrinsic MLP of the benchmark. The linked lists are allocated and
initialized at startup.

level (limitations on the total number of in-flight memory
requests in the shared memory hierarchy).

To investigate the memory parallelism in the memory hier-
archy, we used the micro-benchmark shown in Listing 1. This
micro-benchmark traverses a configurable number of linked
lists. Since each access to a linked list is data-dependent on
the previous access, the number of parallel memory requests
from the micro-benchmark is determined by the number of
linked lists it traverses. Therefore, by changing the number
of linked lists traversed, we can adjust the micro-benchmark’s
intrinsic MLP .

To investigate the degree of memory parallelism at the
different levels of the memory hierarchy, we ran the micro-
benchmark with linked lists of size 16MB (twice the last-level
cache size to ensure accesses to the DRAM). The lists were
initialized such that each element was visited once in a random
order with respect to its memory address. When traversing the
linked lists the benchmark will therefore generate a random
access pattern with all accesses resulting in a last-level cache
misses. We then co-executed one to four instances of the
micro-benchmark (each pinned to its own core) and swept their
MLP from 1 to 16. The measured aggregate bandwidths are
shown in Figure 3. (This experiment is similar to one presented
by Mandal et al. [6], except we present the effect of varying
the number of channels for one machine rather than comparing
across machines and sockets.)

If there were no limits on the memory parallelism available
in the memory hierarchy, running this benchmark and increas-
ing its MLP would simply increase its bandwidth linearly
(assuming the latency does not change). However, if there is
a limit on the number of in-flight requests, then as soon as
we reach this limit the bandwidth will level off. Beyond this
point, further increases in the application’s intrinsic memory
parallelism will not increase bandwidth, as such memory
accesses cannot be issued until previous in-flight requests



0

4

8

12

16

0 2 4 6 8 10 12 14 16

B
an

dw
id

th
(G

B
/s

)

MLP/instance

1 instance
2 instances
3 instances
4 instances

(a) One memory channel

0

4

8

12

16

0 2 4 6 8 10 12 14 16

B
an

dw
id

th
(G

B
/s

)

MLP/instance
(b) Two memory channels

0

4

8

12

16

0 2 4 6 8 10 12 14 16

B
an

dw
id

th
(G

B
/s

)

MLP/instance
(c) Three memory channels

Fig. 3. System bandwidth as a function of memory level parallelism for different numbers of memory channels. The graphs show the aggregate bandwidth
of 1 to 4 co-executed instances the micro-benchmark in Listing 1 with random access pattern as a function of their intrinsic memory parallelism. Figure 3(a),
3(b) and 3(c) show the results for one, two and three active memory channels, respectively.

complete.
Local bottlenecks: Figure 3 shows the results of this

experiment, for one, two and three active memory channels.
The data shows the aggregate bandwidth for one to four co-
executing instances of the micro-benchmark. For the case of
a single instance (lower red line), regardless of the number of
memory channels, the bandwidth increases (almost) linearly
with the memory parallelism until it reaches an MLP of 10,
at which point it levels off. This suggests that there is a limit
of 10 in-flight memory requests for a single core.

By examining the data for two instances (green line), for
two and three active memory channels (Figures 3(b) and 3(c)),
we can see that this is indeed the local per-core limit. For two
instances (two cores) the bandwidth increases linearly until
the memory parallelism reaches 20 (10 per instance). This
indicates that the system can readily reach a total memory
parallelism of 20, and that the limit of 10 is the local limit for
each core.

Global bottlenecks: The effects of global bottlenecks can
be seen in the data for one active memory channel (Fig-
ure 3(a)). For a single channel, running two or more instances
of the micro-benchmark causes the bandwidth to level off at
about 7.5GB/s. This occurs when the per-instance memory
parallelism is 8 (for 2 instances), 5 (for 3 instances), and 4
(for 4 instances). In all three cases this represents a combined
memory parallelism of 16. We can therefore conclude that with
one memory channel active the memory hierarchy can keep
only 16 parallel memory requests in-flight at a given time.

Repeating the analysis for two and three memory channels
(Figures 3(b) and 3(c)) shows that the bandwidth levels off at
13.2GB/s and 15.9GB/s, respectively. This occurs when the
memory parallelism reaches a total of 32, indicating that there
is a global limit of 32 parallel memory requests with two or
more memory channels active.

In the case of two or more active memory channels, we
suspect that the limit of 32 memory requests is due to the
32-entry queue for loads in the GQ in our Nehalem system.
In the case of one active channel, the limit may be due to the
fact that their are only 16 memory banks per channel. This
would mean that the limit is physically at a lower level in
the memory hierarchy, but from an applications point of view

this distinction is unimportant. In both cases the application’s
parallel memory accesses will be queued somewhere in the
memory hierarchy.

There is a further important observation we can make from
the data in Figure 3. According to Eq. 1 the bandwidth should
increase linearly with the memory parallelism before hitting
any of the MLP limits. However, this is clearly not the case as
the bandwidth rolls off smoothly. The reason for this smooth
transition is that the memory contention due to the increased
parallelism increases access latencies. Even in the case of a
single instance the increase in memory parallelism can cause
memory contention and increase access latencies. This occurs
when the linked list accesses contend for the same memory
bank, which can be most readily seen in Figure 3(a), due to
the smaller number of banks.

B. Latency

As we noted in the previous section, contention for the off-
chip memory resources can increase latency. The two main
reasons for this are an increased number of page-misses (which
increases the average time to access the DRAM) and increased
bank contention (which increases the average waiting time for
access to the bank).

1) Page-misses: The three events that can occur on a
DRAM memory access are page-hits, page-empties, and page-
misses, where page-misses have the longest latency. When two
or more applications or threads co-execute, they can increase
each other’s number of page-misses. To cause a page-miss, it
is enough that one application accesses a bank whose page
cache holds a row on behalf of another application, forcing
the cached row to be replaced.

To measure the relative cost of these events we used the
micro-benchmark shown in Listing 1 traversing a single linked
list (mlp = 1) large enough (16MB) so that all memory ac-
cesses result in last-level cache misses. To obtain the memory
access latency, we divide the execution time by the number of
iterations. To measure the latency of a page-miss, we initial-
ized the linked list with one element in each row of a given
bank. This ensures that every memory access results in a page-
miss. To measure the latency of a page-hit, we initialized the
linked list so that the micro-benchmark generates sequential
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Fig. 4. Memory access latency and bandwidth as a function of contention.
A contention of N means that for every access issued by the measured
benchmark instance the other instances issue N accesses to the same bank.

access pattern, which maximizes the number of page-hits2.
The results indicate that a page-miss (177 cycles) takes more
than twice as long as a page-hit (82 cycles), and a page-empty
(160 cycles) is only slightly better.

2) Bank Contention: Bank contention occurs when two or
more applications or threads try to access the same bank at
the same time. When this happens, only one of the requests
can be issued to the bank and the other(s) must be queued
(in the MC) until the bank is available. For the purpose of
the following discussion we can think of the MC as having
one queue for each bank. In general, when more requests
are issued to the same bank (i.e. the higher the contention),
the more requests will be queued, resulting in longer waiting
times, which increases the access latency.

To measure the impact of bank contention we co-executed
several instances of the micro-benchmark in Listing 1. One
instance, whose access latency we measured, traversed a single
linked list initialized such that the benchmark accessed the
first word of every row in the same memory bank. The other
micro-benchmark instances also accessed the same bank, but
with different access rates. By varying their access rates, we
can control the bank contention experienced by the measured
micro-benchmark.

Figure 4(a) shows the result of increased bank contention
on latency and bandwidth. As expected, the access latency
increases with increased bank contention, increasing linearly
beyond a contention of two. For contention levels beyond
two, the bank queue is never empty, and all request have to
wait in the queue. Increasing the contention therefore directly
increases the queue occupancy, which increases the queue
waiting time. As a result the bandwidth levels off at this point
because the memory bank is fully utilized and the bandwidth
is limited by the bank access time. In this case the bandwidth
is proportional to one over the bank access time.

There is a third way in which memory contention can
increase access latencies: contention for the address and data
buses. To measure the impact of this, we ran the same
experiment as above, but instead of accessing the same bank,

2We used an access stride of 64 bytes. As the page size is 8kB, one out
of every 128 accesses will be a page-miss. This however has no significant
impact on our results. For this experiment we disabled hardware prefetchers.

all instances access different banks. This results in contention
for the address and data bus (but no bank contention). Figure
4(b) shows that the latency impact of bus contention is far
lower than that of bank contention.

V. APPLICATION SENSITIVITY

As we have seen in previous sections, memory contention
can cause both increased access latency and reduced and mem-
ory parallelism. However, not all applications’ performance is
affected equally, as some applications are more sensitive to
increased latencies, while others are more sensitive to reduced
memory parallelism.

Latency sensitivity has been analyzed in the context of
critical loads by Srinivasan et. al. [7]. They define a load as
critical if increasing its latency causes the processor to stall.
This happens when there are either not enough independent
instructions in the instruction stream or if a miss-predicted
branch is dependent on the load. In some cases stalls can
occur even with sufficient available instruction parallelism, for
example if the reorder buffer fills up.

Srinivasan et. al. defined criticality on a per-instruction basis
and in a binary manner. That is, a memory instruction was
either critical or not, depending on the number of independent
instructions following it. In this work we are more interested in
the overall application behavior, and are therefore interested in
how varying latency affects performance. We therefore need a
notion of how latency sensitive an application is. That is, how
much memory access latency can increase due to contention
before the application performance is hurt due to stalls.

In addition to latency-sensitive applications, some appli-
cations are bandwidth-sensitive. For example, consider an
application with a simple strided access pattern. Prefetchers in
any modern processor will easily be able to detect this pattern
and prefetch the data well in advance, thereby hiding its access
latency. The performance of this application will therefore not
be directly affected by increased access latencies as long as the
prefetcher can fetch far enough ahead. However, if the access
latency does increase, the prefetcher will require more memory
parallelism to supply data at the same rate. But, if there is
not enough memory parallelism available, the data will not be
delivered at the required rate and the application’s performance
will suffer. Such bandwidth sensitive applications are sensitive
to the memory parallelism available in the memory hierarchy.

VI. THE BANDWIDTH BANDIT

The Bandwidth Bandit method enables us to measure how
an application’s performance is impacted by contention for
shared off-chip memory resources. It works by co-running
the application whose performance we want to measure (the
Target) with a Bandit application that generates contention for
the shared off-chip memory resources. To accomplish this, the
Bandit accesses memory at a specified rate and in a controlled
pattern that ensures it generates the desired amount and type
of contention. By measuring the Target’s performance while
varying the amount of contention the Bandit generates, we can



obtain the Target’s performance as function of contention for
the memory system.

Since we only want to measure the performance impact due
to memory contention, it is important that the Bandit does
not fight with the Target for any other shared resources. In
particular, the Bandit must avoid using a significant amount of
the shared cache, as the Target’s performance may be sensitive
to its shared cache allocation.

As we saw in Section IV, contention for shared off-
chip memory resources can result in both increased latencies
and decreased memory parallelism, at different points in
the memory hierarchy. These effects are due to 1) reduced
memory parallelism, 2) increased bus and bank contention,
and 3) increased page-misses. To generate realistic memory
contention, the Bandit must be able to cause all of the above.

1) Reduced memory parallelism occurs when co-running
applications or threads generates memory request at such a
rate that they start to compete for the limited number of GQ
entries.

2) Bus and bank contention arises when multiple applica-
tions accesses the same bank. However, to access the bank the
applications must first generate memory accesses, have them
queued in the GQ, and then gain access to the address and
data buses for the access. If the rate at which the application
access the bank is increased, the contention for that bank will
increase, but this will also cause both more GQ entries to be
allocated and more bus contention. Similarly, when multiple
applications access the same bank they are likely to increase
the number of page-misses.

3) Increased page-misses is a function of both the co-
running applications’ relative access rates and their page
locality, i.e. how many times they access a given page without
intervening accesses to different pages. Applications with
higher access rates are more likely to cause page-misses for
other applications. As this can cause significant performance
losses, memory controllers attempt to reorder queued requests
to minimize page-misses.

Therefore, in order to generate a given amount of memory
contention the Bandit application has to be able to generate
a given amount of parallel memory accesses and access a set
of banks at a given rate. To expose the impact of request
reordering in the MC, the Bandit has to be able to vary the
page locality within the access stream. To accomplish this we
first need a mechanism to access individual memory banks.

In order to do this we allocate 32 large (2MB) pages.
With only one memory channel active, one large page span
across all (16) memory banks. (We discuss the case of more
active memory channels below.) We initialize the large pages
with 16 independent linked lists. Each list has one element
in every large page that all reside in the same memory bank.
(These elements are necessarily in different rows). Therefore,
when traversing one of these linked lists the Bandit generates
32 memory requests to different rows within the same bank.
Furthermore, the elements in a list are laid out such that they
all map into the same cache-set. Traversing all 16 lists will
therefore only thrash 16 cache-sets. As the associativity of

the last-level cache on our system is 16 and the lists have 32
elements each, all accesses will result in cache misses3.

To control the amount of row locality (i.e. the number
of consecutive accesses to the same row), we can insert
additional elements into the linked list that are allocated at
addresses immediately following the original elements. To
ensure that all access to the elements result in cache misses
they are 64B aligned, to ensure they are on different cache
lines. For example, to generate contention with a locality of
four (e.g., every fourth access causes a page-miss), we insert
three elements after each original element. However, for each
additional element we will thrash one extra cache-set, limiting
the amount of locality we can generate. On our machine, a
locality of eight thrashes 1.5% of the cache-sets.

When more than one memory channel is active (i.e. pop-
ulated with DIMMs) the MC spreads the physical address
space across the channels with a 64B granularity in a round
robin fashion. In the case of two (three) channels, two (three)
consecutive large pages are required to span all 32 (48)
memory banks. However, in user space we have no control
over whether the (virtual) pages we allocate are backed by
physically consecutive pages or not. To work around this, we
wrote a small kernel module that we can query for the physical
address of a virtual page. This allows us to ensure that our
allocated pages span the correct channels.

To place the elements in the linked list such that they reside
in the same memory bank, we need to know how the MC
maps physical addresses to banks, rows and columns. This
information has been partially documented by Intel [9]. Guided
by this information we were able to experimentally find the
complete address mappings.

The Bandit application allocates linked lists as discussed
above and traverses them at a rate that generates the desired
amount of memory contention. As each core is limited to 10
in-flight memory requests, we run up to three parallel instances
of the Bandit application to obtain higher levels of contention.
Since we have different linked list for the different memory
banks, we can control how much contention to generate for
each bank individually.

VII. MICRO BENCHMARKS

To validate the Bandwidth Bandit approach, we use a set
of micro-benchmarks with known memory contention sensi-
tivities. This allows us to evaluate the data provided by the
Bandit application and verify that it can generate the desired
contention.

The first micro-benchmark, random-ll, is based on the
pointer chasing code in Listing 1. For this benchmark, we
allocate a linked list of size 16MB, with one element per
cache line. This ensures that all memory accesses result in last-
level cache misses. Furthermore, we initialize its linked list

3While one could avoid using the shared cache by using non-cacheable
memory [8], the maximum access rate to this type of memory is too low to
generate significant amounts of contention. Instead, we allow the Bandit to
thrash a very small number of sets, which will have negligible impact on the
Target’s miss ratio and performance.



randomly, so that when traversing the list each of its elements
are visited once but in a random order (with respect to their
memory addresses). This has two effects: first, most accesses
will result in page misses (or page empty depending on the
access rate), and, second, it effectively disables the hardware
prefetchers.

Figure 5(a) shows the bandit data for the random-ll bench-
mark. We use the Bandit’s bandwidth (x-axis) as a measure of
the amount of contention it generates. The pairs of lines show
the bandit data collected when random-ll was run with MLPs
of three (red), five (green) and seven (blue), respectively. The
solid lines show the random-ll benchmark’s bandwidth and the
dashed lines the total bandwidth of the both the benchmark
and Bandit. For this benchmark, increasing the MLP increases
the bandwidth demand. The pair of lines representing the
benchmark instance run with an MLP of seven therefore starts
highest up on the y-axis (at about 5GB/s).

The random-ll micro-benchmark is maximally latency sensi-
tive. The benchmark issues its memory requests in batches (on
in each iteration of the loop), but accesses in one batch cannot
be executed until the accesses in the previous batch, on which
they are data-dependent, have completed. The benchmark’s
execution time is therefore directly determined by its access
latencies. However, the benchmark is also bandwidth sensitive.
The maximum memory parallelism for the benchmarks in
Figure 5(a) is three, five and seven respectively. If the memory
hierarchy cannot supply them with enough resources to keep
this many parallel memory requests in flight, their effective
MLP will be reduced, which will reduce the bandwidth they
can achieve.

These observations are born out in the Figure 5(a). When
we increase the bandwidth of the Bandit (i.e. increase the
contention), the bandwidth of the benchmarks first drop at
an increasing rate. However, when we get to the point where
the total bandwidth levels of (marked in the figure with an
arrow), the rate at which the target’s bandwidth decreases
becomes constant. This happens because the memory hi-
erarchy becomes saturated and can no longer deliver the
memory parallelism demanded by the benchmarks and the
Bandit. Therefore, when the Bandit increases its demand for
memory parallelism the parallelism delivered to the target
benchmark is reduced by the same amount. As a result, for low
memory contentions, the benchmarks’ execution rates suffer
mainly from their latency sensitivities, but for high memory
contentions they suffer exclusively from bandwidth sensitivity.

To investigate how applications with different latency sen-
sitivities are impacted by memory contention we extend the
random-ll benchmark by adding a work function call in
each iteration of the loop. The work function executes a
specific number of instructions that are (data) independent
from the data in the linked lists. For every batch of loads,
the benchmark will execute this work while waiting for the
requested data. If the execution time of the work function is
greater than the load latencies, the work time will determine
the benchmarks execution time. In this case the benchmark
is latency insensitive. Therefore, by adjusting the amount of

work done in the work function, we can adjust the latency
sensitivity of the benchmark.

Figure 5(b) shows Bandit data for the random-ll micro-
benchmark with varying degrees of latency sensitivity. The
MLP for these benchmarks has been selected to produce
similar un-contended bandwidths despite the very different
amounts of work. This allows us to compare the sensitivity
to memory contention for applications with different latency
sensitivity but with the same baseline bandwidth consumption.
This normalization is important as more bandwidth-hungry
applications tend to suffer more from memory contention. The
figure clearly shows that, even when the baseline bandwidths
are the same, the more latency sensitive benchmark instance
(red) is more sensitive to memory contention, with its band-
width decreasing faster as for the same degree of contention.
Conversely, the less latency sensitive application (green) shows
a nearly flat curve until it reaches the system saturation point.

To investigate how hardware prefetching impacts applica-
tion sensitivity to memory contention we created a micro-
benchmark stride-ll that traverse a 16MB linked list with a
sequential access pattern and a stride of 64B. To control its
bandwidth demand we insert the same work function call as
above in every iteration of the loop.

Figure 5(c) shows the Bandit data for the stride-ll bench-
mark run with different bandwidth demands. This data shows
just how latency insensitive the prefetcher friendly benchmark
is. For bandwidths under 4GB/s, there is virtually no impact
on bandwidth for the application until the system reaches
saturation. However, above 4GB/s, one can see a slight slope
to the target’s bandwidth curve.

VIII. RESULTS

In this section we present the results of using the Band-
width Bandit method on a set of applications from the
SPEC2006 [10] and PARSEC [11] benchmarks suites. We
selected eight benchmarks (six from SPEC and two from
PARSEC) that have large bandwidth demands, as such ap-
plications are generally more sensitive to memory contention.
All benchmarks were run to completion with their reference
input sets. Our goal is to investigate how sensitive individual
threads are to memory contention. We therefore ran the two
PARSEC benchmarks with a single thread.

To obtain the Bandit data we co-executed the Bandit appli-
cation (see Section VI) with each target benchmark application
multiple times, each time increasing the bandwidth demand
of the Bandit4. For every 100M instructions executed by
the Target application5, we recorded both the Target’s and
the Bandit’s time stamp counter and number off-chip fetches
from the hardware performance counters. All graphs in this
section represent one 100M instruction window of the most

4We believe that this overhead be avoided by dynamically changing
the Bandit’s bandwidth demand during execution, as has been successfully
demonstrated for stealing cache space [1].

5This window size is commonly use for program phase detection [] since
programs typically have stable behaviours across many different metrics on
this time scale.
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Fig. 5. Bandwidth bandit data for three micro benchmarks. The x-axis shows how much bandwidth the Bandit steals. The y-axis shows the Target’s bandwidth
(solid lines with crosses) and the total bandwidth (dashed lines with crosses), i.e. the Bandit’s plus the Target’s bandwidth consumptions.

significant program phase. To find such windows, we used
Cache pirating [1] to measure fetch ratio curves (i.e. fetch
ratio as a function of cache size) of each 100M window. These
curves describe the memory access behavior of the windows,
and if two windows have similar fetch ratio curves we can
conclude that they have similar memory access behaviors.
To find the most representative window we applied a simple
clustering algorithm which groups windows with similar fetch
ratio curves (measured by their Manhattan distance) and
selected one window from the group with the most windows.
This method is similar to program phase detection, but instead
of using basic block vectors [] to measure the similarity of two
windows, we use the fetch ratio curves. When collecting data
we used our baseline Nehalem setup with one active memory
channel.

The results are shown in Figure 7. As expected, we see that
when the memory hierarchy becomes saturated (i.e., when the
total bandwidth levels off), the Targets’ bandwidths decrease at
the same rate that the Bandits’ bandwidths increase. However,
some applications suffer slowdowns long before this saturation
point. For example, the IPCs of both milc and soplex start to
drop almost immediately when contention increases. This indi-
cates that these applications are latency sensitive, as discussed
in Section VII. On the other hand, the IPC and bandwidth of
leslie3d and lbm are largely unchanged before reaching the
saturated point, indicating that they are highly insensitive to
latency increases. For example, in the case of lbm, this is
because of its highly prefetcher-friendly stencil computation.
This variation illustrates the large differences in sensitivity to
memory contention across applications.

Previous work [2], [3] has highlighted the correlation be-
tween an application’s bandwidth demand and its sensitivity to
contention. To investigate this we plot the correlation between
application slowdown and baseline bandwidth in Figure 6. The
baseline bandwidths are the application’s bandwidth demand
when run alone on the machine. Data is shown for all
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Fig. 6. Correlation of slowdown under memory contention with baseline
bandwidth (left) and IPC (right) showing that the baseline performance is a
poor indicator of the sensitivity to memory system contention.

benchmarks except libquantum, which is discussed later. Here,
we compute the slowdown as the baseline IPC relative to
the IPC at the point when the total bandwidth (Target plus
Bandit) reaches 90% of the system saturation bandwidth (the
bandwidth at which the memory hierarchy becomes saturated).
This operating point ensures that there is sufficient extra
bandwidth in the system to avoid complete saturation.

The graphs in Figure 6 show hardly any correlation between
the slowdowns and the baseline bandwidths. For example, can-
neal and streamcluster have the lowest (but different) baseline
bandwidths, but large (and very similar) slowdowns, while lbm
and soplex have virtually the same baseline bandwidth, but
very different slowdowns. The right graph in Figure 6 shows
the correlation between the slowdowns and the corresponding
baseline IPCs. This graph shows even less correlation. These
graphs indicate that neither the baseline bandwidth nor the
baseline IPC are good indicators of an application’s sensitivity
to memory contention.

Libquantum displays a different behavior than the other
applications. First, its baseline bandwidth demand is much
higher, and, second, its bandwidth drops significantly, and
almost linearly, even at low Bandit bandwidths. (See Figure 7.)



This makes libquantum appear to be a latency sensitive appli-
cation. However, we know from experience that it has a very
prefetcher-friendly access patterns, and we therefore expect it
to be latency insensitive. As the baseline bandwidth of libquan-
tum is high, 5GB/s, or 75% of the saturation bandwidth, the
prefetchers may be throttled due to its high demand bandwidth.
Which, can potentially turn it to a latency sensitive application.
However, further investigations are needed to see if this is
indeed the case.

The data presented in Figure 7 is obtained using a Bandit
with a random access pattern. To investigate if the applica-
tions’ sensitivities are impacted by the access pattern, we
re-ran the experiment with the Bandit’s locality set to four
and eight. (E.g., accessing every row four or eight times
before moving on to the next one.) This causes the Bandit to
generate contention that is more similar to that generated by
an application with a sequential access pattern. The results for
milc and soplex are shown in Figure 8. The other applications
displayed similar behaviors and are not shown.

The figure shows both the Bandit data collected with a
page locality of one (e.g., the same random access data as
in Figure 7) and four. Increasing the locality to eight had a
negligible further impact. The first thing to note is that the
total bandwidth is greater. This is because the bank access
times for the Bandit are reduced (page-hits vs. page-misses),
and the throughput of the memory banks therefore increases.
This is also the reason for why the Bandit can “steal” more
bandwidth. In the case of milc it steals slightly more than
5GB/s with a locality of one, but more than 6GB/s with a
locality of four. However, if we look at the shape of the
Target’s bandwidth and CPI curves, the curves for a locality
of four appear to be stretched out. Indeed, if the data were
presented as a percentage of the saturation bandwidth, the
two curves would match almost perfectly. (We do not show
these figures for lack of space.) This suggest that the relative
sensitivity of applications does not change significantly with
the locality of the contention traffic, but rather the overall
system bandwidth is (unsurprisingly) higher for traffic with
greater locality6.

IX. RELATED AND FUTURE WORK

Several methods have been proposed to reduce negative
impacts from contention by actively manage both shared cache
capacity and memory bandwidth. These methods use different
mechanisms (e.g. partitioning [12] or scheduling [13]) and
have different objectives (e.g. maximizing throughput [14],
[15] or fairness [16], [17]). In the case of partitioning, the
managed resource is partitioned and distributed among the co-
running applications/threads, effectively avoiding contention.
In general, the amount of resources allotted to an application is
determined by how much it benefits from the resource. In the
case of scheduling the contention is minimized by selecting

6Note that while the relative sensitivity does not change with locality, the
absolute saturation point (maximum bandwidth) does change as a function of
the access pattern. This can be seen both in comparing the data for a locality
of one and four and across different applications.

which applications to co-run. To make this selection, both the
amount of contention applications generate, as well as their
sensitivity to contention from others, have to be considered.
While some of these methods use fairly simple measures for
contention (e.g. cache miss ratios [18]), the decisions, both
in the case of partitioning and scheduling, are based on how
much applications benefit/suffer when their allocation of the
managed resource is increased/reduced.

Contention for shared cache capacity has been well studied
and understood. How much an application benefits from the
amount of cache capacity it receives can be quantified by its
Miss Ratio Curve (MRC). Many methods have been proposed
to collect MRCs [19], [20], [21], [22]. However, miss ratio,
i.e. cache misses per instruction, does not necessarily correlate
well with performance. Eklov et al. [1] presented a method to
measure performance, such as CPI and off-chip bandwidth,
as a function of shared cache space. They used a pirate
application to steal cache capacity while measuring the effect
on the co-executed target application.

Dey et al. [2] and Tang et al. [3] present studies on how con-
tention for both cache capacity and memory bandwidth impact
the performance of multithreaded applications. Tang et al. use
the insights they gain to propose a scheduling-based resource
management method. Both works use similar methodologies.
To evaluate the effects of contention they vary the assignment
of applications to cores to adjust cache and bandwidth sharing.
In terms of memory contention they conclude that higher
bandwidth applications generate more contention and are more
sensitive to it. Both of these conclusions are supported by our
measurements.

Lin et al. [12] evaluated several cache partitioning policies
by implementing them using cache coloring. This allowed
them to run real applications to completion. They concluded
that applications may be more sensitive to memory latency
than cache space, and therefore giving more cache space
to co-scheduled applications can reduce the contention they
generate and improve performance of the latency-sensitive
application. Liu et al. [23] arrived at a similar conclusion
through simulations and an analytical model.

We believe that the data collected by the Bandwidth
Bandit has the potential to improve and to better under-
stand bandwidth-aware scheduling algorithms. For example,
Xu et al. [13] found that the common scheduling policy of
co-scheduling applications to reach a total bandwidth close
the system’s peak degrades performance more than expected.
They further found that bandwidth demands are typically
bursty, and that using averages to estimate the total bandwidth
is therefore inaccurate. Our results indicate that this can be
largely due to latency sensitivity, and our ability to capture
these effects on a fine-grained time scale would allow us to
examine bursty behavior. One interesting direction for future
work is to combine their insights with the onse we gained in
this work.

Rogers et al. [24] studied the impact off-chip bandwidth
will have on future multicore scaling. They found that the
performance of future multi-cores will be severely limited by
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Fig. 7. Bandwidth Bandit data: Performance as a function of memory contention on our Nehalem system. Target’s bandwidth (left, red) and IPC (right,
blue), and total system bandwidth (right, green), as a function of bandwidth stolen by the Bandit (x-axis). The slope of the IPC data indicates the application’s
latency sensitivity to memory contention.
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Fig. 8. Effect of page locality and prefetcher-friendly access patterns on Bandit data. The data from the random-access bandit in Figure 7 (thin lines) is
shown alongside data captured with a sequential-access bandit (thick lines). The sequential-access Bandit benefits from prefetching hardware and reduced
page-misses, which effectively increases the total available system bandwidth. However, this effect does not substantially alter the latency-sensitivity of the
applications.



the lack of bandwidth scaling with conventional techniques,
thereby highlighting the importance of understanding the im-
pact of off-chip bandwidth contention, for both present and
future chip-multi processors.

X. CONCLUSIONS

The goal of this work is to understand contention for off-
chip memory bandwidth and how applications’ performance
are impacted by it. Using the Bandwidth Bandit method
introduced in this paper we were able to draw the following
conclusions: 1) There are two key properties of applications
that determine their sensitivity to memory contention: their
latency sensitivity and their bandwidth sensitivity; 2) Latency
sensitive applications are likely to experience large slowdowns
(up to 40%) before the memory hierarchy is saturated; 3) On
the other hand, the performance of applications that are not
latency sensitive is not significantly affected until the memory
hierarchy becomes saturated.
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