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Abstract. In this paper, we consider matrix-free finite-element tech-
niques for efficient numerical solution of partial differential equations on
modern manycore processors such as graphics cards. We present a GPU
parallelization of a completely matrix-free geometric multigrid iterative
solver, with support for general curved and adaptively refined meshes
with hanging nodes. Comparing our implementation running on a Pas-
cal P100 GPU to a highly optimized multi-core implementation running
on comparable Broadwell CPUs, we demonstrate speedups of around a
factor of 2× across three different Poisson-based applications and a vari-
ety of element degrees in 2D and 3D. We also show that atomic intrinsics
is consistently the fastest way for shared-memory updates on the GPU,
in contrast to previous architectures, and mixed-precision arithmetic can
be used successfully, yielding a speedup of up to 83% over a full double
precision approach.

1 Introduction

Today, many-core processors such as GPUs or the Intel Xeon Phi are an inte-
gral part of high-performance computing and the hardware of choice in a vast
majority of new TOP500 supercomputers. Therefore, development of algorithms
for these throughput-oriented architectures are vital to ensure good utilization
of the computational resources of today and the foreseeable future.

Matrix-free methods using sum factorization evaluation kernels are popu-
lar for high-order finite-element computations due to a better computational
complexity than matrix-based schemes and a much better alignment with the
characteristics of modern multicore and manycore processors [5,6,18]. For second-
order elements and higher, the matrix-free approach leads to lower bandwidth
consumption than the conventional sparse-matrix method, which translates to
faster execution since the algorithm is bandwidth-bound on all modern proces-
sors [10].

Previous work on matrix-free finite-element computations on GPUs have
mostly focused on explicit time stepping of hyperbolic problems where the op-
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erator evaluation alone is enough, e.g., in seismic wave propagation [16,17]. Fur-
thermore, multigrid methods for GPUs were applied in the finite-volume con-
text [22], with finite-difference methods [7], or for matrix-based finite-element
methods using low polynomial degrees [8]. To our best knowledge, there are no
previous efforts at utilizing multigrid for high-order matrix-free finite-element
solution of PDEs on GPUs, with or without adaptive mesh refinement. With
respect to adaptive mesh refinement, this work considers hanging nodes where
constraints are added to the formulation to ensure H1 conformity [2,18].

Previously, we have shown competitive performance of a matrix-free finite-
element operator evaluation on GPUs [20,21]. In this paper, we extend this
work to a full PDE solver based on an efficient iterative solver using a geometric
multigrid preconditioner.

In the following Section, we describe our multigrid method and how we adapt
it to execution on GPUs. Then, in Section 3, we investigate the usage of single
precision arithmetic in multigrid solution of PDEs. Section 4 contains our nu-
merical benchmark experiments. Finally, in Section 5 we draw some conclusions.

2 Multigrid algorithm

Geometric multigrid methods are among the most efficient solvers for elliptic
partial differential equations with optimal complexity O(n) in the number of
total variables n [28]. Multigrid methods combine simple iterative schemes that
are effective in smoothing the high frequencies to a given mesh resolution on a
hierarchy of coarser meshes, thus attacking error components of all frequencies
with optimal methods. While multigrid methods were originally developed for
elliptic equations on uniform meshes, they have been extended to the case of
adaptively refined meshes [4] and more complex applications during the last
decades.

For multigrid on adaptive meshes with hanging nodes that are organized in
tree-like data structures, two approaches can be distinguished. In so-called global
coarsening methods [3,13,26,27], the final mesh with cells on different logical
mesh levels also corresponds to the finest mesh of the multigrid hierarchy. All
cells are coarsened simultaneously, translating to a mesh with hanging nodes
also on the coarser grids of the multigrid hierarchy. On the other hand, the local
smoothing approach [4,14,12] performs smoothing level by level, thus skipping
less refined parts of the computational mesh on the finest levels. The latter
method has the advantage of always smoothing on meshes without hanging nodes
and a somewhat lower computational complexity. Due to these reasons and the
availability of a generic framework of local smoothing [14,12] in the deal.II

finite element library [2], local smoothing is the method of choice for this work.

2.1 Ingredients to multigrid in a matrix-free context

A multigrid V-cycle is typically invoked by recursive calls into level l, starting
from the finest level L. On each level, the following steps are performed:
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– If level l = 0, invoke coarse solver and return

– Pre-smoothing on level l

– Compute residual on level l, including the edge contributions on hanging
nodes according to Algorithm 2 from [12] and restrict it to level l − 1

– Invoke multigrid algorithm on level l − 1 for coarse grid correction

– Prolongate coarse grid correction from level l − 1 to level l, including the
edge component according to Algorithm 2 from [12].

– Post-smoothing on level l

In order to increase robustness, the multigrid V-cycle is not used as a solver but
rather as a preconditioner to a conjugate gradient iterative solver.

In order to leverage fast matrix-free operator evaluation techniques, the
choice of smoothers is more restricted as compared to matrix-based compu-
tations, and effective smoothers such as the Gauss–Seidel method or incomplete
factorizations are not available since these directly rely on substitutions involv-
ing matrix entries. An attractive smoother is a polynomial variant of the Jacobi
smoother, namely a Chebyshev iteration that only requires the action of the
matrix-vector product in addition to the inverse of the matrix diagonal [1]. This
smoother is particularly interesting in the matrix-free context, see [19] and ref-
erences therein. The Chebyshev iteration requires an estimate of the largest
eigenvalue λ̄max,l of the Jacobi-preconditioned matrix system on each level l,
which is computed before solving by invoking a conjugate gradient method with
15 iterations. The parameters of the Chebyshev smoother [1] are then selected to
target all components corresponding to eigenvalues [0.1λ̄max,l, 1.2λ̄max,l], where
the number 1.2 is a safety factor that allows for some inaccuracies in the eigen-
value estimate.

For matrix-based methods, boundary and hanging-node constraints are typ-
ically realized by “condensing” the linear system, i.e., removing all equations for
constrained values and adding their contribution to the right hand side of the
other equations. In matrix-free methods, where an intact tensor-product struc-
ture of the elements is desirable, constraints are instead resolved on the fly upon
accessing each constrained degree of freedom (DoF) [18].

2.2 Adaption to GPU

In this section, we describe how we adapt the matrix-free multigrid solver for
execution on GPUs by considering appropriate parallelization of each of the
constituent building blocks, namely:

– Laplace operator evaluation

– Prolongation and restriction transfer operations

– Element-wise and reduction-type vector operations, including multiplication
with diagonal smoother

– Handling of boundary and hanging-node constrained DoFs
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Laplace Operator Evaluation Our GPU parallelization of the matrix-free
Laplace operator evaluation follows the rationale in a previous paper [21], which
is summarized below.

We exploit two levels of parallelism in the matrix-free operator evaluation.
Firstly, the loop over element runs in parallel. Secondly, we also parallelize within
each element with one thread per local DoF or quadrature point to get a sufficient
degree of parallelism and keep the temporary data from the tensor evaluation in
fast (register) memory. On the GPU architecture, this is realized by assigning one
or more elements to each CUDA block, with the number of elements per block
depending on the element order and space dimension, as to achieve large enough
CUDA blocks. To optimize for coalesced memory access, we store all quadrature-
point-local data in a structure-of-array fashion, such that e.g. Jacobians are
stored each component at a time. For Cartesian meshes where the Jacobian
is constant within each element and proportional to the identity matrix, we
only store a single value per element, saving considerable storage space and
bandwidth.

The Laplace operator on the terminal (active) cells involves hanging node
constraints for adaptively refined meshes, which are resolved as follows. First,
for each face with a coarser neighbor the vector entries from the coarse side are
loaded, rather than those corresponding to the actual element. Subsequently,
we apply an appropriate interpolation to obtain the actual values conforming
to the continuity constraints. A similar (transposed) approach is used when
storing the results of integration back into the result vector. When applying the
interpolation, the same tensor-product structure is utilized to interpolate in one
coordinate direction at a time, using a similar fine-grained parallelization of the
interpolation tensor contraction (see Section 3 in [21]).

Dirichlet-type boundary constraints are applied outside the operator appli-
cation by setting the affected DoFs to zero instead of the actual values which
are saved in a temporary storage and restored after the operator application.

When assembling the local results of all elements into the global result vector,
several elements will update the same DoF, potentially leading to race conditions.
In [21], this issue was addressed by a method based on graph coloring, in which
concurrent updates are avoided by only processing safe combinations of elements
simultaneously. In this paper, we also consider a method using atomic operations
for these operations. On earlier generations of Nvidia GPUs, atomic operations
incurred a substantial overhead, but starting with the Kepler architecture these
are performed by a single instruction with a “fire-and-forget” semantic. This
means that the instruction returns immediately and conflict resolution is taken
care of by the cache system (see Section 5.2.11 in [30] for more details). Moreover,
while fully native atomic operations were previously limited to single precision,
the recent Pascal architecture also adds support for double-precision values [23].
We expect this to have an impact on the relative performance of the two methods
for conflicting updates.
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Transfer operations For the intergrid transfer operations, a matrix-free im-
plementation involving similar operations as the Laplace operator evaluation is
used. The result is computed element by element and using a series of tensor
contractions of the input degrees of freedom, with the important difference that
the size of the output differs from the size of the input. On a coarse-level parent
cell, (p + 1)d degrees of freedom are computed from the (2p + 1)d degrees of
freedom on all the four (2D) or eight (3D) children. The situation for the case
of Q2 elements in 2D is illustrated in Figure 1.

Fig. 1. We perform the prolongation by first interpolating the coarse cell DoFs (dark
turquoise squares) along the first dimension, producing some intermediate values (or-
ange five-armed stars), and then interpolate along the second dimension to get the
fine-level DoFs (yellow crosses).

We employ a parallelization with one thread per coarse-level DoF, yielding
the same thread block size as for the Laplace operator. We found that this
approach gives a good balance between parallelism and task size. This paral-
lelization also simplifies synchronization since there is at most one thread per
output. Since the consecutive tensor contractions change the size of the DoF ten-
sor one dimension at a time, each thread is responsible for computing between
one and 2p DoFs throughout the computation. Also, due to the odd number of
DoFs per dimension on the fine level, the last thread index in each dimension
will own one rather than two points on the fine level. While leading to some
idle threads, the grid transfer operations are only performed every ten smoother
operator evaluations, so this is not something we see any effect of in practice.

In order to enable sum-into semantics which are the appropriate format for
cell-based evaluation of transfer operations, the fine-level DoFs are weighed by
the valence degree. For simplicity, we use atomic operations when writing the
results back to the global vector.

Vector operations For the element-wise vector operations such as vector ad-
dition, multiplication by a scalar, and multiplication by a diagonal matrix, the
operation for each vector element is independent and can be performed in paral-
lel. On GPUs, it is typically desirable with fine grained parallelism with a large
number of concurrent threads per SM. However, since the warp scheduler can
issue at most two independent instructions for each group of four warps per
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cycle, a moderate level of ILP is still necessary to achieve maximum utilization,
see the GTC presentation by Volkov [29], or section 1.4.1 in the Kepler Tuning
Guide [24] for more details on this. Based on this, we let each thread handle a
whole chunk of vector elements, which are read in a strided fashion to ensure
coalescing. In our experiments, a chunk size of 8 elements combined with a block
size of 512 threads yielded maximum bandwidth utilization of at least 75%, both
for double and single precision.

For scalar products, we use the parallel reduction techniques discussed in
Harris [11]. Specifically, after having performed the initial element-wise oper-
ations, the values inside a thread block are summed in parallel using shared
memory. Eventually, the final values for each block are accumulated to global
memory using atomic additions. Just as for the element-wise operations, we let
each thread take care of a chunk of vector elements, and with the same chunk
and block sizes an equivalent bandwidth utilization is attained.

Constrained values The copying of constrained values is realized by creating
one thread per entry in the list of indices to be copied. The constrained DoFs
are typically scattered throughout the vector resulting in a very irregular access
pattern. However, since both the boundary and hanging-node constrained DoFs
are restricted to lower-dimensional manifolds of the full domain, the total number
of entries copied is too small to have any noticeable impact on the total runtime.

3 Floating-Point Precision and Methods for Conflicting
Writes

For bandwidth-bound algorithms, such as the one under consideration in this
paper, there are two main reasons for doing all or parts of the computations in
single precision arithmetics. If most of the bandwidth is spent on reading and
writing floating point numbers, it is clear that half as much memory will translate
to a speedup of two, assuming ideal conditions. Another major advantage of
using single precision is that the footprint of each thread is reduced by half. For
GPUs, this means both a smaller register file and less shared memory, which
allows the scheduler to fit more threads into an SM concurrently yielding a
better occupancy. For CPUs, more values will fit in caches and vector registers,
producing a similar effect.

To compare the performance at single and double precision, we first run a mi-
crobenchmark considering the matrix-free Laplace operator evaluation described
in Section 2.2. We consider the Shell example described in Section 4.2, and ap-
ply the corresponding operator repeatedly to a vector and compute the average
time of 100 evaluations. As mentioned in Section 2.2, depending on the GPU
architecture, the switch to single precision can affect the choice between atomic
operations or graph coloring for conflicting updates, so the benchmark is run for
both the graph coloring and the atomics approach.

Table 1 shows that single precision is substantially faster than double preci-
sion. On the Pascal-generation Tesla P100, its performance is 43%–100% higher.
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Furthermore, atomics are the fastest synchronization method on P100 across
the whole range of experiments, which was not the case for the older Kepler
generation GPU, where coloring was faster in double precision except for Q1

elements in 2D due to the lack of single-instruction double-precision atomics.
Moreover, while this study focuses on the solve part, we note that atomics have
the additional benefit of halving the setup time by avoiding the expensive graph
coloring.

Time P100 [ms] Time K40 [ms]
Double Single Double Single

Cells DoFs color atom color atom color atom color atom

2D Q1 10M 10M 8.41 5.05 5.17 2.74 26.24 24.18 16.02 10.26
Q3 2.6M 24M 9.45 5.70 6.59 3.89 30.67 41.14 20.29 16.97

3D Q1 1.6M 1.6M 3.99 2.33 2.47 1.39 12.88 18.68 7.83 6.38
Q3 0.20M 5.4M 3.97 3.12 2.40 1.51 12.35 15.45 8.16 7.21

Table 1. Runtime for a single Shell Laplace operator evaluation

When solving linear systems of equations, either iteratively or by direct meth-
ods, using high enough floating point precision is important for accurate results
due to the accumulation of rounding errors during computation. In [9], the au-
thors find that for the linear system arising from a finite-element discretization
of an elliptic PDE, single precision used throughout is typically not enough
to produce an acceptable accuracy in the solution. For example, the conver-
gence control in an iterative conjugate gradient solver breaks down. Even though
progress appears to be made when looking at the solver’s representation of the
residual, the true residual is not shrinking, and the L2 error actually grows. In-
stead, Göddeke et al. [9] propose a mixed-precision approach, and show that an
outer double-precision CG iteration combined with a single-precision multigrid
cycle as a preconditioner preserves the accuracy and iteration numbers of a full
double-precision reference. In Table 2, we compare the iteration numbers and
L2 errors of this mixed precision approach to a doing all computations in dou-
ble precision and find that the reduced precision in the multigrid preconditioner
does not affect results, extending the results of Göddeke et al. [9] to the case
with a strongly varying coefficient and curved geometry. At the same time, the
mixed precision approach gives a speedup of 47%–83%.

4 Numerical Experiments

To evaluate the performance of our implementation, we consider three numerical
benchmark problems based on the Poisson equation,

– an L-shaped domain with adaptive mesh refinement,
– a spherical shell domain with curved geometry and widely varying coefficient,
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Double Mixed
Cells DoFs L2 error Iterations Time [s] L2 error Iterations Time [s]

2D Q1 10M 10M 3.31e-06 8 1.47 3.31e-06 8 0.964
Q3 2.6M 24M 1.29e-06 8 2.00 1.29e-06 8 1.29

3D Q1 1.6M 1.6M 2.89e-03 14 0.817 2.89e-03 14 0.556
Q3 0.20M 5.4M 4.07e-03 16 1.43 4.07e-03 16 0.781

Table 2. Comparison of mixed and full double precision for a full multigrid solve of
the Shell application, using atomics and running on the Tesla P100.

– and a non-linear equation solved with a Newton iteration.

For each problem, we apply the GPU multigrid solver and compare to a reference
implementation for CPUs. The CPU implementation uses an MPI-based paral-
lelization, which has been found to perform better than a hybrid MPI+Intel TBB
approach [18], and also utilizes vectorization using the AVX2 extensions [19]. By
comparing to a heavily optimized reference CPU version, we try to deliver as
fair an evaluation as possible of the new GPU algorithm.

Most of the GPU experiments were run on a system with a Tesla P100 GPU,
two 20-core Intel Xeon E5-2698v4 CPUs, and 512 GB DDR4 memory. A system
with a Tesla K40 GPU, an Intel Core i5-3550 CPU, and 16 GB of DDR3 memory
was also used. All CPU experiments were run on a system with two 14-core Intel
Xeon E5-2690v4 processors with 512 GB DDR4 memory. With the GPUs having
a specified TDP of 300 W and 235 W respectively, and the two Xeon E5-2690v4
processors having a combined TDP of 270 W, comparing performance on these
processor setups can be considered fair.

The focus of this paper is on the solution phase, which make up the absolute
majority of the run time in a finite-element computation, especially for matrix-
free methods where no assembly is performed. Because of this, only solution
times are reported. Unless otherwise specified, a degree-5 Chebyshev smoother
is used in all experiments. Again, since our focus is on the solution phase, the
time taken for the Chebyshev eigenvalue estimation is excluded.

4.1 L-shaped domain with singular solution and adaptivity

The two-dimensional L-shaped domain defined by removing one quadrant of a
square is a very common test geometry for numerical solution of the Poisson
equation due to the singularity arising from the boundary discontinuity at the
inner corner. The singularity leads to a strong localization of errors close to
the corner point, creating a situation which lends itself well to adaptive mesh
refinement. We first consider the standard two-dimensional L-shaped domain,
and then consider two three-dimensional extensions; an extrusion of the 2D case,
and a “hyper-L” defined by a cube with one octant removed.

To adaptively refine the mesh, we approximate the error per cell using the
error indicator of Kelly et al. [15], and then mark the fr% cells with largest
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error for refinement, and the fc % cells with the smallest error for coarsening.
We use a refinement factor fr of 30% for the 2D geometry and the extruded 3D
geometry, while fr = 15% is used for the hyper-L geometry. In both cases, a
coarsening factor fc of 3% is used. In practice, this results in roughly a doubling
of the number of DoFs per refinement level, when including the extra refined
and coarsened cells due to the vertex level-difference limit of one [2]. Figure 5(a)
shows an example of an adaptively refined mesh on the 2D L-shaped domain.

For the 2D case and the extruded 3D case, we consider a zero right-hand side
and global Dirichlet conditions defined by constructing a problem with known
exact solution,

u = 3
√
x2 + y2 sin

(
2
3

(
π + arctan

(
y
−x

)))
.

For the hyper-L case, we instead use homogeneous Dirichlet conditions at x =
−1, homogeneous Neumann conditions elsewhere, and a trivial coefficient κ ≡ 1.
For the CG iteration, we use absolute and relative tolerances of 10−13 and 10−9,
respectively.

Table 3 shows that the CPU and GPU versions converge equivalently, both in
terms of a constant number of multigrid iterations (up to negligible fluctuations),
and with an error which is reduced by a factor of 2.6 which each doubling of
the number of DoFs. Furthermore we wee that, compared to the CPU version,
the GPU version has a slower baseline performance for small problems, which is
expected due to the much higher level of parallelism required by the GPU. The
tipping point is around two million DoFs from which point the GPU version is
faster than the CPU version, reaching speedups of up to 2.8×. In fact, while
the runtime of the CPU version grows roughly linearly with problem size, this is
not the case on the GPU where throughput is still increasing at the very largest
problem, indicating that full utilization is not yet reached.

CPU GPU
Cells DoFs # iter L2 error solve [s] # iter L2 error solve [s]

3.0k 13k 5 1.13e-04 2.85e-03 5 1.13e-04 2.10e-02
5.8k 24k 7 4.41e-05 6.61e-03 7 4.41e-05 3.59e-02
11k 47k 7 1.73e-05 9.72e-03 7 1.73e-05 4.26e-02
21k 94k 7 6.83e-06 1.46e-02 7 6.83e-06 9.95e-02
41k 0.18M 7 2.70e-06 2.34e-02 7 2.70e-06 6.11e-02
78k 0.35M 8 1.07e-06 5.02e-02 7 1.07e-06 7.18e-02

0.15M 0.68M 7 4.23e-07 8.53e-02 7 4.23e-07 1.31e-01
0.29M 1.3M 7 1.68e-07 1.87e-01 7 1.68e-07 2.35e-01
0.55M 2.5M 7 6.65e-08 4.00e-01 7 6.65e-08 3.11e-01
1.1M 4.8M 7 2.65e-08 7.97e-01 7 2.65e-08 5.28e-01
2.0M 9.4M 7 1.06e-08 1.68e+00 7 1.06e-08 7.71e-01
3.9M 18M 7 4.26e-09 3.52e+00 7 4.25e-09 1.26e+00

Table 3. Convergence and computing time for L-shaped domain in 2D for Q2 elements
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In Table 4, we see that the story is very similar for the extruded 3D mesh as
for the 2D case, with both both implementations achieving equivalent conver-
gence in terms of error and Multigrid iterations. Furthermore, GPU performance
surpasses CPU performance at around 0.5 million DoFs, and continues to grow
all the way to the largest problem size, where a speedup of about 2.6× is ob-
tained.

CPU GPU
Cells DoFs # iter L2 error solve [s] # iter L2 error solve [s]

1.5k 14k 5 6.02e-04 3.05e-03 5 6.02e-04 1.42e-02
4.8k 44k 8 2.22e-04 1.16e-02 8 2.22e-04 3.23e-02
15k 0.14M 8 8.41e-05 2.62e-02 8 8.41e-05 4.58e-02
46k 0.45M 8 3.24e-05 7.32e-02 8 3.24e-05 7.12e-02

0.14M 1.4M 9 1.26e-05 2.78e-01 8 1.26e-05 2.00e-01
0.44M 4.2M 9 4.93e-06 7.95e-01 9 4.93e-06 6.51e-01
1.4M 13M 9 1.94e-06 2.53e+00 9 1.94e-06 1.38e+00
4.3M 41M 9 7.66e-07 9.42e+00 9 7.66e-07 3.62e+00

Table 4. Convergence and computing time for extruded L-shaped domain to 3D for
Q2 elements

Figure 2 displays performance at the largest problem size for first to fourth
order elements in 2D and 3D. Here, we see that the performance in terms of
time per DoF shows roughly the same increase with element order for both
implementations, with the GPU version being about two to three times faster
throughout.
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Fig. 2. Normalized run time for L-shaped domain on the largest meshes in 2D (left
panel) and 3D (right panel), using between 20-30 million DoFs for Q2 to Q4 elements,
and about 3 million DoFs for Q1 elements.

In Figure 3, the same problems have been solved again, but now with a
Jacobi smoother. Comparing the results to the Chebyshev smoother, we see
that, interestingly, the GPU-CPU speedup decreases noticeably for low-order
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elements whereas the speedup for high-order elements is further increased, in
particular in 3D.
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Fig. 3. Normalized run time for L-shaped domain on the largest meshes in 2D (left
panel) and 3D (right panel), when using a Jacobi smoother.

4.2 Poisson’s equation on a spherical shell with variable coefficient

In our second benchmark problem, we consider a spherical shell domain with
inner and outer radii of 0.5 and 1.0, respectively. We use uniformly refined meshes
with elements of order one to four and solve on the largest mesh for which the
problem fit in the GPU memory (see Table 5). We use a coefficient which varies
over seven orders of magnitude,

κ(x) = κ(x1, . . . , xd) = 1 + 106
d∏

e=1

cos2(2πxe + 0.1e) ,

and let right-hand side and Dirichlet conditions be defined by constructing a
problem with known exact solution u = sin (π(x+ y)). Like in the L-domain
example, the CG iteration is stopped at an absolute tolerance of 10−13 or a
relative tolerance of 10−9. Figure 5(b) shows an example of a solution to the
problem.

2D 3D
Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4

# cells 10M 2.6M 2.6M 0.66M 1.6M 1.6M 0.20M 0.20M
# dofs 10M 10M 24M 10M 1.6M 13M 5.4M 13M
# iter. 8 8 (9) 8 (9) 9 14 16 16 19

Table 5. Mesh sizes used in the Shell benchmark, and the corresponding number of
multigrid iterations. The numbers in parentheses are for the CPU version which need
one extra iteration in two cases.
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Looking at the results shown in Figure 4, we see that the GPU version is
again at least twice as fast as the multicore version, with speedups between 2.1
and 2.8 in 2D, and 2.7 and 2.9 in 3D.
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Fig. 4. Normalized run time for the Shell domain problem in 2D and 3D, respectively.

4.3 Nonlinear Example

As an example of a nonlinear equation, we consider the solution of the minimal
surface equation3,

−∇ ·

(
1√

1 + |∇u|2
∇u

)
= 0 in Ω,

u = g on ∂Ω,

which describes the surface of a soap film spanned by a wire loop defining the
domain Ω and boundary conditions (see, e.g., Ch. 10 in [25]). The nonlinearity
is resolved by Newton’s iteration, where we solve the following linear PDE for
the search direction δun in each step n,

−∇ ·
[(

1

(1 + |∇un|2)
1
2

− (∇un ⊗∇un)

(1 + |∇un|2)
3
2

)
∇δun

]
= ∇ ·

(
1

(1 + |∇un|2)
1
2

∇un
)
,

and then compute the new approximation as

un+1 = un + αnδun ,

where αn ∈ (0, 1] is a damping factor determined by a backtracking line search
procedure. In this procedure, an initial αn

0 = 1 (Newton step) is used and reduced
to αn

i = 1
2α

n
i−1 until un + αn

i δu
n does in fact lead to a reduction in the residual

norm. The initial guess for the Newton iteration is found by solving the Laplace
equation with κ ≡ 1 which is a good approximation as long as |∇u| � 1. The

3 This example is based on Step 15 in the deal.II tutorials [2], found at http://www.
dealii.org/developer/doxygen/deal.II/step_15.html.

http://www.dealii.org/developer/doxygen/deal.II/step_15.html
http://www.dealii.org/developer/doxygen/deal.II/step_15.html
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computational domain is a circular unit disk of radius 1. As boundary condition,
u = sin (π(x+ y)) is prescribed, which yields a solution depicted in Figure 5(c).
We use an absolute tolerance of 10−12 for the Newton iteration. For the inner
CG iteration, we use somewhat more relaxed tolerances compared to the other
examples; absolute and relative tolerances 10−13 and 10−4, respectively.

Table 6 lists the results for four successively finer grids using fourth order
elements. Here, we record a speedup of 1.66× for the GPU version, which is
somewhat lower than for the linear problems. This is probably due to the line
search process having a slightly lower parallelism than the system solution, which
favors the multicore implementation. On the other hand, the residual computa-
tions show a speedup of almost 4×, which is even faster than the two- to threefold
speedup for solving the linear systems, indicating that the GPU implementation
of the multigrid-specific operations still have room for further improvements.

CPU GPU
Nonlin. Time Lin. Time Time Lin. Time

Cells DoFs iter. Resid. residuals Iter. solution residuals Iter. solution

5.1k 82k 12 30 0.00404 91 0.159 0.00248 91 0.727
20k 0.33M 13 32 0.0129 131 0.527 0.00505 129 1.47
82k 1.3M 12 31 0.0618 163 2.77 0.0147 161 3.85

0.33M 5.2M 12 31 0.209 193 17.4 0.0526 186 10.5

Table 6. Results for nonlinear Laplacian in 2D on Q4 elements.

The two dimensional minimal surface equation can readily be extended to
three dimensions, in which case we obtain the results in Table 7. Clearly, with the
computationally heavier 3D elements, the system solution is now the dominant
solution portion and a speedup of up to 3.1 is obtained.

CPU GPU
Nonlin. Time Lin. Time Time Lin. Time

Cells DoFs iter. Resid. residuals Iter. solution residuals Iter. solution

450 30k 8 17 0.00290 23 0.0874 0.00142 23 0.151
3.6k 0.23k 9 20 0.0147 39 0.301 0.00381 40 0.390
29k 1.8M 9 21 0.113 65 3.70 0.0223 68 2.06

0.23M 15M 11 25 0.875 111 50.3 0.198 112 16.2

Table 7. Results for nonlinear Laplacian in 3D on Q4 elements.
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(a) (b) (c)

Fig. 5. (a) Adaptively refined mesh for the 2D L-shaped domain, after four refinement
cycles. (b) Solution of the 3D shell problem for a mesh with 0.2 million Q2 elements
and 1.6 million DoFs. (c) Solution of the 2D nonlinear problem for a mesh with 80
thousand Q4 elements and 0.3 million DoFs.

5 Conclusions

We have presented an algorithm adaption and implementation of a geometric
multigrid solver for matrix-free finite-element solution of PDEs. We have demon-
strated excellent performance of our method across three example problems, in-
volving adaptive meshes with hanging nodes, non-Cartesian geometries, and a
non-linear Newton iteration. When comparing our GPU version running on an
Nvidia Tesla P100 against a highly optimized CPU version running on a 28-core
Intel Broadwell setup with similar wattage, the GPU implementation is consis-
tently faster. For all examples and setups except the ones where grid transfer and
small vector operations comprise a significant portion of the work, we achieve
two to three times faster execution. Furthermore, we have demonstrated that a
mixed precision approach can be used successfully for a multigrid-preconditioned
iterative solver to get speedups of up to 83%. Finally, we have shown that, on the
new Pascal architecture, using atomic operations is now faster than a graph col-
oring approach for performing the reduction of element contributions, in contrast
to previous architectures.

Ongoing research includes extensions of the solver to a multi-GPU setup and
to vector valued elements for solution of problems in CFD. Also, we are preparing
an official inclusion of our implementation in deal.II [2].
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