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Abstract

Set-point control aims at finding a policy that can track a set point that varies over
time. Such control objectives are central in industry, yet multi-goal Reinforce-
ment Learning methods are typically evaluated on other environments. The paper
therefore proposes the use of a combination of feedback based amplitude aided
exploration, simulated ensemble model training, together with policy optimization
also over integrated errors, to arrive at a trained multi-goal policy that can be
directly deployed to real-world nonlinear set-point control systems. The claim is
supported by experiments with a real-world nonlinear cascaded tank process and a
simulated strongly non-linear pH-control system.

1 Introduction

In recent years, Reinforcement Learning (RL) methods with deep neural networks as function
approximators (Deep RL) have been successful in a wide range of simulated tasks [1, 2, 3]. However,
there are still challenges when it comes to learning a policy for a real-world physical system [4]. The
model-free methods, such as policy gradient methods [5, 6] often need a large amount of training
data and extensive exploration. The consequences can often be time-consuming training, and the
exploration may lead to unsafe actions. For this reason a simulated environment is often used for
training. In this paper ideas taken from the field of automatic control will be combined with modern
RL-methods with the aim of overcoming these problems when performing set-point control.

In industry set-point control is central [7], yet it is seldom used for evaluation of new RL-methods.
In a machine learning context, the set-point control problem aims at finding a policy that tracks a
piecewise constant set-point value/goal. The environment is typically an unknown nonlinear dynamic
system. The policy needs to be robustly trained with respect to varying system dynamics and unknown
effects like occasional disturbances. If a policy for set-point control is trained using standard RL-
methods with a single simulation environment, any change of the gains in the environment will lead
to the policy losing track of the set point, and thus it cannot be directly transferred to the real-world
system.

To handle the discrepancy between the simulated model and the real-world system, the idea of using
a model ensemble for simulation was explored in [8, 9]. There the parameters of the simulation
environment are varied to find a policy that is more robust to the difference between the simulated
and real-world systems. However, as will be shown by example, this does still not solve the problem
of finding a policy that is robust to changes of the gains of the environment – even if the gains are
varied during training, there is in general no single policy based on pure state-feedback that can work
for multiple gains. In the control literature the standard approach to solve this is to make use of the
integrated control error in the policy. In this paper it will be seen that this idea is also highly useful
when combined with RL-methods based on model ensembles.
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To ensure that the policy can handle varying set points, the multi-goal framework from [10] will
be utilized. However, training on multiple-goals in a model ensemble increases the importance of
efficient exploration. If standard stochastic policies are used for this purpose, the exploration of
different amplitude domains is far too unlikely, and therefore the training process may take much
longer time than necessary.

Contributions. The paper discusses and proposes solutions to three important problems in applying
standard RL-methods to set-point control problems:

1. A policy trained in a fixed environment may not be robust enough to be directly applied to a
real-world system, so model ensembles should be used in simulated training.

2. Even with model ensembles, standard RL-policies do not have enough information to track
the set point if the dynamics changes. This is overcome by introducing an integrated control
error.

3. Allowing for policies that handle multiple set-points requires efficient exploration. The
paper therefore proposes the use of simple prior controllers to speed up the learning process.

It is argued that the combination of all three parts is important to achieve the goal of training a
set-point controller in simulation that can be directly transferred to a real-world system. For example
and as illustrated below, if the integrated control error is introduced without the use of a model
ensemble, the trained policy will typically not learn how to use the integrated error.

The proposed method is evaluated on a real-world cascaded double tank system and a highly nonlinear
pH-control problem in simulation. These examples show that the method can succeed in learning a
robust policy that achieves time varying set-point tracking, is insensitive to model errors and is also
robust against unmodelled dynamics.

Related work The idea of using a prior controller to aid RL is used in [11] and [12], where the prior
controller is in the form of ad-hoc algorithms or model-based predictive control in a fixed-goal setting.
On the contrary, this paper focus on the exploration for multi-goal set-point control, showing that
basic PI control is often sufficient to improve the RL methods. In [13, 14, 15], RL algorithms are
used for tuning of the gains of PID controllers. The present work is fundamentally different in that
no gains of the PI controller is tuned, the PI controller is fixed and rather used to aid and enhance
exploration. The nonlinear control problem is solved directly by the so aided RL algorithm. Classic
tuning rules for PID controllers can be found in [16] and [17], while an automatic tuning method
deployed widely by Foxboro Inc. is available in [18]. That method explores the system dynamics by
triggering a limit cycle.

2 Problem Statement

Consider an agent that receives a set-point/goal g at the beginning of each episode when interacting
with the environment. At each time step t, the agent receives an observation st and a reward signal rt.
The state transition function of the environment can be written as

st+1 = fp(st, at, wt), (1)

where fp is a nonlinear function parameterized by an ensemble parameter p, st ∈ Rn is the current
state, at ∈ Rm is the input action and wt ∈ Rd is the system noise. The task of the agent is to have
the controlled variable

yt = h(st), (2)

tracking a piecewise constant goal g. In control theory this is known as set-point control, where g is
the set point to track. Note that this means that the policy must first regulate the environment to the
set point, and then keep it there. An example, evaluated in Section 6, would be to keep the pH-level
at a desired level in a wastewater treatment plant.

2.1 Multi-Goal Reinforcement Learning

To formally handle multiple goals, the multi-goal RL framework in [10] is considered. Here the
aim is to find a goal-conditioned policy πθ(s, g), where θ is a parameter vector, that maximizes the
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discounted return,

Gt =

∞∑
k=0

γkrt+k+1 (3)

where γ ∈ [0, 1] is the discount factor and rt = R(st, at, g) is the reward function at time step t.
That is, the reward for a given state and action will also depend on what the current goal is.

2.2 Robust Policy Optimization in Simulation

With a simulation environment, training data can be collected cheaply and safely. However, there is
no perfect simulated environment. The main challenge to training policies using simulated data is the
systematic discrepancy between the simulation and the real-world [8].

To handle uncertainties about the environment, an ensemble of simulation models is considered:

FP = {fp | p ∈ supp(P)}, (4)

where P is some distribution of possible parameters, and supp(P) is the support of this distribution.
By training the policy on this model ensemble, instead of on a specific state transition function, the
resulting policy will be more robust to model mismatch, see e.g. [8] and [19].

A popular set of RL methods for training a policy are policy gradient methods. These methods finds
a policy πθ by directly maximizing the universal value function [20]

Ṽπθ
(st, g) = Eπθ

[Gt|st, g], (5)

i.e., the expected discounted return starting from state st and then following the policy πθ. This is
done by collecting experience and updating the policy by estimating the policy gradient. These types
of methods can easily be extended to the case with a model ensemble by instead considering the
value function

Vπθ
(st, g) = Ep∼P [Eπθ

[Gt | st, g, p]]

= Ep∼P

[
Eπθ

[ ∞∑
k=0

γkrt+k+1

∣∣∣∣∣ st, g, p
]]

. (6)

With this newly defined value function, the policy is optimized in the direction of maximizing the
expectation of accumulated rewards for all models fp ∈ FP . The method is easy to combine with
any batch policy optimization algorithm [6, 21] as a subroutine by collecting experience trajectories
over different models. Note that the policy does not know the parameters p ∈ P .

However, there are some problems with this formulation when it comes to set point control that will
be discussed in the next two sections.

3 Set-point Control

While the idea of model ensembles can assist in learning a policy that is more robust to parameter
variations, it will not solve the set-point control problem by itself.

To see this, consider a simple deterministic first-order linear model

st+1 = pst + at, (7)

where st, at and p are all scalars. If the controlled variable is yt = st, the aim is to keep the state at
the goal g once reached. In order to achieve this, it follows from the stationary variant of (7) that the
policy must satisfy

π(g, g) = (1− p)g.

That is, in order to be able to stay at the goal, the policy must necessarily depend on the parameter p.
Hence, a policy that maximises (6) cannot achieve the aim if supp(P) contains more than one
element. However, the set point control problem has been thoroughly studied in control theory [7].
The standard solution is to use proportional and integrating (PI) controllers, sometime augmented
with the derivative (PID-control). Define the control error

εt = g − yt.
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Then the (discrete-time) integrated control error can be evaluated as

zt = zt−1 + εt.

The PI-controller would then choose the action according to

at = K1εt +K2zt, (8)

for some constants K1 and K2. Thanks to the integrated control error, that increases if yt is below
the goal and decreases if yt is above the goal, this controller does not need exact information about p
in (7) to track the goal. This follows since any remaining constant error would lead to ever increasing
actions when time increases. This argument requires that the control loop remains stable.

In the literature on adaptive control, there are several results on tuning PID-controllers in a model-free
manner [16, 17, 18]. However, this fixes the structure of the policy to be linear in εt and zt. In this
paper the goal is to combine the power of integrating control with the generality of RL in regulation
of nonlinear dynamic systems. To achieve this, the extended state vector

s̃t =
[
sTt zt

]T
. (9)

will be used to train a policy on the form πθ(s̃t, g) in the standard way.

4 Aided Exploration in the Amplitude Domain

Exploration is generally a key to devising efficient RL-algorithms. In the setting of model ensembles
and multiple goals, this is even more important. In control theory this is known as excitation of the
system dynamics [22].

For continuous control a simple and often used way to achieve exploration is by utilizing a stochastic
distribution πθ(at|s̃, g). A common choice is to use a Gaussian distribution. This basically adds
probing noise to the mean value of the distribution. While this is an efficient way of introducing
excitation of different signal frequencies, it does by itself not give much exploration in the amplitude
domain since the probing noise does not move the controlled variable in a systematic way [23]. In
the multi-goal setting the exploration of amplitudes is however very important.

In the adaptive control literature, a common way to achieve exploration of amplitudes is to regularly
change the goal g to force the controlled variable to move. As compared to an increase of probing
noise variance this approach allows enough time for the dynamic environment to reach and settle
at new operating points in the state space. When a policy is restricted to be e.g. a PI-controller like
in (8) changing the goal will directly influence the actions and move the controlled variable in the
general direction of the goal (even if the controller is not perfectly tuned). However, if a general
nonlinear policy distribution πθ(at|s̃, g) is used this will not happen by default. When the training
starts, πθ will instead choose random actions independent of the current goal. For this reason it can
take a long time before the RL-algorithm starts to explore relevant states.

Even with very limited knowledge about the environment, it is typically still easy to design a
deterministic prior policy κ(s̃t, g) that at least will move the controlled variable in the general
direction of the goal. By starting the training process from such a prior policy, the agent will explore
the environment in a much more efficient way. One way to achieve this is to consider a stochastic
policy on the form

at ∼ πθ(κ(s̃t, g) + µθ(s̃t, g), σ
2
θ), (10)

where θ is the parameter vector that should be trained and κ is the prior policy.

So how should this the prior policy be chosen? Here the ideas from PI-control are again useful. In
many interesting environments even an un-tuned PI-controller that result in stable operation will
guide the controlled variable towards the goal.

5 Summary of the Proposed Method

The proposed method is thus a combination of three key ideas:

1. Make use of an ensemble of simulation models to improve robustness to uncertainties in the
parameters; see Section 2.2.
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2. Include the integrated control error in the state vector to find a policy that can track the goal
when the parameters change, or handle unmodelled disturbances; see Section 3.

3. Start from a prior controller to guide the policy to approach the desired goal g and thus assist
the exploration, see Section 4.

While each of these ideas is a simple extension of the standard multi-goal RL framework, the
combination of them is important. Without the prior controller, algorithms like PPO may require very
long learning time to handle the multi-goal case, since the initial training data is not very informative.
Without the integrator, there is no fixed policy that can handle changing parameters and unmodelled
disturbances. Without robustness from the model ensemble, the trained policy can “overfit” to the
simulation environment, and the trained policy may not work well on the real-world target. For
example, if the policy is trained in a fixed environment perfect tracking can be achieved without
the integrated control error, and thus the agent never learns to utilize this extra information. This is
shown by example in Appendix A.1.1. This, again, means that the resulting policy cannot be directly
transferred to the real-world system.

The implementation of the method is straightforward. Given the user inputs, the prior controller κ, the
desired goal distribution G, and the model ensemble FP , the experience is collected by resetting the
goal and model at the beginning of each iteration. The policy is then directly trained by a model-free
deep-RL method such as PPO. The summary of the method is shown in Algorithm 1.

Algorithm 1 PIME for robust policy optimization

Input: Policy πθ with a prior controller κ, the desired goal distributions G, model ensembles FP
1: for iteration=1, 2, . . . , do
2: Collect data with M different goals over M different models
3: for m = 1, 2, . . . ,M do
4: Sample gm from G, sample p from P uniformly and get the model fp
5: Reset the dynamic system fp, randomly initialize the state s0 and the integrator z0 = 0
6: for t = 0 . . . T − 1, do
7: Construct the embedded state s̃t =

[
sTt zt

]T
8: Interact with fp with the input at ∼ πθ(κ(st, yt) + µθ(s̃t, g), σ

2
θ)

9: Get next state st+1 from fp and the reward signal rt from reward function
10: Update the integrator zt+1 and construct next embedded state s̃t+1 =

[
sTt+1 zt+1

]T
11: Store (s̃t, g

m, at, s̃t+1, rt) and update s̃t = s̃t+1

12: end for
13: end for
14: Use a RL algorithm to optimize θ, e.g., PPO
15: end for

6 Experiments

The proposed method was evaluated on two tasks. The first task is a laboratory cascaded water tank
level control system. The policy was trained using simulations but evaluated also on a real-world
cascaded water tank. The second task is to control the pH-level in a strongly nonlinear wastewater
treatment plant.

As described in Section 5, it is not possible to get perfect tracking over a range of parameters without
the use of the integrated error together with a use of model ensembles. Thus, the methods that will be
compared are:

• model ensembles with PPO (IME-PPO): Uses the integrator and model ensembles.
• IME-PPO with a prior controller (PIME-PPO): As prior controller an un-tuned PI-controller
κ(s̃t, g) = −K1εt +K2zt is used.

Both methods are trained with five different random seeds, using the same hyperparameters for each
task. The hyperparameters are tuned following the guidelines in [24] and the code is based on the
library for deep reinforcement learning [25]. All experiments are runned on a MacBook Pro (16-inch,
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2019) with 2,3 GHz 8-Core Intel Core i9. Detailed information can be found in the Appendix A.1.2
and A.2.1.

The experiments are designed to answer the following questions:

1. How well does the trained policy handle parameter changes?

2. How does the policy trained in simulations work on the real-world system?

3. Is the policy robust to unmodelled effects?

(a) (b)

Figure 1: Environments. (a) The cascaded double tank system. (b) pH-control of wastewater.

6.1 Cascaded Water Tank Level Control

The water tank environment consists of two tanks mounted on top of each other, as depicted in
Figure 1a. When actuated by the agent, the water from the source is first pumped to the upper tank
and then flows to the lower tank through a small hole at the bottom of the upper tank. In the end, the
water flows into the container below. Using Bernoullis law, a model of the system can be written as

ṡ1(t) = − a1
A1

√
2gs1(t) +

Kpump

A1
a(t),

ṡ2(t) =
a1
A1

√
2gs1(t)−

a2
A2

√
2gs2(t),

(11)

where s1(t), s2(t) are the water levels of the two tanks, a1, a2 are the areas of the bottom holes, A1,
A2 are the areas of the cross sections of the tanks, Kpump is the pump constant and a(t) is the voltage
applied to the pump. However, the real system may not follow these equations perfectly, and the exact
value of each parameter is not known. Hence, the values of the ratios p1 = a1/A1 and p2 = a2/A2

are assumed to be in the uniform distribution U1(0.0015, 0.0024). Furthermore, the value of the ratio
Kpump

A1
is assumed to be in the uniform distribution U2(0.07, 0.17). Thus, the model ensembles of this

task can be defined as, FP = {fp | p1 ∈ U1, p2 ∈ U1, p3 ∈ U2}. The task is to learn a robust policy
for the cascaded tank system that controls the level of the lower tank s2. In simulation, the system
is discretized using Euler’s method [26] with sampling period 2 seconds and the reward function at
time step t is defined as

R(st, g) = −(yt − g)2 = −(s2(t)− g)2. (12)

where the controlled variable yt is the water level s2(t) of the lower tank. The policy to be trained
was defined in Section 4. Here µθ(s̃t, g) is parameterized as a neural network with three hidden
layers. A modular network is used, where the state st and the integrated error zt are first sent to
separate networks to extract features, that are then combined in a final network which outputs the
action. The details of the network architecture are shown in the Appendix A.1.2.
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(a) (b) (c)

Figure 2: Comparison between the prior P-controller, the IME-PPO, and the PIME-PPO in simulation.
(a) Training performance comparison between the prior P-controller, the IME-PPO and the PIME-
PPO for four hundred thousand steps. (b) Evaluated trained policies with training random seed 3
on 500 models with sampled parameters from FP to track 5 different goals. (c) Evaluated trained
policies with five different random seeds on one specific model with sampled parameters to track 5
different goals.

6.1.1 Question 1: Simulation with Different Model Parameters

For this example, the prior controller used is an un-tuned P-controller (i.e. K2 = 0). In Figure 2a,
the training performance of IME-PPO and PIME-PPO are compared with the prior P-controller. As
shown, the PIME-PPO starts from the P-controller and improves during the entire training without
any drop. It converges quickly to its best performance, and the variance between different random
seeds is very small. The IME-PPO, on the other hand, starts from scratch and requires more than
2× 105 steps before it reaches the performance of the un-tuned P-controller, and it does not manage
to reach the performance of PIME-PPO within 4× 105 steps. This shows that even an un-tuned prior
P-controller can improve the efficiency of the training substantially.

In Figure 2b, the trained policies are evaluated on 500 different models with different parameters.
It can be observed that both IME-PPO and PIME-PPO improve substantially as compared to the
un-tuned P-controller. It is also seen that the policy found by PIME-PPO is more robust to parameter
changes than the one found by IME-PPO. Finally, it can be noted that PIME-PPO achieves very good
tracking performance for all sets of parameters, indicating that it makes good use of the integrated
error. It should also be noted that the error bar of PIME-PPO does not mean that there is a tracking
error, but for some sets of parameters there are oscillations before reaching the set-point. The separate
plots for 4 random models are shown in Appendix A.1.3.

In Figure 2c, the five different policies that were trained with different seeds are evaluated on a fixed
set of model parameters. Again, it can be observed that the results from PIME-PPO are stable and
manage to track the goal. However, the IME-PPO has more oscillations and does not manage to track
the largest goal well. The details of the evaluation is in the Appendix A.1.3.

6.1.2 Question 2: Transfer to the Real-world System

(a) (b)

Figure 3: Comparisons between the prior P-controller, the IME-PPO, and the PIME-PPO on the
real-world cascaded tank system. (a) Switch off. (b) Switch on.
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To recap, the main goal of the paper is to learn a policy in a simulated environment that works directly
when deployed to the real-world system. After training, all policies are evaluated on the real cascaded
tank system. Consistent with the simulation, the sampling period is also 2 seconds. This system
differs from the simulation since the tanks may overflow and the sensors are noisy. The result of the
evaluation of the policy when applied to the real-world system is shown in Figure 3a. As shown,
the residual policies still manage to track different goals correctly. Compared to the IME-PPO, the
PIME-PPO performs better for all goals with smaller overshoots and oscillations.

6.2 Question 3: Unmodelled effects

Finally, an unmodelled disturbance is introduced by opening a switch so that water can flow out of
the upper tank directly into the container. The result is shown in Figure 3b. It can be seen that, even
with such unmodelled effects, both RL methods can reach and track the goal thanks to the integrator.

6.3 pH-Control

The pH-control is a challenging control problem in the chemical industry because it is a strongly
nonlinear control problem since the process includes chemical equilibrium, kinetics, and mixing
dynamics. One important issue is that the process buffer capacity varies over time [27]. Typically the
buffer capacity is unknown and changes the gain of the system significantly, making it even harder to
control. The pH-control of wastewater containing ammonia (NH3) and sodium hydroxide (NaOH) is
considered here, stated as a continuous neutralization titration process by hydrochloric acid (HCl).
The process is illustrated in Figure 1b. The chemical reaction equilibrium of the environment can be
stated using a cubic equation for [H+] [23],

[H+]3 + (XNH3 −XHCl +XNaOH +K)[H+]2 + (KXNaOH −KXHCl −KKw) = 0, (13)

where XNH3
, XHCl, XNaOH are the concentration of the substances, and where K and Kw are the

constants of the reaction. Using mass balances, it’s straightforward to obtain the following ODE that
describes the mixing dynamics

ṡ(t) = −qww

V
s(t) +

XHCl,CqHCl,C

V
a(t). (14)

Here the state s(t) = XHCl(t) is the concentration of hydrochloric acid in the reactor tank, qww is
the inlet flow, V is the reactor tank volume, XHCl,C is a constant representing the concentration
of the hydrochloric acid used for control, qHCl,C represents a constant control flow, and at is the
action that varies the control flow. The mixing results in concentrations in the tank as before reactions
take place, where the state is the hydrochloric acid concentration after mixing. The pH value can be
calculated with y(t) = pH(t) = −log10[H

+](t). The reward function is similar to (12) and defined
as

R(st, g) = −(pHt − g)2. (15)

where pHt is the pH value at time step t. Also, in order to deal with the capacity uncertainty in terms
of the inlet and outlet flows, the model ensemble is defined as

FP = {p1 =
XHCl,CqHCl,C

V
∼ U(0.005, 0.015), p2 =

qww

V
∼ U(0.0015, 0.0025)}. (16)

Due to the strong nonlinearity of the system shown in Figure 4, the control task is challenging. Further
details are available in the Appendix A.2.

6.3.1 Question 1: Simulation with Different Model Parameters

An un-tuned PI-controller is used as prior controller. In Figure 5a, the training performance of
IME-PPO and PIME-PPO are depicted together with the prior PI-controller. As shown, the PIME-
PPO starts from the PI-controller and improves during the entire training session, exactly as for the
cascaded tank example. The IME-PPO, on the other hand, remains locked until 105 steps have passed,
when it starts to explore better and converge. The final value of IME-PPO appears to be worse than
for PIME-PPO.

In Figure 5b, the trained policies are evaluated on 500 different models with different parameters.
Again, IME-PPO and PIME-PPO improve substantially as compared to the PI-controller which has
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Figure 4: The relationship between the amount of hydrocloric acid (XHCl) used and the pH value
with XNH3

= 0.01, XNaOH = 0.01 and concentration of weak acid XH+ = 0.005.

large overshoots. In the experiment, the integrator in PIME-PPO was bounded to avoid accumulation
of too large integrator states during training and evaluation. The policy found by PIME-PPO responds
better to set-point changes than IME-PPO. Finally, it can be noted that PIME-PPO achieves a very
good stationary tracking for all sets of parameters, indicating that it makes good use of the integrated
error. Here, the variance of PIME-PPO originates from overshots before reaching the set-point.

In Figure 5c, the five different policies that were trained with different seeds are evaluated on a fixed
set of model parameters. Again, it can be observed that the results of PIME-PPO are stable and
manage to track the goal. Without the prior PI-controller, the IME-PPO has a slower response in
particular for high goals where the gain of the pH control system is low, cf. Figure 4.

(a) (b) (c)

Figure 5: Comparison between the prior P-controller, the IME-PPO, and the PIME-PPO in simulation
to track 5 different goals. (a) Training performance comparison between the prior PI-controller, the
IME-PPO and the PIME-PPO in simulation for four hundred thousand steps. (b) Evaluated trained
policies with training random seed 3 on 500 models with sampled parameters from FP . (c) Evaluated
trained policies with five different random seeds on one specific model with sampled parameters.

7 Conclusion

The paper discussed the integration of machine learning and control theoretic methods, to obtain a
new multi-goal RL method capable of robust set point control of real-world nonlinear systems. More
precisely, simulated policy optimization over a model ensemble was used to enhance robustness
with respect to varying dynamics in general. To achieve set-point tracking, integrating control was
included by means of an integrated error state trained with a neural network operating in parallel with
the network for the error state itself. Here the use of model ensemble optimization is crucial to avoid
that the training replaces the integrated error with an exact gain, that would be the case if a single
model would be trained. Finally, exploration in the amplitude domain was added, using a simple
aiding feedback controller, like a proportional controller. This was shown to reduce the training time
significantly. The new method was evaluated on a cascaded tank system, proving both robustness and
exact set-point tracking. The method was also tested on a strongly nonlinear pH-control system, also
with good results. Interesting remaining tasks include a theoretical study of the stability properties of
the closed-loop system.
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The checklist follows the references. Please read the checklist guidelines carefully for information on
how to answer these questions. For each question, change the default [TODO] to [Yes] , [No] , or
[N/A] . You are strongly encouraged to include a justification to your answer, either by referencing
the appropriate section of your paper or providing a brief inline description. For example:

• Did you include the license to the code and datasets? [Yes] See Section .

• Did you include the license to the code and datasets? [No] The code and the data are
proprietary.

• Did you include the license to the code and datasets? [N/A]

Please do not modify the questions and only use the provided macros for your answers. Note that the
Checklist section does not count towards the page limit. In your paper, please delete this instructions
block and only keep the Checklist section heading above along with the questions/answers below.

1. For all authors...

(a) Do the main claims made in the abstract and introduction accurately reflect the paper’s
contributions and scope? [Yes]

(b) Did you describe the limitations of your work? [Yes] For example in Section 3, we
mentioned that the prior controller needs to be stable.

(c) Did you discuss any potential negative societal impacts of your work? [No] Our work
aim to solve the set-point control problems and we did not discover any potential
negative societal impacts.

(d) Have you read the ethics review guidelines and ensured that your paper conforms to
them? [Yes]

2. If you are including theoretical results...

(a) Did you state the full set of assumptions of all theoretical results? [N/A]
(b) Did you include complete proofs of all theoretical results? [N/A]

3. If you ran experiments...

(a) Did you include the code, data, and instructions needed to reproduce the main experi-
mental results (either in the supplemental material or as a URL)? [Yes] The code and
data of experiments is included in the supplemental material.

(b) Did you specify all the training details (e.g., data splits, hyperparameters, how they
were chosen)? [Yes] See the details in the Appendix.

(c) Did you report error bars (e.g., with respect to the random seed after running experi-
ments multiple times)? [Yes] All algorithms are trained under 5 seeds and evaluated
for several times and the results with error bars are shown in the plots. See Section 6.

(d) Did you include the total amount of compute and the type of resources used (e.g.,
type of GPUs, internal cluster, or cloud provider)? [Yes] Yes, we include the type of
resources used and the total training steps but did not log the total training time. See
Section 6.
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4. If you are using existing assets (e.g., code, data, models) or curating/releasing new assets...
(a) If your work uses existing assets, did you cite the creators? [Yes] See Section 6 and the

Appendix.
(b) Did you mention the license of the assets? [Yes] The license of the existing assets is in

the supplemental material. (See the file elegantrl/LICENSE.)
(c) Did you include any new assets either in the supplemental material or as a URL? [Yes]

The license of our code is in the supplemental material. (See the file LICENSE.)
(d) Did you discuss whether and how consent was obtained from people whose data you’re

using/curating? [No] We propose a new RL method and thus no data is needed from
others. Also, the real-world data is collected in our lab.

(e) Did you discuss whether the data you are using/curating contains personally identifiable
information or offensive content? [No] We did not use the data from others.

5. If you used crowdsourcing or conducted research with human subjects...
(a) Did you include the full text of instructions given to participants and screenshots, if

applicable? [N/A]
(b) Did you describe any potential participant risks, with links to Institutional Review

Board (IRB) approvals, if applicable? [N/A]
(c) Did you include the estimated hourly wage paid to participants and the total amount

spent on participant compensation? [N/A]
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A Appendix

A.1 Water Tank Level Control

A.1.1 Performance Without model ensembles

Even if the policy embeds an integrator, the RL algorithm will typically not use it when the training
is not performed over an ensemble of models. This is because the RL algorithm can solve the task by
finding exact gains for a single environment instead. This is illustrated in Figure 6a, which shows
perfect performance of the trained policy for the trained model. However, the performance for another
model results in a stationary control error with respect to the goal. This illustrates that the trained
policy does not use the integrated error to reach the exact goal. The output of the trained policy for
different states is shown in Figure 6b. The plot shows that when the integrator is increased from −25
to 25, the output action does not change much which also indicates that the trained policy does not
use the integrator.

(a) (b)

Figure 6: Experiments on PI-PPO (without model ensemble) (a) Performance of PI-PPO trained
model and another sampled model in simulation to track 5 different goals. (b) Policy of three different
states with different integrator values.

A.1.2 Hyperparameters

Hyperparameter Value
Horizon 200
Adam stepsize 3× 10−4

Minibatch size 256
Number of epochs 10
Discount (γ) 0.995
GAE parameter (λ) 0.97
Clipping parameter ϵ 0.2
PPO Value Function coefficient c1 1.0
PPO Value Function coefficient c2 0.02
Integrator bounds [-25,25]

Table 1: Hyperparameters used in the Water Tank Level Control task.

All experiments in the cascaded tank simulation use the same hyperparameters shown in Table 1. As
described in Section 6, the gθ of PIME-PPO is a modular neural network with separate networks for
the integrated error zt and the other items st and g, see Figure 7. The value function approximator of
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all agents are standard neural networks with 3 hidden layers and there are 256 hidden units in each
layer with Tanh as the activation function.

x1

x2

g

z

Action

Figure 7: Network architecture of gθ in PIME-PPO. Bias and activation functions are ignored.

A.1.3 Evaluation Details

Here the details of the evaluation are illustrated further. In Figure 8, the performance of PIME-PPO
and IME-PPO for the training seed 3 evaluated on 4 models with sampled parameters are shown.
Due to the changes in model, the P-controller reaches different levels than the goal in the end of each
episode while PIME-PPO is robust to the model changes and achieves goal tracking. The plot also
indicates that one reason of the error bar in Figure 2b is the oscillation. The evaluation of agents with
different seeds on one specific model are depicted in Figure 9. It can be seen that the IME-PPO needs
a "lucky" seed to be able to track all goals while PIME-PPO is robust.

A.2 pH Control

The network architecture of gθ is same as in the Water Tank task except that the state is [pH g z]
T .

A.2.1 Hyperparameters

Hyperparameter Value
Horizon 50
Adam stepsize 3× 10−4

Minibatch size 128
Number of epochs 40
Discount (γ) 0.98
GAE parameter (λ) 0.97
Clipping parameter ϵ 0.2
PPO Value Function coefficient c1 1.0
PPO Value Function coefficient c2 0.02
Integrator bounds [-25,25]

Table 2: Hyperparameters used in the pH Control task.

A.2.2 Evaluation Details

In Figure 10, the performance of PIME-PPO and IME-PPO for training seed 3 evaluated on 4 models
with sampled parameters is shown. The PI-controller reaches the final goal level for all 4 models but
with a high amount of oscillations, while IME-PPO and PIME-PPO both improve the performance of
PI-controller with less oscillations and faster settling. It can also be seen that the IME-PPO needs a
longer settling time for the goal pH level 10.

In Figure 11, the IME-PPO behave differently with different training seeds while PIME-PPO performs
satisfactory for different training seeds.
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Figure 8: Water tank level control evaluation of trained policies with seed 3 on 4 different models
with sampled parameters.
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Figure 9: Water tank level control evaluation of trained policies with 4 different training seeds on one
specific model with sampled parameters.
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Figure 10: The pH control evaluation trained policies with seed 3 on 4 different models with sampled
parameters.
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Figure 11: The pH control evaluation trained policies with 4 different training seed on one specific
model with sampled parameters.
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